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Abstract 

Bayesian networks have shown themselves to be useful tools 

for the analysis and modelling of large data sets. However, 

their complete generality leads to computational and 

modelling complexities that have limited their applicability. 

We propose an approach to simplify and constrain Bayesian 

networks that strikes a more useful compromise between 

generality and tractability. These constrained graphical will 

allow us to build computationally tractable models for large 

high-dimensional data sets. 

We also describe examples of data sets drawn from image 

and speech processing on which we can (1) further explore 

this constrained set of graphical models, and (2) analyse their 

performance as a general-purpose statistical data analysis tool.  

1. Introduction 

Understanding the properties of large data sets has become a 

crucial activity in the Information Age: numerous tasks, 

ranging from the measurements of hundreds of distributed 

sensors, to the speech of thousands of speakers, each with 

distinct accents, voices and habits of speech, are undertaken 

continually in knowledge-intensive societies. Such data 

analysis plays a vital role in tasks as diverse as financial 

management, environmental monitoring and information 

technology (IT) service provision.  

It is shown in [1] that the optimal choice of classifier for a 

classification task depends on the properties of the data set 

and the properties of the classifiers being considered. 

Significant expertise in the problem domain and data analysis 

is thus required to understand the properties of the 

classification data and significant insight into the properties of 

classifiers are also required to select the classifier that fits the 

properties of the classification task best. Mathematical 

modelling tools that are available for data analysis also remain 

highly specialized, requiring significant domain expertise to 

be useful in most applications. Furthermore, the 

dimensionalities of data sets have also increased significantly 

with the increased amount of available digital information, 

which increases the complexity of data analysis and limits the 

intuitive insight into the properties of the data. Understanding 

and modelling the properties of high-dimensional data has 

thus also become a crucial activity in the Information age. 

It is clear that pattern recognition requires a unified 

framework for the analysis and modelling of arbitrary 

datasets. It is expected that the creation of a fully general 

framework will require one or more major breakthroughs [2]; 

however, even in the absence of such breakthroughs, much 

will be gained by developing representations and algorithms 

that treat diverse data sets in a more unified manner. The 

development of graphical models (also known as Bayesian 

networks) goes some way towards delivering such a 

description [3,4]; however, the excessive generality of these 

models has limited our intuitive insight into their properties 

(and has stymied attempts to create efficient learning 

algorithms for deriving their structure) [5]. 

We propose a constrained set of graphical models that 

strikes a more useful compromise between generality and 

tractability: more focused learning algorithms (e.g. the 

Expectation Maximization algorithm for mixture models or 

constrained optimisation algorithms for kernel models) tend 

to be ineffective at structural learning, whereas more general 

algorithms (e.g. Monte-Carlo based algorithms for graphical 

models) tend to be extremely expensive computationally. Our 

approach allows us to limit both of these risks, thus delivering 

algorithms that can efficiently describe the properties of 

complex real-world data sets with a limited amount of domain 

expertise and training data. 

In Section 2 we give an overview of existing methods that 

are used for the analysis and modelling of data. We point out 

the advantages and disadvantages of these approaches, 

specifically in the context of high-dimensional data. 

In Section 3 we formalize a new framework for the 

analysis of arbitrary data sets; we present a set of constrained 

graphical models that strikes a more useful compromise 

between generality and tractability than Bayesian networks. 

We also show, in Section 4, how these graphical models can 

represent the class-conditional probability density functions 

(pdf) learned by the Gaussian mixture model (GMM) 

classifier and how this framework can represent artificial data 

sets with known properties. 

In Section 5 we discuss applications in image and speech 

processing with large datasets, on which our framework can 

be applied and evaluated, and we summarize our conclusions 

in Section 6. 

2. Background 

There are several existing approaches to analyse and model 

data; these techniques include (1) density estimation, (2) 

dimensionality reduction, (3) clustering, (4) bi-clustering, (5) 

topological models and (6) Bayesian networks.  
There are two main approaches to density estimation, 

namely parametric and non-parametric density estimation [6]. 

Parametric approaches are fast and tractable but the 



assumptions regarding the parametric shape of density 

functions are often too constraining, whereas non-parametric 

approaches make no assumptions about the form of the 

density functions; density functions are often estimated as e.g. 

a sum of kernels of sum of Gaussians. Non-parametric 

approaches are, however, computationally expensive 

(especially for high-dimensional data) and the final models 

give no transparent insight into the properties of the data. 

Dimensionality reduction techniques attempt to project 

data to a lower-dimensional feature space, while still retaining 

as much of the information in the data as possible. A 

significant loss of information occurs, however, when the 

intrinsic dimensionality of the data (k) is higher than the 

dimensionality to which the data is projected. In order to 

visualize data, data is typically projected to 3-dimensions or 

lower. If k<=3, dimensionality reductions techniques can give 

insight into the properties of data by visualizing the projected 

data, if k>>3 (which is often the case for real-world data), 

dimensionality reduction is less useful.  

Clustering techniques are very useful if the measure of 

similarity between objects in the feature space remains 

constant. A distance measure between objects is defined a 

priori for a clustering algorithm and remains the same 

throughout the clustering process. The properties of real-

world data, however, tend to change throughout the feature 

space  and clustering algorithms do not take this change in the 

relationship between variables into account.  

Bi-clustering techniques try to account for this changing 

relationship between features throughout the feature space by 

clustering observations and features simultaneously. Bi-

clustering techniques effectively divide the feature space into 

sub-feature spaces, where data points in sub-feature spaces 

have similar properties. Bi-clustering techniques are, 

however, computationally very expensive - it is known to be 

an NP-hard problem, for which efficient approximations have 

not been found. 

Topological models attempt to describe the properties of 

data by describing how similar groups of data points are 

connected throughout the feature space [7]. They do not 

provide any information of the underlying structures of these 

groups of data points and do not provide probabilistic models 

that can be used to model the data. They are, however, useful 

to learn more from the data, when sufficient expertise is 

available for the analysis and interpretation of the data. 

Bayesian networks are graphical models that can be used 

to learn and represent the joint pdf of data in a graphical 

framework. The fundamental insight motivating Bayesian 

networks is that multivariate probability distributions can be 

simplified if appropriate conditional independence 

relationships are recognized. If such relationships exist, an n-

variable probability distributions can be represented in terms 

of conditional distributions for n1, n2,..., nk variables, where 

n1+ n2 + ...+ nk = n. Since the complexity of estimating a 

multivariate probability distribution is exponential in the 

number of variables in the worst case [8], the savings implicit 

in this decomposition can be substantial. The graphical model 

is used to keep track of the independence relationships 

between groups of variables. 

The application of such models requires the solution of 

two key problems: 

• The learning problem: how does one estimate the 

structure and parameters of a graphical model (in 

practice, usually based on a number of training 

samples) 

• The inference problem: given the values of some 

variables, how does one infer the most likely values 

of other, unknown variables, in order to compute a 

complete probability estimate. 

Most current inference algorithms build on the message 

passing approach pioneered by Pearl [3]. Although such 

algorithms can have exponential worst-case behaviour, they 

are fairly efficient for appropriately-structured networks, and 

modern approaches have extended their applicability quite 

widely [8]. 

The learning problem usually factors into two parts, 

namely estimation of the appropriate structure, followed by 

parameter estimation for conditional distributions for all 

nodes within the structure [5]. For the latter problem, 

standard techniques from statistics are generally employed 

(see, for example, [6] for an overview). However, the success 

of these techniques depends on appropriate structure 

estimates, and these have not yielded well to the 

maximization approaches typically used in machine learning 

[9]. Hence, successful structure learning approaches currently 

require substantial domain-specific information [14]. 

In summary, graphical models offer an extremely 

attractive approach to the modelling of high-dimensional data 

sets. However, in full generality they require either significant 

domain expertise or large computational budgets, for both the 

inference and learning tasks. Their applicability would be 

greatly enhanced if an approach could be developed that 

removes some of these obstacles, even if their full generality 

is compromised in doing so. 

3. Formal definition of graphical framework 

3.1. Motivation for graphical models 

It is shown in [10] that as the dimensionality of a feature 

space increases, the volume of a hyper-cube moves to the 

edges, whereas the volume of an ellipsoid moves to the outer 

shell. The volume of high-dimensional spaces thus tends to 

move to small regions of the feature space, which suggests 

that data tends to lie in manifolds (which make up small parts 

of the feature space) with high densities while the remaining 

part of the feature space is relatively empty. This phenomenon 

thus suggests that data, specifically in higher dimensional 

feature spaces, are generated from underlying manifolds. 

If we consider an example of a body suit with N sensors 

capturing motion in 3 dimensions, we have a feature space of 

dimensionality 3N [11]. The exact position of a body can 

actually be specified by k angles between the joints of the 

body. The intrinsic dimensionality of the problem (k) is 

significantly smaller than the dimensionality of the feature 

space (3N). Mumford illustrated this same principle [12], by 

showing that high-dimensional natural images can be reduced 

to points on a 7-sphere. These examples suggest that high-

dimensional data can be described by underlying manifolds 

with intrinsic dimensionalities (k) much lower than the 

dimensionality of the feature space (d). 

In order to characterize a dataset, we thus need to identify 

the underlying manifolds from which the data points we 

observe have been generated, and we need to describe the 



geometrical structure and intrinsic dimensionalities of these 

manifolds. 

We propose a framework that consists of three 

components that are sufficient to describe the geometrical 

structure and intrinsic dimensionality of the underlying 

manifolds of data. This framework consists of (1) functional 

transformations, which are used to describe the geometrical 

structure of a manifold, (2) continuous pdfs which are used to 

(i) randomly select a point from a manifold and (ii) to model 

the intrinsic dimensionality of a manifold (i.e. the variation of 

a selected point from the manifold) and (3) discrete 

probability mass functions (pmf) which are used to switch 

between manifolds within a feature space. 

Even in the case where the geometrical structure of a 

manifold cannot be described by a single parametric equation, 

we can approximate the geometrical structure with a 

combination of simplexes (simplicial complexes). Simplicial 

complexes can be used to approximate any arbitrary 

geometrical structure and have a point based representation 

which makes them easy to describe. In the next section we 

will illustrate how simplicial complexes can be used to 

generate artificial data and how they are represented in our 

graphical framework. 

The proposed framework thus constrains our graphical 

networks to only three components to make practical learning 

algorithms more tractable, while still maintaining sufficient 

generality to describe datasets with underlying manifolds of 

any geometrical structure and intrinsic dimensionality. 

In the following sub-section we propose the nomenclature 

of our proposed set of graphical models. 

3.2. Nomenclature of graphical models 

We denote random variables with bolded upper class Roman 

capital letters e.g.X , a value drawn from a univariate random 
variable is denoted by a lower class Roman letter x  and a 
vector drawn from a d-dimensional multivariate RV e.g. 

],...,[ 1 dXXX =  is denoted by a lower case bolded Roman 

letter x . The ith row vector of a matrix X  is indicated by 

ix . 

Vectors are indicated by lower case bolded Roman letters 

are column vectors, and a superscript capital T is used to 

indicate the transpose of a vector e.g. 
Tx , which in this case 

will represent a row vector. Matrices are also indicated by 

bolded Roman capital lettersM , if random variables are used 

in the same context as matrices, the random variable will 

contain subscripts e.g. 
1X . )(xFX  is used to indicate the 

cumulative distribution function (cdf) of a univariate random 

variable X , and )(xf X  is used to indicate the probability 

density function of a univariate random variable X .  

)(xXρ  is used to indicate the probability mass function 

(pmf) of a discrete univariate random variable. )(yp refers to 

the probability that the vector y  belongs to a specific class. 

3.3. Components of graphical models 

As discussed earlier, our graphical models will consist of 

three types of nodes: (1) continuous pdfs will be represented 

by circular nodes, (2) discrete pmfs will be represented by 

triangular nodes and (3) functional transformations will be 

represented by rectangular nodes. 

The nodes in a graphical network will be connected by 

one-directional arrows, the directions of the arrows indicate 

the direction in which the function of each node is performed, 

and thus the sequence in which data is processed. 

In the next section we give examples of how these 

graphical models can be applied. 

4. Examples of graphical models 

In this section we will illustrate how our graphical models can 

be used to (1) represent the class-conditional pdfs learned by 

a GMM classifier and (2) represent the underlying structure of 

artificially generated data. 

4.1. Examples of class-conditional probability density 

funtions 

A GMM classifier assumes that the class-condition pdf of 

each class consists of a mixture of Gaussian distributions; the 

class-conditional pdf is this the weighted sum of the pdfs of 

the mixtures. We can represent the class-conditional pdf 

learned by a GMM classifier in our graphical framework as 

illustrated in Figure 1. 

 

 

Figure 1: Graphical representation of GMM classifier 

class-conditional pdf 

The output vector y  can be expressed as 

mxy = ,   (1) 

where mx  is the sample drawn from mixture m .  

As shown in Figure 1, the value of m  is drawn from the 

discrete pmf )(mpM . This pdf is characterised by the weight 

assigned to each mixture; the number of times the value m  is 

drawn is proportional to the weight of mixture m , given by 

iΠ . The pdf of y can be expressed as 
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where M is the total number of mixtures per class and 
iΠ  

is the weight assigned to mixture i  by the GMM classifier, 

iµ  is the mean of mixture i  and 
iΣ  is the covariance matrix 

of mixture i . 

4.2. Examples of generating artificial datasets from 

geometrical structures 

Artificial datasets can be generated from underlying 

manifolds with known geometrical structures. In this sub-

section we will illustrate how these artificial datasets can be 

represented in the proposed graphical framework. 

We firstly generate an artificial dataset by sampling data 

points from a 3rd order polynomial function 

7.03.02.08.0)( 23

1 +−−= xxxxf . Data points are 

uniformly sampled from the polynomial manifold by 

generating values for x from a uniform distribution, U(-1,1), 

and calculating the values of p(x). The data points sampled 

from this polynomial function can be regarded as data points 

lying on the same underlying manifold. We sample data from 

a second underlying manifold with the equation 

5.0)(2 =xf (a straight line parallel to the x-axis). Note 

that the manifold described by )(1 xf  has a dimensionality 

of 2 (data points vary in both dimensions) while the manifold 

described by )(2 xf  has a dimensionality of 1 (data points 

vary only in the x-direction). Figure 2 illustrates the dataset 

sampled from these two manifolds. 

 
Figure 2: Dataset 1 (sampled from two polynomial functions  

 

This dataset can be represented in our graphical framework as 

shown in Figure 3. 

  

 

Figure 3: Graphical representation of dataset 1. 

We can generate an equivalent dataset to dataset 1 by 

approximating the underlying structures of the two manifolds 

in our first example with simplexes. We can specify the 

anchor points of the simplexes as shown by the markers on 

the edges of each simplex. 

We then make use of the Barycentric method to sample 

data points uniformly from the simplexes. The dataset 

sampled from the simplexes described by P, and their 

representations in our graphical framework are illustrated in 

Figures 4 and 5. 

 

 

 

Figure 4: Dataset 2 (approximated structure of dataset 1). 



 

Figure 5: Graphical representation of dataset 2. 

5. Application of framework to real-world 

projects 

As part of a collaborative research project between the 

Meraka HLT Research Group, Material Science and 

Manufacturing and Modelling and Digital Science units at the 

CSIR, these graphical models are being applied and evaluated 

on three real-world projects, namely (1) age classification of 

speech data, (2) robotic perception and (3) computer vision 

for unmanned aerial vehicles. Each of these problems will be 

discussed in more detail in the following sub-sections. 

5.1. Speaker age and gender classification 

Estimating a speaker's age and gender from recordings of his 

or her voice is a task that has seen significant activity in the 

past five years [13]. On the one hand, this task is of psycho-

acoustic interest: researchers wish to determine what the most 

important correlates of age and gender in a speaker's voice 

are. On the other hand, it also has significant practical 

importance - particularly for the design of spoken-dialogue 

systems that adapt to the characteristics of their users. Finally, 

insights gained from the study of this classification task will 

also be useful for the extraction of other meta-information 

(such as the speaker's cognitive load or physical exhaustion) 

from the speech signal; such meta-information is likely to 

become increasingly important as speech-based systems are 

deployed in, for example, automotive applications.  

Researchers at Deutsche Telekom have developed a 

standard database for the age-and-gender classification 

problem, containing more than 50 000 recordings of speakers 

ranging from 7 to 72 years old. Each of these recordings is 

labelled as belonging to one of seven classes (children and 3 

age ranges of males and of females). Mueller and Burkhardt 

[13] have defined a set of 22 features that can be used for this 

classification task, and in this sub-project we intend to 

optimize our graphical models using this feature set. Besides 

its relevance to a significant real-world task, this problem will 

allow us to refine our methods in a feature space of fairly low 

dimensionality (compared to the problems described below). 

State-of-the-art classification accuracy in this environment is 

around 50%, so there is substantial room for improvement. 

5.2. Computer vision (Robotic perception) 

In robotic systems, perception ability is often required to 

interpret external signals and build a conceptual model of the 

environment in order to interact with that environment.  

Examples of active research fields in robotic perception 

include speech recognition and computer vision. 

Typical computer vision tasks, such as 3D reconstruction 

and object recognition, rely on the idea that certain features 

could be extracted from digital images and matched against 

other features.  For example, in stereo vision, features are 

matched over the spatial domain (different images of the same 

scene captured at the same time instant) and geometrical 

calculations are performed, in structure from motion, features 

are matched over the temporal domain (images of a scene are 

captured at different time instants) and in object recognition, 

features are matched against previously extracted features, 

where features or sets of features are associated with a 

particular class label. 

 



Clearly, the use of a feature-based approach is crucial to 

many computer vision tasks.  However, the specific feature 

being used varies greatly from application to application.  A 

variety of feature descriptors have been studied for different 

problems, for example SIFT, SURF, shape context, Harris 

corner and edge detectors, Haar filters, image histograms, 

steerable filters, differential invariants, etc. (for a review and 

comparison of different feature descriptors, see [14]).  These 

techniques differ from one another at a fundamental level and 

although working well for different problems, there is no 

underlying unifying framework. 

The approach of learning structured representation from 

data will be applied specifically to problems in object 

recognition.  In our research, the objective is to determine the 

most appropriate features to use for a given classification 

problem, rather than trying to apply a range of existing feature 

descriptors (which may work well in other contexts but may 

not be suited to the problem).  Given a set of labelled training 

images of natural scenes, we are extracting labelled image 

patches at different scales.   Using this raw information, we 

aim to study the underlying manifolds and model the 

probability density functions associated with different classes. 

Such models should make it possible to approach 

classification problems in computer vision in a generic way. 

5.3. Computer vision (Unmanned aerial vehicles) 

This application focuses on the development of a vision-based 

positioning system that forms part of a rotary-winged aerial 

inspection platform. This sub-system is required by the 

inspection platform to ensure that the correct inspection data 

(images) are collected for offline processing.  

The inspection system’s onboard GPS information would 

be able to position it near the object that is to be inspected but 

it would most likely not be accurate enough for the purpose of 

inspection. It is therefore proposed to do the accurate 

positioning visually. This approach makes use of the rich 

information provided by the visual sensor to solve the 

positioning problem while benefiting from its relatively light 

weight to minimise the overall payload.  

The first step in the proposed solution involves detecting 

and identifying the object of interest. The objects 

classification is then used to perform a model based 3D 

registration with the current view. This will allow the 

extraction of the 3D spatial transform required to move the 

platform into position (via the flight control system). 

It is envisioned that the graphical modelling and analysis 

techniques being developed will be used to design effective 

feature extraction algorithms. This will be achieved by 

analysing the relationships between the features and their 

contribution at various stages of orientation and scale. 

The feature vectors will be complex structures consisting 

of variable and invariant information whose influence will 

vary depending on the current task. The features for training 

and testing will be extracted from images of both simulated 

objects and scale-sized real world models. 

6. Conclusions 

In summary, graphical models offer an extremely 

attractive approach to the modelling of high-dimensional data 

sets. However, in full generality they require either significant 

domain expertise or large computational budgets, for both the 

inference and learning tasks.  

We have formalised and presented a constrained set of 

graphical networks that will make practical learning 

algorithms more tractable than learning algorithms for 

Bayesian networks, while still maintaining sufficient 

generality to describe datasets with underlying manifolds of 

any geometrical structure and intrinsic dimensionality. 

We are currently developing learning algorithms for these 

constrained networks; we will apply these learning algorithms 

to the real-world applications discussed in Section 5. 
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Abstract
We have previously argued that the infamous “No Free Lunch”
theorem for supervised learning is a paradoxical result of amis-
leading choice of prior probabilities. Here, we provide more
analysis of the dangers of uniform densities as ignorance mod-
els, and point out the need for a framework that allows for prior
probabilities to be constructed in a more principled fashion.
Such a framework is proposed for the task of supervised learn-
ing, based on the trend of the Bayes error as a function of the
number of features employed. Experimental measurements on
a number of standard classification tasks confirm the represen-
tational utility of the proposed approach.

1. The No Free Lunch theorem in Pattern
Recognition

The “No Free Lunch” (NFL) theorem for supervised learning
[1, 2] is one of the most controversial results in all of pattern
recognition. Taken at face value, the NFL theorem implies that
learning can only succeed if the learning algorithm happensto
make the correct assumption about the problem being solved.
That is, “unless one can establisha priori, before seeing any of
the datad, that the [function]f that generatedd is one of the ones
for which one’s favourite algorithm performs better than other
algorithms, one has no assurances that that algorithm performs
any better than the algorithm of purely random guessing.” [3]
Or, to quote a popular text on pattern recognition [4]: ”there
are no context- or problem-independent reasons to favor one
learning or classification method over another.”

Now, to the regular user of pattern-recognition algorithms,
these statements are quite unexpected: we certainly tend topre-
fer, say, support vector machines over naı̈ve Bayesian classi-
fiers, and both of those algorithms over random guessing! This
conflict between theory and practice has prompted a number
of responses [5, 6, 7, 8], including a recent analysis [9] which
characterises the NFL theorem as a logical paradox - that is,
as a counter-intuitive result that is correctly proved fromap-
parently incontestable assumptions. In particular, that paper
demonstrates that the uniform prior used in the proof of the
theorem has a number of unpalatable consequences besides the
NFL theorem. However, [9] does not propose alternative prior
distributions that can be used in place of the uniform prior;such
distributions would be very useful for a number of theoretical
and practical reasons (e.g. the abstract comparison of different
learning algorithms or the generation of ”representative”data
sets). In the current paper, we investigate some of the properties
of such a ”generic” prior for pattern recognition, and demon-
strate a descriptive framework that may be useful in that regard.

A number of researchers have attempted to provide de-
scriptions of the systematic regularities that appear in pattern-
recognition problems. De Villiers and Barnard [10] as well

as Van Der Walt and Barnard [11] required a systematic way
to generate ”typical” pattern-recognition problems, and pro-
posed meta-density functions from which parameters of Gaus-
sian mixtures could be drawn for this purpose. Brazdil, Guma
and Henery [12] and Ho and Basu [13] introduced several mea-
sures that can be used to characterise classification problems,
primarily to understand performance of different classification
algorithms. Below, we add to this collection of characterisations
by focusing on characteristics that are shown to be important
from an analysis of the NFL theorem.

Our main aim is to propose an expression of the generic
prior in terms of theclassification powerinherent in succes-
sively more encompassing subspaces of feature space. In or-
der to motivate this proposal, we briefly introduce the Extended
Bayesian Framework (EBF), which makes it possible to speak
about these concepts with precision (Section 2), and reviewthe
factors that indicate the unacceptability of the uniform prior
used to prove the NFL theorem. In Section 3, these insights
are used as basis for the development of a theoretical tool that
can be used to describe pattern-recognition problems at an ap-
propriate level of abstraction. Section 4 then applies thistool
to a number of standard pattern-recognition benchmarks, and in
Section 5 we relate these conceptual and practical results to the
overall goal of establishing a suitable functional prior.

2. NFL: statement and perspectives
The EBF as defined in [2] extends conventional probability the-
ory by treating thehypothesisthat is output by a learning al-
gorithm as a random variableh. In addition to the probabilistic
relationships between thetraining datad and the functionf that
represents theinput-output relationships, one is led to also con-
sider such relationships betweenh andd, and the generalisation
error is expressed precisely by conditioning the off-training set
error on all three these variables (h, f andd). To make practi-
cal progress, one generally assumes that the distributionsof the
hypothesised and underlying functions (h andf , respectively)
are independent given the datad; this allows the expected er-
ror rate given a training set to be expressed as a non-Euclidean
inner product between the distributions of these functions, con-
ditioned on the data. NFL then follows straightforwardly by
choosing a particular (uniform) prior for the functionsf . (The
original papers on NFL also contain an alternative perspective
to NFL which does not rely on the adoption of this prior - see
[2]. We return to this issue in Section 5 below.)

The manner in which the EBF leads to NFL can be grasped
straightforwardly by considering a deterministic two-class clas-
sification task defined overn binary variablesxi. There are2n

combinations of these variables, and therefore22n

determinis-
tic functions that can be defined by making all possible assign-
ments of classes to these combinations. Wolpert suggests that



each of these functions should be given the same prior proba-
bility in the absence of further information.

In this context, an inductive learning algorithm is a func-
tion that takes a subset ofk training samples (that is, combina-
tions of variables along with their classification) and produces
hypotheses for the classification of the remaining2n

− k vari-
able combinations. Now consider the behaviour of two different
learning algorithmsc1 andc2, and the prediction that they make
for an unseen (test) samplex. For each possible target func-
tion in whichc1 outperformsc2, there is a corresponding target
function for which the converse is true. Hence, since all target
functions have the same prior probability, the expected values
for the accuracies of the two classification algorithms are ex-
actly equal. Since this is true for anyx, one is led to conclude
that any two such learning algorithms are equivalent if one does
not make additional assumptions about the distribution of the
target functions, which is the NFL theorem.

In [9] it is shown that the “uninformative” prior at the basis
of this proof is not as innocuous as it seems. In fact, the uniform
prior is shown to represent an extreme lack of determination:
any amount of training data is expected to produce a negligi-
ble amount of information about the input-output function to be
learnt. That is, under this assumption, any accurate prediction
of off-training set data is extremely unlikely (with probability
decreasing exponentially in the size of the test set). It is also
shown that this behaviour results from the extreme symmetry
that the uniform prior imposes on all variables, and on all val-
ues of those variables. Any group of variables can be permuted
with any other group of variables on an arbitrary training ortest
sample without affecting any likelihoods, and the value of any
binary variable can similarly be inverted arbitrarily - thus en-
tirely destroying the concept of identity for any variable.

In real pattern-recognition tasks, on the other hand, vari-
ables have distinct characteristics which are responsiblefor the
properties of feature spaces that we take for granted. For ex-
ample, different classes have distinct class-conditionaldensities
as a function over the different variables; these variablescorre-
late with one another to a greater or lesser extent, and are also
in various degrees able to separate the various classes fromone
another. Each of these characteristics implies systematicreg-
ularities in any real pattern-recognition problem, whereas the
uniform functional density assigns equal weight to regularand
to highly irregular functions.

We are therefore lead to believe that the uniform prior does
not serve well as an expression of ignorance, and it is interesting
to note that this same observation has been made in a number
of different contexts.

• In one version of De Mere’s paradox, the famous gam-
bler is said to argue that three dice should with equal
likelihoods sum to either 11 or 12, since both sums re-
sult from 6 different combinations of single-die values
[14]. However, empirical observation had shown him
that a sum of 11 was in fact notably more frequent. Pas-
cal pointed out that this assumption of uniformity over
combinations is fallacious it is, in fact, permutations that
need to be assigned equal likelihoods, thus explaining
the empirical observations. (Note, also, that De Mere
was not tempted to simply assign equal likelihoods to
all sum values though that could also be motivated as a
”uniform assumption”!)

• Betrand’s paradox asks us to compare the length of a ran-
domly chosen chord of a circle with the length of a side
of an equilateral triangle inscribed in the circle [15]. One

way to answer this question is to assume that a random
chord is obtained by choosing two points on the circum-
ference of the circle with uniform probabilities, whereas
another is to assume that the chord is chosen to intersect
its orthogonal radius with uniform probability along its
length. These options are easily shown to answer our
question with values1/3 and1/2, respectively yet both
model ignorance with uniform distributions. In fact, Be-
trand shows yet another reasonable construction which
leads to an answer of1/4.

These examples demonstrate that the assignment of equal prob-
abilities to all outcomes is not in general a valid way to model
ignorance in a probabilistic fashion. In fact, it is not evena
well-defined prescription, since a uniform distribution gener-
ally becomes non-uniform under a non-linear transformation of
variables. In each case, the derivation of a suitable prior re-
quires that the actual processes from which the measurements
are derived be understood in sufficient detail for plausibleas-
sumptions to be made. We now turn to a proposal for such an
analysis in pattern recognition.

3. Determination curves

From the discussion above, it is clear that a realistic functional
prior should reflect the fact that feature variables are not arbi-
trary collections of numbers. One way to do so would be to
express the prior in terms of geometric smoothness measures
in feature space: functions with unrealistically low smooth-
ness could then be given appropriately small prior probabili-
ties. However, any specific set of smoothness measures chosen
amounts to a parametric assumption about the data distribution,
which we wish to avoid in this general setting. Therefore, we
choose to focus on the input-output relationship between fea-
tures and classes, rather than the geometry of feature spaceit-
self.

In particular, we ask how effective various subsets are in
distinguishing the different classes from one another realis-
tic pattern-recognition feature sets invariably have the property
that small subsets of features have limited discriminatorypower,
with increasingly large sets leading to improved classification
up to some limit (corresponding to the Bayes error of that over-
all feature set). The determination curve of a classification prob-
lem in a givenD-dimensional feature space, then, is a sequence
of error rates as a function ofd ≤ D: for eachd, it equals the
lowest Bayes error rate for anyd-dimensional subspace of the
full feature space.

The determination curve has a number of properties that re-
veal important characteristics of the classification task under in-
vestigation: its initial value (ford = 1) reflects the discrimina-
tive power of the single most informative feature, and its slope is
a measure of the incremental benefit of features added to the set
of active features. In principle, this descriptor also has anum-
ber of problem-independent characteristics: it is not affected by
a reparametrisation of the feature space, and is monotonically
non-increasing. (Since each subspace ford1 < d2 is included in
the subspace ford2, the Bayes error rate cannot increase whend
increases.) For a practical estimator of the Bayes error, neither
of these statements may be strictly true, but they will remain as
tendencies for reasonable estimators, as we see below.

For our current purposes, we do not consider how the curve
changes with the size of the training set, though that is obviously
also a rich source of information.



4. Experimental determination curves
In order to investigate the behaviour of determination curves
on practical problems, we have computed approximate curves
for a number of standard problems from the UCI database [16].
These problems are summarised in Table 1. Two approxima-
tions were required to ensure computational feasibility:

• As an approximation of the Bayes error rate, we con-
sistently use the 1-nearest neighbour error estimate ob-
tained with leave-one-out cross validation.

• To avoid the combinatorial explosion that would result
if all d-dimensional subspaces ofD dimensional space
were evaluated, we perform sequential forward selec-
tion: we first select the single feature with the lowest
Bayes error rate, and then successively add the feature
that results in the lowest (estimated) error rate to the set
of selected features.

Although both approximations are known to over-estimate the
Bayes error rate systematically, they are sufficiently accurate to
allow us to deduce general trends.

Table 1:Summary of classification problems used in experimen-
tal investigation

Problem Number of Number of Number of
samples dimensions classes

Iris 150 4 3
Vowel-context 990 13 15

Yeast 800 8 10
Wdbc 569 30 2

The determination curve for the widely-usediris data set is
shown at the top of Fig. 1. This is a typical trend for an “easy”
problem: the asymptotic error rate is close to zero, and onlya
small number of features (two, in this case) are required to attain
that level of performance. For thevowel-contextset in Fig. 1,
the asymptotic error rate is even lower; however, the numberof
features required to reach that level of performance is somewhat
larger. The other two problems are substantially harder, with
asymptotic error rates of approximately 20% and 45% for the
yeastandwdbcdata sets, respectively. However, they differ in
the sense that each additional feature (except the last) adds to the
accuracy ofyeast, whereaswdbc reaches asymptotic accuracy
with fewer than half of all the features.

These trends are indicative of what we expect for classifi-
cation problems: a smooth curve that descends from the best
single-feature Bayes error to the asymptotic Bayes rate, and
then either stays at that value, or gradually increases if the clas-
sifier is not able to treat additional features appropriately. Such
regularities capture what we mean by a ”feature” or ”variable”
in pattern recognition namely, that it (to a greater or lesser de-
gree) provides information relevant to the classification task.
Therefore, the determination curves provide a way to charac-
terise the expected behaviour of a classification task in realis-
tic terms, in contrast to the uniform functional prior described
above. We therefore propose that this is a sensible basis forthe
construction of functional priors, with the prior probability of
a given hypothesis function being determined by the likelihood
of the corresponding determination curve.
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Figure 1: Determination curves for four classification tasks
from the UCI database.



5. Summary and outlook
We have motivated an analytic tool that can serve as an alter-
native basis for the construction of prior probabilities inthe
Extended Bayes Framework (or similar environments, where
one wishes to assign likelihoods to entire classification prob-
lems). Although this tool is not intuitively straightforward, is
does manage to describe some important regularities of classi-
fication problems without the need for an explicit geometrical
parametrisation.

As mentioned in Section 2, the original derivation of NFL
treated the uniform priorP (f) as a tool for calculating expec-
tation values that reflect the intuition of ignorance [1]. That
research also suggests that this intuition could be captured in
other ways for example, by uniformly averaging over choices
for P (f). Although we suspect that arguments similar to those
offered here will apply to that perspective as well, it is impor-
tant to note that our discussion has been focused on the specific
assumption forP (f).

For practical applications, one would need to parametrise
the determination curve, and assign a probability density func-
tion over the space of allowed parameters. This process is sim-
plified by the smoothness and monotonicity of this curve; one
may even be tempted to assign a uniform density over an ac-
ceptable range of its curvature, initial values and asymptotic
values. However, as pointed out in Section 2, care should be
exercised when ignorance is modelled with uniform distribu-
tions! A more detailed generic model of data generation pro-
cesses would probably be required to make these choices in a
principled way.

By expressing our problem characteristics in terms of
Bayes error rates, we were able to avoid choosing a particular
parametrisation of feature space. This is useful for theoretical
analysis, but prevents us from using this tool directly to compare
classifiers with one another. It would therefore be practically
important to investigate the relationship between this descrip-
tion and descriptors that are more directly tied to the geometry
of feature space.
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Abstract
Multi-modal human computer interfaces are becoming increas-
ingly widespread, building on more capable and affordable de-
vices along with advances in helper applications utilising ad-
vanced pattern recognition. These interfaces promise to im-
prove human-computer interaction, not only for fully-abled
people, but also for persons with disabilities. It is currently un-
clear how to map available multi-modal components to a spe-
cific user profile in a systematic fashion, especially when the
abilities, perceptual preferences and literacy level of the user
should be taken into account. This paper presents one approach
to develop a cost-based model which can be used to derive ap-
propriate mappings for specific user profiles. The model is ex-
plained through a number of small examples, where after the
usage and benefits of the model are illustrated using a variety
of different profiles. It is shown that the model is effective in
identifying important multi-modal components for various user
profiles.

1. Introduction
Advanced pattern recognition utilising a variety of different
modalities such as speech recognition, gesture recognition and
touch screens are changing the landscape of human-computer
interaction (HCI). This change in landscape is to the benefit
of all users, especially persons with disabilities, as the avail-
ability and incorporation of other modalities in a computer en-
vironment assist in breaking through accessibility constraints.
Coetzee and Barnard [1] showed how advanced pattern recog-
nition can break the access barrier and improve the quality of
lives of persons with disabilities. Assistive technologies (such
as a screen reader which voices out appropriate text from the
computer) are often highly dependent on sophisticated pattern
recognition as applied to a multi-modal environment.

The availability of various modalities to enhance interac-
tion is not equally beneficial for all users, as a user’s ability to
actually utilise and interact through a modality (with output rep-
resented through a variety of content output formats and associ-
ated components and input as represented through various input
mechanisms and devices) depends on the user’s abilities (e.g.
a user can see and hear) as well as a number of other factors
including his perceptual preferences and literacy level. In addi-
tion, the lack of a specific ability often impacts on other aspects
of a person’s ability to optimally interface with a computer.

This raises the question of how a suitable HCI configura-
tion for a user with various abilities and a specific perceptual
preference, who utilises one or more assistive technologies, can
be determined.

This paper presents one approach to determine which com-
ponents in a multi-modal environment are important to a user,

thus leading to an enhanced interaction experience.
The next section (Section 2) provides some background in-

formation regarding ability based modelling in a multi-modal
computer based context. Section 3 introduces a variety of fac-
tors that need to be considered when attempting to define a con-
figuration for a specific user profile. This is followed by a sec-
tion containing information of the various technological repre-
sentations of input and output modalities (Section 4). Section 5
presents a cost based estimation model that provides insight into
the identification of the most important components for each
user profile, while Section 6 illustrates the application of the
cost model to real world examples. A conclusion is presented
in Section 7.

2. Background
Substantial research has been conducted in the field of multi-
modal interaction as associated with HCI.

Oviatt [2] investigates the use and benefits of multi-modal
interfaces. Her aim is to provide users with a choice of switch-
ing to a better suited modality, depending on the specifics of
their abilities, the task and the usage conditions. Oviatt presents
the results of different studies which analysed the benefit of us-
ing multiple modalities for inputs (e.g. accented voice input
combined with an alternate input – such as pen input). The
results indicate that the use of multiple modalities lead to im-
proved performance. Oviatt points out that further research is
required in multi-modal interfaces that are capable to strategi-
cally adapt based on the user profile.

Kawai et.al. [3] present an architecture of a user interface
toolkit that supports the flexibility required by persons with dis-
abilities as well as fully-abled people. The toolkit is based on
the premise of the user being able to select his/her preferred
modalities.

Blattner and Glinert [4] highlight the fact that even though
the strengths and weaknesses of each single modality for inter-
action are well understood, the general problem of integrated
multi-modal systems are yet to be understood to the same level.

User modelling plays an important role within user-
adaptive systems. Kobsa [5] presents a review on the devel-
opment of numerous generic user modelling systems. One of
the services of such systems can include the representation of
assumptions about one or more types of user characteristics of
individual users. Personalisation of systems benefits both users
and providers of services and therefore user modelling tools will
continue to play an important role in computer systems.

Even though the utilisation of multiple modalities to break
down the access barrier has been addressed by several re-
searchers, specific models that allow for the choice of a suitable
configuration of modalities per user profile has not been pub-



lished. It is unclear which combinations of modalities are best
suited for a specific user profile and how important the availabil-
ity of a given modality is for such a user. The research presented
in this paper seeks to address these important issues.

The following section presents factors required in building
a user model which can be used to define a cost based model.

3. User Profile
Most computer applications are built around the concept of the
“average user”, in order to meet the needs of the largest part
of the population, without requiring adaptation of the inter-
face. This however, does not allow for differences between
users which lead to exclusion and barriers in interfacing with
the computer.

Individuals differ in many dimensions. For instance, per-
sons with disabilities may have requirements quite different
from those of the average user and use non-standard assistive
technologies (e.g. a screen reader that voices out appropriate
text from a computer user interface) to overcome the interac-
tion barrier. This section presents a number of factors that need
to be considered for each individual user when understanding
that the average approach is not always sufficient to ensure ac-
ceptable interaction with a computer system.

3.1. Abilities and modalities

Each individual has different abilities which impact on how that
individual interfaces with a computer through the modalities
provided. A modality can be described as the sense through
which a human can receive output from a computer (defined as
an output modality), and the way that a computer can receive
input from a human – defined as an input modality. Note that
both input and output modalities may require specialised sen-
sors or devices, and possibly also helper applications such as
an automatic speech recogniser (e.g. for the entering of com-
mand and control commands on the computer). This software
and hardware combination is commonly referred to as assistive
technologies.

It is useful to think of an individual in terms of his abilities
(i.e. what he can do) rather than his disabilities (that which he
cannot do). For example: in the case of a person with a physi-
cal disability, the availability and use of an assistive technology
(such as an eye tracker) will allow the user to interact with the
computer system. With an “average” interface, this disability
would have prevented him from navigating with a traditional
mouse pointer. However, through the assistive technology, the
user still has the ability to move the pointer. In essence, differ-
ent modalities are used, but interaction still occurs.

Table 1 presents a list of abilities associated with generating
output to a user. It should be noted from Table 1 that specific as-
sumptions can be made with regard to a user’s ability. One such
assumption is that for a user to have the ability to understand
Braille, he must be able to feel.

Table 2 presents a list of abilities linked with entering input
into the computer.

From Tables 1 and 2 it is clear that individuals can have
vastly different profiles based on their respective abilities alone.
However, these abilities are only one part of the bigger picture
associated with an individual. Section 3.2 presents user prefer-
ences, which also need to be taken into account when attempt-
ing to model a user.

Ability associated with out-
put

Assumptions

Can See None
Can Hear None
Can Read User can see
Can Read (simplified text) User can see
Can Understand South
African Sign Language

User can see

Can Feel None
Can Understand Braille User can feel
Can Lip Read User can see

Table 1: List of abilities linked with output.

Abilities associated
with input

Method

Can Talk Regular voice combined with au-
tomatic speech recognition

Can Click Input switch or dwell mode on
pointer

Can Move pointer Possible through standard mouse
or assistive technology such as
eye tracker

Can Utilise Keyboard Possible through standard key-
board or assistive application such
as on-screen keyboard

Can Make Physical
Movement

Possible through sensors (e.g.
gloves, switches and video cam-
eras)

Table 2: List of abilities linked with input.

3.2. Perceptual preferences

In addition to the tangible abilities mentioned above, each indi-
vidual’s unique makeup is further defined by a number of other
factors. These factors impact on what the user’s preferences are
in terms of internalising presented content. One such factor is
the individual’s perceptual preference which reflects his natural
style. Perceptual preference indicates the preferred means by
which individuals extract and internalise information through
the use of their five senses. The five senses namely sight, hear-
ing, touch, smell and taste can be translated into different per-
ceptual pathways (or modalities).

The perceptual learning styles model developed by Russell
French, Daryl Gilley, and Ed Cherry [6, 7, 8] in the late 1970s
and early 1980s defines seven perceptual pathways namely
print, aural, interactive, visual, haptic, kinesthetic and olfactory.

Print refers to seeing printed or written words; aural refers
to listening, while visual refers to seeing visual depictions. In-
teractive refers to verbal interaction, while haptic refers to the
sense of touch or grasp. Kinaesthetic refers to the whole body
movement, and olfactory refers to the sense of smell and taste.
This research suggests that information should be presented in
different ways to engage individuals with different preferences.

The research presented in this paper focused on four per-
ceptual preferences (visual, aural, read/write and kinaesthetic)
as presented in the VARK model as developed by Fleming [9].
These preferences (and their associated impacts) are typically
associated with learning. However, the authors argue that these
preferences also indicate general perceptual preferences in in-



terfacing with a computer.
Table 3 presents perceptual preferences according to the

VARK model.

Perceptual Pref-
erence

Description

Visual (V) Individual prefers pictures, graphs and
diagrams.

Aural (A) Individual prefers spoken words
Read/Write (R) Individual prefers reading and writing

texts
Kinaesthetic (K) Individual prefers to move his/her body

and manipulate things with his/her own
hands

Table 3: Perceptual preferences.

It is clear from the above that individuals differ in their pre-
ferred preferences which impacts on the way they would prefer
to interact with a computer.

3.3. Literacy level

In addition to the above-mentioned dimensions, individuals’ lit-
eracy levels vary greatly. Also, not all computer users interface
with a computer in their language of choice (such as their first
language). An individual might be literate in a specific lan-
guage but not in another. Literacy levels are also influenced by
domain knowledge. For practical purposes, various categories
of literacy could therefore be defined. For a given language,
these categories include:

• Illiterate: A person is completely illiterate and cannot
read or write.

• Cultural: A person does not understand the idioms,
icons, expressions and role models associated with a lan-
guage.

• Grammatical: A person tends to use grammar incor-
rectly.

• Second language: Literate in mother tongue, but gener-
ally less fluent in the language of the interface.

• Deaf: Literate in Sign Language, but not necessarily lit-
erate in a spoken language.

Literacy levels can also be influenced by disability, for ex-
ample a Deaf person has difficulty to naturally acquire the read-
ing and writing skills associated with an oral language to the
same high level attained by persons with normal hearing. This
can have the consequence that this individual is more comfort-
able interacting with a computer using a simplified version of
text [10].

The combination of a user’s preference, a specific set of
abilities with the addition of literacy creates a complicated pic-
ture of a user. This picture is further complicated when the var-
ious technological components are introduced.

The next section describes a set of components associated
with input and output on a computer based system.

4. Technologies
Various technology components or devices (associated with var-
ious modalities) have been developed to assist with human com-
puter interfacing. These technology elements enable users with

specific abilities (or lack of abilities) and specific perceptual
preferences to interact in an appropriate way.

To make use of the available output modalities, content el-
ements should be in relevant formats. For example, for an indi-
vidual with an audio preference, content elements such as mu-
sic, sounds and Text-To-Speech as audible output can be impor-
tant, while these might not be important to an individual with
a visual preference. Helper applications can be used to trans-
form content from one format to another e.g. Text-To-Speech
synthesis which transforms text into an audible format. Table 4
presents a list of applicable content formats used for output.

Content for-
mats used
by output
modalities

Description

Image An image or representation of an object
or event

Video A recorded video file, the visual compo-
nent

Animation Simulation of motion by presenting a se-
ries of pictures, the visual component

Sign Language Text or audio presented by Sign Lan-
guage Interpreter

Symbols Small picture that represents something
else by association

Icons A small image or abstract representation
of an object or event

Text-To-Speech
synthesis

Text synthesised as audible output

Audio Audible sound component from video
files

Music Audible music sounds
Sound Audible sounds
Earcons Audible abstract sounds
Text Printed words
Simple Text Printed text converted to a simplified ver-

sion
Captions Printed text captions
Braille Text output onto a Braille display
Texture Display pixels converted to texture maps
Tactile Events represented through force feed-

back
Vibrations Vibration alerts
Sound Vibra-
tions

Sound frequencies converted to vibra-
tions

Heat Heat or the absence of heat (cold) signals
or alerts

Table 4: List of output content formats.

Similarly, Table 5 presents a list of identified input devices
and possible helper applications.

When considering the conjunction of the various dimen-
sions as described in Section 3 and the variables introduced in
Tables 4 and 5 it is clear that it would be difficult to map a user
profile to a sensible configuration of output formats and input
mechanisms. What is needed is a model to aid in the configu-
ration determination. The next section introduces such a model
with the aim to simplify the configuration process.



Input Device Description
Microphone Requires automatic speech recogniser to

create character string
Joystick Sends pointer events
Eye Tracker Requires helper application to send

pointer events
Camera Requires helper application to create

pointer events
Mouse Sends pointer events
Head Pointer Requires helper application to send

pointer events
Touch Screen Sends pointer events
Keyboard Sends character string
Stylus Sends pointer events
Switches Sends pointer events

Table 5: List of input devices.

5. Mapping model
In the preceding sections we have introduced the various com-
ponents (consisting of the user’s abilities, the user’s style and
literacy as well as possible input and output components) which
influence the possible configurations for a user. It is clear from
the large number of variables that it is not straightforward to de-
termine which configuration of possible input and output com-
ponents are most suited for a specific user profile, especially
when availability constraints are taken into consideration. What
is needed is an approach to model the variables which would
result in adaptable configurations for each user. This sections
contains such a mathematical analysis and model which allows
for the prediction of configurations.

5.1. Cost Model

Let ~pi be a vector of real values scaled between 0 and 1 of length
n, where each element in the vector represents the user’s abili-
ties according to Tables 1 and 2.

Similarly, let the diagonal matrix Sj of size n × n contain
real values scaled between 0 and 1 to represent the perceptual
preferences according to Table 3. The four basic representa-
tions of Sj correspond to each of the perceptual preferences,
and these can be weighted and combined for individuals with
mixed preferences.

Combining ~pi and Sj as presented in Equation 1 provides a
vector ~wk which represents an adjusted user profile as based on
his perceptual preferences.

~wk = Sj × ~pT
i (1)

Let the matrix D of size n × m (where n is the number of
modelled user abilities and m the number of modelled available
input and output components) represent a matrix of “dominant”
user abilities as required for a specific modality. (The concept
of “domination” is explained below.)

Using D and ~wk as is presented in Equation 2 provides us
with a cost estimation of suggested components to be used per
adjusted user profile.

~cl = D × ~wT
k (2)

Larger values in ~cl thus indicates which are the more im-
portant components for a specific user profile.

5.2. Application of Cost Model

Equation 2 provides a cost vector indicating important compo-
nents for a specific user profile. The following simplified exam-
ple illustrates the concept.

Let ~pi represent the abilities Can See, Can Hear and Can
Read. A fully-abled user can thus be represented as in Equa-
tion 3 while a user that can only hear is represented as in Equa-
tion 4.

~pFully−able = [0.3, 0.3, 0.3] (3)

~pCan only hear = [0.0, 1.0, 0.0] (4)

The perceptual preferences for a visually biased user can be
represented as in Equation 5, while an aural bias can be repre-
sented as in Equation 6.

SVisual =

2

6

4

Can See Can Hear Can Read
Can See 0.6 0.0 0.0
Can Hear 0.0 0.2 0.0
Can Read 0.0 0.0 0.2

3

7

5

(5)

SAural =

2

4

0.2 0.0 0.0
0.0 0.6 0.0
0.0 0.0 0.2

3

5 (6)

The adjusted user profile for a fully-able user as calculated
through Equation 1 for a visual sense preference will be:

~wFully−able with visual preference =

2

4

0.6 0.0 0.0
0.0 0.2 0.0
0.0 0.0 0.2

3

5

× [0.3, 0.3, 0.3]T

=[0.18, 0.06, 0.06]

(7)

while a fully-abled profile with an aural bias will be:

~wFully−able with aural preference = [0.06, 0.18, 0.06]. (8)

A hearing-only profile adjusted according to the visual and aural
bias results in:

~wHearing only with visual preference = [0.0, 0.2, 0.0] (9)

and

~wHearing only with aural preference = [0.0, 0.6, 0.0] (10)

A possible dominant matrix D representing abilities against
components (for components Text – output, Audio – output and
Image – output and abilities Can See, Can Hear and Can Read
) is:

D =

2

6

4

Can See Can Hear Can Read
Text 0 0 100
Audio 0 100 0
Image 100 0 0

3

7

5

(11)
From Equation 11 we see that a weight of 100 has been as-

signed to the Can Read ability for the Text output component,
while the other abilities have been assigned a weighting of zero.
Similarly, a weighting of 100 is assigned for the Can Hear abil-
ity for the Audio component and a weighting of 100 is assigned



for the Can See ability for the Image output component. The
dominance aspect of the matrix D is illustrated in the first row.
Even though a user would require the ability to see to utilise
text, only the ability Can Read is activated (as it is implicit that
a user must be able to see, to be able to read).

Utilising Equation 2 by applying (7), (8), (9) and (10) re-
sults in cost vector ~cl for the different profile examples. The
first cell in ~cl represents the importance of the Text to the user,
the second cell the importance of Audio and the last the impor-
tance of Image.

~cFully−able visual preference cost = [6.0, 6.0, 18.0] (12)

~cFully−able aural preference cost = [6.0, 18.0, 6.0] (13)

~cHearing only with visual preference cost = [0.0, 20.0, 0.0] (14)

~cHearing only with aural preference cost = [0.0, 60.0, 0.0] (15)

The cost vectors as presented in this section allow for the
identification of the appropriate HCI components for a specific
user profile. It must be noted that the purpose of the cost vec-
tors for the individual profiles is not to compare them across
users, but to indicate the appropriate component selection for a
specific profile. Section 6 presents some results of a more com-
plete modelling of users in an environment with more available
components.

6. Mapping Results
The application of the cost model as presented in Section 5.1
to a variety of different profiles (including all four perceptual
preferences) provides an interesting perspective on appropriate
components. Section 6.1 presents mapping results associated
with various output profiles, while Section 6.2 presents results
for input profiles.

6.1. Output

Figure 1: Fully-abled abilities.

Figure 1 presents a baseline profile for a person with all
the abilities associated with output as presented in Section 3.1.
Figure 2 presents the results of the application of the cost model.

In Figure 2 the importance of a specific output format per
perceptual preference is clearly visible. A user with a visual
preference would prefer content presented in a visual format
(e.g. icons, symbols, video) even though the user has the ability

Figure 2: Fully-abled cost model representation.

to consume information as presented in any modality. Similarly,
a user with an aural preference would prefer content presented
as audio, music, sounds and earcons. Similar observations can
be made for Read/Write and Kinaesthetic preferences.

Figure 3: Can See and Can Read Simplified Text abilities.

Figure 4: Can See and Can Read Simplified Text cost model
representation.

The power and the benefit of the cost model is illustrated in
Figures 3 and 4. Figure 3 presents a user profile where the user
has the ability to see and only read simplified text. The model
results are shown in Figure 4. Simplified text as output is impor-
tant to an aural preference profile, while the visual components
increase in relative importance for a visual preference.

6.2. Input

Figure 5 presents an input profile for a user who has no clear
preference for any of the available inputs. Figure 6 presents the
calculated cost model for this profile. Figure 6 shows the impor-
tance of having an automatic speech recognition engine for an
aural perceptual. Similarly, Figure 6 shows that a Kinaesthetic
profile would prefer to use motion and sensors as input.

Figure 7 shows a profile weighing the Can Talk ability more
compared to the other presented abilities. For this profile voice


