
Support Vector Machines for ATR

J.P. Maré � and B.J. van Wyk
Kentron Dynamics

Machine Vision Group

Abstract - This paper describes the use of a Support Vector
Machine (SVM) classifier for feature-based Automatic Target
Recognition (ATR). The performance of our SVM classifier is
compared to the performance of a Backprop Neural Network
(NN) with a single hidden layer.

1 INTRODUCTION

ATR can be seen as a function consisting of hardware, soft-
ware and algorithms which processes sensor data, from one
or more sources, with the main aim to classify, recognize,
identify or otherwise interpret the significance of available
information, for use at a higher level. ATR mainly deals
with two problems, namely detection and classification. In
this paper we will focus on the classification of target sig-
natures. The principal challenge of ATR is coping with the
variability of target signatures, confusers and backgrounds.

The SVM is a new and very powerful classification tech-
nique developed by Vapnik [1-3]. It is a supervised learn-
ing method based on statistical learning theory (the prin-
ciple of structural risk minimization) for the design of a
feed-forward network with a single hidden layer of non-
linear units. SVMs have been applied to a wide range of
pattern recognition problems including text categorization,
speaker identification and face detection in severely clut-
tered backgrounds.

2 STRUCTURAL RISK MINIMIZATION INDUCTION

PRINCIPLE

When learning a two class problem, we are given a set of
examples,

(x1; y1); :::; (xl; yl); xi 2 R
N ; yi 2 f�1; 1g (1)

and our aim is then minimize the expected risk, given by

R(�) =

Z
jf�(x)� yjP (x; y)dxdy (2)

where

ff�(x) : � 2 
g; f� : RN ! f�1; 1g; (3)
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is a set of decision functions and
 is a set of abstract pa-
rameters. In the NN case,f� can be a multi-layer percep-
tron and
 the set of network weights. It is easy to see that
R(�) depends on how wellf� predicts the correct labels.

SinceP (x; y) is unknown, a stochastic approximation is
computed by

Remp(�) =
1

l

lX
i=1

jf�(xi)� yij; (4)

called the empirical risk. MinimizingRemp instead ofR is
called the Empirical Risk Minimization Principle. Vapnik
and Chernovenkis [4-6] showed that for the minimum of
Remp to converge to the minimum ofR, both the empirical
risk and the ratio between the VC-dimension and the num-
ber of data points have to be small. The VC-dimension of
f� is loosely speaking the largest number of data points that
can be separated in all possible ways by the set of functions
f� .

Minimizing the VC-dimension andRemp at the same time
leads to a better induction principle called the Structural
Risk Minimization Principle. However, calculating or
choosing an appropriate VC-dimension is not a trivial task,
since there are only a small number of models for which
we know how to compute the VC-dimension. The VC-
dimension problem can be related to the problem of find-
ing the number of hidden units when using a Multi-layer
Perceptron of Radial Basis Function (RBF) network. How
well a Neural Network (NN) minimizesR therefore de-
pends on finding an appropriate architecture and a network
cost function that minimizes the amount of errors on the
training data. At present, heuristic methods are mostly
used.

Furthermore, when training a NN using the well-known
Backprop method, one encounters three main problems,
namely [3]: 1) The empirical risk functional has many lo-
cal minima. 2) Optimization procedures guarantee con-
vergence to some local minimum and convergence can be
slow. 3)Functions such as the sigmoid have a scaling factor
which affects the quality of the approximation. In choosing
the scaling factor, one has to make a trade-off between the
quality of the approximation and the rate of convergence.



In contrast to Backprop or RBF NNs, the SVM implements
the Structural Risk Minimization Principle, i.e. it achieves
the goal of simultaneously minimizing the VC-dimension
andRemp. However, SVMs operate only in batch mode,
while a Backprop NN may use incremental training. The
selection of support vectors is also not controlled, and the
direct incorporation of prior knowledge into the design is
in general not performed.

3 SVM BASICS

Refer to Figure 1. If a set of training data, say

(x1; y1); :::; (xl; yl); x 2 Rn ; y 2 f+1;�1g; (5)

can be separated by a hyperplane parameterized byw and
b, then the optimal hyperplane1 is obtained by

min
w;b

1

2
jjwjj2 (6)

w.r.t.w andb subject to

yi[(w � xi)� b] � 1: (7)

If our data is not linearly separable, as in Figure 2, an opti-
mal hyperplane is constructed by introducing a slack vari-
ables�i to measure error. The optimization problem then
becomes

min
w;b;�i

1

2
jjwjj2 + C

lX
i=1

�i; (8)

subject to
yi[(w � xi)� b] + �i � 1; (9)

whereC is a positive penalty parameter. The points that
touch the bounding plane, or lie on the wrong side, are
called support vectors.

Some sets of training data such as the one shown in Fig-
ure 3 are not separable by a hyperplane. One approach to
solve the problem is to map each data point from the in-
put space into a higher dimensional space, called the fea-
ture space, where a linear separating hyperplane can be
found. However, to construct a polynomial of degreek in
ann-dimensional input space one has to construct aO(nk)-
dimensional feature space. This implies that to construct a
polynomial of degree 5 in a 200-dimensional input space,
one has to work with a feature space with more than a mil-
lion dimensions.

This problem is overcome by taking advantage of the fact
that all operations that have to be carried out in the high-
dimensional feature space can be done in the input space
via the evaluation of a kernel functionK(xi;xj) defined

1the hyperplane that separates the vectors without error such that the
distance between the closest vector and the hyperplane is maximal

Figure 1: The linear separable case

Figure 2: Data which is not linear separable

Figure 3: Data which can not be separated by a plane (gen-
erated with applet at http://svm.research.bell-labs.com)



by the inner product between support vectors and vectors
in the input space whereK(xi;xj) := (�(xi) � �(xj)), and
�(x) is a mapping function that maps an input vectorx to
a feature space vector.

Commonly used kernels are:

� Linear kernels (which will result in a linear classifier):

K(xi;xj) = (xi � xj)

� Polynomial kernels of degreed:

K(xi;xj) = [(xi � xj) + r]d

� Radial Basis Function kernels:

K(xi;xj) = expf� jxi�xj j
2

2
g

Using this approach, the decision function for a two-class
problem can be written as

D(x) =
X
8xj2S

= �jyjK(xj ;x) + �0 (10)

whereS is the support vector set andyj the label of object
xj . The parameters�j � 0 are optimized during training
by

min
�

(�T�K��+ C
X
j

�j) (11)

subject to
yiD(xi) � 1� �i (12)

8xj in the training set whereK is a matrix comprised of
the valuesK(xi;x) and� is a diagonal matrix containing
the labelsyi. Slack variables,�j , allow for class overlap,
controlled by the penalty parameterC > 0.

The most popular optimization algorithms are chunking
techniques, sequential minimal optimization and Osuna’s
decomposition [7-9]. The SVM architecture is shown in
Figure 4. Dealing with ak � class classification problem
implies that a set of binary classifiers,f1; :::; fk, has to be
constructed, each trained to a separate class from the rest,
and combined by doing a multi-class classification accord-
ing to the maximal output obtained by

argmaxj=1;:::;kD
j(x): (13)

Alternatively, sets of two-class networks can be combined
using a Directed Acyclic Graph (DAGSVM) [11].

4 EXPERIMENTAL DESIGN

Our experiment is restricted to a three-class problem. Data
from IR images are first pre-processed and segmented.
Several features for the segmented regions are extracted.
The three classes are:

Figure 4: SVM Classifier Architecture

� Targets,

� Flaresand

� Clutter.

Figures 5 - 7 are visual examples from each class.

A total of six features, which are not linearly separable,
are used for each class during the classification stage. The
number of training and test vectors was:

Class 1 2 3
Training set 283 42 100
Testing set 283 41 101

Figure 5: Target

In general it is simpler to construct a two-class SVM than
an N-class SVM. From the literature it is evident that
constructing N-class SVMs is still an unresolved research



Figure 6: Flare

Figure 7: Clutter

problem. We combined a set of two-class networks us-
ing a Directed Acyclic Graph (DAGSVM), Max-Wins and
Pair-Wise rules. Training was performed using the Sequen-
tial Minimal Optimization (SMO) algorithm, which is a
fast method for training SVMs [11]. We found that the
DAGSVM trains in an amount of time independent of the
number of classes, and evaluates in time that is linear in
the number of classes. The training of a DAGSVM can be
shown to minimize a probabilistic bound on the test error.
Polynomial and RBF kernels were used in our evaluations.
The objective of the first part of the experiment was to find
the most efficient kernel function and combining rule for
our application, together with the correct kernel parame-
ters. Figures 8 and 9 show the classification correctness for
a range of kernel parameters, for the different kernel func-
tions and different combining rules.
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Figure 8: Polynomial Kernel

The Pair-Wise combination rule performed poorly and was
not considered further as an option. For the test scenarios
we investigated, we chose the following SVM configura-
tions:

Conf Kernel Combining rule Parameter
1 RBF DAGSVM 0.02
2 RBF Max-Win 0.02
3 Polynomial DAGSVM 1.0
4 Polynomial Max-win 1.0

All SVMs were trained using the SMO training algorithm.
Our algorithms were implemented in a MATLAB environ-
ment using C mex files.

5 EXPERIMENTAL RESULTS

Our results are summarized in Table 1.

Table 1: Experimental Results
Conf Train time Confusion matrix Correctness

1 0.4s

2
4 280 3 0

0 41 0
2 0 99

3
5 C1 = 99

C2 = 100
C3 = 98

2 1.1s

2
4 280 3 0

0 41 0
2 0 99

3
5 C1 = 99

C2 = 100
C3 = 98

3 3.42s

2
4 278 4 1

0 41 0
1 0 100

3
5 C1 = 98

C2 = 100
C3 = 99

4 18.6min

2
4 275 7 1

0 41 0
1 0 100

3
5 C1 = 97

C2 = 100
C3 = 99

Observe that that configuration 4 trains much longer than
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Figure 9: RBF Kernel

the other configurations and performed much worse. The
DAGSVM combining rule performed the best. Our results
are also benchmarked against a previously implemented
Feed-forward NN system containing an input layer with
six input neurons, a hidden layer with 6 neurons, and an
output layer with three outputs. The confusion matrix and
other parameters for the benchmarked system are given in
Table 2.

Table 2: Benchmark
Training time Confusion matrix Correctness

10min

2
4 280 3 0

0 41 0
1 0 100

3
5 C1 = 99

C2 = 100
C3 = 99

6 CONCLUSIONS

From the results we obtained, it is clear that for this test
scenario there is no real performance advantage in using an
SVM. The only observable advantages for our test scenario
were quick training cycles, not having to give the network
architecture much thought and the use of unscaled data.
The SVM’s performance was the same with the scaled
or un-scaled input data. The Feed-forward NN only per-
formed well when scaled data was used.
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