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Abstract

This paper presents a method for automatically detecting
patterns that people walk. A datastream of a person’s x
and y co-ordinates in a plan view of an office are prepro-
cessed to determine individual movements. These move-
ments are then clustered into similar movements using a
furthest-neighbour clustering algorithm that uses Dynamic
Time Warping as a distance measure between individual
movements.

1 Introduction

A standard signal processing problem is that of looking for a
specified template amongst one or more datastreams. Such
a template might be distorted in the datastream, but can still
be detected relatively easily. This work goes one step fur-
ther, by attempting to automatically detect all patterns that
are present in a datastream. Once these patterns have been
detected, templates can be automatically generated. This is
especially useful when dealing with large amounts of data
as it is unfeasible to have a person generate the templates
by hand.

The datastream that is used in this project is the location of
a person in a plan view of an office. The location is given
as a set of x and y co-ordinates. Numerous samples of the
person’s location are taken at a rate of approximately 10 fps
(frames per second). The hypothesis is that as the person
goes about their daily “office routine”, they will repeat cer-
tain patterns rather frequently. For instance, arriving in the
morning, going to the toilet and making coffee. It is also
expected that a large number of less obvious patterns will
emerge.

A wide angle lens camera was mounted in the roof of an
office, looking down. Video footage was then analysed to

determine the location of a person in the office. This was
done by detecting a pink hat that was worn by the person
being tracked. The centroid of the pink hat gave the per-
son’s location.

Figure 1: Output from the segmentation. The black square
indicates the person’s location.

2 Finding Patterns

Clearly, finding all of the patterns that occur within a datas-
tream is not a simple task. For this reason it was necessary
to make a number of assumptions that would constrain the
problem into a more realistic domain.

The patterns that are being searched for are ones that are
caused by the person moving around the office. For this
reason, The datastream could be easily segmented into re-
gions in which there was movement, and regions in which
there was no movement.



The most important assumption that was made was that
each movement that a person makes could contain at most,
one single pattern. For example, a person would walk in
to the office and go to his desk. Once there, he would be
stationary (at least for a little while). It is very unlikely that
someone would walk to their desk, go straight to the coffee
machine, make some coffee, and then go to the toilet, all
without stopping at all in between. It is much more likely
that they would at least stop briefly at their desk and at the
coffee machine. In doing so, they would break up the one
large movement into three smaller movements.

3 Pre-Processing

The goal of preprocessing the data was to convert the stream
of x and y co-ordinates into a large array of isolated move-
ments. Once the isolated movements have been detected,
unsupervised learning techniques can be used to cluster the
isolated movements into groups of movements that are sim-
ilar. The following pre-processing was done to the raw input
data:

Filtering
The data was passed through a 7 point median filter to elim-
inate any spurious detections.

Detecting Movement
The variance of the data was used to detect when the subject
was remaining still and when he was moving.

Merging Adjacent Movements
If two movements occurred close together, they were
merged into one movement.

This concluded the preprocessing of the data, leaving an
array of the individual movements that had been made by
the person in the office.

Figure 2: Output from the preprocessing. x co-ordinates, y
co-ordinates, and the areas of movement.

4 Dynamic Time Warping

In order to make use of standard clustering techniques, a
distance measure is required that indicates the similarity /

dissimilarity between two of the objects that are trying to
be clustered [2].

Traditional distance measures include:

� Euclidean Distance
�

∑�xi� yi�2

� Mahalanobis Distance �x�m�T �C�1��x�m�

� City Block Distance ∑ �xi � yi�

� Chebychev Distance Max��xi � yi��

Figure 3: Two similar movements that can’t be easily com-
pared due to their differing length.

The difficulty with applying these measures directly to
compare two movements is that the movements differ in
length. One possible way of overcoming this problem
would be to use Linear Time Normalisation (LTN). LTN
can be achieved in a number of ways. These include down-
sampling all signals to the length of the smallest signal and
matching according to the formula [3]:

d�X �Y � �
Tx

∑
ix�1

d�ix� iy� (1)

where ix and iy satisfy the equation:

iy �
Ty

Tx
iy (2)

Since ix and iy are integers, some kind of round off rule is
required. The Summation in Equation 1 could also be done
from iy � 1 to iy � Ty [3].

The disadvantage of using LTN is that it performs poorly
when the person walking does not maintain a constant
speed. A method that overcomes this problem is Dynamic
Time Warping (DTW). Dynamic Time Warping has been
used with a large degree of success in the speech recogni-
tion community. It makes use of Dynamic Programming
techniques to perform time-normalisation between two sig-
nals [3]. In effect, the DTW warps the two signals so that



they match each other as best as possible. The distance be-
tween two signals when using the DTW is given by the for-
mula: [3]

dφ�X �Y � �
T

∑
k�1

d�φx�k��φy�k��m�k��Mφ (3)

where φx and φy are two warping functions that relate ix and
iy to a common time axis, k. That is:

ix � φx�k�� k � 1�2� ����T (4)

iy � φy�k�� k � 1�2� ����T (5)

m�k� is a path weighting coefficient. Mφ is a path normali-
sation factor and φx, φy are chosen to minimise dφ [3].

Figure 4: The optimal alignment of two patterns as found
by the DTW

The amount of warping that takes place between the two
signals should be controlled if the output is to be mean-
ingful. For this reason a number of constraints are usually
made when using the DTW.

4.1 Monotonicity Constraint

Perhaps the most fundamental of the constraints applied to
the DTW is the monotonicity constraint. This constraint
maintains temporal order while the match is being done by
not allowing the warping path to move backwards in time.

4.2 Endpoint Constraints

The endpoint constraint specifies that the first and last dat-
apoints of the two signals must match up with each other.
These constraints are relaxed in order to make the matching
of patterns more accurate. This is because the segmenta-
tion is not guaranteed to find the exact start and endpoints

of the movement. By relaxing the endpoint constraints, the
DTW is able to find the best match with the template pat-
tern anywhere in a test pattern. This proved to be a lot more
effective.

4.3 Local Continuity Constraints

Local continuity constraints are specified as the set of possi-
ble incremental path changes. Various local continuity con-
straints have been suggested[3]. Although these are suitable
for speech recognition, they are not suitable for the recogni-
tion of movement patterns. This is because they only work
for signals that are approximately the same length. Since
people walk at different speeds, there can be a vast differ-
ence in the length of the signals that need to be compared.
For this reason, three different local constraint paths were
developed:

Figure 5: Local Constraints

4.4 Slope Weighting

Various slope weights can be used to set difference “pref-
erence levels” for the various paths that have been defined
as local continuity constraints. For this work a symmetric
slope weighting was used with all values set to one.

4.5 Global Path Constraints

The local continuity constraints can exclude certain points
from the set of possible solutions. Graphically, these con-
straints represent a parallelogram in the warping path do-
main. This is shown in Figure 6. Further constraints can be
placed on the warping domain as desired.



Figure 6: Warping domain with global path constraints
present

5 Clustering

Due to the nature of the data, most standard clustering tech-
niques can not be successfully implemented due to the fol-
lowing reasons:

� A distance measure is not defined for all sets of two
movements. This is because if one movement is
greater than four times the length of the other one
then the DTW will fail. Many of the standard clus-
tering techniques require this information to achieve
a good result.

� Due to the relaxing of the endpoint constraints, the
function DTW �a�b� where a and b are the two move-
ments being compared, is not necessarily the same as
DTW �b�a�.

� The optimal number of clusters is not known. This
information is required for a large number of cluster-
ing techniques.

A modified version of the Batchelor and Wilkins’ algorithm
(Maximum Distance Algorithm) [2] is used to cluster the
movements. This algorithm is used as it is based on the
furthest neighbour clustering technique. This means that the
resulting clusters will form naturally distinct “clumps”[1].
Due to the nature of the data it is expected that the natural
clusters will form compact zones in n-dimensional space.
The modification to the Batchelor and Wilkins’ algorithm
is the replacement of their termination criterion with one
based on the minimum distance between items in a cluster.
This value is determined heuristically.

Figure 7: Flow Diagram of Clustering Algorithm

6 Results

A video of a person walking a variety of preset patterns
was recorded and the location of the person (in terms of
x and y co-ordinates) determined for each frame. This was
done with a frame rate of approximately 10 fps. This “loca-
tion” data was then pre-processed as described earlier. After
pre-processing, the data was clustered using the modified
Batchelor and Wilkins’ clustering algorithm.

The output from the segmentation algorithm can be seen in
Figure 8. The sets of movement patterns that have been de-
tected after the clustering algorithm has been run is shown
in Figure 9. From these figures, it is clear that the cluster-
ing algorithm has successfully grouped together movements
which are similar.

At the moment, not enough test sequences have been suit-
ably analysed to be able to quantify the results. However, it
can be clearly seen that the results are very promising.



7 Conclusions

After the application of the pre-processing stage, the clus-
tering stage successfully separates the individual move-
ments into clusters of movements that are similar to one
another.

The clustering technique uses the Dynamic Time Warp for
a distance measure between the two movements being com-
pared. This is necessary as they may be of a different length.

Preliminary results look promising, but further testing on
more data sets is required in order to quantify the results.
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Figure 8: Output from the segmentation: A datastream of the person’s x and y co-ordinates as they walk about the office.

Figure 9: Output from the clustering algorithm. Sets of movements that have are similar to one another.


