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Abstract

A new feature-based depth mapping and 3D reconstruction al-
gorithm is proposed for matching points in two uncalibrated im-
ages. The algorithm focuses on intelligence at an early stage to
minimize post-processing for false match detection. Features
are detected using an iterative procedure for stability in non-
ideal lighting conditions. Correlation based stereo matching
and a simple voting scheme results in a sparse depth map. A 3D
scene approximation is rendered using surface fitting and tex-
ture warping. Off-the-shelf PC and imaging hardware is used
to implement the algorithm, executing in around 30 seconds
and a matching accuracy of better than 90 percent without post-
processing. Typically between 100 and 300 points are matched.
The algorithm provides a practical method of implementing a
stereo system in a harsh environment using standard hardware.

1. Introduction

Generally two techniques are used to solve matching be-
tween two images, namely region-based stereo (area-based), or
local/feature-based stereo. Area-based Stereo is where the in-
tensity of image patches in one image is correlated to another,
assuming there is some degree of similarity between them. Al-
gorithms have been developed by [1], [2], [3], and [4] to name
a few. The algorithms work well in textured regions, but fail
where there is little detail. Stability can be improved by in-
creasing the patch size, but is computationally expensive [5].
Feature-based Stereo matches features1 detected in one per-
spective with those detected in another, drastically reducing the
information to be processed. Feature matching is less depen-
dent on factors such as noise, and differences between camera
parameters [6]. It can be implemented on standard hardware2,
and because the algorithm is less sensitive to camera calibra-
tion, a single, moving camera can be implemented to recover
depth. Area-based stereo fails completely if the camera calibra-
tion changes, whereas feature-based maintains robustness at the
expense of accuracy.

A feature-based algorithm is chosen for the proposed stereo
algorithm because it is better suited to a harsh environment
(where calibration parameters could vary slightly), and is fast
to implement (only a sparse set of data is generated).

1A feature here is defined as a 2D interest area in an image such as
a corner, edge, or contour

2A Pentium III 800MHz PC was used to implement the 400 point
stereo matching algorithm on unoptimised code in under 30 seconds

1.1. Contributions

This paper presents a stereo algorithm for matching uncali-
brated images from either two calibrated cameras, or a single
camera that is moved (within constraints) in order to observe a
second perspective of a scene. The feasibility of the algorithm is
validated via a few test results generated by a prototype stereo
vision system. Robust testing and code optimization is out of
scope, though some benchmarks are given to demonstrate the
algorithm’s potential. The proposed algorithm attempts to pro-
vide a practical and robust technique to generate sparse depth
maps in real environments. It is very similar to popular feature-
based systems (based on the successful algorithm developed by
Zhang et. al. in [6]). Rather than replacing these, it is modified
to attempt to solve the following problems:

• Light variance

• Calibration sensitivity

• Very high processing demands

As such, other issues such as occlusion situations and post-
processing for high resolution recovery are out of scope.

1.2. Structure

The paper is organised as follows. Section 2 gives a background
to feature-based stereo matching. A generalized algorithm is
presented based on the work by Zhang et. al. in [6], discussing
the issues of camera calibration, feature detection, matching,
and post-processing. Section 3 discusses the proposed algo-
rithm. The feature detection algorithm is explained, followed by
pre-processing to deal with light variance over time. A voting-
based matching procedure is used to generate a sparse depth
map. Post-processing takes simple steps to improve accuracy
of the recovery, and 3D reconstruction estimates the continu-
ous 3D scene. The experiments and results produced by a pro-
totype stereo vision system is discussed in section 4, followed
by a conclusion in section 5.

2. Feature-Based Stereo Matching
2.1. Notation

Actual 3D points occurring in a scene are called world co-
ordinates, denoted P , defined by equation 1. Points occurring
on the camera or image plane are called camera or image co-
ordinates p, where p is a 2D co-ordinate defined by equation
2.

P = [ X Y Z ]T (1)

p = [ x y ]T (2)



The pinhole model for a camera is used, approximating the re-
lation between world and camera co-ordinates by the full per-
spective transformation.

2.2. The Stereo Concept

Geometry A calibrated camera can locate a ray in the real
world upon which a point/feature must lie given it’s image co-
ordinates. If a second view of the same point is available (taken
with the same camera at a new location or with a second cam-
era), the exact location in space of the point/feature can be lo-
cated by intersecting the two rays. This is the epipolar con-
straint. Thus where two images of the same scene are taken
from different locations, points/features are not independent,
but are related to each other by an epipolar constraint. (This
constraint does not apply where points in the one image are oc-
cluded from points in the other image.) This relation between
the left (Il) and right (Ir) images is mathematically represented
by the fundamental matrix F, expressed in equation 3 [7]. F is
a 3 × 3 matrix.

IlFIr = 0 (3)

The epipolar constraint is used in stereo feature correspondence
algorithms since it constrains the position of the feature by di-
mensional reduction from 2D to 1D. F maps points in the left
image to lines in the right image, and visa-versa. Now the fea-
ture can be found somewhere along it’s epipolar line, instead of
searching through the whole image, thereby saving a significant
amount of time in processor-intensive feature or area correlation
algorithms.The correspondence problem: Intuitively, gener-
ating a depth map3 of a scene can be achieved by searching
for corresponding points between the two perspectives. One
could conceivably manually identify all matching points (in the
overlapping viewpoints), and calculate the corresponding dis-
parities4. This is clearly not practical (typically a few hundred
matches are required that would be very time consuming), and
is unsuitable for computer vision where one would want real-
time depth calculations. Hence automatic stereo matching is
required.

Automatic computerized stereo matching presents some
difficulties. Exhaustively matching every point between two
perspectives is impractical because of the prohibitive amount of
processing required, and practically impossible because points
occurring in featureless5 regions are identical to surround-
ing points, and therefore cannot be matched with certainty.
This formidable problem has been tackled quite ferociously in
the computer vision community, resulting in a number of ap-
proaches and techniques. Advances in computer processors and
a maturing research field is resulting in better stereo algorithms,
and a number of commercial systems.

2.3. Feature Based Matching

Zhang et. al. introduced a robust matching technique for two
uncalibrated images in [6]. The term uncalibrated implies that
the relation between the two perspectives is unknown, but the
individual images are taken from calibrated cameras. Hence a

3A depth map is a 2D representation of the normalized depth exist-
ing between a stereo camera setup, and the objects in the overlapping
fields of view

4A depth map is generated from a disparity map. The disparity
map shows the distance or disparity existing between two correspond-
ing points. They are related by a scale factor

5A featureless region is defined as an area in an image that has the
same intensity, colour and texture as the points around it
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Figure 1: Generalized feature-based stereo algorithm

single moving camera or a stereo camera rig can be used. Figure
2.3 illustrates the general feature-based algorithm. This general
algorithm structure is followed in this paper.

2.3.1. Camera Calibration

Matching requires correlation between two perspectives, and
depth calculations require metric information obtained from the
relationship between a camera and real world points. Hence
camera calibration is required. For camera calibration, the re-
lationship between the camera and the real world co-ordinates
must be calculated (extrinsic parameters), as well as the internal
characteristics of the camera hardware (intrinsic parameters).

Real world points are mapped to camera co-ordinates by
performing a rotation R (panning, tilting and rolling), and
a translation t (translation of the origin) image co-ordinates.
These extrinsic parameters model the orientation of camera co-
ordinates with respect to real world co-ordinates. The intrinsic
parameters of the camera describe the camera independent of
it’s position in space. The intrinsic parameters can be repre-
sented as a 3 × 3 matrix A. These parameters (if known) can
be used to make actual measurements in the scene. Equation 4
shows how a 2D image point (p) is mapped to a 3D real point
(P ) using both the intrinsic and extrinsic parameters [7]. s is an
arbitrary scalar factor.

sp = A[ R t ]P (4)

The extrinsic and intrinsic parameters can be estimated using
the popular techniques proposed by Tsai [8], Zhang [7], or Bak-
stein and Halir [9] to name a few. Typically a calibration plate
is used that has known marker co-ordinates. The marker co-
ordinates are identified in the image plane, and equation 4 is
solved. Software is also available on the internet as freeware to
implement the referenced algorithms, listed in table 1.

2.3.2. Feature Extraction

Feature-based stereo is practical because most information is
suppressed by only considering a sparse set of data points.



Tsai //www.cs.cmu.edu/rgw/TsaiCode.html
Zhang //research.microsoft.com/ zhang/calib/
Bakstein //terezka.ufa.cas.cz/hynek/toolbox.html

Table 1: Calibration software sources.

These interest points can be identified in a number of ways. A
popular detection technique is to apply a corner-detection algo-
rithm to an image such as the Plessey algorithm [10], or SUSAN
[11].The stereo process relies on the performance of the feature
detector since poor detection will result in poor matching. The
feature detector is therefore carefully chosen. Canny identified
three criteria for feature detection in [12], and Smith and Brady
consider a fourth in [11]. These criteria are:

1. Good detection - better detection reduces the amount of
false negatives and false positives that have to be dealt
with later.6

2. Good localization - the feature position should be re-
ported as close as possible to the position of the actual
feature.

3. A single response to a single feature.

4. Speed of the algorithm

A fifth criteria is proposed here, chosen after testing the feature
detector in a harsh environment. It was found that non-ideal
lighting conditions reduced the stability of the corner detector.
Poor stability is where the feature detector reports features in
different locations for small changes in lighting conditions.

2.3.3. Matching

Stereo matching is the process of identifying which features in
one perspective correspond to those in the second. The follow-
ing assumption is made: although objects in the scene appear
different from a global point of view, features maintain their
local characteristics to some degree [13]. If the baseline dis-
tance b between the two perspectives is small, there will be lit-
tle change in local feature characteristics (easy matching, but
low depth map resolution). A large b will lead to a larger dif-
ference in pixel characteristics around the feature, complicating
the matching process. This increased matching difficulty with
increased resolution demonstrates the trade-off between depth-
map resolution and the amount of computation required.

If a-priori knowledge of the position of the second perspec-
tive is known, a point in one view must be constrained in the
second view, otherwise a processor-intensive search must be
made over the entire image. Feature matching using a mov-
ing window in a constrained search space is illustrated in figure
2. Note that the epipolar constraint cannot be used yet to reduce
the search space further, since the epipolar geometry has not
yet been found. Epipolar geometry can only be recovered once
a number of correspondences have been found [14]. A feature
in the first perspective moves a known maximum amount b pix-
els (the baseline distance) in the second perspective. If a search
was done in a circle of radius b pixels around the position of the
feature in the second image, the corresponding point would be
found. (A rectangular search window is used for easier imple-
mentation).

A 2D feature is defined in an image by an area of pixels,
not a single pixel. Hence to test whether two features match, the

6A false positive is where the feature detector reports a detection
where it should not have, and a false negative is a missed detection i.e.
a feature present in the image was not detected

Figure 2: Feature matching in a confined search-space to reduce
computation

areas around the features in the two perspectives should be cor-
related to give (ideally) a perfect match. This auto-correlation
procedure assumes that this area of pixels is unique, and match-
ing a feature from one perspective to another will provide the
best correlation score compared to all other match tests with
other feature points. Various correlation techniques exist to test
the measure of match between two images as shown by Cox
in [15]. Features are matched by placing a rectangular window
of size m by n around each pixel in the search window, and
correlated.

The search window for a particular feature could contain a
number of possible features. The matching algorithm must be
able to discern that particular feature from other candidates. The
following tests and techniques are used to design the algorithm
to ensure a robust match:

• The correlation window size m by n must be chosen
such that enough information is available in order to dis-
cern one feature from another, considering the tradeoff
between ease of matching and resolution - too large a
correlation window reduces the resolution of the 3D re-
construction

• A threshold must be chosen that discerns a poor match
from a strong match

• Intelligence can be used after a correlation where there
is an ambiguous situation i.e. where more than one fea-
ture are chosen as corners - information such as a-priori
knowledge about the position of the second perspective
can be used to select the correct match

In stereo matching, though features viewed at different perspec-
tives approximately maintain their local characteristics, there
are differences between the local areas that result in non-ideal
correlation. These differences are caused by the slight change



in characteristics of the feature seen from another perspective,
and differences in lighting. If 2 perspectives are separated along
one axis by a distance b (the baseline), the larger b is, the more
the local feature characteristics change [16]. A large baseline
can give enough information to reconstruct a high resolution
depth map, but at the expense of a more difficult (possibly even
prohibitively difficult) matching problem.

3. Proposed Uncalibrated Stereo Matching
Algorithm

An algorithm is presented that focusses on implementation in
a desktop-based environment, producing scene reconstructions
with standard camera and processing hardware. Four sub-
algorithms are incorporated, namely:

1. Feature detection for both perspectives

2. Pre-processing to deal with light variation

3. Voting-based stereo matching

4. Post-processing and 3D reconstruction - this section is
omitted since it is out of scope

Note that a section on camera calibration has been omitted. In
the implementation, a single camera system was used where the
same camera was moved between perspectives. The movement
was constrained to a single axis, and it was assumed that there
was no motion in other axes, and that camera internal param-
eters remained constant. In this way, only a single translation
parameter changed (approximately).

3.1. Feature Detection

The feature detector was chosen based on the study of corner
detectors performed by Smith and Brady in [11]. The authors
compare around fifteen existing detectors, highlighting their
strength’s and weaknesses, using the first four criteria specified
in 2.3.2 to analyze them. Their new feature detector SUSAN
(Smallest Univalue Segment Assimilating Nucleus) is shown to
out-perform the studied detectors in most of the criteria. The
results of their tests performed showed that SUSAN is accu-
rate, stable and efficient. It performs well in noisy conditions
(a requirement for the proposed stereo algorithm), and does not
ignore complex junctions.

The Plessey feature detector [10] was also considered since
it also compares favourably, and is used (in a modified form) by
the robust stereo system developed at INRIA Sophia Antopo-
lis by Zhang et. al. [6]. The Plessey detector was however
not as good as the SUSAN algorithm in localization, and SU-
SAN computed more than ten times faster. SUSAN also aids
to the robustness of the stereo algorithm because instead of giv-
ing poor or erroneous results when lighting conditions change,
it rather reports less features detected. Thus SUSAN is chosen
as the feature detection in the proposed stereo algorithm.

3.2. Pre-processing

Stereo images that are obtained even momentarily apart in time
in an uncontrolled environment may have significant lighting
differences that affect the number and position of features de-
tected. The plot in figure 3 is an example of this lighting effect,
showing the co-ordinates of features detected in the same scene
at different times (7 iterations). Feature detection instability is
clearly illustrated here. It can also be seen that some features are
reported more than once, while others are only reported once.
Features that are reported only once during the seven stage anal-

Figure 3: Demonstrating feature detection instability due to
poor lighting

ysis are assumed to be poor features or false positives, and are
thus rejected by the pre-processing algorithm. Multiple report-
ing of a feature co-ordinate infers that the candidate point is a
good detection.

The feature detection and image capturing is repeated sev-
eral times per perspective, generating several lists of feature
points. The pre-processing algorithm then generates a single
feature list that consists only of strong features. A feature
is considered to be strong if it’s co-ordinates are repeated at
least once in the lists. Figure 4 shows the resulting feature
matches from figure 3 after applying the pre-processing algo-
rithm. Many noisy detections have been eliminated. Tests were

Figure 4: Result of pre-processing algorithm on the previous
figure

performed to determine the number of iterations required for
noisy feature detection elimination. It was found that around 5
or 6 iterations were required for good results.

3.3. Voting-based Stereo Matching

The Sum of Absolute Values (SAVD) correlation technique is
chosen for matching since it can be implemented efficiently
to compute a fast correlation (SAVD only requires an absolute



value and a subtraction operation - these operations can be com-
puted very fast on a processor compared to operations such as
divide and square-root). The numerous correlations required
in a feature-based system encourage the use of efficient coding
to speed up computation time. SAVD is shown in equation 5,
where the correlated images are f and g respectively, indexed
with i and j. The result of the correlation ranges between 0 and
CorrMax, given by dSAV D .

dSAV D =
∑

m×n

|fij − gij | (5)

A stereo setup is constructed to carry out a number of tests used
to estimate the correlation window size (m and n), and the cor-
relation threshold tcor in order to match features.

A 15 × 15 correlation window was not good enough for
point matching discrimination, so it was increased to 24 × 24
pixels. As the baseline was increased, a matching limitation was
reached – points could not be matched with a large baseline be-
cause feature differences became too large. The window size
had to be increased to perform matching with a wider baseline.
The implication of this is that there is a limitation in the depth
map reconstruction resolution that can be obtained for the ex-
periment setup. Matching errors occurred where there was no
(significant) difference between two features. Here further in-
telligence is required. A-priori knowledge about the expected
position of the feature can be used to decide whether it is more
probable that a feature occurs in a particular region than an-
other. For example, if the second perspective is 5cm away from
the first axis along the cameras horizontal axis, camera calibra-
tion information can be used to estimate worst case positions
of the feature in the second perspective. If 1cm represents 20
pixels, it can be assumed that a feature may move up to a max-
imum of 100 pixels, approximately along the horizontal axis.
Here the locus of possible positions of the feature in the second
perspective approximates to an epipolar line [2].

4. Experiments and Results
A number of different scenes are used to perform a stereo recon-
struction, and various results are tabulated in table 2. The test
images labeled INRIA1 to INRIA6 show results recorded
by Zhang et al.’s algorithm on various test images. In the ta-
ble, used thresh is where post-processing was used to threshold
false matches out. Their algorithm is iterative for refinement –
the number of iterations is placed in parenthesis after the im-
age name. Note that the algorithms are only compared up to
the end of correlation, not to post-processing. The INRIA algo-
rithm eliminates all false matches in the post-processing stage,
but the main correlation processing stage is similar to that of the
proposed algorithm, as shown in table 3.

From table 2 it can be seen that the proposed algorithm
compared favourably to that of the INRIA one. Similar stereo
matches were found, as well as false matches. False matches in-
crease with increasing baseline as expected. The algorithm was
found to perform best on non-reflective objects that were well
textured, and did not have many repetitive patterns. Many er-
rors occurred where the scene contained regular patterns. This
is because the matching algorithm reports similar scores for re-
gions having the same patterns. A suggestion here is to keep
all candidate matches with similar correlation scores, and to use
the techniques discussed by Faugeras et al. in [17] and Zhang
et al. to overcome this ambiguity. The pose of the feature under
consideration should be compared to the pose of unambiguous
matches around it, and then correlated with the relative pose of

Test Baseline Features Stereo False
Image dist(cm) (refined) matches matches
Dino1 6.0 1720 140 11
Dino2 9.5 1550 100 14
Rock 6.0 2477 230 6
Bike 6.0 2025 134 7
Box 7.0 3328 171 9

Alien 6.5 1933 146 > 20
thresh

Inria1(11) − 512 93 4
Inria2(12) − 367 48 12
Inria3(16) − 395 241 14
Inria4(12) − 288 88 31
Inria5(15) − 377 118 25
Inria6(20) − 383 226 many

Table 2: Experiments performed using various test images, and
some results from the INRIA system.

Process Stage New Algorithm INRIA Algorithm
Pre-processing LPF, stabilization −
Feature Detection SUSAN Modified Plessey
Correlation Window 25 × 25 15 × 15
Correlation Type SAVD Average and std. dev.
Post Processing Voting, Thresh. Relaxation, Least

Median of squares
Iterative Algorithm No Yes
Epipolar Geometry Not-recovered recovered

Table 3: Comparison of proposed algorithm to the Zhang et al.’s
algorithm.

local features in the first perspective. In this way the incorrect
match could be found. The proposed algorithm is compared to
the one designed by Zhang et al. in [6] up to the point of re-
covering sparse depth information. In table 3 the sequences and
sub-algorithms of the two algorithms are compared. Ground
truth validation of the depth map can be evaluated using a cal-
ibrated object by comparing the recovered depth at matched
points between the real object and the depth map. Example:
Dino1 with baseline = 6cm The left image with matched points
shown is in figure 5. A polygon reconstruction approximation

Figure 5: Dino1: Left Perspective with b = 6cm

is shown in figure 6. In figure 7 a surface has been fitted to the



matched data, and texture ’warped’ from the original image to
the reconstruction image.

Figure 6: Dino1: Polygon reconstruction using matched points

Figure 7: Dino1: Surface reconstruction and texture mapping

5. Conclusion
A feature based stereo algorithm for matching uncalibrated im-
ages was discussed, focussing on the problems of light variance,
calibration sensitivity, and high processing demands. General
feature-based matching techniques and issues were discussed.
The algorithm was based on Zhang’s robust algorithm [6]. Fea-
tures were detected using the SUSAN corner detector based on
five criteria. A pre-processing algorithm was presented in or-
der to increase the stability of the feature detection using an
iterative procedure. A single constrained moving camera could
be used that did not require a difficult calibration, as well as
a stereo camera setup that requires calibration. Stereo match-
ing was performed using Sum-of-Absolute-Value-Differences
in 25×25 pixel correlation windows. Matching was constrained
to a search space of 400 × 400 pixels around a candidate point
in a second perspective to reduce computation time. Thresh-
olding, followed by voting was used to determine whether
or not two corresponding points were matched, resulting in a
matching accuracy of around 90 percent. Simple threshold-
based techniques were used to reduce false matches, and some
robust post-processing matching techniques were mentioned.

The unoptimized stereo system was implemented on a standard
PentiumIII processor, producing matching times of typically
around 30 to 40 seconds, resulting in around 200 matches in a
single iteration, comparing favourably with Zhang’s algorithm
[6].
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