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Abstract
This paper discusses how the disadvantages of short frame

shifts could be compensated for by using higher order models.
The higher order models consider more of the data when mak-
ing a decision which compensates for the reduction in the infor-
mation present in each vector due to the shorter frame shifts.

1. Introduction
In this article, segmentation refers to the process of dividing an
acoustic file into a number of consecutive, non-overlapping, un-
divided temporal regions spanning the entire file. These regions
usually represent phonemes.

Generally, both the boundaries between the regions, and the
phoneme represented by each region must be determined. This
article discusses forced alignment, in which the phoneme se-
quence is known. If the orthographic transcription of the se-
quence is available, the phoneme sequence can be produced us-
ing orthographic to phonemic conversion rules. Otherwise, the
acoustic file has to be transcribed manually. Even in the latter
case, automatic segmentation is still beneficial as manual seg-
mentation is very laborious.

2. Segmentation Procedure
Although an acoustic file can be segmented directly, our proce-
dure involves first calculating feature vectors from the file and
then segmenting the file of feature vectors. The vectors are pro-
duced by moving a window or frame over the acoustic file in
a series of constant length steps and calculating a single vec-
tor after each step. The step size is known as the frame shift.
The window size is known as the frame length and is usually
greater than the frame shift so that every part of the file will
be used for calculating at least one vector. The choice of the
frame length is a compromise between having sufficient data
for calculating each vector and limiting the influence of sur-
rounding parts of the file on the calculated vector. The frame
shift determines the time resolution for the boundaries i.e. the
minimum distance apart that boundaries can be placed. There-
fore, for an accurate segmentation, one would like the frame
shift as small as possible. As an example, there is a d in the
TIMIT test set that has a duration of 2.38 ms. The usual 10 ms
frame shift used for recognition would not be able to detect this
occurrance. Figure 1 shows a graph of minimum duration set-
ting vs excluded examples for TIMIT examples of the phoneme
b. A model that has been trained only to recognise phonemes
with a duration greater than a certain minimum setting will not
properly recognise the corresponding percentage of examples
given in the graph. If the frame shift is 10 ms and the model
must accept at least three vectors, then only phoneme examples
with durations greater than or equal to 30 ms will be properly
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Figure 1: Minimum duration setting vs examples excluded for
the phoneme b.

modelled and from figure 1 this would exclude over 90% of the
b examples. Likewise, figure 2 shows the percentage of exclu-
sions vs minimum duration setting for all the phonemes in the
TIMIT files. This graph shows that a minimum setting of 30 ms
would exclude about 15% of all the phoneme examples.

One disadvantage of a small frame shift is that the number
of vectors calculated increases in direct proportion to a decrease
in frame shift, resulting in an increased processing time.

It is important to realise that the best features for recog-
nition might not be the best features for segmentation. To
elaborate on this point, assume that phonemes can be divided
into classes where the phonemes in each class have identical
duration characteristics. The best feature set for recognition
would have to include features that would differentiate between
phonemes in a class, whereas a feature set that would only sep-
arate the classes would be preferable for segmentation, because
the length of the phoneme is all that must be determined and this
is given by the class. Adding unnecessary power to a feature set
usually leads to a decrease in performance because the more
powerful model will have more parameters to train. Training
more parameters with the same quantity of data results in less
data for each parameter.

3. First Order Models
Figure 3 shows a representation of a hidden Markov model
(HMM) that might be used for segmentation. The model has
three emitting states (with the probability density functions
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Figure 2: Minimum duration setting vs examples excluded for
all the phonemes in the TIMIT files.
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Figure 3: Representation of an HMM used to model a phoneme.

(pdf’s) shown). This is a left-to-right HMM so there are only
forward links and self loops. If an emitting state is entered, the
next vector in the feature file is absorbed by that state. From the
link structure, it can be seen that the minimum number of vec-
tors that can be absorbed by the model is one — a model that
can absorb no vectors is of no use in forced alignment — and
the maximum is theoretically infinite due to the self loops. If
figure 3 represents a first order model, then a transition depends
only on its source and destination states. Even if all the training
examples have a duration of at least two vectors, it is still pos-
sible for the model in figure 3 to accept only one vector when
evaluating the test data. Assume all the training examples fol-
lowed one of the following two paths through the model (with
the number following each path about equal):

1. enter at state 1, go to state 2 and then out

2. enter at state 2, go to state 3 and then out

This will give all the transitions involved in these paths high
probabilities. When evaluating the test data, the path entering
the model at state 2 and leaving the model from state 2 will
also have a high probability even though no examples followed
this path during training. If the model has only forward links to
the next state then this cannot happen but then phonemes will
be forced to have a minimum duration of three vectors and for
phonemes with durations greater than three vectors, the problem
still exists.

Each state could have duration modelling, but this would
not rectify the situation. One example could occupy one state
for a long time and the next state for a short time while another

example could occupy the first state for a short time and the
second state for a long time. This would allow a testing example
to occupy both states for a short time.

4. Higher Order Models
Higher order HMM’s [1] solve this problem because a transition
is not only dependent on the source and destination states, but
also on states occupied before the source state. For example, in
a third order model, transitions depend on the source state and
the two states occupied before the source state. If the order is
sufficiently high, a path that does not occur in the training data
will not occur when scoring the test data.

The higher order models are represented by an equivalent
first order model [1]. Therefore, the number of states in the
model increases as the order increases (to model the transition
history), but the number of pdf’s remains constant. This means
that states in the equivalent first order model share pdf’s. A first
order left-to-right model will remain a left-to-right model when
the order is increased.

5. Experimental Setup
The training and testing data comprised the entire TIMIT train-
ing and testing sets. The features extracted were 12 dimen-
sional mel cepstra with energy, velocity and acceleration pa-
rameters appended — resulting in 39 dimensional feature vec-
tors. HTK [2] was used to calculate these features. Each of the
61 phonemes in the TIMIT files was represented by a left-to-
right HMM. Each emitting state had a mixture of eight diagonal
Gaussian pdf’s attached to it. The first order models had three
emitting states with the only links being self loops and those to
the next state. As stated above, the equivalent first order models
were also left-to-right, but forward links were not only to the
next state.

5.1. Measurement Criteria

The label files in the TIMIT test set are used as a reference for
evaluating the experiments. The experiments are compared by
calculating the absolute value of the error between each bound-
ary determined during segmentation and its corresponding ref-
erence boundary. This resulted in a vector of boundary errors
which should ideally be zero. When the automatically gener-
ated boundaries do not match the reference boundaries, either
the automatic boundaries or the reference boundaries can be at
fault. The experiments were performed under the assumption
that the reference boundaries are correct. The aim was, there-
fore, to reduce the magnitude of the vector entries. Four quan-
tities were calculated from each vector:

� The total absolute error i.e. the sum of the vector entries.
� The maximum absolute error.
� The mean absolute error.
� The standard deviation of the absolute error.

The experiments are compared according to these four values.
The mean error and standard deviation are more important than
the first two values. The first two values are heavily influenced
by extreme errors, but one would also like these to be min-
imised.

6. Results
The results for the experiments using frame shifts of 2 ms and
frame lengths of 10 ms are given in table 1 and those for the



experiments using frame shifts of 5 ms and frame lengths of
10 ms are given in table 2. The 5 ms frame shift produces its
best results with a fifth order model. Table 1 shows the results
for the 2 ms frame shift improving with model order, but there
was not time to take the model order to the point of the best
results to see if they are better than those for the 5 ms frame
shift.

Table 1: Results for frame shift of 2 ms and frame length of
10 ms.

model total maximum mean standard
order error error error deviation

[s] [ms] [ms] [ms]

1 687.16 685.50 11.00 18.98
2 687.66 479.50 11.01 18.14
3 683.73 479.50 10.95 17.99
4 675.46 479.50 10.81 17.68
5 669.12 479.50 10.71 17.50
6 662.81 479.50 10.61 17.28
7 654.36 479.50 10.48 16.94
8 648.67 859.50 10.38 17.10
9 642.77 807.50 10.29 16.87

Table 2: Results for frame shift of 5 ms and frame length of
10 ms.

model total maximum mean standard
order error error error deviation

[s] [ms] [ms] [ms]

1 608.68 807.50 9.74 13.71
2 603.98 807.50 9.67 13.63
3 600.26 807.50 9.61 13.57
4 592.32 807.50 9.48 13.41
5 588.78 807.50 9.43 13.15
6 590.78 802.50 9.46 12.86
7 603.74 797.50 9.67 12.64
8 636.30 807.50 10.19 12.63
9 701.51 807.50 11.23 13.22

7. Conclusions
The mean error for the 2 ms frame shift has not reached its
minimum yet, so there is a good possibility that this minimum
will be lower than that for the 5 ms frame shift. The complete
results will be presented at the conference.
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