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Abstract
This paper critically evaluates the currently available signal
analysis techniques and the modelling of phonemes with differ-
ent probability density functions, as applied to isolated, context-
independent, phoneme recognition. This is done to determine
experimentally the relative merit of the various phoneme- and
speech analysis techniques and combinations of the techniques.
With the use of the techniques, isolated recognition accuracies
of up to

�����
for clean speech and ��� � for telephone speech

have been achieved which can be qualitatively compared to pre-
vious research done on continuous phoneme recognition.

Results indicate that for both clean speech (i.e. TIMIT)
and telephone speech (i.e. NTIMIT) PLP feature vectors give a
slightly higher recognition accuracy than MFCCs. In both cases
the base feature vectors must be augmented with the use of ve-
locity and acceleration vectors. For telephone speech, Cepstral
Mean Subtraction (CMS) is also highly recommended. The best
phoneme modelling was achieved using Gaussian mixture mod-
els (GMMs) for the output probability density functions of the
states of the HMMs.

1. Introduction
In the modern speech recognition field there are a number
of popular signal analysis and phoneme modelling techniques
which are generally held by the speech recognition community
to give the best results. The signal analysis techniques evalu-
ated include Linear Predictive Cepstral Coefficients (LPCCs),
Mel Frequency Cepstral Coefficients (MFCCs) via filter banks,
first and second derivatives (generally referred to as velocity
and acceleration vectors), and Perceptual Linear Prediction co-
efficients (PLPs). Other factors that are investigated are the use
of dimension reduction techniques to reduce the computational
and data requirements for estimating the models. The phonemes
are modelled using Hidden Markov Models (HMMs). The in-
fluence of using different output probability density functions
on the recognition accuracy is investigated. The probability
density functions include such functions as single Gaussians
(both diagonal and full covariance) and Gaussian Mixture Mod-
els (GMMs). The different techniques are evaluated in a num-
ber of isolated phoneme recognition experiments performed on
the well-known DARPA TIMIT and NTIMIT speech corpora.
Context-independent phoneme models (monophones) are esti-
mated from the speech data and no language model or grammar
is used in the tests.

Using his SPHINX system on clean speech, K.F. Lee
achieved continuous phoneme recognition accuracies of

����� 	��
,

using context-dependent models and 
�
 � 	�� using context-

independent models [1, 2]. S.J. Young and P.C. Woodland
reported similar results of

���� ���
recognition accuracy for

their right context-dependent biphones using a bigram language
model [3, 4]. On telephone speech Psutka et al. recently re-
ported that PLP features provide slightly better and robust re-
sults than MFCC features [5]. In his work on noise compensa-
tion Chengalvarayan reports that MFCCs perform considerable
better than LPCCs [6]. Both these results confirm the research
by Kim et al. on robust speech recognition in noisy environ-
ments [7].

A direct comparison between continuous phoneme recogni-
tion and isolated phoneme recognition is difficult. Nevertheless
the isolated recognition results give an expected indication of
continuous recognition performance.

2. Signal analysis techniques

The signal analysis techniques investigated are divided into two
groups, i.e. feature extraction- and feature post-processing tech-
niques. The feature extraction techniques are applied directly to
the raw speech signal to extract base feature vectors, while the
feature post-processing techniques are applied to the base fea-
ture vectors to extract features that augment the base features.
Needless to say, the post-processing techniques must be used in
conjunction with feature extraction techniques.

2.1. Feature extraction

In this paper the feature vectors are calculated using a Hamming
window with a

�������
frame length and a � ����� frame shift. Fur-

thermore the power in the speech signals is normalized to unity
power and the signals are filtered with a pre-emphasis filter with
transfer function:

�������� ����� ���! where � � ��� "�	
(1)

Unity Variance (UV) normalisation is performed on the fea-
ture vectors by scaling the variance of the dimensions with the
largest variance to unity. The following feature extraction tech-
niques are investigated: LPCC, MFCC and PLP. The LPCCs are
extracted using cepstral analysis and linear predictive analysis
[8]. The MFCCs are extracted using triangular filters equally
space according to the mel-frequency scale and then using the
discrete cosine transform [9]. The PLPs are extracted by first
applying auditory-like spectral modifications to the raw speech
signal and then using cepstral analysis and linear predictive
analysis [10].



2.2. Feature post-processing

2.2.1. Velocity and acceleration

In statistical speech recognition it is usually assumed that
the feature vectors are independent and identically distributed
(IID). This is done in an attempt to make the mathematics man-
ageable. This assumption generally does not hold in practice,
because the vocal apparatus forces continuity between succes-
sive spectral estimates of the speech signal [8]. One method
of mitigating this strong assumption is the use of velocity and
acceleration vectors. The velocity and acceleration vectors are
respectively the first and second order temporal derivatives of
the base feature vector sets and hence are commonly referred to
as ( � )s and ( ��� )s.

2.2.2. Class based Karhunen-Loeve Transform (CBKLT)

When enhancing base features by adding � s and ��� s the di-
mension of the total features rapidly increases. If one wants
to estimate a phoneme model from features, the total number
of parameters is directly proportional to the dimension of the
features. In order to guarantee that the estimated parameters ac-
curately models the data, one needs enough data. The higher
the dimension of the features, the more parameters there are
and therefore the more data is needed to obtain accurate mod-
elling (the curse of dimensionality [11]). If one could reduce the
dimension of the features, while still retaining the information
contained in the features, the existing data would be utilised-
more effectively and therefore one would have an effective in-
crease in data. In this paper the CBKLT [12, 13], which is sim-
ilar to Fischer discriminants and Linear Discriminant Analysis
(LDA), is used to reduce the dimension of feature vectors, with
minimal reduction in recognition accuracy.

2.2.3. Cepstral Mean Subtraction (CMS)

Varying channel characteristics result in convolutional noise in
the speech signal. This is transformed into additive noise in the
cepstral domain causing unwanted bias in the extracted feature
vectors. By subtracting the mean of the cepstral coefficients the
bias is removed and one can compensate partially for the effects
of the room and microphone.

3. Phoneme Modelling
It is important to note that the phoneme models are speaker-
independent and completely context independent. The
phonemes are all modelled with a 3 state, left-to-right, one-
skip HMM (shown in figure 1). Three types of probability
density functions (pdfs) are used for the state pdfs. They
are respectively, Diagonal-Covariance (DC) Gaussian pdfs,
Full-Covariance Gaussian pdfs and Gaussian Mixture Models
(GMMs) using both diagonal and full covariance matrixes.

3.1. Gaussian Pdfs

The Gaussian pdf is defined as

� ��� ��� �� ��� ��� 	�
 �
��	�� � �	�� � ������� ��� � � � ����� (2)

where � , � and
�

are respectively the dimension, mean vector
and covariance matrix of the Gaussian pdf. For DC-Gauss pdfs
the off-diagonal elements of the covariance matrix,

�
, are all

zero.
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Figure 1: A representation of a HMM phoneme model

3.2. Gaussian Mixture Models

A � -mixture Gaussian Mixture model is defined as

� ��� ����� ! "  �#
! � ! ��� �

(3)

The density is a weighted linear combination of � component
uni-modal Gaussian densities,

� ! ��� �
, each parameterized by a

mean vector, �
!
, covariance matrix,

� !
and a mixture weight

#
!
. The mixture weights satisfy the constraint

� ! "  �#
!
� � .

4. Description of experiments
The techniques are compared by performing a number of iso-
lated phoneme recognition experiments. A single experiment
consists of initializing, training and testing 39 acoustic-phonetic
models.

4.1. Speech corpus

The DARPA TIMIT Acoustic-Phonetic Continuous Speech Cor-
pus [14] and NTIMIT are used for the comparative study.
NTIMIT is simply the TIMIT speech corpus which has been
transmitted over an telephone network and re-recorded. The
corpa consists of 630 speakers, each speaker pronouncing 10
sentences. 3 types of sentences exist in the corpus, i.e. sa, sx
and si. The sa sentences are the same for all speakers; the sx
sentences are from a list of 450 phonetically balanced sentences
and the si sentences are from a list of 1890 phonetically diverse
sentences.

4.2. Phoneme set

The well known phoneme set proposed by K.F. Lee [2], consist-
ing of 39 phonemes, is used. The complete 64 phonetic labels
of the TIMIT corpus is folded down to 39 by replacing the pho-
netic labels in the transcriptions of the TIMIT corpus.

4.3. Data sets

The sa sentences are not used at all because they introduce un-
fair bias for certain phonemes in certain contexts, which will
lead to higher recognition scores [2]. The 3969 sx and si sen-
tences from the TIMIT proposed training set are used to train
the phoneme models. The TIMIT proposed test set, consisting
of 1344 sentences and about 46000 phonemes, is used to test
the phoneme models.



4.4. Training

The phoneme models are trained from phonetic transcriptions
of the speech corpus. A phonetic transcription of a speech sig-
nal involves the temporal definition and naming of its parts with
reference to the acoustic signal. Firstly the transcription of each
phoneme is subdivided into 3 equal parts corresponding to the
beginning, middle and end of the phoneme utterance. The state
pdfs are initialized (trained) with these subdivided transcrip-
tions using the Expectation Maximization (EM) algorithm [15],
[16]. After initialization of the state pdfs HMMs are created and
then trained with the undivided transcriptions using the Viterbi
algorithm [17, 18, 19]. During the training of the HMMs the
state pdfs are updated as well.

4.5. Testing

The HMM models are tested using a maximum-likelihood clas-
sifier. For each phoneme utterance the likelihood that the
phoneme fits a certain model is calculated. This is done for all
39 phoneme models. The phoneme model with the highest like-
lihood is chosen as being the most probable phoneme given the
phoneme utterance. By comparing this choice with the correct
label of the phoneme utterance, the total recognition accuracy
is computed.

5. Results
5.1. Clean speech

All the following experiments are performed on the TIMIT
speech corpus.

5.1.1. Base feature extraction

In Table 1 the results for the three types of base features using
18 dimensional DC-Gaussian pdfs are shown. It can be clearly
seen that PLP features outperform the other extraction tech-
niques with an accuracy of ��� � ����� closely followed by MFCC
features with an accuracy of � ��� � � � .

Features Pdf Dim %
LPCC DC-Gauss 18 42.87
MFCC DC-Gauss 18 43.26
PLP DC-Gauss 18 44.37

Table 1: Comparison of base feature vectors for TIMIT.

5.1.2. Velocity and acceleration post-processing

The influence of enhancing the 18th order LPCC base features
by adding velocity ( � ) and acceleration ( ��� ) is shown in Ta-
ble 2. For the case of adding � s and ��� s, using a 24 mixture
FC GMM, there was not enough training data to obtain a proper
estimates of the model parameters. It can be clearly seen that,
for all the different types of pdfs, the recognition accuracy is
improved by � � � � 
 � . It is interesting to note that the increase
in accuracy due to � s is more than the increase due to ��� s,
which indicates that the increase in accuracy due to adding tem-
poral derivatives is subject to the law of diminishing returns.

5.1.3. Influence of dimension reduction

In the previous section it was shown (by an experiment) that
an increase in dimension can lead to a situation where one has
insufficient data to estimate the model parameters (the case of

Features � ��� Pdf Dim %
LPCC DC-Gauss 18 42.87
LPCC � DC-Gauss 36 51.41
LPCC � � DC-Gauss 54 53.19
LPCC FC-Gauss 18 48.76
LPCC � FC-Gauss 36 60.97
LPCC � � FC-Gauss 54 63.68
LPCC 24 mixture DC GMM 18 51.25
LPCC � 24 mixture DC GMM 36 64.86
LPCC � � 24 mixture DC GMM 54 67.18
LPCC 24 mixture FC GMM 18 54.86
LPCC � 24 mixture FC GMM 36 68.30
LPCC � � 24 mixture FC GMM 54 -

Table 2: Influence of velocity and acceleration post-processing
for TIMIT.

Features � ��� CBKLT Pdf Dim %
LPCC DC-Gauss 18 42.87
LPCC � DC-Gauss 6 42.49
LPCC � DC-Gauss 36 51.41
LPCC � � DC-Gauss 11 51.12
LPCC � � DC-Gauss 54 53.19
LPCC � � � DC-Gauss 14 53.59

Table 3: Influence of Class based Karhunen-Loeve transform.

the 24 mixture FC GMM). This supports the argument for us-
ing dimension reduction techniques to reduce the dimension of
features while still retaining most of the information. Table
3 shows the impact that dimension reduction, using the Class
based Karhunen-Loeve transform (CBKLT), has on the recogni-
tion accuracy of phonemes. Once again the experiments are per-
formed using 18th order LPCCs and modelling the phonemes
with DC-Gaussian pdfs. In all the experiments there was a
minimal change in the recognition accuracy and most surpris-
ingly, the recognition accuracy in the last experiment actually
increased from 
 ��� � "�� to 
 ��� 
 "�� .

5.1.4. Cepstral mean subtraction (CMS)

Having determined that velocity and acceleration post-
processing increases recognition accuracy and that CBKLT di-
mension reduction has a minimal influence on recognition, cep-
stral mean subtraction was investigated. In all the experiments
18th order features are used, enhanced with � s and ��� s, and
dimension reduced using the CBKLT. The highest recognition
accuracies for clean speech have been achieved using this setup,
as is shown in Table 4. One can clearly see that for TIMIT, CMS
decreases the recognition accuracy of LPCCs and PLPs. Inter-
estingly enough, it seems that MFCCs are insensitive to CMS.

Features CMS Pdf Dim %
LPCC 24 mixture FC GMM 20 72.21
LPCC � 24 mixture FC GMM 20 71.97
MFCC 24 mixture FC GMM 24 72.81
MFCC � 24 mixture FC GMM 25 72.88
PLP 24 mixture FC GMM 24 73.23
PLP � 24 mixture FC GMM 22 71.00

Table 4: Influence of cepstral mean subtraction on TIMIT.

5.1.5. Accuracy of different pdfs

Referring back to Table 2 one can see the recognition accura-
cies of the different pdfs used to model the phonemes. The



Features Order CMS Pdf Dim %
MFCC 12 � 24 mixture FC GMM 17 60.35
PLP 12 � 24 mixture FC GMM 18 61.11
LPCC 18 � 24 mixture FC GMM 17 59.85
MFCC 18 24 mixture DC GMM 24 56.32
MFCC 18 � 24 mixture DC GMM 18 58.76
MFCC 18 24 mixture FC GMM 24 59.82
MFCC 18 � 24 mixture FC GMM 18 60.64
PLP 18 24 mixture FC GMM 24 60.01
PLP 18 � 24 mixture FC GMM 22 61.00

Table 5: Recognition accuracies on NTIMIT using GMMs.

fact that the FC-Gaussian- outperforms the DC-Gaussian pdfs
indicates that the dimensions of the feature vectors are cor-
related. Although the CBKLT dimension reduction technique
should leave the dimensions of the features completely decorre-
lated, this is not so, as seen by the fact that the DC GMM has a
lower recognition accuracy than the FC GMM. The reason for
this the CBKLT rotates the data to maximize the separation be-
tween different classes. The separation is determined from the
weighted sum of each class’ covariance matrix and therefore the
dimensions of the features is not completely decorrelated. The
highest recognition accuracy of

����� ���
is achieved by modelling

the phonemes with 24 mixture FC GMMs.

5.2. Telephone speech

Based on the results achieved for TIMIT, the techniques with
the highest recognition accuracies were applied to telephone
speech. All the experiments in this section was performed using
the NTIMIT speech corpus.

5.2.1. Base feature extraction

The results for the feature extraction techniques are shown in
Table 6. Once again PLPs outperform the other extraction tech-
niques with accuracies of

� � � . However LPCCs manage to do
better that MFCCs. It is also interesting to note that 12th order
MFCCs and LPCCs outperform their 18th order counterparts.

Features Order Pdf Dim %
LPCC 18 DC-Gauss 18 33.88
MFCC 12 DC-Gauss 12 31.50
MFCC 18 DC-Gauss 18 29.81
PLP 12 DC-Gauss 12 34.34
PLP 18 DC-Gauss 18 34.00

Table 6: Comparison of base feature vectors for NTIMIT.

5.2.2. Recognition results using GMM modelling

In the following experiments both 12th and 18th order features
are used, enhanced with � s and ��� s, and dimension reduced
using the CBKLT. The phonemes are all modelled with 24 mix-
ture GMMs. The highest recognition accuracies have been
achieved using this setup, as shown in Table 5. For MFCCs
the phonemes were modelled with both DC and FC GMMs. It
can be seen that DC GMMs have a poorer recognition accu-
racy than FC GMMs. For all the experiments the use of CMS
improves the recognition accuracy. Although LPCCs outper-
formed MFCCs when no feature post-processing was done, this
is not true when adding � s and ��� s. The results seem to in-
dicate that for telephone speech, as for clean speech, PLPs give
the best results, followed by MFCCs and then LPCCs. This is

in agreement with the findings of Kim et al. [7].

6. Conclusions
It would seem that, of the techniques investigated for isolated
phoneme recognition, PLP is the best feature extraction tech-
nique. For telephone speech there is no discernible increase in
recognition accuracy by using 18th order cepstral coefficients
rather than 12th order cepstral coefficients. Furthermore, en-
hancement of base feature vectors by velocity and accelera-
tion post-processing is highly recommended as it increases the
recognition accuracy dramatically.

It has been shown that a dimension reduction technique, the
class based Karhunen-Loeve transform, can be used to reduce
the dimension of feature vectors, and hence reduce the number
of model parameters that need to be estimated. This reduction in
dimension is achieved without any loss in recognition accuracy,
and in some cases even a small improvement.

The use of cepstral mean subtraction for clean speech is
not recommended, as it degrades the recognition accuracy (or
has no influence in the case of MFCCs). On the other hand,
there are definite improvements in accuracy when cepstral mean
subtraction is used on telephone speech.

There seems to be a general increase in recognition accu-
racy as the complexity of the pdfs used to model the phonemes
increases. Using GMMs for the state probability density func-
tions of the phoneme HMMs has given the highest recognition
accuracies. The problem of an increasing number of parameters
is mitigated by using dimension reduction techniques.

All the experiments performed was performed using
context-independent phoneme models. Research has shown
that using context-dependent phoneme models leads to much
higher recognition accuracies, although this results in dramatic
increase in the number of phoneme models that need to be esti-
mated. Future work will include investigating the signal analy-
sis and phoneme modelling techniques in continuous phoneme
recognition experiments as well as using context-dependent
phonemes. The use of Tied Mixture models for the state prob-
ability density functions of the phoneme HMMs, will also be
investigated.
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