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Abstract
In this paper, we show how speech recognition systems
can be improved, using an adaptive model transition
penalty term in the Viterbi decoding process. This term
is calculated using the phonemic segmentation of the
speech signal, where a bi-directional recurrent neural net-
work is used to segment the speech into phonemes. No
higher level lexical knowledge (phoneme sequence) is used
in the segmentation process. The method is compared
to an existing technique, on the state-of-the-art speech
recognition system, HTK. It is shown that our technique
results in signi�cantly better phoneme recognition accu-
racy.

1. Introduction
Speech recognition technology has advanced rapidly dur-
ing the past few decades. Despite the breakthroughs
made in the �eld, the goal of human-like performance
in automatic speech recognition (ASR) systems remains
elusive. New techniques are thus needed to improve the
ASR systems currently in use.

Most of the current state-of-the-art systems are prob-
ably based on hidden Markov models (HMMs). This is
primarily due to the e�ciency with which HMMs model
the variation in the statistical properties of speech, both
in the time and frequency domains [1]. Neural networks
(NNs), and especially recurrent neural networks (RNNs),
are often used to estimate the output probability distri-
butions of the HMMs, thus obtaining a hybrid HMM/NN
speech recognition system. Such hybrid systems some-
times perform better than pure HMM or NN systems
alone.

A novel idea, proposed by [3] is to use a bi-directional
recurrent neural network (BRNN) [4] to estimate the
phoneme boundary locations. This phonetic segmenta-
tion of the speech signal is then used to improve speech
recognition performance. The neural network has two
outputs: the probability of a phoneme boundary and
the probability of no phoneme boundary. These prob-
abilities are then incorporated into the HMM transition
probabilities, thereby providing extra information to the
HMM system as to when transitions between HMM mod-
els should take place.

In this paper we give an alternative way of incorporat-
ing the segmentation information provided by a BRNN
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into the recognition process. In many speech recognition
systems, such as the state-of-the-art speech recognition
system, HTK, from Cambridge University, a word tran-
sition penalty is used. We propose the use of a model
transition penalty. In phoneme recognition experiments
the terms �model transition penalty� and �word tran-
sition penalty� are equivalent, since the �words� to be
recognised are merely the phonemes themselves. The
model (word) transition penalty used in HTK is �xed
over the entire speech utterance. We propose the use of
an adaptive model transition penalty term in the Viterbi
decoding process, where the penalty changes according to
segmentation information. We show that this technique
results in a signi�cant improvement in phoneme recogni-
tion accuracy. We also show that it gives better results
than the technique of [3].

In Section 2 we describe the segmentation systems we
considered for the automatic segmentation of the speech
signal. Section 3 gives details on the baseline phoneme
recognition systems, as well as the HMM transition prob-
ability modi�cation technique of [3] and the adaptive
word transition penalty technique we propose. In Sec-
tion 4, the experiments we conducted are described and
the results given. Finally, in Section 5 we draw some con-
clusions and describe possible future work on this topic.

2. Speech segmentation
The phonetic segmentation of the speech signal refers to
the process of determining the phoneme boundaries. Seg-
mentation can be categorized into one of two categories,
namely linguistically constrained (explicit) and linguisti-
cally unconstrained (implicit). In the former, the under-
lying sequence of phones is known and used in the seg-
mentation process, whereas in the latter, no higher level
lexical knowledge is used. The techniques we considered
for segmentation are of the latter type.

We considered two techniques for the segmentation
of the speech signal into phonemes. The �rst is to use
HMMs to do phoneme recognition and then to simply
take the phoneme boundaries as provided by the Viterbi
decoding as the segmentation boundaries. The second
method is to use a bi-directional recurrent neural network
(BRNN). The hidden Markov model-based technique will
not be discussed any further here, as it is a standard
speech recognition method. The remainder of this section
describes the BRNN-based approach.



2.1. BRNN structure
BRNNs can be considered to be an extension to con-
ventional RNNs, and for this reason they are also some-
times referred to as �extended recurrent neural networks�
(ERNNs). This is so because BRNNs make use of the en-
tire speech signal to estimate the current output, using
only a single network. In contrast, conventional RNNs
only make use of past and a possibly �xed window of
future speech vectors. BRNNs thus make use of all avail-
able context to predict the current output without the
additional burden of choosing a �xed window size [2, 5].

The BRNN we use has a single hidden layer, consist-
ing of equal numbers of forward and backward hidden
nodes. It has 26 inputs (for a 26-dimensional feature
parameter vector), and two outputs. The two outputs
estimate the probability of a boundary and the probabil-
ity of no boundary respectively, given the input feature
vector. In this network, the hidden layer neurons have
a hyperbolic tangent transfer function, while the output
layer neurons use the softmax transfer function. The hid-
den layer neuron outputs are looped back to themselves
with a delay of 1 time step. The structure of the network
is illustrated in Figure 1.
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Figure 1: Structure of a BRNN.

2.2. BRNN training
In order to train the neural network, gradient descent is
used, where the error derivatives are calculated using a
modi�ed form of the standard backpropagation through
time (BPTT) algorithm [4]. The error function used is
the cross-entropy error function. The target values of the
network were chosen to be equal to 1 when the current
frame's center is a phoneme boundary, 0.5 if the current
frame is adjacent to the (left or right of the) boundary,
and 0 for any other frame. The learning rate is �xed at
a value determined empirically. The network is trained
for a �xed number of iterations and the network weights
saved at each iteration. The network at the iteration
with the best performance on the test set, is then chosen

as the �nal network.

2.3. Boundary estimation
An example of the BRNN outputs of a test sample can
be seen in Figure 2, where the target values are shown in
dashed lines. To determine where the phoneme bound-
aries are, a simple threshold function is used. An output
at a certain frame is regarded to be a boundary if it is
above a threshold, θ, and is a local maximum.
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Figure 2: An example of the BRNN outputs on a test
sentence (not trained on).

3. Speech recognition
For the speech recognition problem in our work, the Cam-
bridge speech recognition system, HTK, is used. This
system is based on continuous density HMMs. We de-
scribe the baseline system in the next section, followed
by the two techniques of incorporating the segmentation
information into the recognition process. These include
the method of [3], as well as the new method we propose.

3.1. Baseline system
The baseline system in the phoneme recognition exper-
iments we conducted use continuous output probabil-
ity density functions, with diagonal covariance matri-
ces. A three state, left-to-right HMM was used for each
of the standard 39 TIMIT monophones, typically used
for phoneme recognition experiments in the English lan-
guage. These HMMs have no skip transitions. Phoneme
recognition is performed using a loop grammar, where ev-
ery phoneme can follow any other phoneme. In addition,
a bigram language model is also used, as well as a �xed
word transition penalty (which is equal to a �xed model
transition penalty for phoneme recognition experiments).

3.2. HMM transition probability modi�cation
During the recognition process, the transition from one
HMM state to another, is dictated by the transition prob-
abilities of the HMM. If a transition probability is low,
the probability of taking that particular transition is low,
and vice versa. In standard HMM recognition systems,
these transition probabilities are determined during the



training process, and remain �xed throughout the recog-
nition of the utterance. In the technique proposed by
[3] the transition probabilities are modi�ed based on seg-
mentation information on a frame-by-frame basis during
the recognition process. This may potentially improve
the overall recognition performance, as high transition
probabilities are assigned near phoneme boundaries, and
low transition probabilities between boundaries, thereby
decreasing the number of phoneme insertions and dele-
tions.

The modi�ed HMM transition probability can be cal-
culated as shown in Equation 1:

ãij = aij · sij (1)
In Equation 1, sij is equal to the neural network

output that estimates the probability of no boundary,
or intra-phoneme probability, when the transition from
state i to j is within an HMM. If the destination state,
state j, is the �nal state in the HMM, then sij is the
neural network output that estimates the probability of
a boundary, or the phoneme boundary probability.

3.3. Adaptive model transition penalty
In HTK, a word (phoneme) transition penalty is added
when a transition from one word (phoneme) to another
occurs. This transition penalty is �xed throughout the
recognition process, and must be set empirically. This
section shows how the transition penalty can be made
adaptive on a frame-by-frame basis, using the segmen-
tation information. It is intended that such an adaptive
word transition penalty (also a phoneme penalty, as each
phoneme is considered as a word in phoneme recognition
experiments) will result in a reduction in both deletions
and insertions. When the model transition penalty term
is negative and becomes more negative, insertions tend to
increase, but deletions decrease, and vice versa. By using
the segmentation information on a frame-by-frame basis,
it is believed that the model transition penalty term ap-
proaches a more optimal value for each frame, instead of
a �xed value over all observations. Note again that the
term �word transition penalty� is used for the phoneme
recognition task as HTK provides a �xed word transition
penalty, that can be conveniently modi�ed as shown be-
low. In a true word recognition task, the Viterbi decod-
ing engine must be modi�ed so that our word transition
penalty becomes a phoneme transition penalty instead.

The adaptive word transition penalty w can be
viewed as consisting of three terms, or

w = a · wc + b · wp + c · wb (2)
where wc is a varying con�dence term (used to en-

courage word transitions), wp is a varying penalty term
(used to discourage word transitions), and wb is the stan-
dard HTK �xed penalty term, here regarded as a bias or
o�set term. The segmentation information can be con-
veniently incorporated into wc and wp. Let

wc = − log{P (B
′ |x)}, (3)

and

wp = log{P (B|x)}, (4)

where P (B|x) and P (B
′ |x) are the two outputs of the

BRNN, estimating the probability of a boundary given
the input data, and the probability of no boundary given
the input data, respectively. In Equation (2), wb is set
empirically, or can be set to zero. Equation (2) can now
be rewritten as

w = −a · log{P (B
′ |x)}+ b · log{P (B|x)}+ c · wb. (5)

Equation (5) is in logarithmic units. Alternatively, it
can be rewritten in non-logarithmic units as

w
′
= ew = P (B|x)b · P (B

′ |x)
−a · wb

c, (6)
or

w
′
= ew =

P (B|x)b

P (B′ |x)
a · wb

c. (7)

In this paper, the values of a and b are all �xed at
the same value, a, and c is set to +1. The speci�c value
of a is found empirically, as the scale factor that max-
imises recognition performance on a development test set.
Equation (7) thus simpli�es to

w
′
= ew =

�
P (B|x)

P (B′ |x)

�a

· wb. (8)

At every time instant, the adaptive transition penalty
term, w

′ is calculated using Equation (8), and the loga-
rithm of this value, w, is added to tokens emitted from
word-end nodes.
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Figure 3: An example of the adaptive word (model) tran-
sition penalty, with wb set to 0.

Figure 3 shows an example of the adaptive model
transition penalty, w, with the bias term set at 0. In this
�gure, it can be seen that the term varies signi�cantly,
and it is intended that such variations will result in bet-
ter recognition performance, than if only a �xed penalty
term (wb) is used.

4. Experiments and results
For all the experiments and results reported here, the
TIMIT database was used. For segmentation purposes,
the full test set (1344 sentences from 168 speakers) was



used, while the core test set (192 sentences from 168
speakers) was used for recognition. The HMMs and
BRNN were trained on the full training set (3696 �les
from 462 speakers).

4.1. Conditions
The feature vectors used in segmentation and recognition
consisted of 12 mel-cepstrum coe�cients (MFCCs), one
energy, 12 �rst-order derivatives of the MFCC, and one
energy derivative. Speech was blocked into overlapping
frames of 25.6 ms width, with a 10 ms frame period.
Cepstral mean normalization was performed, as well as
energy normalization. In the case of segmentation with
the BRNN, simple linear rescaling was performed so that
the mean of all the feature vectors was 0, with a standard
deviation of 1.

The BRNN was trained for 250 iterations of gradient
descent with backpropagation through time. The learn-
ing rate was set at 0.001, with the weights uniformly
initialized between -0.15 to 0.15.

4.2. Evaluation criterium
In order to measure how well a particular segmentation
method performs, an accuracy measure is needed. The
accuracy measure used in our work, attempts to evaluate
a segmentation method objectively, penalising both in-
sertions and deletions of boundaries. When Nt = H + D
(hits plus deletions), the accuracy of the segmentation
system can be calculated as

Acc =
Nt −D − I

Nt
· 100%, (9)

and the percentage of boundaries correctly identi�ed,
as

Cor =
H

Nt
· 100%, (10)

where D is the number of deletions, I the number of
insertions, H the number of boundaries correctly identi-
�ed (or hits), and Nt the total number of target bound-
aries. The number of insertions and deletions are related
to Nt, Ne and H through

D = Nt −H (11)

and

I = Ne −H, (12)

where Ne is the total number of estimated bound-
aries. To use Equations (9) and (10), the number of hits,
H, must �rst be determined. After H has been deter-
mined, the number of deletions and insertions can be
calculated using Equations (11) and (12). In particular,
care must be taken not to associate an estimated bound-
ary with a target boundary to the left or right of target
boundaries closest to the estimated boundary but that is
too far. If this is the case, the estimated boundary must
rather be regarded as an insertion. Also, if the distance
between the estimated and true boundary is larger than
a certain threshold, the estimated boundary should also
not be counted as a hit.

Table 1: HMM vs BRNN segmentation performance and
the improvement of the BRNN system over HMM system.

System Acc Cor H I D
(%) (%) (%) (%) (%)

HMM 75.62 84.03 30.33 2.84 5.72
BRNN 80.12 86.20 31.14 2.14 4.91
% Impr. 6.06 2.58 2.67 24.65 14.16

Table 2: Recognition performance when a language
model is used.

System Cor Acc H D I
(%) (%) (#) (#) (#)

Baseline 67.05 63.23 4838 820 276
Transp. 67.78 63.58 4890 730 303
% Impr. 1.09 0.55 1.07 10.98 -9.78
Adapt. 68.58 64.93 4948 610 263
% Impr. 2.28 2.69 2.27 25.61 4.71

4.3. Results
4.3.1. Segmentation

Table 1 shows the results obtained for HMM and BRNN
based segmentation. Here the best performance is ob-
tained with 60 forward hidden nodes, and 60 backward
hidden nodes. The threshold in the postprocessor, used
to decide when the probability of a boundary is high
enough to indicate the presence of a phoneme bound-
ary, is found to be best at 0.35. This table shows that a
segmentation accuracy of 80.12% is obtained with the
BRNN based segmentation system, in contrast to the
75.62% accuracy of the HMM based segmentation sys-
tem. The HMM segmentation system gave best results
when 7 Gaussian mixtures was used, diagonal covariance,
and no embedded re-estimation. A bigram language
model with grammar scale factor of 2.0 was used. The
improvement in accuracy of the BRNN based segmenta-
tion system over the HMM based segmentation systems
is also shown. The BRNN segmentation system signi�-
cantly outperforms the HMM segmentation system. This
can be partially explained by the fact that the neural net-
work is able to use all of the context information in the
prediction of the phoneme boundaries, in e�ect learning a
better �language model� than that of the HMM systems.
The neural network is able to e�ciently discriminate be-
tween a phoneme boundary and no phoneme boundary,
while the HMM systems can only discriminate between
two di�erent phonemes.

4.3.2. Recognition

Table 2 gives the accuracies and improvements obtained
for recognition, with and without the use of segmenta-
tion information, over that of the baseline HMM recog-
nition system. The baseline recognition system used 8
Gaussian mixtures, with embedded re-estimation. The
language model and �xed model transition penalty were
both set to 5.0 for the baseline system. The segmentation



Table 3: Recognition performance when no language
model is used.

System Cor Acc H D I
(%) (%) (#) (#) (#)

Baseline 60.18 55.45 4342 1052 341
Transp. 61.00 56.34 4401 989 336
% Impr. 1.36 1.61 1.36 5.99 1.47
Adapt. 62.33 59.60 4497 819 197
% Impr. 3.57 7.48 3.57 22.15 42.23

information was obtained using the BRNN, as described
earlier. In this table, �Transp� refers to HMM transi-
tion probability modi�cation, while �Adapt� refers to the
adaptive model transition penalty. The language model
scale factor was found to be optimal at 5.0 and the �xed
word penalty at 8.0, for the HMM transition probability
modi�cation technique. For the adaptive model transi-
tion penalty technique, the language model scale factor
was set at 4.0, �xed word penalty at 17.0, and adaptive
terms scale factor at 8.0. Our adaptive model transition
penalty technique gives the best results.

Table 3 gives the accuracies and improvements ob-
tained for recognition, when no language model is used.
The �xed model transition penalty was set to -6.0 for the
baseline system. The �xed word penalty was found to
be optimal at -4.0, for the HMM transition probability
modi�cation technique. For the adaptive model transi-
tion penalty technique, the �xed word penalty was set
to 1.0, and adaptive terms scale factor to 9.0. Again
our adaptive model transition penalty technique gives
the best results. It is interesting to note that reasonably
high phoneme recognition accuracy can be obtained, even
though no language model is used.

5. Conclusion and further work
We presented an adaptive model transition penalty tech-
nique and showed that this technique gives signi�cant
performance increases over a baseline recognition system.
This adaptive model transition penalty can be calculated
e�ciently during the recognition process, since it merely
amounts to calculating a neural network's outputs.

The work presented here is, however, partially limited
due to the signi�cant amount of computational power
needed in the training of the BRNN. In particular, the
following future work needs to be carried out, namely to

• �nd the best neural network architecture, where
experiments are performed to determine the opti-
mal number of forward and backward hidden nodes
separately (in this paper, the forward and back-
ward hidden nodes are set equal to each other, re-
sulting in many �unused� weights),

• determine the best features for segmentation and
recognition separately (in this paper the same fea-
tures were used for segmentation and recognition,
which may not be optimal),

• investigate the real-time implementation of such a
system (in this paper, segmentation is performed

o�-line �rst, before recognition is performed, that
uses the segmentation information), and

• investigate the use of better segmentation postpro-
cessors, e.g. based on segmentation lattices and
dynamic programming, instead of just a threshold
function.
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