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Abstract

DNA Pattern matching, the problem of finding subse-
quences within a long DNA sequence, has many ap-
plications in computational biology. As the sequences
can be long, matching can be an expensive operation,
especially as approximate matching is allowed.

Programmable logic offers the potential of fast im-
plementations of matching algorithms, both because
of the parallelism on offer and being able to imple-
ment the algorithm in hardware. We present a method
of performing DNA matching using FPGAs. The
novel aspect of the approach is the technique of con-
verting a matching problem into a boolean satisfiabil-
ity problem and then to a circuit, exploiting the re-
configurability of FPGAs. Good experimental results
are obtained, showing the promise for more complex
computational biology problems.

1 Introduction and motivation

DNA pattern matching has become a key application
in computational biology. Given a long DNA se-
quence a biologist may wish to find a matching sub-
sequence – the matching may be approximate in that
gaps are allowed in the source sequence.

Approximate pattern matching is an expensive op-
eration and in this application the sequences are ex-
tremely long. For researchers in biology therefore
new techniques for DNA pattern matching are ex-
tremely important. The area is an active area of re-
search – see [7] for a recent survey. Improved algo-
rithms are being developed; however, the computa-
tional challenge remains enormous. Specialised hard-
ware is also being built, but the cost puts this out of
the reach of most researchers, particularly in develop-
ing countries.

Programmable logic such as field programmable
gate arrays (FPGAs) [4] offers a good compromise
between software and hardware. While not as fast
as integrated circuits, they can be significantly faster
than software, and in small quantities are extremely
cost-effective (a good FPGA system costs less than a
PC). The objective of this paper is to explore how FP-
GAs can best be used to perform DNA pattern match-
ing. We do not just wish to use FPGAs as a poor
researcher’s integrated circuit or for prototyping (not
that there is anything wrong with this) but also to ex-
ploit the reconfigurability of the FPGA.

Formalisation of problem: The formal definition
of a match is given in Definition 1. The alphabet is
the set

�
A � C � G � T � .

Definition 1. Given a sequence of characters s �
s0s1s2 ����� sn � 1 to be searched for a pattern, a pattern
p � p0 p1 ����� pm � 1 (where m � n) and a gap parame-
ter g. p matches s at position k if:
	 For i � 0 � ����� � m 
 1 there exists ji such that pi �

s ji ;	 k � j0 � j1 �������� jm � 1 � k ��� m � g � .
Note that in the case where g � 0 this is the same as
saying we wish to find the first k such that:

p0 � sk � p1 � sk � 1 ������� pm � 1 � sk � m � 1 �
Our problem is to find the positions where the pattern
matches the sequence.

2 Background and related work

2.1 DNA

DNA is described as the “blueprint of life, the molec-
ular thread in the nucleus of each of our cells which



guides the assembly of molecules and complete living
organisms” [5]. DNA is represented as four letters or
base pairs, A, C, G and T. These stand for Adenine,
Cytosine, Guanine and Thymine respectively [11]. A
DNA sequence is a one-dimensional sequence con-
sisting of these four letters. A sequence can be made
up of several thousand letters. Figure 1 provides ex-
amples of two sequences.

GATCCCTTATAGAG

GGGGGGGGGGGGGGGGG

Figure 1: Examples of two DNA polynucleotides

A DNA pattern is also made up of the same let-
ters as the sequences. However they are considerably
shorter in length, ranging from four to just over one
hundred letters in length. An example of a short DNA
pattern is the TATA box as shown in figure 21.

TATAAT

Figure 2: The TATA box pattern

DNA sequences are searched for specific DNA pat-
terns and this needs to be done efficiently, which it
appears would entail a relatively simple string match-
ing. However, there are complications in that a pattern
may not always be found perfectly in a sequence. The
pattern could be split in the sequence by irrelevant or
mutated DNA. This irrelevant DNA takes the form of
X, which can be any of the four letters that make up
DNA. Figure 3 shows one of the sequences from fig-
ure 1, with irrelevant Xs. A sequence could contain
no Xs, a single X or a group of consecutive Xs. It is
up to the researcher to determine whether a sequence
that contains a pattern that is split by an X is valid or
not. A sequence will generally not be made up only
by patterns, one after one another. There will be large
spaces of irrelvant DNA and a small number of pat-
terns that may be split by Xs. Thus it is important to be
able to efficiently discover these patterns and attempt
to match them.

1Note that this is not the only pattern that is called a TATA box
pattern, there are variations.

GATXXCCCTTATAXGAG

Figure 3: A DNA sequence containing irrelevant data

2.2 FPGAs

Field Programmable Gate Arrays (FPGAs), created
in the 1980s, are a form of programmable logic chip.
The chips are integrated circuits that are generic al-
lowing a short time for production and a low manu-
facturing cost. FPGAs are also prefabricated allowing
an ease of use and fast setup time that is not possi-
ble in many custom hardware solutions or more com-
plicated integrated circuits. The FPGA consists of a
number of computational logic blocks or cells, where
each block has an input, output, function and connects
to other blocks. These four can all be configured [6].

FPGAs are highly adaptable and are able to han-
dle complex circuits, with the ability to easily update
and correct circuits. Each FPGA can quickly process
large amounts of data in parallel [4].

The chips are seen as a compromise between hard-
ware and software, containing aspects of both. They
are faster than software implementations and cheaper
and more flexible than standard hardware implemen-
tations. Previous experimentations has shown that
although FPGAs may not match the performance of
normal microprocessors for all applications, there
are certain applications for which exceptionally high
performance, surpassing that of supercompter imple-
mentations, can be reached.

FPGA implementations have been created for use
in RSA cryptography, signal processing, sonar pro-
cessing, logic emulators and speech recognition. In
addition, a number of physics applications have
been implemented on FPGAs including statistical
physics, particle collision, Heat and Laplace equa-
tion solvers and real-time pattern recognition in high-
energy physics [4].

The FPGA properties of reprogrammability, flex-
ibility, low cost and parallel computing make them
highly attractive to this research.

2.3 Related work

Approximate String Matching: Approximate
string matching extends the idea of conventional
string matching. Navarro [8] describes this problem



as finding a pattern in a text, allowing a limited
number of errors in the matching. In conventional
string matching a body of text is searched for a
specific string, in which errors are not allowed. Exact
string matching is of little use in matching DNA
patterns, since the text does not often match the
pattern exactly. The algorithms in approximate string
matching need to cope with these errors.

One of the major problems is that of the edit dis-
tance. The edit distance is the total cost to alter a
pattern and its occurrence in the text in order to make
them equal. The operations that can be used to do this
are insert, delete and substitute and each has a cost as-
sociated with it. These operations are applied to sim-
ple characters in either the pattern or the text. If each
operation has a cost of 1, then the edit distance is the
number of operations. If the operations all have dif-
ferent costs then the general edit distance is the num-
ber of operations multiplied by their individual costs
[8]. There are a number of other problems and error
measures within approximate string matching [8].

The algorithms that are used to minimise the edit
distance are based upon suffix trees and automata, dy-
namic programming, automata, the bit parallelism of
the computer or filtering. Filtering and bit parallelism
algorithms need to be used in conjunction with other
algorithms. A filtering algorithm removes large por-
tions of the text where the pattern can definitely not
occur. A non-filtering algorithm is then used to search
through the remaining portions of the text that have
not been discarded. The fastest algorithms used in
approximate string matching are those that use a fast
filter to reject large portions of the text and which then
use a fast nonfilter to search the remaining text for the
pattern.

CBGs: Classes of characters and Bounded size
Gaps (CBGs) are a specific representation and for-
mat for describing a pattern. A CBG can take the
form: �RK � 
 
 X � 2 � 3 � 
 
��DE � 
 
 X � 2 � 3 � 
 
 Y ,
where X � 2 � 3 � implies a gap of between 2 and 3 let-
ters and the brackets � and � represent a match on any
of the letters between them. Thus the CBG given
above could refer to a number of patterns, including
RXXEXXXY , RXXXDXXXY and KXXXDXXY . CBGs are
thus a simple, yet powerful form for representing pat-
terns.

The traditional method of searching a CBG was to

convert it into a regular expression and to then use a
regular expression pattern matching algorithm. The
above CBG would thus be converted into the regular
expression: � R �K ��� X � X � � X � ε ��� � D �E ��� X � X � � X � ε ��� Y , with
length �RE � 2. This approach was problematic in that a
regular expression is more sophisticated than a CBG
and regular expression matching algorithms are slow.
There are alternative methods, but these fare equally
poorly and do not have the same simplicity as CBGs.
[9] presents two new algorithms for searching CBGs
that are an improvement over the standard ones.

The disadvantage with representing a pattern as a
CBG is that the pattern needs to be converted into the
CBG format and gaps (Xs) need to be explicitly pro-
vided in the CBG. The FPGA-based approach in this
research does not suffer from this limitation.

FPGA-based DNA matching: Splash [3] and its
successor Splash 2 [1] are attachable processor boards
with processing power provided by Xilinx FPGAs3.
The original goal was to create a general pro-
grammable systolic processing system. Splash con-
tained 32 FPGA chips running at a maximum of 32
Mhz. Splash 2 contained only 17 chips running at a
maximum speed of 40 Mhz. Fewer chips were used
due to their increase in size and a number of architec-
tural improvements over Splash.

DNA pattern matching was implemented on Splash
based around the concept of minimising the edit dis-
tance. The algorithm used dynamic programming
and allowed insertion, deletion and substitution oper-
ations. Due to complications when this algorithm was
implemented on Splash, the FPGAs ran at a speed of
1 Mhz. However, even at this speed the Splash system
was competitive against supercomputer implementa-
tions [1].

Genetic string matching has also been implemented
on the Splash system and this obtained performance
of almost two hundred times greater than any super-
computer implementation available at the time [4].

3 Proposed solution

Our approach is to use the resources of the FPGA
to parallelise the matching task as much as possi-

2 �RE � is equal to the number of symbols in the regular expres-
sion

3Xilinx is the manufacturer of a brand of FPGA chips.



ble. Given the size of modern FPGAs to some extent
we are prepared to waste some resources. We build
a combinational circuit with a high degree of paral-
lelism to do the matching.

In the simplest form, the proposed solution works
as follows. Given a sequence s, a pattern p (of length
m), and gap g we:
	 Produce a circuit Cp � g that has a buffer of size

m � g characters. The algorithm for constructing
this circuit is one of the key contributions of this
paper and is detailed below. The strength of our
approach is that for each pattern being searched,
we build a tailor-made circuit for the matching.

	 Feed the first m � g characters into the circuit.
	 Repeat the following on each clock cycle:

The circuit detects whether the pattern (with pos-
sible g gaps) exists in the buffer and outputs an
answer. The next character from the sequence is
fed into the circuit

This can be extended so that we have m � g ��� r 
 1 �
characters in the buffer and we search, in parallel, for
a pattern starting in the first r positions. At each step
of operation, we will feed r characters into the circuit.

Construction of boolean expression Definition 1
can be represented as a boolean expression. Given
the pattern and the sequence we can construct an ex-
pression determining whether the pattern matches the
sequence, and represent the expression using binary
decision diagrams (BDDs) [2].

For example, if the pattern is ATGC and g � 0,
the boolean expression for the first 4 charac-
ters in the sequence to match the pattern is
s0 � A � s1 � T � s2 � G � s3 � C. If we have
g � 1 the expression is

p0 � A � p1 � T � p2 � G � p3 � C
�

p0 � A � p1 � T � p2 � G � p4 � C
�

p0 � A � p1 � T � p3 � G � p4 � C
�

p0 � A � p2 � T � p3 � G � p4 � C
�

p1 � A � p2 � T � p3 � G � p4 � C
The algorithm that performs this representation can

be implemented elegantly. The program is shown in
Figure 4; written in the functional language FL, it
shows the heart of the algorithm. Internally, FL rep-
resents boolean expressions as BDDs [2].

let match gap [] pattern = F
/\ match gap sequence [] = T
/\ match gap (s:srest) (p:prest) =

(length srest)<(length prest)OR(gap < 0)
=> F
| ((s=p) AND (match gap srest prest)) OR

(match (gap-1) srest (p:prest));

Figure 4: Matching program

Mapping to circuit Once the boolean expression
has been constructed, the next step is to convert this
into a circuit. The technique for this is straightfor-
ward: the BDD is converted into a VHDL program,
which is then given as input to the standard FPGA
design tools – see [10] for full details on how this can
be done.

4 Experiments and results

4.1 Data and setup

For our experiments we used three randomly chosen
patterns to work with, which served as the target pat-
tern. Preliminary work had shown there was very lit-
tle difference in what the pattern was, and our work
here confirmed these results. The robustness of the re-
sults indicate the conclusions reached will generalise
to real data.

For each pattern, we constructed the BDD repre-
senting the match, varying the following parameters.

	 gap factor: we tried gap factors of 0, 2, 4, 8, and
16; and

	 length of pattern: we took prefixes of length: 8,
16, 32, 64, and 128.

	 repeat factor, r: although we were primarily in-
terested in the repeat factor of 1, we tried other
factors as well.

We developed a script in a combination of Perl
and FL that took the match, the parameters, and from
these produced the BDDs (FL has built-in BDD rou-
tines). Although not a question of primary concern,
the cost of producing the BDDs was reasonable – a
matter of tens of seconds at most.



4.2 Results

Table 1 shows the size of the resultant BDDs for dif-
ferent pattern lengths and gap factors. Three random
patterns were chosen for each experiment and the av-
erage taken (little variation was found between the
different patterns, especially for small data).

Pattern Gap Factor
length 0 2 4 8 16

8 22 54 86 150 278
16 38 102 166 294 550
32 70 198 326 582 1094
64 134 390 646 1158 2182

128 262 774 1286 2310 4358

Table 1: Size of BDD for different pattern and gap
lengths

Table 2 shows the preliminary results of synthesis-
ing selected VHDL programs onto an Xilinx XC4013
FPGA. The table entries show (a) proportion of the
FPGA computational logic blocks (CLBs) used and
(b) an estimate of computation time in nanoseconds.
At this stage we have only been able to complete the
preliminary experiments, but the results show that the
XC4013, one of the lowest performance Xilinx FP-
GAs, is able to handle significant cases with ease.

Pattern Gap length
length 0 2 4 8 16

8 1/16 7/36 7/44 14/55
16 1/18 13/45 16/60 27/86 57/116
32 1/24 23/66 59/130
64 3/30

Table 2: Memory and time analysis of FPGA circuit
implementations (x � y means x% of CLBs used, cir-
cuit time is yns).

We ran into some practical problems with the larger
experiments, especially where the number of inputs
was large since this exceeded the number of I/O pins
on the FPGA package (hence gaps in the table). This
is not a serious problem, as (a) we can use larger pack-
ages easily, and (b) anyway we probably would have
to serialise some input given I/O restrictions from
most PCs. With some of the larger VHDL programs,

synthesis time became a bottleneck, though we be-
lieve simple techniques would overcome the problem
since the VHDL programs themselves are not more
than a few thousand lines in length.

We also looked at whether the method would be
suitable for different repeat factors (i.e. to check in
parallel whether the sub-sequences starting in the first
r positions) match. We had hoped that there would
be significant sharing. However, the results shown in
Table 3 show this is not the case (we only show re-
sults for one gap factor and pattern length, but the re-
sults are true generally.) The BDD size grows super-
linearly in repeat factor, which indicates that it would
be much better just to replicate the circuit for repeat
factor 1 r times and disjunct the results. The results
of Table 2 indicate that this relatively naı̈ve approach
would work well and is well within the range of what
can be supported by modestly-sized FPGAs.

Repeat factor 1 2 3 4
BDD size 86 195 568 2807

Table 3: Size of BDD for different repeat factors for
gap factor 4, pattern length 8

4.3 Discussion

The results as a whole show that the method works
well, even for relatively large patterns and gap fac-
tors. For example, for a pattern size of 16 and a gap
factor of 8, matching can be done at a rate in excess of
107 symbols per second. Moreover, the circuit sizes
are reasonable. Although the largest circuits do not
fit onto an XC4013 FPGA, it should be emphasised
that the 4013 is not a new model FPGA and it is one
of the lowest capacity (and hence cheapest) FPGAs
available. Although it is difficult to give an exact gate
equivalent, Xilinx estimate the XC4013 to have a ca-
pacity of 13000 gates. To put this in to perspective,
the XC40205XV has an approximate gate count of
250000, while the newer Virtex family goes up to a
device with a gate count of 8M. In addition, the newer
families are significantly faster.

One consequence of this is that there is scope for
exploiting parallelism even further, so that a higher
repeat factor can be supported: in principle, we dis-
junct multiple tests into one. Our first attempt was
to combine these tests at the BDD-level first and then



generate a circuit from that. However, the results of
Table 3 show that this does not lead to good sharing.
Rather, given the excellent results concerning circuit
size, a simple approach of just repeating the same cir-
cuit and disjuncting the result would appear to work
well. So, we should be able to boost the parallelism in
the circuit significantly, and thereby boost matching
rate. Certainly, the experience of the multiple FPGA
implementation of Splash shows that there is signifi-
cant potential.

5 Conclusion

FPGA implementations of DNA matching offer great
performance benefits because of the ability to match
the application with computing architecture and the
availability of high-levels of parallelism. Our ap-
proach enables us to generate a tailor-made circuit for
each matching problem. The conversion of a match-
ing problem to a circuit through the intermediate rep-
resentation of BDDs is useful because of the large
amount of sharing that takes place.

We would like to pursue this work, looking at the
following issues:
	 experimenting with real data;
	 comparing our approach with other approaches

to exploit their complementary strengths;
	 improving the techniques for generating VHDL

code from the BDDs. The technique we used
was very simplistic, and so we believe improve-
ments can be made by using more intelligent ap-
proaches, and a combination of approaches.

	 exploiting higher levels of parallelism; and
	 applying these techniques to similar problems

in computational biology. The DNA matching
problem as presented here is a relatively simple
one: we would like to see how the insights devel-
oped in this work can deal with more complex
problems.
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