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Abstract
A calibration procedure for accurately determining the pose and
internal parameters of several cameras is described. Multiple
simultaneously-captured sets of images of a calibration object in
different poses are used by the calibration procedure. Coded tar-
get patterns, which serve as control points, are distributed over
the surface of the calibration object. The observed positions of
these targets within the images can be automatically determined
by means of code band patterns. The positions of the targets across
the multiple images are then used to infer the camera parameters,
as well as the 3D geometrical structure of the targets on the cal-
ibration object (thus avoiding the expense of a calibration object
with accurately known 3D structure). Results for a three-camera
system show RMS (root-mean-square) deviations of less than five
microns of the inferred positions of 54 control points, distributed
on the surface of a 50 mm cube, from their expected positions on
a flat surface. The RMS difference between the positions of 1423
observed control points and the positions predicted by a 330 pa-
rameter model of the camera system and calibration object was
0.09 pixels.

1 Introduction
Most commonly used calibration procedures described in the com-
puter vision literature rely on a calibration object with control
points whose 3D coordinates are known with a high degree of ac-
curacy [8, 5]. Control points are typically positioned on two or
three faces of a cube-shaped frame so that they are well distributed
in all three dimensions. Since the 3D coordinates of the control
points are known, it is possible to infer camera pose (relative to
the calibration object’s reference frame) and internal parameters
from the 2D positions of the imaged control points measured from
within a single image. For accurate results (i.e. results in which
the actual locations of imaged points are very close to the locations
predicted by the inferred camera parameters), the 3D positions of
the control points must be known accurately. Having the 3D po-
sitions measured accurately by a metrology laboratory is a costly
procedure [10].

Recently, methods that rely on multiple images of a planar cal-
ibration object in different poses have become popular. The pop-
ularity of these planar methods is mainly because it is easy and
inexpensive to obtain a relatively accurate planar calibration ob-
ject. This can be done by using a laser printer to print a pattern
and then affixing it to a flat object such as a piece of glass. By
increasing the number of images of the planar calibration object
in different poses, it is also possible to reduce the effect of image
noise on the accuracy of the inferred camera parameters.

Freeware implementations of both single image calibration us-
ing non-coplanar control points and multiple image calibration us-
ing coplanar control points are available�. The planar calibration

�Reg Willson’s C implementation of Tsai’s algorithm [8] (see http://www.

method provides an estimate of the camera pose with respect to
each calibration object pose. In order to determine the relative
poses of two or more cameras, each pose of the calibration ob-
ject must be viewed by all of the cameras. Each calibration object
pose provides an estimate of the relative poses of the cameras. The
planar calibration method is therefore useful in providing accurate
estimates of the internal parameters of a camera (assuming that
the 3D coordinates of the control points are accurately known),
but does not provide a means for using all available observations
(2D locations of imaged-control points) to estimate relative cam-
era poses using all observations. The relative camera pose that is
used to model the imaging process must either be selected from
one of the relative pose estimates, or all of the pose estimates may
be combined using a singular value decomposition approach. The
pose and internal parameter estimates may also be used as a start-
ing point for an optimisation procedure that minimises the repro-
jection residual across all observations. It is also possible to refine
the estimates of the 3D coordinates of the control points (which
are limited to the accuracy of the laser printer used to print the
pattern, and to a lesser extent by the flatness of the pattern on the
glass backing) by including the 3D coordinates as parameters in
the minimisation process. This refinement is particularly impor-
tant when calibrating camera systems for measuring small objects,
since the magnitude of the errors associated with the 3D coordi-
nates of the control points (due to inaccuracies in the laser printing
process) may be significant with respect to the size of the measured
objects. A major drawback of the planar calibration system that is
followed by a simultaneous optimisation of all parameters, is that
all of the control points must be visible in all of the images. This
is often difficult to arrange for a multi-camera setup.

The calibration procedure described in this paper makes use of
multiple poses of a polyhedral calibration object with coded tar-
gets as control points on the object’s faces. The coded targets
allow the positions of the control points in each image to be auto-
matically measured to sub-pixel accuracy, i.e. human intervention
is not required in order to identify corresponding control points
across multiple images. The procedure uses the approximately
known 3D structure of the calibration object and the 2D positions
of control points across multiple images to form an initial approx-
imate solution to the calibration parameters. This is done by form-
ing an estimate of the focal length of each camera using Tsai’s
method and using singular value decomposition to combine pose
estimates obtained using a recently developed globally convergent
pose estimation algorithm. The initial approximate solution is then
used as a starting point for a bundle adjustment procedure that

cs.cmu.edu/afs/cs.cmu.edu/user/rgw/www/TsaiCode.html)
and Jean-Yves Bouguet’s MATLAB implementation based on Zhang’s al-
gorithms [11] (see http://www.vision.caltech.edu/bouguetj/
calib_doc/index.html) are both popular. Bouguet’s implementation has
also been ported to C and incorporated into the Intel’s OpenCV library (see
http://sourceforge.net/projects/opencvlibrary/).
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computes calibration parameters that are jointly optimal across all
observed imaged control points. The calibration parameters con-
sist of accurate estimates of camera focal lengths, principal points
and first order radial lens distortion coefficients as well as camera
poses and 3D coordinates of control points.

The calibration procedure thus provides accurate estimates of
internal and pose parameters without requiring the accurate prior
knowledge of the 3D structure of the calibration object that is
needed for calibration procedures such as Tsai’s. This is achieved
by making use of multiple poses of the calibration object so that
the 3D structure can be inferred from the positions of correspond-
ing control points across multiple images. The effects of measure-
ment error of the 2D positions of the imaged control points on the
computed calibration parameters can be reduced by increasing the
number of poses of the calibration object that is used. Unlike the
planar calibration methods, all control points need not be visible
in all views.

As a side-effect of the calibration procedure, the 3D structure
of the calibration object is accurately determined. The calibra-
tion procedure could therefore be useful for purposes other than
determining the camera parameters; the method may be used to
accurately determine the 3D coordinates of control points on a
calibration object. A single camera may subsequently be rapidly
calibrated with a single image using the calibration object and a
method such as Tsai’s that relies on accurate prior knowledge of
the 3D structure of the calibration object.

The design of the coded targets and the image processing pro-
cedures used to locate and identify the imaged control points is
described in Section 2 of this paper. Section 3 describes a routine
that provides additional robustness to the entire calibration proce-
dure by rejecting identified control points that may have been mis-
classified by the target location and identification routine. This is
done by rejecting targets that do not conform to the approximately
known 3D structure of the calibration object. Section 4 describes
how the calibration parameters are estimated by forming an initial
estimate based on both the observed 2D positions of the imaged
control points and the approximately known 3D structure of the
calibration object. It is also described how this estimate is refined
using a bundle adjustment procedure that takes the circular shape
of the targets into account. This is followed by an explanation of
how scale is enforced by means of Procrustes analysis. Section 5
describes an experiment that was performed to measure the perfor-
mance of the calibration procedure. Section 6 provides a summary
of the paper and conclusions.

2 Coded Targets
In order for the calibration process to be automated, imaged con-
trol points must be automatically located and identified within im-
ages. These control points are the centres of coded targets, that are
patterns on the faces of a polyhedral calibration object. Two cal-
ibration objects are shown in Figure 1. In this section, the design
of the circular coded targets and the image processing algorithms
used to locate and identify images of coded targets are described.

2.1 Target Design

Ahn et al. [1] provide a short overview of ten different coded target
pattern designs that have been used for automating 3D measure-
ment processes. They also describe their own coded target design
that is based on a central circular target surrounded by a pattern
of smaller dots that encode the identity of the circular target. The
coded target design described here is similar to some of the ex-
isting designs in that each target consists of a circle surrounded
by a code band. However, unlike the designs described in the lit-

(a) (b)

Figure 1: Two calibration objects with coded targets: (a) a cube with 54 targets and
9-bit code bands, (b) an icosahedron with 60 targets and 10-bit code bands.

erature, no start-, stop-, or parity-bits are used. This is because
noise is likely to be distributed relatively evenly over the region
surrounding the imaged target, rather than being localised.

A target must be designed so that the positions of images of a
3D control point can be measured across multiple images to sub-
pixel accuracy. The centre of the target serves as the control point.

Circular targets were used, because circles are imaged as el-
lipses: ellipses can be automatically detected with relative ease
from within images. The centre of an image of a circle is a very
good approximation to the image of the centre of the circle [2].
This is the case unless the size of the circle is large with respect
to the distance to the camera (as is shown in Figure 2(a)). Each
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Figure 2: Diagrams showing (a) a perspective projection of a clock, illustrating the
difference between the centre of an imaged-circle (plus sign) and the image of a centre
of a circle (black dot); (b) the layout of the target and code band pattern; and (c) an
example of the code 0010101112 with the bit values overlaid in grey.

circular target (black dot) on the calibration object is surrounded
by a unique code band pattern that is used to identify the target.
Figure 2(b) shows the structure of a coded target. The central dot
is surrounded by a code band with bit positions at equally spaced
angular intervals. Each of the bit positions can be either black or
left empty (white).

Each bit pattern has a number associated with it. To decode
the pattern, the binary code is read anticlockwise. Each bit is
considered to be the first bit in turn. This means that for a k-bit
code, there are k binary numbers to be considered. The number
corresponding to the code pattern is the lowest of these k num-
bers. For instance, the 9-bit code shown in Figure 2(c) corresponds
to the binary sequences 001010111, 010101110, 101011100,
010111001, 101110010, 011100101, 111001010, 110010101,
100101011 (black or inked regions represent ‘1’s and white or
empty regions represent ‘0’s). Of these nine binary numbers,
001010111, has the lowest value (0010101112 � 8710), so this
code pattern is labelled as number 87. Note that not all positive
integers correspond to code patterns. The minimum of all possi-
ble rotationally shifted binary codes is simply used as a number to
identify the code pattern.
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2.2 Identifying and Locating Targets

The identification process aims to identify connected regions of
pixels that represent the boundaries of the elliptical imaged tar-
gets. This is done by identifying edge pixels within the image and
then classifying connected regions of edge pixels as either target
or non-target regions.

Firstly, Canny edge detection is applied to the image. Edge
pixels are then labelled in groups of connected components, each
to be classified as either target or non-target groups.

Candidate target regions (connected components) are consid-
ered for rejection with a cascade-type classifier that measures in-
creasingly complex features. Using this method, obvious non-
targets are quickly rejected without the computational expense of
measuring more complex features.

Features of the candidate regions are measured in the following
order:

1. Number of pixels: If the number of pixels in a region is too
high or too low, the region is rejected, and no further features
are measured.

2. Distance to image boundary: If the region is too close to
the boundary of the image, the code band will not be entirely
visible. Regions that are close to the image boundary are
rejected.

3. Euler number: Regions must have a single hole.

4. Fit of best fit ellipse: An ellipse is fitted to the coordinates
of the pixels in the candidate region. If the sum of squared
distances from the coordinates of the pixels in the candidate
regions to the fitted ellipse is too great, then the region is
rejected.

5. Contrast: The foreground region within the fitted ellipse
must be sufficiently darker than the surrounding background.

6. Fit of best fit code: The error in the fit of the best fit bit
pattern must be sufficiently low for the region to be classified
as a target.

Ellipse fitting is performed using the method of Fitzgibbon et
al. [4]. The method is computationally efficient, and unlike other
available algebraic methods, an ellipse is fitted, rather than a gen-
eral conic.

183A B C D E

Figure 3: Coded target 183 (0101101112 � 18310) with fitted ellipse (labelled E),
ellipse on which background pixel intensity is observed (labelled D), the inner and
outer boundaries of the code band (labelled C and A), and the ellipse on which the
code band pixel intensities are observed (labelled B).

Figure 3 shows an example of an ellipse (labelled E) that has
been fitted to the edge pixels of the image of a circular coded tar-
get. Since the geometry of the coded target is known, ellipses that

define the inner and outer boundaries of the code band (labelled
C and A), the centre of the code band (labelled B) and midway
between the code band and target (labelled D), can be computed.
This is because the geometry of the region surrounding the im-
aged dot is an approximately affine transformation of the physical
planar region surrounding the dot on the surface of the calibration
object. The approximation holds because the depth of the region
is small with respect to the distance to the camera centre.

The median value of all pixels that lie on the ellipse midway
between the code band and target is used to define the background
pixel intensity value. The median value of all pixels in the region
that is bounded by the target edge pixels is used to define the fore-
ground pixel intensity value. These values are used to determine
the contrast (difference between foreground and background val-
ues) and for determining the the best fit code on the code band.

The corresponding code for each candidate target is computed
by minimising a function of one variable. The intensity values
of all pixels lying on the ellipse that runs through the centre of
the code band are determined. The coordinates of these pixels are
normalised so that each intensity value corresponds to a position
on a unit circle, rather than on an ellipse. Starting at an angle of θ,
the unit circle is divided into k bit segments (for a k-bit code), each
with an angular extent of 360Æ�k. The mean intensity value corre-
sponding to each bit segment is used to determine whether the bit
segment is a‘1’ or a ‘0’. The mean of foreground and background
pixel values is used as a threshold. The error associated with a
given value of θ is the sum of squared differences between the ob-
served intensity values and the background value (in the case of bit
segments designated as ‘0’) or the foreground value (in the case of
bit segments designated as ‘1’). This error is minimised (in order
to determine the value of θ to use) using the MATLAB fminbnd
function which is based on Golden Section search and parabolic
interpolation [3].

Rather than using the centre of the fitted ellipse as the centre
of the imaged target, the intensity weighted centroid is used. This
method is typically the more accurate method of determining the
centre of the imaged target [7]. Since foreground pixels are black,
the inverse of the original grey-scale image must be used. Pixels
corresponding to edge pixels and pixels surrounded by the edge
pixels specify the regions to consider in this computation.

3 Rejecting False Positives

The known dimensions of the polyhedral calibration object (e.g.
50 mm cube or 20 mm icosahedron) can be used together with
the known 2D positions of the control points on each face to de-
termine the approximate 3D structure of the control points. Us-
ing this approximately known 3D structure, image points that
have been incorrectly labelled as coded targets can be eliminated.
This is achieved using the RANSAC (random sample consensus)
paradigm.

A typical image of a calibration object may contain 25 targets
that have been identified and located within the image. These
targets have usually been correctly identified by the routines de-
scribed in the previous section, but occasionally a target is incor-
rectly labelled, or a non-target region is falsely classified as a tar-
get. (Targets may also be missed by the location and identification
routines so that a target is misclassified as a non-target: the only
consequence of this is that there are effectively fewer visible tar-
gets in the image for the subsequent calibration routines.)

The RANSAC procedure selects a random sample of seven of
the target points within an image and uses their approximately
known geometrical structure (3D coordinates) and observed image
locations (2D coordinates) to estimate the positions of the projec-
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tions of the remaining world points using Tsai’s method [8]. The
distance between the projected world points and the corresponding
observed image coordinates is computed, and points are labelled
as outliers if the distance is greater than some empirically deter-
mined threshold (say 5 pixels).

The procedure is repeated many times (say 1000 times) with
a different random subset of seven points being chosen on each
occasion. Of all the random selections, the camera parameters
that result in the smallest number of outliers are selected and are
used to identify targets to be eliminated.

4 Parameter Estimation
A vector of calibration parameters consisting of the camera in-
ternal parameters (focal lengths, principal points and a first order
radial lens distortion parameters), camera poses, calibration object
poses and 3D control point positions is used to store all of the pa-
rameters for the model of the imaging process. The vector v is
given by

v � � f1� u0�1� v0�1� κ1�1� f2� u0�2� v0�2� κ1�2� � � � � fn� u0�n� v0�n� κn�1�

tcam�x�1� tcam�y�1� tcam�z�1� αcam�1� βcam�1� γcam�1� � � � � tcam�x�n�

tcam�y�n� tcam�z�n� αcam�n� βcam�n� γcam�n� tobj�x�2� tobj�y�2�

tobj�z�2� αobj�2� βobj�2� γobj�2� � � � � tobj�x�m� tobj�y�m� tobj�z�m�

αobj�m� βobj�m� γobj�m� X1� Y1� Z1� X2� Y2� Z2� � � � � Xr� Yr� Zr�
T

where f , u0, v0 and κ1 describe the internal parameters of cameras
1 to n; tcam�x, tcam�y, tcam�z, αcam (yaw angle), βcam (pitch angle)
and γcam (roll angle) describe the poses of cameras 1 to n; tobj�x,
tobj�y, tobj�z, αobj, βobj and γobj describe calibration object poses 2
to m (the first calibration object pose defines the global reference
frame, so no parameters need be stored); and X , Y , and Z describe
the 3D coordinates of the control points 1 to r in the reference
frame of the first calibration object pose.

A vector v must be found, so that the sum of squared differences
between the imaged control points predicted by the model defined
by v and the observed positions of the imaged control points across
all images is minimised. Determination of the starting point v0 is
crucial; without a suitable starting point, the minimisation routine
may converge on a local minimum that is far from the global min-
imum. A well-chosen starting point also reduces the running time
of the minimisation routine.

4.1 Determining a Starting Point

In order to form a starting point which can later be refined by an
optimisation routine, estimates of the camera poses and internal
parameters must be made. These estimates are made by assuming
that the approximate 3D structure of the control points is known.

Provided that sufficient control points are visible, Tsai’s
method, or the DLT (direct linear transform) could be used to esti-
mate the camera internal parameters and camera pose with respect
to the calibration object. For an n-camera system in which m cali-
bration object poses are considered, this approach would result in
m estimates for each of the internal camera parameters, and nm
relative poses from which multiple camera and calibration object
poses could be derived.

In principle, it would be possible to use only the n images corre-
sponding to the first calibration object pose to estimate the internal
parameters of the n cameras, and the m images corresponding to
the first camera to estimate the poses of the calibration object with
respect to its first pose. However, this approach only makes use
of a very small proportion of the available information and may

produce a starting point that is too far from the optimal solution
for convergence to occur.

Better methods combine the parameter estimates from the dif-
ferent images to obtain parameter estimates with a smaller degree
of uncertainty than any of the individual parameter estimates.

There is far greater uncertainty associated with estimating the
Z-coordinate (depth) of the control points in a certain image than
the X- and Y -coordinates if the internal parameters of the camera
are unknown. This is because changes in both the Z-coordinate
and the focal length of the camera affect the scale of the object
within the image. The only means for distinguishing the effects
of the Z-coordinate from those of the focal length is the perspec-
tive distortion within the image. Often the effects of perspective
distortion are small and are corrupted by noise, so the estimated
f and Z values deviate greatly from their true values, whereas the
ratio f�Z is relatively accurate. To prevent large deviations in the Z
values from inducing a large degree of disagreement between pose
estimates computed from different images, the focal length is kept
fixed in estimating pose. By enforcing the focal length values,
a better estimate of pose can be obtained than by using the pose
parameters estimated by Tsai’s method. Tsai’s method is applied
to each of the images that contain a sufficient number of visible
control points. This means that up to m estimates are available
for each of the n focal lengths. The median of the focal length
estimates is used as the starting point focal length value for each
camera.

The pose estimation algorithm of Lu et al. [6] is used to estimate
the object poses. Firstly, the internal camera parameters are used
to determine the normalised image coordinates of the observed
control points. The normalised image coordinates are the X- and
Y -coordinates of the position of corresponding rays in the Z � 1
plane. The radial distortion coefficients and principal points cor-
responding to the median focal length values are used to undistort
the image coordinates. The pose estimation algorithm is then ap-
plied to the observed control points corresponding to each image
and, in conjunction with the knowledge of the approximate 3D
structure of the control points, the pose of the calibration object
(with respect to the pose of the camera) is estimated.

There are up to n estimates of the relative pose between the first
object pose (which is used as a global reference frame) and each of
the remaining m�1 object poses. To obtain a single pose estimate
from the available estimates, the mean of the available translation
vectors is used. The rotation component of the single pose esti-
mate was determined by forming the singular value decomposition
of the available rotation matrices:

1
n

n

∑
i�1

�i � ���T (1)

The average rotation matrix �average was then formed by substitut-
ing the matrix � with the 3�3 identity matrix �:

�average � ���T (2)

This ensures that �average is orthonormal.
With an estimate of each calibration object pose with respect to

the first object pose, it is possible to obtain up to m estimates of
the pose of each camera. These pose estimates are combined to
obtain a single pose estimate for each of the n cameras using the
method described above.

A vector v0 containing starting values for all of the calibration
parameters is formed. The median focal lengths and correspond-
ing principal point and distortion parameters are used for the in-
ternal parameters; translation vectors and Euler angles describing
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pose are extracted from the pose matrix estimates for both the cam-
era and the calibration object poses; and the approximately known
3D coordinates of the control points are used for the 3D structure
of the control points on the calibration object.

At this stage, the RMS reprojection residuals are computed for
the sets of control points corresponding to each calibration object
pose. This is done using the starting values of the parameters. If
any of the RMS reprojection residuals are above an empirically
determined threshold, then the observations corresponding to the
object pose are removed from the optimisation procedure. This
step provides additional robustness to the calibration process by
preventing a small number of poses with poor parameter estimates
from affecting the convergence of the remaining parameters.

4.2 Bundle Adjustment

The Levenberg-Marquardt method is used to determine the jointly
optimal calibration parameters by minimising the sum of squared
differences between the observed image coordinates and those pre-
dicted by the model of the imaging process. The vector v0 is used
as a starting point.

In order to obtain accurate results, the imaged centre of the cir-
cular target is not assumed to be the same as the centre of the
imaged circular target (see Figure 2(a)). Rather, the observations
are compared with the predictions of a modelling process in which
circles are projected onto the image planes and the centres of the
resultant ellipses are used. The undistorted sensor coordinates of
the ellipse centres �xc�yc�

T are determined using:

λ

�
� xc

yc

1

�
�� ����1�T f3 (3)

where � is the matrix to convert world coordinates to undistorted
sensor coordinates,

��

�
h1 h2 P0
0 0 1

�
(4)

where h1 and h2 and are two orthogonal 3D vectors that span the
plane on which the circle lies and P0 is the centre of the circle,

��

�
� � 1�r2 0 0

0 �1�r2 0
0 0 1

�
� (5)

where r is the radius of the circle, and f3 is the transpose of the last
row of �. A derivation of Equation (3) is given by Heikkilä [5].

Once the undistorted sensor coordinates of the ellipse centres
have been computed, the image coordinates can be determined us-
ing the standard equations used in Tsai’s model of the imaging
process [8].

Scale cannot be inferred from the observations of the imaged
control points alone: the positions of the cameras and the control
points can be scaled by an arbitrary scale factor and remain con-
sistent with the observations. In practice, the scale of the inferred
parameters will be close to the true scale since the starting point is
determined using an estimate of the 3D structure of the calibration
object with approximately correct scale. In order to enforce cor-
rect scale, known distances must be used. The 2D structure of the
patterns on the faces of the calibration objects are used to enforce
scale. Knowledge of this 2D structure is limited to the accuracy
of the laser printing process that is used to form the patterns. The
2D structure is used rather than the 3D structure, since it is likely
to be known more accurately. Umeyamma’s method [9] is used to
determine the optimal rotation, translation and scaling in order to

register the inferred 3D structure for each face with its expected
structure (the 2D points are augmented with a Z � 0 coordinate
since they are known to lie on a flat surface). This process of scal-
ing, rotating and translating a data set of points to fit another data
set of corresponding points is often referred to as Procrustes anal-
ysis†. The mean of the scaling factors corresponding to each face
is used to scale the assumed radius of the circular targets, r, so that
circle radii are in proportion to the size of the inferred 3D struc-
ture of the calibration object at each step of the bundle adjustment
procedure. After the bundle adjustment is complete, the method
is used to scale the camera positions and 3D calibration object
structure appropriately. The internal camera parameters are unaf-
fected by the scale: the focal lengths, principal points and radial
distortion coefficients remain unchanged when a change in scale
is imposed.

5 Results
The calibration procedure was tested using a cube with 50 mm
sides and nine control points per face. The calibration object was
machined from aluminium. A laser printer was used to print the
coded target patterns onto adhesive paper. The patterns were then
cut from the paper and stuck to the faces of the calibration object.

Since cubes can be manufactured highly accurately, the geom-
etry of the inferred positions of the control points on the face of
the cube can be used as a measure of the performance of the cali-
bration procedure: inferred control point positions corresponding
to the same face should be coplanar and sets of inferred positions
corresponding to opposite faces should be an equal distance apart.

The camera system that was calibrated consisted of three ap-
proximately orthogonally mounted Dragonfly cameras. The Drag-
onfly cameras are grey-scale 640� 480 pixel progressive scan
cameras that are connected to an IEEE 1394 bus. The cameras
are able to synchronise their acquisition time to within 20 µs.

The calibration procedure was coded in MATLAB. Where it was
possible to achieve significant improvements in execution time,
routines were coded as MEX (MATLAB executable) files in C.
However, no particular effort was made to ensure fast execution
and there is plenty of scope for reducing the running time of the
calibration procedure. Since the calibration procedure is typically
run off-line, and in principle need only be performed once, execu-
tion speed is of limited importance.

Twenty-four different poses of the cube were used. This re-
sulted in 72 images from which 1423 imaged control points were
located and identified. The approximate structure of the cube was
determined using the known 2D structure of the six laser printed
patterns for each cube face. Normally distributed noise with a
standard deviation of 0.5 mm was added to each of the 3D coor-
dinates to ensure that the calibration procedure produced correct
results when the approximate 3D structure of the control points is
known with only limited accuracy. The starting point parameters
resulted in an RMS reprojection residual of 5.3 pixels. Bundle ad-
justment produced parameters which resulted in an RMS residual
of 0.09 pixels.

The best-fit plane was determined for each of the six sets of nine
control points corresponding to the six cube faces. The perpendic-
ular distance between each inferred 3D control point position and
its corresponding best fit-plane was then determined. The results
are shown in Table 1. Note that since three points define a plane,
one must multiply the values in Table 1 by 9

9�3 � 1�5 in order to
obtain the expected RMS deviations that one would obtain as the

†Procrustes was a mythological Greek robber who offered travellers hospitality on
a magical bed that would fit any guest. He would then stretch or shorten the travellers
so that they fitted the bed perfectly.
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Face RMS Distance Face RMS Distance

1 2.9 µm 4 2.2 µm
2 1.6 µm 5 4.5 µm
3 1.9 µm 6 4.7 µm

Table 1: RMS distance to best-fit plane for sets of nine control points.

number of control points per face tends towards infinity. The ob-
served deviations from the best-fit planes are due to errors in the
calibration parameters and to the actual deviations from flatness of
the control points on the cube (since neither the aluminium cube
nor the adhesive paper is perfectly flat). The results shown in Ta-
ble 1 thus represent an upper bound on the error that is associated
with the 3D positions determined by the calibration procedure.

An indication of the accuracy of the structure can also be deter-
mined by computing the angles between the best fit planes. The
angles were found to differ by a mean of 0�04Æ from what would
be expected if the control points lay on the surface of a perfect
cube.

Opposite Face Pairs Estimate 1 Estimate 2

Face 1 and 6 50.1223 mm 50.1220 mm
Face 2 and 4 50.1317 mm 50.1317 mm
Face 3 and 5 50.1252 mm 50.1251 mm

Table 2: Estimates of the distance between opposite face pairs of the calibration cube.

The distances between opposite cube faces was calculated by
determining the distance between the mean of a set of nine con-
trol points and the best-fit plane of the opposite face. This results
in two estimates of the distances between each opposite face pair
since the opposite best-fit planes are not perfectly parallel. Table 2
shows the results. The distances indicate that the thickness of the
adhesive paper is between 60 µm and 70 µm, since the aluminium
cube has 50 mm sides. The standard deviations of each of the three
estimates gives a measure of the extent to which the three parallel
face pairs are not the same distance apart. The standard deviations
are 4.8 µm for the first set of estimates and 5.0 µm for the second.

The method for enforcing scale that is described in the previous
section involves determining the best fit of the known 2D patterns
to sets of inferred 3D control point positions that correspond to the
same face. The differences between these two points sets, once the
optimal similarity transform has been applied, is mainly due to in-
accuracies in the laser printing process (calibration errors and the
extent to which the surfaces are not perfectly flat are only minor
contributors towards these differences). A measure of the accuracy
of the laser printing process can be computed from these RMS dif-
ferences. The RMS difference for all control points was measured
to be 67 µm. This is the same order of magnitude as the dot size
(1in�300� 85µm) of a 300 dpi laser printer.

The execution time of the calibration procedure was roughly 2
hours on a 300 MHz Pentium II machine, using MATLAB 6.0 and
the Windows NT operating system. Approximately 70% of this
time was spent locating and identifying targets.

6 Conclusions
A complete calibration procedure for determining internal and
pose parameters for a multiple camera system been described. Un-
like other calibration procedures, the method is accurate, yet inex-
pensive since the 3D structure of the control points on the calibra-
tion object need not be accurately known in advance (obtaining
a calibration object whose 3D structure is known in advance is
usually a costly procedure). The control points also need not be
visible from all viewpoints.

Coded target patterns are used so that control points can be

located and identified automatically. Additional robustness is
achieved by means of a RANSAC (random sample consensus)
algorithm that rejects any false positive target matches that do not
conform to the consensus geometrical structure of the imaged con-
trol points (as defined by the approximately known 3D positions
of the control points and the observed targets).

In order to reduce the effects of errors on the observed 2D po-
sitions of the imaged control points, and to ensure that the 3D
structure of the calibration object can be determined along with
the camera parameters, multiple poses of the calibration object are
used.

A starting point parameter vector is determined by combining
information derived from all of the images. This involves forming
an initial estimate of the focal lengths of the cameras using Tsai’s
method, and then using a recently developed globally convergent
pose estimation method to estimate camera and object poses. Mul-
tiple pose estimates are combined using an approach based on sin-
gular value decomposition. The starting point parameters are then
refined using the Levenberg-Marquardt method to produce a set
of parameters that is jointly optimal across all observations. To
ensure accurate results, the imaging model takes into account the
difference between an imaged circle-centre and an imaged-circle
centre that occurs because of perspective distortion. Since scale
cannot be inferred from image observations, it is derived from the
structure of the flat patterns on each of the faces of the polyhedral
calibration object.

Results indicate that reprojection residuals of less than one tenth
of a pixel can be achieved across 72 images captured by three cam-
eras. The inferred 3D structure of control points on the surface of
an accurately machined cube conformed closely with the geom-
etry of the points on the surface of a cube. Specifically, control
points deviated by no more than 5 µm from the best fit planes cor-
responding to each of the faces. The angles between best fit planes
and standard deviation of the distances between opposite face pairs
were also very close to what would be obtained for control points
lying on the faces of a perfect cube.
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Abstract

Jones [1] recently presented a novel calibration procedure
that uses a linearized model of the projection of the height of
a person to recover the image-plane to local-ground-plane
transformation with minimum expert intervention. In this
paper we present an addition to the work of Jones [1], by
further reducing the measurements needed to be made man-
ually to define the image-plane to ground-plane homogra-
phy. We also do an analysis of the sensitivity of the recov-
ered transformation to errors in measurements and noise,
and point out how to use the method to achieve best cali-
bration results.
Keywords: Auto camera calibration, person tracking

1 Introduction

A good camera model for image-plane to ground-plane
transformations is a useful thing to have when tracking peo-
ple or moving objects within monitored scenes. It allows
the tracking to take place in world coordinates rather than
in image coordinates and this has several advantages:

(i) motion models are easier to construct in world coor-
dinates;

(ii) constraints on motion are more easily imposed;

(iii) occlusions become easier to ressolve;

(iv) and the definition of a common coordinate system in
the case of multi-camera tracking configurations is
made simpler.

The camera model as described by Tsai [2] is based on the
pin hole model of perspective projection. This model is de-
fined by a set of intrinsic parameters and extrinsic parame-
ters.

Intrinsic parameters are the internal properties of the
camera that describe how the camera forms an image. Tsai

[2] includes the following internal parameters:focal length,
pixel dimensions, distortion coefficients and the pixel coor-
dinates of the optical center.

Extrinsic parameters describe the camera’s pose: orienta-
tion and position in the world coordinate frame. The exter-
nal parameters are simply therotation anglesand thetrans-
lation componentsfor the transformation between world
and camera coordinate frames.

Auto calibration methods aim to obtain those camera
parameters without the need for manual time-consuming,
labour intensive and skill-dependent procedures based on
variations of the Tsai method [2, 3].

The method proposed by Jones [1] to recover the im-
age to the local-ground-plane transformations uses a linear
model of the projected height of objects in the scene in con-
junction with world knowledge about the average person’s
height (assuming the person is standing) and the height of
the camera above the ground. The camera parameters that
are estimated using this method are the pixel width to focal
length ratio in the y-direction and the look-down angle of
the camera.

In section 2 we describe the camera model used by Jones.
We describe how the linearized height model relates to the
actual projected height model, and how it can be used to es-
timate the camera parameters. In section 3 we present our
improvement on Jones’ method, that allows a more robust
estimation of the camera pose and does not require the prior
knowledge of the camera’s height. In section 4 we investi-
gate the sensitivity of our method to noise and distortion and
explain the conditions that have to be met for the method to
be suitable for a given camera calibration problem.

2 The auto calibration method

2.1 The Camera Model

The camera model used in this paper is a slightly simplified
version of the one used by Tsai in that the optical center is
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assumed to be the center of the image and radial distortions
and other camera aberrations are not taken into considera-
tion.

Establishing camera to ground homography requires that
the ground plane coordinate system (GPCS) origin be cho-
sen relative to the camera position and orientation, which
defines the image plane coordinate system (IPCS). Figure 1
shows the relationship between the GPCS, the IPCS and the
image plane.
The GPCS has originOG and is defined as follows:

• The Y-axis Ŷ, is the projection of the optical axis
along the ground plane.

• The X-axisX̂, is the vector within the ground plane
normal to the camera optical axis.

• The Z-axisẐ, is the normal to the ground plane.

The position of the focal point,OI is directly above the
GCPS originOG at (0,0,L).

The IPCS hasOI as origin and is defined as follows:

• The x-axisx̂ is parallel toX̂ a distance L away.

• The y-axisŷ is perpendicular to the optical axis.

• The z-axisẑ, coincides with the optical axis. It makes
an angleθ with Ẑ, called the look-down angle of the
camera.

A point x (x,y,z) in the IPCS is mapped toX (X,Y,Z) in the
GPCS by the transformation (R, t), whereR is a rotationθ
aboutx̂ andt a translation, in this case [0,0, L]T .
The image plane is parallel to the plane defined byx̂ andŷ
and is located a distancef (focal length of optical system
for the camera) from it.

A point P on the image plane has coordinates:xP =

(x, y,− f ). The pixel coordinate system (PCS) lies in the
image plane and has its origin at the top left corner of the
image, shown byOP and is defined as follows:

• i is the column position of a pixel.

• j is the row position of a pixel.

• (i0, j0) is the optical center.

The PCS is related to the IPCS by:x = αx( j − j0) and
y = αy(i − i0) whereαx andαy are the horizontal and
vertical inter-pixel widths. Thus

xP = (α
f
x ( j0− j ), α f

y (i0− i ),−1) f (1)

whereα f
x = αx/ f andα f

y = αy/ f .

FIGURE 1: The Camera, IPCS and GPCS

Let l be the optical ray containingO and P. l can be
described by:x = µxP whereµ is a scaling factor. And let
P be the image ofQ, an object on the ground plane.Q is
then the intersection ofl with the ground plane.

To find Q in the GPCS,l must be mapped from the IPCS
to the GPCS.l is then described by:
X = µRxP + t. XQ, the GPCS coordinates ofQ in terms
of i and j is found by solving:X′

Y′

0

 = µ′
 α

f
x ( j0− j )

α
f
y (i0− i ) cosθ + sinθ
α

f
y (i0− i ) sinθ − cosθ

+
0

0
L

 (2)

[Note that the constantf in (1) is absorbed byµ′]. This
yields:

X′ =
Lα f

x ( j − j0)

cosθ − α f
y (i0− i ) sinθ

(3)

Y′ =
L(sin(θ + α f

y (i0− i ) cosθ)

cosθ − α f
y (i0− i ) sinθ

(4)

2.2 The height model

In this section we show how the projected height model can
be used to infer depth. The GPCS coordinate of a person’s
head is the point of intersection ofl with the plane parallel
to the ground plane at a height(L − H) below the camera,
where H is the height of the person. Let the image coor-
dinates of the feet and head of the person be(i1, j1) and
(i2, j2) respectively. The image of the head appearsh pix-
els ‘above’ that of the feet, so:

i2 = h+ i1 (5)
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Let the ground-plane coordinates be(X′1,Y
′

1) and(X′2,Y
′

2).
Then using (4) we get:

Y′1 =
L(sin(θ + α f

y (i0− i1) cosθ)

cosθ − α f
y (i0− i1) sinθ

(6)

Y′2 =
(L − H)(sin(θ + α f

y (i0− i2) cosθ)

cosθ − α f
y (i0− i2) sinθ

(7)

Since the head is above the feet in the GPCS we can let

Y′1 = Y′2 (8)

and by substituting (5) in (8) and simplifying we get:

α
f
y h=

cosθ sinθ(1−(α
f
y (i0−i1))

2)+α
f
y (i0−i1)(cos2 θ−sin2 θ)

L/H+α
f
y (i0−i1) cosθ sinθ−cos2 θ

(9)

This gives us a projected height model that computes the
height in pixels of the image of a person at image coordinate
i1, given that we know his real heightH , the height of the
camera above the groundL, the angle the camera makes
with the verticalθ , and the pixel width to focal length ratio
α

f
y .

2.3 The linearized height model

Jones [1] goes on from here to assume the above relation-
ship is linear, with some precautions about steep camera an-
gles. Figure 2 shows us that indeed the relationship deviates
more and more from linearity asθ is decreased. In section
4 we give a more quantitative analysis of the validity of this
linearization.
This linear relationship is expressed as follows:

h = γ (i − ih) (10)

whereγ is called the height expansion rateand ih is the
pixel row coordinate of the horizon. By recording howh
varies withi over a number of frames, the values ofγ and
ih can be recovered.

FIGURE 2: h vs i for differentθ

2.4 Using the linear model to perform cali-
bration

For a person of height H standing on the ground plane at
point R (see figure 1), where the projection of the optical
axis intersects the ground plane,i1 = i0 and using (5),i2 =
h0.
Substituting in (9) simplifies to:

h0 =
H cosθ sinθ

α
f
y (L − H cos2 θ)

(11)

h0 is also found using the linearized model (10):

h0 = γ (i0− ih). (12)

The look-down angleθ is directly related to the horizon pa-
rameterih by:

(i0− ih) =
cotθ

α
f
y

(13)

Substituting(i0− ih) from (13) in (12), equating to (11) and
simplifying yields:

sin2 θ =
γ (L − H)

H(1− γ )
. (14)

Once a suitable number of (i ,h) measurements are recorded,
γ andih can be obtained.θ can be then be calculated using
(14) given H and L. Onceθ is known,α f

y is calculated
using (13).

3 Estimating the camera height

What was observed when trying to estimate the height of the
camera for a set of observations of a person of known height
H , was that there are several possible solutions ofθ andL
that fit the height model. In other words the problem is
somewhat underconstrained. To impose enough constraint
on the problem, one has to simply “watch” more than one
person. For each person of different heightHp, collect data
points and work out a differentγp as shown in figure 3.
If one defines0p andηp as:

0p =
1− γp

γp
(15)

ηp =
h0re f

Hre f · h0p
, (16)

whereHre f andh0re f is the known height in m and corre-
sponding height in pixels of one of the persons in the scene,
equation (14) can bere-written as:

0 =
L

sin2 θ
· η −

1

sin2 θ
(17)

By applying linear regression to the setη, 0 (see figure 4),
we can calculateθ andL.
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FIGURE 3: Measurements of (i ,h) for 4 people of different
heights.

FIGURE 4: Calculated (η,0) for the 4 people.

4 Accuracy of method and sensitivity
analysis

A calibration method is only useful if it yields reasonably
accurate results. In this section we describe how to use our
method successfully and what results should be expected
given a calibration problem. We also make a few sugges-
tions about how to get around some of the limitations of the
method.

The camera parameters that the method estimates areθ ,
L, andα f

y by observing how the height in pixelshcalib of
people of heightHp, vary with the vertical pixel position
icalib, whereHp =

1
ηp

.

4.1 Sensitivity of estimatedθ to errors

θ is calculated fromγ and Hp using (17) or (14). If you
look closely at the formulation for findingθ in (14) you will
notice that sin2 θ is quite sensitive to errors inγ . Figure 5
gives you a good idea of how sensitive it is toγ and Hp.
The calibration method uses a linearized height model and
as shown in the previous section, the actual height model
deviates from linearity asθ decreases. This induces an error
in ih that gets worse asθ decreases. Although this error

FIGURE 5: Sensitivity ofθ to errors inγ andHp

is small it is enough to affectθestimatedsignificantly. We
found that it is simpler to compensate for the error directly
on θ than onih. The compensation factor forθ was found
by comparingθestimatedwith θactual:

θactual = 0.65θestimated+ 27(degrees) (18)

4.2 Sensitivity of estimatedL to errors

L is also calculated fromγ andHp using (17).L is however
less sensitive to errors inγ as seen in figure 6.

FIGURE 6: Sensitivity ofL to errors

4.3 Sensitivity of estimatedα f
y to errors

α
f
y is estimated fromθ and ih using (13). ih would not

typically be part of the calibration set. It is estimated from
the linear model.

ih = i0−
h0

γ
(19)

Figure 7 shows howα f
y varies withγ for differentθ .
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FIGURE 7: Sensitivity ofα f
y to errors

4.4 γ , the linearized model paramter

As seen above, all the estimated calibration parameters are
calculated usingγ , so it is very important that a good value
of γ is obtained. Errors inγ are induced by the following
factors:

(i) Not using a good calibration set.
The height model is linearized abouti0, (actually γ =
dh
di |i=i0), so themean(icalib) must be as close toi0 as
possible even if it means disguarding some calibration
points. This constraint on the calibration set can easily
be automated. Figure 8(a) shows howγ varies with
mean(icalib). Note that for smaller values ofα f

y , γ is

less sensitive to errors. Hence, the higherα
f
y (or the

lower the focal length), the more difficult it is to get
accurate results.

(ii) Lens Distortion effects.
Figure 8(b) shows howγ will be shifted from its cor-
rect value for different 1st order radial distortion co-
efficientsκ. It should be quite clear that the method
will fail to give good results for cameras with high
distortion if no compensation is made. (A method for
estimatingκ is currently being looked at.)

(iii) Segmentation errors.
The calibration set is obtained typically by using di-
mensions and positions of bounding boxes around
people-like moving blobs, which requires some form
or another of segmentation. Random segmentation er-
rors will be averaged out by using a large calibration
set. However, segmentation errors, such as shadows,
heads or feet ‘chopped off’, systematically occuring
in certain parts of the screen will biasγ . Care must be
taken that no such errors occur during the calibration
process.

(a)

(b)

FIGURE 8: Sensitivity ofγ

4.5 Sensitivity for extrinsic parameters only

The limitations of the method are made quite clear above.
There are certain cases where the method just cannot practi-
cally be used to estimate both intrinsic and extrinsic param-
eters. However, the same linear model can be used, much
more reliably, to estimate automatically the extrinsic param-
etersθ andL if intrinsic parameters are obtained prior to the
installation of the camera.
With κ known, (icalib, hcalib) can be compensated for to
yield betterγ . With α f

y known,θ can be calculated fromih
using (13), andL using (14). Figure 9 showθ ’s sensitivity
with γ . It is very clear thatθ is much less sensitive in this
case.

5 Results

In this section the method is evaluated. The test installa-
tions involve three different camera setups. As described in
section 2 the projected height model for each camera setup
is recovered by observing the variation ofhcalib with icalib.
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FIGURE 9: Sensitivity ofγ for extrinsic parameters only

FIGURE 10: Calibration results

Figure 10 shows comparisons of our methods and another
method based on the traditional Tsai [2] and ground truth
data. Those results show that for the first two setups, where
α

f
y is small our method performs relatively well for find-

ing both intrinsic and extrinsic parameters. However for the
third setup whereα f

y is greater, the method yields less ac-
curate results.

6 Conclusions

In this paper we have presented an automatic calibration
system for fixed camera person tracking applications. When
possible the method can automatically recover instrinsic pa-
rameterα f

y and extrinsic parametersL andθ . We have also
presented an extensive study of how sensitive the estima-
tions are to errors, thus detailing some of the limitations of
the calibration method. The results that are included show
that provided conditions spelt out in section 4 are met, the
method will yield results comparable to the classical cali-
bration methods. Further work would entail the automatic
estimation of the distortion parameterκ and possiblyα f

x ,
which in this paper was assumed to be equal toα

f
y .

(a) (b)

(c) (d)

(e) (f)

FIGURE 11: Tracking in 3D using above results
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Abstract

A simple gaze estimation procedure based on ap-
pearance models is described. The method uses
minimum norm linear regression to directly relate
eye appearance to gaze direction. No explicit fea-
ture extraction is required.

The method is fast, requiring only linear operations
on the data. It is also accurate, in spite of using
only a small amount of training data.

1. Introduction

Appearance models make use of large sets of train-
ing samples to characterise the appearance of an
object from different viewing directions and dis-
tances [2]. The characterisation is obtained by pro-
jecting the image of the object being viewed into
a dominant linear subspace, and applying statisti-
cal reasoning to the projected data. The modelling
paradigm is unusual in that no attempt is made to
relate the views of the object to its 3-D structure
— the object is simply characterised by its appear-
ance from different views.

This paper describes a method for determining the
direction of a person’s gaze from a front-on image
of their face. Images are obtained from a camera
mounted on the top of a computer monitor. The
computational method used is appearance based,
in that the estimation makes use of the variation
in the appearance of an eye as the gaze direction
changes.

A constrained linear regression formulation is used
which entirely eliminates the need for systematic
feature extraction. Instead, linear features are learned
from the data, and these features are used directly
in subsequent gaze direction estimation. It is shown
that the constraint on the solution is equivalent to
selecting the minimum norm solution to an under-
constrained set of linear equations.

The conditions under which the method is devel-

oped are highly controlled — users are required
to keep their head as stationary as possible during
the entire process. Although appearance model
formulations can in principle be extended to cases
where the head rotates, tilts, or changes distance
from the camera, this is beyond the scope of the
work.

The structure of the paper is as follows. Section 2
describes in detail the method used for collecting
a dataset of face and eye appearances for different
gaze directions. The basic method for estimating
the gaze is presented in Section 3, and Section 4
provides some results in the form of a performance
analysis of the algorithm on the training dataset.
Section 5 describes an attempt to incorporate some
regularisation into the algorithm training, along
with some further results.

2. Dataset generation

A small Matlab application was written which dis-
plays a square at one of 36 locations on a 17 inch
computer screen. The locations are defined on a
6×6 grid, with increments of 0.2 times the height
and width of the screen in the vertical and hori-
zontal directions respectively. The user looks at
the square and presses the mouse button, at which
point a camera mounted on the top of the monitor
captures an image of his or her face and saves it
to disk. This process is performed once for each
of the 36 grid locations. In an attempt to avoid
systematic errors, the locations are presented to
the user in a random ordering. The distance from
the camera to the user’s face is a typical working
distance of approximately 0.5m.

An example image of the author’s face, looking at
the top left corner of the screen, is shown in Fig-
ure 2. The image is greyscale, with 576 pixels in
the horizontal direction, and 768 pixels vertically.
To avoid introducing additional degrees of free-
dom into the appearance model, in this work the
user is required to keep his or her head as static as

13



Figure 1: Example of user looking at location
(0, 0) (the top left corner) on the screen.

possible during the entire capture process.

The appearance modelling paradigm could in prin-
ciple operate on the full image as displayed, and the
learning stage would find the variations in the im-
ages that correlate with the gaze direction. How-
ever, for this approach to be successful, a large
number of training images would be required to
average out spurious effects arising from chang-
ing facial expression and head position. To keep
the analysis simple, the gaze estimation was there-
fore performed entirely from the image of the left
eye.

To this end, subimages of the left eye were ex-
tracted from each of the face images. To ensure
normalisation of the data with respect to position,
it was decided to centre these subimages on the
pupil of the eye. Unfortunately, the task of locat-
ing the pupil in an image is not trivial, primarily
due to the presence of highlights and reflections on
the cornea. In an operational system this problem
would have to be overcome. However, since the
emphasis of this work lies in the appearance mod-
elling aspects, the locating the locating procedure
was simply performed by hand.

Figure 2 shows the extracted image data for each
captured gaze direction. Each eye subimage is of
dimension 128 × 64, and can therefore be consid-
ered to be a point in 8192-dimensional space. For
each image the true row and column coordinate of

the gaze is known. The combined set of 36 im-
ages and their ground truth coordinates therefore
constitute the training data for the algorithm.

3. Basic Formulation

Consider firstly the problem of estimating the ver-
tical position (or row) of the gaze. It is assumed
that a linear estimator can be used, so

ri = wT
r xi (1)

where ri is an estimate of the row position of the
gaze, and xi is a vector description of the eye im-
age, obtained for example by raster reordering.
Specification of the estimator involves determin-
ing a suitable value for wr .

The vector wr is 8192-dimensional, and 36 train-
ing pairs (xi , ri ) are available. Forming the data
matrix

X =
(

x1 · · · xM
)

(2)

and the vector of dependent variable observations

yr =







r1
...

rM






, (3)

the condition on wr is therefore XT wr = yr . Here
the elements of yr are with respect to the coor-
dinate system described in the previous section,
taking values in the range [0, 1] in increments of
0.2. This represents 36 linear equations in 8192
unknowns, so the specification of wr is highly un-
derdetermined. Some form of regularisation is
therefore needed to arrive at a unique solution.

The observed data vectors xi for i = 1, . . . , 36
span a 36-dimensional subspace of the image space.
Each vector xi therefore lies in the span of X. Since
no data is observed outside of this subspace, it is
reasonable to require that the position estimate not
depend on components of the data outside of this
subspace. A suitable constraint on the vector wr

is therefore that it too lie in the span of X. In this
case the required vector can be written in the form
wr = Xθr for some θr .

Under this condition the problem becomes well-
posed: the condition that must be satisfied on the
training data is

XT Xθr = yr . (4)

Here θr is 36-dimensional, so if XT X is full-rank
then a single unique solution exists. Solving, θ r =
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Figure 2: Dataset of images of left eye, centered on the pupil.

(XT X)−1yr , so the final solution can be written as

wr = X(XT X)−1yr . (5)

It is observed that this is just the minimum norm so-
lution of the underconstrained linear system XTwr =

yr [1, p. 412].

The use of minimum norm solutions is common
when dealing with underconstrained systems of
equations. However, justification for this partic-
ular choice from a multitude of other candidate
solutions is seldom explicitly provided. The for-
mulation presented completely justifies the mini-
mum norm solution to the gaze direction problem
based on linear subspace principles.

Figure 3(a) shows a representation of the vector
wr for predicting the vertical component of the
gaze from an eye subimage. In order to estimate
the gaze from a new image, a subimage of the left
eye must be extracted, again centred on the pupil,
and the inner product formed between the pixels of
the subimage and the corresponding elements of
this feature image. The result of this operation is
the required estimate for the vertical component of
the gaze. Similarly, the feature wc for estimating
the horizontal component of the gaze is shown in
Figure 3(b).

Apart from the process for locating the centre of
the eye, the total computational requirement for
the gaze estimation procedure is therefore 2×8192
multiply operations, and an equal number of addi-
tions.

4. Results

The dataset used in developing the gaze estimation
procedure was quite limited, consisting in total of
36 images corresponding to 36 different gaze di-
rections. In order to evaluate the performance of
the method, a hold-one-out cross validation pro-
cedure was therefore used on the training data.
This involves removing one of the images from
the dataset, training the gaze classifier on the re-
maining samples, and testing the resulting system
on the held-out sample. Figure 4 shows the vec-
tor differences between the actual gaze position
(marked by circles) and the estimated gaze posi-
tion for each of the hold-out cases.

An estimate of the overall error can be obtained by
averaging over the errors obtained for each hold-
out case. The RMS value of the error magnitude
across all estimates for the dataset was 0.0927.
However, this error estimate is highly conserva-
tive due to the sparseness of the training set —
since only a single sample exists for each gaze po-
sition, the process of holding out a sample means
that information regarding that specific gaze di-
rection is entirely missing. It therefore has to be
inferred from neighbouring gaze directions. One
would therefore expect quite considerably better
performance with the full training set.

It is also apparent from the results that errors tend
to be larger near the edges of the image. This is
explained by the fact that results in these regions
have to be obtained by extrapolation from avail-
able data samples. In contrast, within the viewing
area an interpolation procedure is implied, which
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(a) Vertical gaze feature wr .
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(b) Horizontal gaze feature wc.

Figure 3: Appearance-based features for linear re-
gression.

is better-posed and more accurate.

It must be noted that the results here have been
based on the assumption that the head is entirely
stationary during the whole capture process. Thus
no attempt has been made to use the observed po-
sition of the eye in the image to correct for move-
ment - once the pupil has been located, the ex-
tracted subimage of the eye constitutes the only
input to the algorithm. Since eye appearance al-
most certainly relates to viewing direction rather
than position, gaze estimates should include a cor-
rection component based on the observed eye po-
sition. No attempt has been made to include such
a correction.
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Figure 4: Gaze position estimates using conserva-
tive hold-one-out procedure.

5. Attempted regularisation

The proposed solution used a reasonable subspace
constraint to reduce a system of 36 equations in
8192 unknowns to one of 36 equations in 36 un-
knowns. This is sufficient to make the estimate
unique, but trying to estimate 36 parameters from
36 unknowns may leave the problem sensitive to
noise and outliers. Some means of regularising the
solutions space further is therefore desirable.

In light of the earlier discussion, a reasonable op-
tion may be to require that the vectors wr and wc

be further constrained to lie in a subspace with di-
mensionality smaller than 36. The emphasis then
lies in deciding on a criterion for the subspace se-
lection procedure.

A very simple selection procedure involves per-
forming principal component analysis on the set
of training images, and restricting the solution to
the regression to lie in the dominant subspace. In
this case a regularisation parameter is introduced,
namely the dimension d of the reduced subspace.
If the value of d approaches the dimension of the
training set, in this case 36, the performance will
tend to that of the full-rank case. However, as the
value is reduced it is conceivable that some regu-
larity will be imposed, since a smaller number of
variables are in effect being estimated. Of course,
overly small values of d will lead to poor perfor-
mance, since the majority of the appearance data
is then ignored in the estimation.

Figure 5 shows a plot of the RMS hold-one-out
error estimate for varying d. The error remains
approximately constant as d is decreased from 36
down to about 10. It does not seem, however,
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Figure 5: Error estimate versus subspace dimen-
sion for PCA-selected basis.

that better generalisation is being obtained from
the smaller values. One quite likely reason for the
lack of improvement in performance as d is de-
creased may be because the principal component
subspace was already estimated from the data, so
the selection process does not yield any regular-
ity. Further analysis is required to confirm or deny
this postulate. In any event it seems that the pre-
scribed regularisation method has little merit. De-
tailed gaze position estimates for the case of d = 9
are shown in Figure 6.
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Figure 6: Gaze position estimates for PCA-
selected subspace with d = 9.

6. Conclusion

A method has been presented for estimating the
direction of a person’s gaze from the appearance
of their eyes. The formulation is admittedly ex-
tremely simplistic, with the requirement that the
subject keep their head stationary and square to

the camera. Nonetheless, surprisingly good re-
sults are obtained.

The use of appearance modelling type methods in
the formulation seems valuable, particularly when
contrasted with more classical methods based on
feature extraction and pattern classification. In-
stead, the method provides a completely automatic
means of learning a simple linear transformation
on the data which provides the required estimates.
It is additionally fast and accurate.

The method can be extended to deal with addi-
tional degrees of freedom, such as head rotation,
tilt, and distance from the camera. It is quite likely
however that considerably more training samples
will be required in this case, to ensure that the full
range of appearances are accommodated.
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Abstract
Conventionally, tracking people through an environment has
been achieved by monitoring a series of fixed cameras. With
the advent of wireless technologies, the option of inverting the
paradigm and monitoring instead, from each person’s point-
of-view, has become more accessible. By taking video se-
quences from a person moving through various environments,
this paper explores a process for classifying the different loca-
tions encountered using chromatic information gathered from
images. This involves extracting a set of simple features from
each frame, applying an unsupervised clustering algorithm and
classifying new images with anearest neighbourmethod.

1. Introduction
The general paradigm for tracking people has been by observ-
ing their movements from fixed-position cameras. As the peo-
ple move through different areas of the environment, the system
can be switched to the most appropriate camera view. However,
in certain scenarios, this method can be uneconomical and awk-
ward.

An example could be monitoring the positions of 20 to 30
people in a large, automated industrial plant. Depending on the
size of the plant, the video network could require anything up to
200 cameras in order to cover all relevant locations. An alterna-
tive system could be instead, to equip each person with an on-
body wireless camera and use the images from those cameras
to detect their general location in the environment. This system
is obviously not a total replacement for most CCTV systems,
however there are numerous advantages in employing mobile
cameras for monitoring:

• The problem of multi-view tracking is reduced, since a
continuous feed is available from the camera and no view
switching is necessary.

• Although the exact positioning is not as consistent as
ActiveBadges (radio positioning tags), the video infor-
mation can provide detailed information of each per-
son’s activities and is not dependent on the person be-
ing occluded by others in a cluttered environment (where
CCTV systems sometimes fail).

• As wireless technology progresses, a network of mobile
cameras can also be more economical (no cables/video
switches and less cameras).

This paper addresses the problem of taking the video feed
from a moving person and training a data set to recognise
distinctive areas so that the general location can be classi-
fied. The process followed involves collecting features from
recorded image sequences, analysing and visualising clusters

using Self-Organising Maps and implementing a clustering al-
gorithm which then passes a cluster map to the classifier.

2. Pre-Processing and Feature Extraction
Since a major requirement of the system is to provide up-to-date
information, the classification process needs to run as close to
real-time as possible. In order to facilitate this process, a very
simple feature set was created using averaged Hue and Satu-
ration values, extracted from masked areas of the input frame
(similar to the method used in [2]). A rectangular-block mask
was chosen since the grid size can be easily changed thus al-
lowing control over the length of the feature vector (see figure
1).

Figure 1: Various feature extraction masks (produces 2-,4-,9-
or 16-dimension features).

Feature extraction proceeds firstly by pre-processing each
image. This involves converting the image from RGB to HSV
colour space. The Hue and Saturation channels provide a useful
measure of chromaticity in the image (found to provide good
class separation), while being more robust against lighting vari-
ations than the RGB model [1]. A full analysis of all possible
features was not conducted as, the emphasis was placed on in-
vestigating whether clusters did exist and how to approach the
classification problem. Fine-tuning of the actual feature com-
position was left for future work.

Following the colour-space transform, a median filter is ap-
plied for reduction of noisy pixel values. Finally, the mask is
applied and values of mean Hue (Hm) and Saturation (Sm) are
calculated for each masked area. The final feature vectorp(i) is
a 2n-dimension row vector wheren is the number of blocks in
the mask of theith frame.

p(i) = [Hm1 Sm1 Hm2 Sm2 . . . Hmn Smn ] (1)

For the training phase, the output of the feature extractor is
a matrix of i feature vectors which can then be applied to the
clustering algorithm.
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For development purposes, a simplified set of features con-
sisting of onlyHm values for a 2 x 1 mask was used. This
limited the feature vectors to a 2-D set and allowed initial two-
dimensional visualisation during testing of the clustering algo-
rithm. Once the operation of the algorithm was verified, exper-
imentation continued with higher dimension features.

3. Clustering Algorithm
Since initial observations of the 2-D features showed that the
features of similar images tended to form small regions, a clus-
tering approach was favoured.

A general problem with many clustering methods is that
they require a user to specify the number of patterns or classes.
This is not a problem if this is a known fact, e.g. sorting red ap-
ples from green (2 patterns). Unfortunately, this is not practical
when the number of patterns is harder to specify, e.g. splitting
an environment into separate locations for tracking. Naturally
in the latter case, we would like the network to discern the most
distinguishable locations and determine however many separate
patterns exist.

Another issue, was the problem of visualising clusters past
a 2-D feature space. One solution to both these problems, was
to use a Kohonen Network. After initial tests, though, the Koho-
nen network was solely used as a visualisation tool, while a less
computationally-intense clustering algorithm was implemented.

3.1. Kohonen Networks

A Kohonen Network (or Self-Organising Map), is a two-layer
network where the input layer is interconnected to the output
layer (like a conventional network), however, the output layer
(competitive layer) is also structured to form a two-dimensional
grid (see figure 2). During training, each output node is moved
so as to be closer to an input vector. In addition, neighbouring
output nodes are also moved towards each other. This has the
effect of quantitising the input vectors, by folding the grid of
neurons around the presented data. Eventually, the output grid
becomes an ordered map with similar prototypes close together.
Effectively, the network’s weights are trained while at the same
time, the topological information is preserved.

Figure 2:Kohonen Network Structure.

3.2. Training

Initially, a Supervised Learning scheme was applied in which
each location was defined by a labelled training set. This
information was then integrated during training in order to
maximise the exclusion of erroneous noisy samples. Although
the performance of the system was fair, not all location data
could always be consistently separated based on the labels.
For this reason, a new implementation, governed by an Unsu-
pervised Learning method was developed. This allowed the

training process to decide which locations were best for clas-
sification, based on the Euclidean distance between each cluster.

The basic training algorithm is as follows:

• A training set is applied in the form described previously
(Feature Extraction phase).

• As with training the probability weights of a PNN, a
hyper-surface is created by summing small Gaussian ker-
nels to each training sample. The result is a surface
having peaks where the kernels overlap thus forming a
cluster. Ifd(i,j) is the Euclidean distance between two
features, thenq(i), below, is an estimate of the probabil-
ity of the ith feature falling into a distinguishable class
(i.e. the higher and sharper the peak, the more unique the
cluster).

q(i) = e
−d2

(i,1)/σ
+ e

−d2
(i,2)/σ

+ . . . + e
−d2

(i,n)/σ (2)

Figure 3 below shows an example surface generated for
a training sequence with 2-D features. Here, two distinct
clusters dominate, while some smaller regions also exist.

Figure 3:Summed Gaussian kernel map.

Figure 4:Example of a trained cluster map (2 features).

• The list of weighted points is then sorted in order of
probability q(i) and the highest value is selected as a
starting point. Neighbouring points are grouped into
the cluster until a distance threshold is reached. At this
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point, the cluster splits and a new highest point is elected
to be the centre of the next cluster. The process repeats
until the list of points is depleted. Points that are not al-
located due to distance thresholding or being part of an
excessively small cluster, are discarded. Figure 4 shows
an example of a generated cluster map.

3.3. Classification

Conventionally, the classification process is based on a desire
to provide a clean-cut ’yes’ or ’no’ (class ’A’ or ’B’) answer.
However, with the location classification system, since similar-
looking images could sometimes be clustered together, a dif-
ferent approach was needed. Since the input provides a large
amount of redundant data recurring at a high rate (many similar
frames), the necessity of classifying each frame is reduced. In
fact, most of the time, the primary goal is to detect a location
change and only if possible refine the sub-location. Thus the
classifier is designed to ignore any frames whose features are
not extremely close to a cluster centre. In this case a no-class
(unclassified) result is returned. This is achieved by relying on
good shaping and filtering from the clustering algorithm during
the training phase and performing the actual classification using
the nearest neighbour method.

4. Results and Discussion
Preliminary tests of the system revealed some interesting facts,
however, more extensive experiments (with more diverse data)
and fine-tuning are needed to fully quantify its exact limitations.

The tests conducted on the current implementation, con-
sisted of 3 different location data sets: indoor-house; indoor-
office and outdoor-garden. Each of these sets are composed of
a training and a testing video sequence and are formatted as fol-
lows: 24-bit colour, 176 x 144 pixel, 15 fps.

A setting ofσ = 0.1 x10−4 was used for the Gaussian ker-
nel size. Experimentation with this value allowed control over
the amount of classes generated by each training sequence. The
KNN Classifier was set to use 3, 5 and 10 neighbours located
close to the cluster centre. In practice, this had little effect since
the clusters were quite compact in most cases (requirement of
the system) and therefore even a setting of 1 neighbour seemed
to provide adequate classification.

Since the implementation is geared towards an Unsuper-
vised Learning system and hence labelled image sets are not
available, measurement of the performance of the classification
process is awkward. Instead, human observation was used as
a means to compare whether test frames were indeed correctly
classified by each class. This was accomplished by comparing
a list of trained class prototypes with the classified frames for
each cluster. Naturally, it is not feasible to show the matches of
each class for each test sequence, therefore, the demonstration
figures only show a few examples.

Figure 5, shows the cluster map generated for the indoor-
house data set, using 2 features. Each coloured set of dots or
crosses denotes a trained cluster (class). A black square marks
the detected centre of each cluster (based on the peaks of the
summed Gaussian kernel map), while the black stars show a
plot of the classified test points. An interesting revelation from
the cluster map is that separation of the major location types is
achieved with only 2 features. In fact, after further observations,
it was concluded that most environments could be separated into
a general location index in this manner. For further separation
of each location into smaller sub-locations, more features are

Figure 5:Cluster map for indoor-home data set overlaying clas-
sified test points.

required.
Figure 6 shows a prototype image set with example images

associated with each class (extracted from the marked centre
point). In this case, 8 classes were detected, however some of
these classes actually overlap. It is suggested that future imple-
mentations merge overlapping clusters into one class for neat-
ness, however this is not a primary concern as it does not really
affect the matching process.

Figure 6: Example class prototypes for the indoor-home data
set. Class 1 is the top-left image and the sequence follows a
left-to-right, top-to-bottom order.

Finally, figures 7,8 and 9 are the set of classified frames
associated with classes 4,5 and 6 (middle 3 images from fig-
ure 6) respectively. The montages show some inaccuracies with
class 5, however, the mostly the classification for positioning
purposes is quite accurate. One important factor which was
found to affect performance quite extensively was the camera’s
Automatic Gain Control. During transitions between different
rooms, the camera attempted to compensate for the lighting dif-
ferences. This adjustment can cause a sequence of frames to
appear tinted by an unnatural colour and therefore cause an off-
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set between the trained cluster and future test frames. For this
reason it is recommended that the AGC of the camera be dis-
abled (if possible).

Figure 7:Classified indoor-home test frames for class 4.

Figure 8:Classified indoor-home test frames for class 5.

Figure 9:Classified indoor-home test frames for class 6.

Some examples of tests conducted on the other two data sets
are shown in figures 10, 11 (indoor-office), 12 and 13 (outdoor-
garden). Figures 10 and 12 are montages of the trained images
associated with an arbitrary cluster from each data set, while

figures 11 and 13 are the set of test images classified as belong-
ing to those classes. Since the office and outdoor images were
more similar, complete separation with just 2 features was not
possible. Therefore, both these sequences were trained with a
2 x 2 mask - totalling 8 features (Hue and Saturation channels).
As is seen, the matching process was fairly successful.

Visualisation of the clusters formed by training the outdoor
scene is provided by the SOM map in figure 14. The dark blue
areas show regions of closeness between the data, while the
brighter colours (red and yellow) show areas where the data
is more sparsely located, therefore outlining cluster borders.
Thirteen clusters were detected, however only about 6 unique
clusters exist. As previously stated, merging of similar classes
would improve the compactness and thus the accuracy of the
detected cluster value.

5. Conclusions
Using simple measures of pixel chromaticity as features, it is
possible to extract information about the location of a camera
in an environment. This was applied to a location-classification
scheme for tracking the movements of a person equipped with a
wearable camera. The extracted information does form clusters
in the feature space and matching of test sequences to trained
cluster maps was accomplished.

The use of an RGB to HSV transform allows greater tol-
erance in the system against lighting variances (nomalised
RGB components are also a viable options), however large
rotations and jerky movements of the camera were found to
cause instability during classification.

Classification using a simplenearest neighboursystem
while using a highly selective training procedure provides
better separation of pattern clusters. Ensuring that the borders
are maximised and that the clusters are as compact as possible
simplifies classification and ensures faster execution.

Care should be used when using feature masks with too
many divisions. As shown, classes of images are separable
without the use of high dimension features. In fact, increasing
the mask size past a 4 x 4 grid significantly reduces the
tolerance of the matching process.

Self-Organising Maps are highly useful for visualising
clusters in data with high dimensions and can also be used
for classification in systems where the number of patterns is
variable.

While this system was suggested for the application of
monitoring a person’s view and therefore position (unob-
structed) in a large complex environment, a range of other
possibilities exist for exploration (e.g. personal visual locator).
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Figure 10:Example from indoor-office data set. Class 1 trained
cluster.

Figure 11:Matched frames for Class 1 (indoor-office) from test
set.

Figure 12: Example from outdoor-garden data set. Class 3
trained cluster.

Figure 13:Matched frames for Class 3 (outdoor-garden) from
test set.

Figure 14: SOM map generated for outdoor-garden data set.
Dark blue areas show compact clusters while yellow and red
areas are cluster boundaries.
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Abstract

Particle filters can be used for motion tracking in monoc-
ular image sequences. This tracker uses the multiple
bayesian tracking approach (BraMBLe), with the fore-
ground image obtained through background subtraction,
as well as prior colour information in the observation
stage. With each particle representing the world coor-
dinates of approximation ellipsoids of all of the people
in the scene, it takes approximately six hundred particles
per frame to track four people in a known environment.
The tracking is stable for a single tracking object, and
progressively less reliable as more tracking objects are
added. The tracker survives short periods of occlusion
with fewer than four people .

1 Introduction

This paper is loosely based on the work of M. Isard and J.
MacCormick [1]. Particle filters can be used to propagate
weighted estimates of parameter values representing ob-
ject world-coordinates in a video sequence. In [1], a sin-
gle parameter set representing a set of ellipsoids, as well
as the visibility of any ellipsoid were propagated. Occlu-
sions, where one person obscures another, are modelled
by the corresponding occlusion of one ellipsoid by an-
other, or by the setting of the non-visibility parameter of
the occluded ellipsoid. In this scheme, we do not ran-
domly vary the visibility of the ellipsoid, since a person
being occluded should ideally be perfectly represented
by the occlusion of the ellipsoid representing him by the
ellipsoid of another person. The framework allows for
static occlusion by inactive objects in the scene, but this
has not been implemented.

The choice of using an ellipsoid to model an individual is
arbitrary, any 3D geometric shape could have been cho-
sen, and an ellipse is a simple shape.

2 Observation likelihood

2.1 Image data

The parameter vector of each particle is represented as:

X = (X1, X2, X3, Xn) (1)

with
Xn = (xn, yn, zn) (2)

the spatial coordinates of the bottom of the ellipse. Note
that the ellipsoids themselves are of constant size, since
we assume the size of the people in the sequence to re-
main reasonably constant.

For each multi-blob parameter set which is propagated, a
set of ellipsoids are generated. These ellipsoids are tested
against the corresponding image frame for that particle.
The conditional probability,

P (Z|X)=P (imz(Z),f(Z)|imx(X))=

G(
∑N

i=0
d(p(imz(Z), i),p(f(Z), i),p(imx(X), i)),p(imx(X),Ed) (3)

with imz a function returning the current image frame
from image data Z, andimx a function returning the vir-
tual image generated by the ellipsoid configuration,f

(foreground) a function returning the foreground image,
obtained by subtracting the current image from a known
background image, andp (pixel) is a function which re-
turns the pixel 3-value of a particular pixel in an image.
The distance function,d, measures the distance between
the particle generated image and the image data of a par-
ticular frame. The pixel functionp returns the 3-value of
the pixel at the specified indexi, given an image. The
valueEd is to assist the algorithm, to give it an expected
value for the distance of a good particle for that image. It
is used for particle weight adjustment.

The functionG is there to adjust the resulting value to
accentuate low distances, and to normalize the total im-
age distance, by dividing it by the number of ellipse pix-
els (non-zero pixels) in the virtual image generated by a
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particle, and this is the purpose of the second parameter.
Ideal particle weights in a particle filter are very small
(10−20) for inappropriate particles, and larger (10−1) for
better particles, and the method for achieving this range
is explained in the next subsection.

For the total set of ellipsoids generated per particle, we
then scan each pixel of the image data, and depending on
which ellipsoid from the generated ellipsoid set was near-
est in world coordinates (an ellipsoid in the same area, but
behind another such ellipsoid, would be occluded), that
pixel is assigned a ”distance” measure. This procedure
is a way of assigning an observation value to individual
pixels.

The distance measure is used to exploit the known colour
information of the individuals in the scene. The people in
this sequence are in fact highly colourized: one is wear-
ing orange, another yellow, etc. A pixel generated by a
particular ellipse will correspond to the colour model of
a particular person, and here, the distance measure asso-
ciated with the pixeli is

d(p1, p2, p3) =
√

∆R2 + ∆G2 + ∆B2

+foreground(p2) (4)

where

∆R = (Rm(p1) − Re(p3))

∆G = (Gm(p1) − Ge(p3))

∆B = (Bm(p1) − Be(p3)) (5)

with Rm, Gm, Bm the expected colour likelihoods of a
pixel in the elliptical region around the target person in
image space (these values can be accessed through a ta-
ble, at run-time, containing the expected colour values for
each person/ellipse), and reasonable values for these can
be estimated or computed.Re, Ge, Be are the actual val-
ues in the image data for the pixel values in the region of
one of the ellipsoids projected onto the image space. If no
ellipse is projected onto a particular pixel, that pixel does
not contribute to the distance measure. Theforeground

function returns a high value if thep2 pixel 3-value is
zero, as it will be returned by the functionf if the pixel
is in the background.

If a pixel does not fall in the foreground region generated
by the image background subtraction, it has an additional
very high distance value added to it. With this type of

observation, the distance of a virtual image comprising
the hypothetical ellipsoid shapes can be compared very
quickly with the image data, since each pixel is visited
once only per particle.

2.2 Adjusting the distance measure to obtain an
appropriate particle weight

The particle-probability configuration of an image se-
quence changes over time, so although relative measures
for particle suitability should always remain in ordered
relation to one another, the actual probability measures
found for appropriate particles changes over time. This
is usually dealt with in the normalization stage of parti-
cle propagation. However, if we need to place an accen-
tuation function on the weights of appropriate particles
we need to maintain a measure of a reasonable distance
for appropriate particles, for an arbitrary point in the se-
quence.

The accentuation function is defined as follows:

G(dist, imx(X), distexp) =

N(L( dist
count(imx(X)) , distexp); 0, 1) (6)

whereN(· · · ; 0, 1) is a Gaussian curve with mean zero
and standard deviation of one, and the functionL lin-
early separates (preprocesses) the distances. The param-
eterdist is the distance of a particle, and thedistexp pa-
rameter is the expected distance for a particle. Thecount

function takes the image data returned by theimx(X)
function, and returns the number of non-zero pixels in the
image of the ellipsoids generated by the particle (see Fig
4.). The separation functionL was used with continually
updated values for the expected distance value (distexp)
for particles in a frame. This value was updated by as-
suming the shortest particle distance from the previous
frame to be the same as the expected distance particle in
the next frame.

3 Initialization

The tracker was initialized with prior information con-
cerning the time and location of arrival of new people in
the tracking scene. Therefore the number of tracking ob-
jects is known to be dynamically variable. In the original
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Figure 1: Image data frame with ellipsoids of particle su-
perimposed

BraMBLe implementation [1], ellipsoids had associated
’survival’ and ’arrival’ probabilities. While this is an al-
ternative, searching for and distinguishing new objects is
not in the scope of this implementation.

4 Results

The Multi Blob tracker of this implementation was able
to track a single person past occlusions indefinitely. The
number of particles per frame required for successful
tracking varies with the number of the people in the se-
quence. For a single person, thirty particles are required.
For four people, six hundred particles suffices, however
occlusion can become a problem when a person occu-
pying a small region in the image is covered by a much
larger person, who is closer to the camera. The tracking
in this implementation does not occur in real time. The
platform is not optimized for speed, and on a P3 approx-
imately ten particles can be evaluated per second.

5 Discussion

The algorithm itself is appropriate for tracking multi-
ple objects in a robust fashion. There are many pos-
sible areas of development in this system which could
improve its performance. The observation method was
hand-optimized for this scene, and while it is reasonable
to assume the foreground image should contribute heavily

Figure 2:Background of scene

Figure 3:Foreground of scene (image data)

Figure 4:Virtual scene comprising ellipsoids generated by
particle. This virtual scene was hand-calibrated.
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to the selection of any particle, and the colour data should
contribute less, this may not always be the case, and other
ways of observing a particle could be employed.

An interesting effect was that when the people were lined
up at the center of the image, a particle would evolve in
such a way that it minimizes the size of the ellipsoid for
that person, by moving the ellipsoid further away from
the camera. Thus, a very tiny, distant, ellipse has a better
observation value than a large one which includes parts
of the background around its tracking target.

A way of preventing this would be to restrict the available
parameter space of any particle according to the known
dimensions of the scene. Particle dynamics, which take
into account the momentum of a particle at any time could
be used to sample more effectively from the prior. Pa-
rameter restrictions and dynamics were not implemented
here.

6 Conclusion

The BraMBLe algorithm, with foreground and colour
based observations, is a suitable algorithm for tracking
multiple people occluding one another in a sequence. The
number of particles required for tracking varies with the
number of tracking objects in the scene.

There is room for for future research in sampling meth-
ods, particle dynamics modelling methods, parameter re-
straints, and particle observations.                                   
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ABSTRACT 
 
The aim of our research is to develop a fully automated 
system for segmenting and tracking moving objects.  
Ultimately, such a system may be incorporated into object-
based video compression systems or applications that 
support content-based functionalities.  In this paper, we 
review a method of spatio-temporal segmentation based on 
change detection and mathematical morphology, and 
present possible improvements to this method.  
Improvements to the segmentation which have been 
investigated include: improving the change detection results 
by introducing noise smoothing, automating the selection of 
a global threshold for change detection threshold and 
revising the methods for extrapolating the moving 
components from the change detection results.  To illustrate 
the application of the model to tracking, the segmentation 
result is used as the model for tracking using Hausdorff 
distances. 
 

1. INTRODUCTION 
 
Multimedia applications are becoming more sophisticated 
and more widespread.  Traditional coding schemes, like 
MPEG-1, MPEG-2, H.261 or H.263 achieve high 
compression ratios and are suitable for a range of 
applications but do not take into account content and do not 
support content-based interactivity and functionality.  These 
schemes are therefore unable to cope with the changing 
requirements. 
The new MPEG-4 video standard[1] is intended to 
accommodate and support the changes in audiovisual 
information.  Instead of being application specific, it 
supports clusters of functionalities, which may be used by a 
variety of applications.  These functionalities include, 
content-based functionality, compression and enabling 
universal access. 
The representative architecture for MPEG-4 is audio-visual 
objects. These are units of aural, visual or audio-visual 
content which are composed together to form audio-visual 
scenes.  The scope of this research however is limited to 
only visual content or video objects. 
A typical video sequence contains a number of arbitrarily 
shaped, semantically meaningful video objects. MPEG-4’s 
object-based approach aims to segment out each video 

object and represent it as a video object plane(VOP) which 
describes its shape, motion, and texture information.  The 
VOP’s are then coded by a layered approach. 
This layered VOP approach is what allows content-based 
manipulation as each individual video object may be 
manipulated independent of the rest of the frame 
information.  This object-based approach may also be 
applied to video compression and has the advantage over 
conventional block-based methods in that blocking artefacts 
and the mosquito effect are avoided at lower bit-rates.  
Decomposing a video sequence into VOP’s is still a 
relatively new research area.  According to the 
comprehensive review of motion segmentation and VOP 
generation techniques by Meier and Ngan[4], most existing 
segmentation techniques focus on coding.  These techniques 
segment video sequences into homogenous rather than 
semantically meaningful regions.  In the same paper, a new 
approach to segmenting and tracking moving objects based 
on pattern recognition and object tracking principles is 
presented.  The results of this approach were better than or 
at least as good as existing approaches to VOP generation. 
The core of the technique is an object tracker that maintains 
the temporal correspondence of objects throughout the 
video sequence.  An edge image is first used to derive a 
binary model of the object, and the tracker then matches the 
model against subsequent frames and updates the model 
every frame to accommodate for changes in shape and 
rotation.  The main difficulties in their approach are 
obtaining an initial model and updating the model for 
changes in shape and rotation. 
In this paper, we focus on improvements to the approach 
used to obtain an initial model.  First we discuss the method 
used and then possible improvements to this approach.  We 
then discuss the application of this model to a Hausdorff 
object tracker.  In the next section, the results of our work 
are presented and finally we conclude with an evaluation of 
our results and a discussion of future work. 
 
 

2. EXTRACTION OF AN INITIAL MODEL FOR 
TRACKING 

 
This section discusses the approach used by Meier and 
Ngan[4] to obtain an initial model and possible 
improvements to their work.  The model is a segmentation 
of the moving object from the sequence.  It is then tracked 
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in subsequent frames.  To simplify and constrain the 
problem of obtaining an initial model, few assumptions 
were made.  These are that the background is stationary, 
there is a single moving object, the camera is stationary, 
there is no occlusion and there is constant illumination. 
Since the primary aim is to extract an object that is moving 
relative to the background, some sort of motion information 
is necessary.  The intensity difference of consecutive frames 
is used.  High values indicate that objects are moving or 
changing and by selecting a suitable threshold, the gray-
level difference image can be converted to a binary image in 
which the foreground indicates the areas of significant 
change.  The threshold is not yet automated but input by the 
user.   
The occlusion areas revealed in the difference frame are 
normally more than one pixel wide and need to be thinned 
or eroded to a single pixel width.  An important criterion for 
the thinning approach used is that connectivity must be 
preserved.  A thinning method based on the lookup table 
approach using adjacency codes is applied.  After thinning, 
the pixels belonging to the moving object tend to be 
connected, while pixels due to noise form smaller clusters.  
A connected component labeling algorithm[11] is 
implemented to find connected components.  The larger 
components are assumed to belong to the moving objects 
while smaller components are assumed to be due to noise.  
Based on this criterion, a threshold for significant connected 
components is selected.  Connected components, which are 
above the threshold size, are regarded as moving connected 
components (MCC).  An initial model is then obtained by 
performing Canny[14] edge detection on the original frame 
and selecting all pixels in the binary edge map that are 
within one or two pixels of the moving connected 
components.  
One of the inherent problems of detecting change by frame 
differencing is that changes in gray level due to noise will 
also be included.  Hence the first logical step to improving 
the model is to apply noise smoothing to the image to 
improve the frame differencing results.   
Linear filtering[5] is a common technique of noise 
smoothing.  It consists of convolving the image with a 
constant matrix, called a mask or kernel.   
A simple choice for the kernel would be one which replaces 
each pixel with the mean or average of its neighbourhood.  
In our work, we have used a Gaussian filter.  This filter is a 
particular case of averaging in which the kernel is a 2-D 
Gaussian.  This filter is a better low-pass filter than the 
simple mean filter because the Fourier transform of a 
Gaussian is still a Gaussian and therefore it has no 
secondary lobes.  The Gaussian filter is applied to each 
original frame before frame differencing and thresholding. 

As already mentioned, another shortfall with the approach 
presented is that the global threshold is a user input 
parameter to the system.  In [6], we present a method of 
automating the threshold.  Our aim was to implement an 
algorithm that adaptively selects the most optimal threshold.  
By optimal, we mean a threshold value that preserves 
change regions and removes as much unwanted noise as 
possible.  The proposed threshold selection algorithm based 
on the work by Rosin in [7], models the noise as a random 
signal and uses statistical techniques to select a threshold 
that minimises the randomness of the data. 
More specifically, we assume that the noise is white.  This 
implies that the intensity and spatial distribution of noise 
pixels is random.  We analyse the spatial distribution of the 
noise to estimate a measure of its randomness.  The analysis 
is based on the assumption that the observations follow a 
Poisson probability distribution [8].  A Poisson random 
variable is usually applied to random variables that count 
the number of events that occur in an interval of time or 
region of space.  In this particular application, the variable 
is the number of pixels in the difference map that are above 
the threshold. 
With a Poisson distribution, the mean and variance are the 
same, that is: 

�� =2
 (3.1) 

This implies that the ratio of the sample mean, equation 3.2, 
to the sample variance, equation 3.3, is a natural test for a 
Poisson distribution, and is called the relative variance, Vr, 
equation 3.4. 
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To determine the global threshold, we first compute the 
relative variance for a range of threshold values.   As 
already mentioned, our aim is not to detect spatially random 
noise but to avoid it in the threshold image.  We therefore 
select the threshold that maximizes the relative variance as 
the global threshold. 
After frame differencing and thresholding, the resulting 
binary image was thinned.  Two thinning approaches were 
applied and tested.  The first was based on tracking the 
maxima of Euclidean distances[10] and the second was 
Pavlidis thinning algorithm[9] which alternately performs 
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erosion from east, southeast, south, southwest, west, 
northwest and north.  The thinning results were evaluated 
and compared to the results in [4] to determine whether 
there was any improvement. 
The next step in obtaining a model was identifying the 
connected components.  A fast, efficient connected 
component labeling algorithm was implemented.  By using 
Meier and Ngan’s approach of selecting only the largest 
components, implies that small components which are 
actually part of the MCC and not due to noise will not be 
selected.  In addition, it is difficult to resolve what is 
regarded as a large component and what is not.  To solve 
this problem, the method of choosing which components are 
part of the MCC, was revised.  
Given the constraint that there is only one moving object, it 
is logical to assume that the largest connected component 
belongs to the object.  To select smaller components which 
were part of the moving object, we looked at the spatial 
distribution of the components instead of their size.   
Pixels belonging to a particular connected component all 
have the same gray level; hence each connected component 
is identified by its unique gray level.  Background pixels are 
black.  The MCC is built up by processing sequentially 
through the array of existing components making up the 
MCC and testing the neighborhood of each pixel of the 
component.  If a neighboring pixel is from a different 
component which is not yet part of the MCC, it is added.   
This recursive search algorithm can be computationally 
intensive and was optimized for speed in several ways.  
Firstly when searching through the pixels of a component 
for a neighboring component, the number of pixels 
processed was kept track of and when all the pixels of the 
component were processed, the algorithm skipped to the 
next component.  The MCC components, which had already 
been tested for neighbors, were removed from the neighbor 
search process to avoid redundant processing.  The pixels 
making up a MCC component were assigned to the object 
within the neighbor search process to avoid further 
processing.  To minimize the number of iterations through 
the array of model components, a newly added component 
was first checked to determine whether it could be 
processed within the same pass or not, only if it could not, 
was a new pass through the array allowed.   
Having obtained the moving connected components (MCC) 
as described above, the final step was to compare the MCC 
to the edge map of the original frame and extract a binary 
model.  The edge map was obtained by performing Canny 
edge detection on the original frame.  The binary model is a 
subset of the edge map pixels whose contours coincide with 
that of the MCC.  The binary model thus obtained may be 

considered as a set of feature points, denoted by Ok, which 
can be used for tracking. 
 

3. HAUSDORFF OBJECT TRACKING 
In the previous section a model for tracking was initialised 
and was defined by the set of pixel Ok.  In this section, we 
present an object matching technique for tracking the 
moving object throughout the video sequence.  The model 
of the object is used as a template which is compared to the 
original frame for a match.  Gray scale images are normally 
not suitable for template or object matching because they 
are too sensitive to changes in illumination. Instead, it is 
common to use binary edge images, which also involve 
fewer computations. As in the previous section, the edge 
map is obtained by the Canny operator [14].  A robust 
matching method must be able to detect objects that are 
undergoing translation, rotation, and changes in shape.  The 
Hausdorff distance was proposed by  Huttenlocher et al[15] 
, and an object tracker was described in [4][16]  where the 
model of the video object of interest was matched against 
subsequent frames by minimizing the Hausdorff distance.  
This approach is computationally efficient and robust to 
noise and changes in shape. 
 
3.1 The Hausdorff Distance 
The Hausdorff distance was proposed in [15]as a measure 
to compare binary images or portions thereof.   In case of 
object tracking, there are two sets of feature points that are 
compared to each other, these are: 

1. Ok(o1,o2…,on) which is the set of edge pixels that 
form the model of the object to track for the 
current frame, k,   

2. Ek+1(e1,e2…,en) which is the edge image of the next 
frame, k+1, in which we have to search for the 
object.   

Then, the Hausdorff distance is defined as  
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From equation 4.1, for every model pixel, the distance to 
the nearest edge pixel is calculated and the maximum of 
these values is assigned to h(Ok,Ek+1).  Similarly, in 
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equation 4.2  , for every edge pixel, the distance to the 
nearest object pixel is calculated and the maximum of these 
values is assigned to h(Ek+1,Ok).  Then the Hausdorff 
distance, as defined in equation 4.3, is the maximum of 
these two partial Hausdorff distances. 
 

3.2 Implementing the Hausdorff Object Tracker 
The Hausdorff distance can be computed using the 
Euclidean distance transformation. First, the distance 
transform is calculated for the edge image so that for each 
pixel the distance to the nearest edge pixel is known.  The 
model is then translated in all directions and for each 
translation the Euclidean distance transform at the location 
of the model points directly gives the distance between the 
model and the nearest edge pixel. The maximum of these 
distances gives the partial Hausdorff distance, h(Ok,Ek+1). 
The process is then repeated with the model image as the 
reference to obtain h(Ek+1,Ok).  The smallest Hausdorff 
distance indicates the new position, i.e., the translation that 
the model has undergone.  

 

4. RESULTS 
 
The improvements described in section 2 were implemented 
and tested on the MPEG 4 test sequence, Hall Monitor.  The 
results presented below used frames 40, figure 1, and 41 of 
the sequence as an input.   

 

Figure 1: Frame 40 of MPEG4 Test Sequence, Hall 
Monitor 

Figure 2 and 3 show the results of frame differencing and 
thresholding with and without Gaussian filtering.  It is 
apparent from these results, that the noise filtering improves 
the results of frame differencing even when a lower 
threshold is chosen.  The speckled effect of noise 
throughout the image is no longer present and the silhouette 
of the man walking is more defined. 
In Figure 2, the threshold was selected automatically.  The 
thresholding results with the automatic selection of the 
threshold were compared to the threshold results obtained 
by the user manually selecting a threshold.  It was 

conclusive that the automatically selected threshold yielded 
as good results as the manually selected one. 

The two variations of thinning algorithms tested did not 
produce significantly better results than the thinning 
approach used by Meier and Ngan.  Figure 4(a) shows the 
result of applying Pavlidis thinning to the differenced frame 
in Figure 3.  After thinning there is one large connected 

(a) (b) 

Figure 4: (a)Pavlidis Thinned image (b) Moving 
Connected Components after Thresholding 

Figure 2: Image after frame differencing and 
thresholding(Threshold of 5, Input Frames 40 

Figure 3: Image after frame differencing and 
thresholding(Threshold=4, Input Frames 40 and 
41). Gaussian smoothing first applied to original 
frames 
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component and many smaller components. Figure 4(b) 
shows the results of thresholding the thinned image to 
obtain the Moving Connected Components.  By basing the 
selection criteria on spatial distribution rather than size, 
even small components, which contribute towards the shape 
of the object, are selected.  This yields a more complete 
extraction of the moving object.   
Figure 5(a) shows the binary model extracted from the edge 
map using the MCC in figure 4(b).   Figure 5(b-f) show the 
object models extracted in subsequent frames using 
Hausdorff tracking. 

 

5. CONCLUSION 
In this paper, improvements to the method proposed by 
Meier and Ngan for obtaining an initial segmentation of a 
moving object from a video sequence, were presented.  A 
good initial segmentation is important for two main reasons.  
Firstly, it facilitates tracking of the object in subsequent 
frames and secondly, it used to extract the VOP from the 
first frame.   
The inclusion of noise smoothing clearly improved the 
change detection results, which is the crux of the 
segmentation method.  The automation of the threshold 
selection yielded as good results as a manually selected 
threshold based on the subjective quality of the resultant 
binary image.   
The aim of our research is to develop a system that 
automatically segments and tracks moving objects.  The 
first step of such work is to obtain a good initial model.  
From the tracking results presented, we have shown that the 
model effectively tracks the moving object through the 
sequence when the object does not evolve considerably.  
The next part of our research will focus on updating the 
model as the moving object of interest changes through the 
sequence.  Further work will also include extracting the 
video object from the original frame. 
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Abstract
The large data set sizes produced in many biological applica-
tions, makes pattern matching in computational biology a chal-
lenge. We present a technique for pattern matching an important
class of protein patterns. We show how such a protein pattern
can be represented as a logical expression, from which a cir-
cuit can be automatically synthesised, and implemented on field
programmable gate arrays, which leads to highly parallelisable
solutions. The method was tested on the Prosite database, and
almost all the patterns could be dealt with very efficiently lead-
ing to throughput rates in most cases excess of 108 symbols per
second.

1. Introduction
Advances in molecular biology have created huge databases
of biological information and understanding of how to use
the data. One important class of data is protein sequences.
Large databases of protein information exist and new protein
sequences are created all the time.

Proteins, macromolecules critical for living organisms, are
made up of amino acids, and the primary structure of a protein
is its linear sequence of amino acids. Most living organisms’
proteins are made up from 20 amino acids. In this paper, these
amino acids are represented by letters from the set

A � �
A � R � N � D � C � E � Q � G � H � I � L � K � M � F � P�
S � T � W � Y � V ���

and proteins as strings from A � .
Much of the functionality of a protein is determined by its

three-dimensional shape, but it is not easy to determine and use
the shape information effectively. One approach to understand
the functionality of a protein sequence is to compare a new se-
quence against sequences already in a database. This can be
done in several ways: the approach explored in this paper is
check to see whether a protein sequence contains patterns with
known functionality. Given the large size of data sets, it is im-
portant to be able to process very large amounts of data quickly.

1.1. Classes with bounded gaps

Patterns of interest can be described in many ways. Sometimes,
the pattern can just be given verbatim. For example, the se-
quence that represents the glycosaminoglycan attachment site
is S � G � x � G: (the serine amino acid, followed by a glycine
amino acid, followed by anything followed by another glycine.
We use x to represent any symbol.

However, it is typical for patterns to be more complex. A
simple example is the tyrosine kinase phosphorylation site, rep-
resented by the pattern

�
RK �	� x 
 2 � 3 ��� �

DE �� x 
 2 � 3 ��� Y �

This site contains an arginine or lysine amino acid (R or K)
followed by 2 to 3 other amino acids, followed by an aspartic or
glutamic acid amino acid (D or E) followed by any 2 to 3 amino
acids followed by the tyrosine amino acid.

There are many ways of representing patterns. An obvious
way is to use regular expressions. However, regular expressions
are more powerful than necessary, and so the complexity of reg-
ular expression matching may not be cost-effective. Classes of
characters and bounded-sized gaps (CBGs) are a simple, yet
expressive method of expression many patterns. A CBG is a
sequence of elements, where an element is either:

� A class of amino acids. (In the above example, the class�
RK � is the set containing arginine and lysine.)

� A bounded gap. This element says that we can have a
sequence, bounded in length, of any amino acids before
the next match must take place. A gap may either be of
precise length (e.g. x 
 3 � , a gap of exactly 3) or bounded
between two ranges (e.g. x 
 4 � 9 � a gap of between 4 and
9 inclusive).

Useful syntactic sugar allowed is to express the set of
amino acids not in a class. For example, in the syntax of
the prosite database, whereas

�
RK � represents an element that

matches either lysine or arginine, the element
�
R � K � matches

any amino acid except lysine or arginine. This is just short-
hand for A � �

RK � . In addition, one can specify that an ele-
ment is repeated by a certain factor:

�
RK ��
 3 � is short-hand for�

RK � �RK � �RK � .

1.2. Contributions of paper

This paper proposes a new solution to CBG matching. For per-
formance reasons, a hardware solution is proposed using field
programmable gate arrays (FPGAs). FPGAs offer the possi-
bility of fast implementation compared to software, with much
greater flexibility than ASICs, and highly parallelised solutions
for very high performance.

The basic idea used is that for each CBG pattern being
looked for, we build (automatically) a specialised circuit for
matching for that particular pattern (rather than building a gen-
eral circuit for doing general matching). This enables us to build
optimised circuits that do not require external memory (for ex-
ample for a table). The general methodology is as follows:

� We take the CBG representing the pattern and represent
it as a boolean expression.

� The boolean expression is converted into a circuit repre-
sented as a VHDL program.

� The VHDL program is automatically synthesised into a
circuit using standard FPGA design tools, from which
the FPGA bitstream is derived.
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The structure of the paper is as follows. Section 3 shows
how CBGs can be represented as boolean expressions. Sec-
tion 4 gives background on FPGAs and explains how the
boolean expressions are converted into CBGs. Section 5
presents experimental results, discusses their significance and
compares to previous work. Finally, Section 6 concludes and
presents future research.

2. System Architecture
Our general architecture is shown in Figure 1. Given a CBG
we create a specialised circuit that matches for that CBG (how
this circuit is created will be shown in subsequent circuits). The
external interface of the circuit is as follows: there is a 5-bit data
input, a clock input and a reset input; there is one output, which
indicates whether there is a match. Amino acids are encoded in
5 bits (more detail on this later). In each clock cycle, one amino
acid is fed in. The Match output goes high exactly if the buffers
in the circuit contain a sequence that match the pattern.

Internally, there are two main parts of the circuit. A series
of shift-registers, each 5-bits wide, stores a segment of the se-
quence. On each clock cycle a new piece of data enters from
the left, and the data moves right one step through the shift-
registers. If the longest minimal sequence that matches the CBG
is of length n, there will be n registers. (Since data flows from
left to right, the rightmost register contains the earliest amino
acid currently stored in the circuit.) The other main part of
the circuit is a piece of combinational logic that does the ac-
tual matching. It uses the data stored in the shift registers to
make a decision where there is a match.

The overall system performance is determined by the maxi-
mum speed that system clock can be set at — the limiting factor
is the longest combinational delay in the Matcher part of the cir-
cuit.

We emphasise that for each CBG a new circuit is cre-
ated. This relies on the fact that FPGAs can be reprogrammed
quickly. The key part is the Matcher. We now show how this
can be generated automatically in two steps: we first represent
a CBG as a boolean expression, and then convert the expression
to circuit.

3. Representing CBGs as boolean
expressions

Boolean expressions are a very powerful and flexible language
for describing properties. We have used the basic idea described
here in different areas of pattern matching in different areas with
great success [4, 6]. The virtue of the approach is the great
semantic elegance and the tools for reasoning and manipulat-
ing boolean expressions. And while boolean expressions are a
much more powerful language than CBGs, we shall not be pay-
ing any extra overhead for the extra power of the language —
the cost of matching will be determined by the complexity of
the patters, not by the complexity of the language.

Given a pattern p, we wish to derive a boolean expres-
sion φp : A � �

f � t � � which given a sequence of amino acids
returns true iff the pattern matches start of the sequence. Sup-
pose we need to inspect n elements of the sequence in order to
determine the truth of the expression, then we need n variables
(over the amino acids) in the expression. Let these variables be
z0 � � � � � zn � 1.

For example, the CBG S � G � x � G is represented by the
expression z0

� S � z1
� G � z3

� G. Given values for the zi
we can determine whether the pattern matches. To determine

whether a pattern matches anywhere in a sequence, we repeat-
edly substitute in values for the zi. That is, we first check to see
whether the pattern matches a sequence at position 0 by substi-
tuting the i-th element of the sequence for zi (for all i) and eval-
uating the expression. If it’s true, we know there’s a match at
position 0; if not, we move on. In general to determine whether
the pattern matches a sequence at position j, we substitute the

 i � j � -th element of the sequence for zi (for all i) and evaluating
the expression.

The pattern
�
RK �� x � �

DE �	� x � Y is represented by the
expression


 z0
� R � z0

� K ��� 
 z2
� D � z2

� E ��� 
 z4
� Y � �

The pattern
�
RK �	� x 
 2 � 3 � � �

DE � is represented by the expres-
sion


 z0
� R � z0

� K ��� 
 
 z3
� D � z3

� E ��� 
 z4
� D � z4

� E � � �

3.1. Formal translation

The formal translation from CBG to boolean expression is given
as follows. match 
 
 p � � i � is a boolean expression which repre-
sents whether the pattern p matches a sequence at position i.
Let 
 p � ��� p0 � p1 � � � � pm 	 be a pattern, and let z0 � z1 � � � � be a set
of variables.

The definition is defined recursively as:
� The empty pattern matches anything: match 
 � 	 � i � � t
� If the first element in the pattern is a class of amino-acids

then there is a match if the first element matches any one
of the elements in the class, and the rest of the pattern
matches from the point on. Let p0 be a class of amino-
acids.

match 
 � p0 � � � �	� pm 	 � i � �


� u � p0 
 zi

� u � ��� match 
 � p1 � � � �	� pm 	 � i � 1 � �
� If the first element in the pattern is a gap of between size

b and j, then there is a match if the rest of the pattern
matches at position b or at position b � 1 or � � � or at
position j. Let p0 represent the gap x 
 b � j � .
match 
 � p0 � � � � � pm 	 � i � � �

b � k � j
match 
 � p1 � � � �	� pm 	 � i � k �

3.2. Encoding using boolean-valued variables

In the description above, the variables zi take on amino acids as
their values. For implementation reasons, it is not possible to
directly use variables that have such values. Instead, we encode
amino acids, first as a number and then as a bit-vector (of size
5 since there are 20 amino acids). For example, the amino acid
alanine is encoded by 0 
 f � f � f � f � f � , and the amino acid lysine by
11 
 f � t � f � t � t � . Then for each zi, we introduce 5 boolean valued
variables zi  0 � � � �	� zi  4, and so think of zi as a vector variable.

Thus, the high-level boolean expression z0
� A (A being the

code for alanine) is implemented as

� z0  0 � z0  1 � z0  2 � z0  3 � z0  4 	 ��� f � f � f � f � f 	
This simply boils down to the expression z �0  0z �0  1z �0  2z �0  3z �0  4 � us-
ing the convention of juxtaposition for conjunction and priming
for negation. Similarly z0

� K (K being the code for lysine) is
implemented as

� z0  0 � z0  1 � z0  2 � z0  3 � z0  4 	 ��� f � t � f � t � t 	
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Figure 1: General Architecture of System

This reduces to the boolean expression z �0  0z0  1z �0  2z0  3z0  4 �
Given this encoding, the algorithm outlined in the previous

section can be efficiently implemented. Any CBG can be re-
duced to a boolean expression over a set of boolean variables.

To represent and manipulate these boolean expressions we
use reduced, ordered binary decision diagrams (BDDs) [1]. A
BDD is a directed acyclic graph that represents a boolean func-
tion. It can be thought of as an efficient representation of the
Shannon expansion of the function. Each non-terminal in the
graph refers to a test of a particular variable’s value and the
edges to the two children of the non-terminal represent the paths
taken by either possible value (0 or 1). The low edge corre-
sponds to the case where the variable is assigned 0 and the high
edge corresponds to the case where the variable is assigned 1.
The terminal nodes of the graph are the boolean constants 0 and
1. The value of the function for a given assignment of variables
is determined by starting at the root of the BDD and following
the edges at each non-terminal as dictated by the values of the
variables until a terminal node is reached. The value at this node
gives the value of the function.

BDDs must be reduced – contain no redundancy in the form
of duplicate nodes and redundant tests – and ordered – have the
variables appear in the same order on any path from root to
leaf. These restrictions result in BDDs possessing some use-
ful properties, including extremely compact representations of
many boolean expressions. However, the size of the BDD is
fairly sensitive to the variable ordering chosen – this can mean
the difference between a BDD that is quadratic and one that is
exponential in size for a given boolean expression [1].

To illustrate, Figure 2 shows a BDD for the function 
 u �
v � � 
 w � x � � 
 y � z � . In the figure, the dotted lines show the low
edge, and the solid lines show the high edge.

In summary, given a CBG, we can represent it as a BDD.
We next discuss how this can be converted into a circuit.

4. Implementation on FPGAs
Given the boolean expression, we can create a circuit and imple-
ment that circuit on an FPGA. Section 4.1 introduces FPGAs,
and then Section 4.2 shows how the BDDs are used to program
the FPGAs.

4.1. FPGAs

Field Programmable Gate Arrays (FPGAs) are integrated cir-
cuits that can be programmed by the end user to implement var-
ious logic circuits. Over the last decade programmable logic
devices have expanded in functionally and size, and the tools

0 1

u

v

w

x

y

z

Figure 2: BDD for 
 u � v ��� 
 w � x ��� 
 y � z � �

for programming them have improved in ease of use and so-
phistication [3, 9]. The Xilinx families of FPGA are good ex-
amples [10]. Such an FPGA consists of a set of logic blocks
(called configurable logic blocks – CLBs – in Xilinx jargon)
connected to each other. CLBs are directly connected to each
other, but there are other routing resources to allow relatively
distant CLBs to communicate as well as the fast and efficient
distribution of common data and control signals (such as clocks
and reset lines).

Input/Output Blocks (IOBs) control I/O to the FPGA. Mod-
ern FPGAs tend to have other resources such as significant on-
chip RAM, clocks and multipliers. Signal processing is a well-
known application area for FPGAs. A simplified picture of an
FPGA is given below. The description above is simplified –
for example some FPGAs divide the CLBs into slices, and each
slice is implemented by number of look-up tables (LUTs).

The CLBs are the heart of the FPGA. Each CLB takes a
number of inputs (e.g. 6) and produces a number of outputs (e.g.
3). Thus, each CLB computes a boolean function of its inputs
by using look-up tables to determine the appropriate output. We
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program the FPGA by deciding what values the CLB’s look-up
tables should have. FPGAs range in size from 64CLBs (the
equivalent of under 2000 logic gates in the XC4000 series) to
over 10K CLBs (the equivalent of 8M gates) in the Virtex-II
range.

4.2. FPGA implementation of CBG matching

We take the BDD representing the CBG and convert it into a
VHDL program. This in turn is taken as input by the Xilinx
Foundation 4 tool. The design tool then synthesises the cir-
cuit from the VHDL program, determines how the circuit will
be partitioned across the FPGA/CPLD, and how the CLBs and
programmable interconnects will be programmed. We used the
Xilinx Foundation 4 tool.

The translation from BDD to VHDL program is straight-
forward. Each node in the BDD is implemented as a multi-
plexor. This is shown schematically in Figure 3.

In the BDD, the evaluation of the BDD goes top down – we
move down the DAG choosing the appropriate child according
to the value of the variable. In our translated circuit evaluation
goes bottom-up. The two leaves of the tree are considered as
the constant inputs (0 and 1) to the circuit and the value of the
variable of each node is used to choose which of the leaf values
should be propagated to the parent node.

This method of translation was chosen because it was the
simplest to implement. A number of other approaches for the
synthesis of good circuits from BDDs (and other decision dia-
gram representations) have been proposed, with claimed better
performance with regard to space, delay and power consump-
tion (e.g. see [2, 5]).

5. Experimental Results
We tested these ideas out on the Prosite database [8]. Of the
1568 patterns in the data base, 1332 (85%) are represented by
CBGs. We took each of these CBGs and converted these into a
boolean expression represented by BDDs.

The smallest CBG required 20 BDD nodes, and the largest
CBG required 34736, the average being 264. However, the high
standard deviation (1876) shows that a more detailed analysis is
needed.

Figure 4 shows for each CBG in the database the number of
BDD nodes needed to represent that CBG. The y-axis is plotted
on a log-scale. As can be seen, the vast majority of the CBGs

require fewer than 100 nodes, and only a handful require more
than 1000 nodes.

This is summarised in the histogram in Table 1. This shows
for various ranges of BDD size (as expressed in number of BDD
nodes):

� the number of CBGs which require that many BDD
nodes; and

� the cumulative percentage of CBGs that require that
many BDD nodes or fewer (rounded to one decimal
place).

Number of
BDD Nodes

Frequency Cumulative
Percentage

1–50 214 16.2
51–100 796 76.9

101–200 219 93.5
201–300 32 96.0
301–500 13 97.0

501-1000 14 98.0
1001-10000 17 99.3

10001-20000 5 99.7
20001-30000 2 99.8
30001-40000 2 100.0

Table 1: Histogram of BDD sizes for all CBGs in the Prosite
Database

The size and performance of the FPGA circuit will be
strongly correlated to the size of the BDDs. In principle, the
cost doing the match will be determined by the depth of the
BDD (the number of variables) rather than the size of the BDD.
However, in practice the FPGA tools will find it more difficult to
synthesise, optimise, place and route the larger resulting VHDL
programs. Therefore we took a number example CBGs to deter-
mine size and performance of a range of different size circuits.

Table 2 shows the results of 10 experiments with CBGs of
different size. The first column shows the accession number
used to identify the CBG in the Prosite database. The second
column shows the number of BDD nodes used to represent the
expression. The third to fifth column show the performance
characteristics of the FPGA circuit generated from the BDD.
These figures were obtained from the Xilinx Foundation 4 tool

10

100

1000

10000

100000

0 200 400 600 800 1000 1200

B
D

D
 s

iz
e

CBG

Figure 4: BDD Size of all CBGs in the Prosite database
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Figure 3: Translation of BDD node to a VHDL program, showing the translation of the BDD node N2179. If we are at this point in the
BDD, we look at the value of the variable u to see which sub-tree to explore. The translation is straight-forward. We use the value of
the variable u to select which of the inputs from the children nodes (N6210 and N7214) should be propagated to N2179’s parent.

for the XCV2vp50-6ff1517 FPGA. As of January 2002 it was
the largest in Xilinx’s Virtex-II Pro range, with 22592 CLBs.
Column 3 shows how much of the FPGA is utilised (measured
as a percentage of the FPGA CLBs used). Column 4 shows the
maximum combinational delay (in nanoseconds) for the match-
ing circuit. From this, a predicted throughput million of amino
acids is shown in column 5 as millions of amino acids per sec-
ond that can be processed.

To summarise these results we would expect to be able to
match 93% of the patterns at a throughput in excess of 100
million amino acids per second, and the worst case through-
put should be more than 30 million amino acids per second. In
all cases FPGA utilisation was very low.

We also repeated these experiments on the Virtex XC400E,
a middle-of-the-range FPGA in the older Virtex-E range. Per-
formance ranged from 50% slower on the PS0032 CBG to
132% slower on the PS01352. The

The one negative performance figure not reflected here is
the cost of synthesising the FPGA circuits. For the smaller
circuits, this was not a problem at all. However, the largest
circuits took hours to synthesise. To some extent, we can pre-
compute the synthesised circuits and store them for future use
(the resulting bitstreams are not particularly large, and the ac-
tual programming of the FPGAs takes seconds at most). How-
ever, such large synthesis times are clearly a problem in other
circumstances where it would be desirable to pattern match on
the fly. This problem is addressed under future research.

The best comparative work is that of Navarro and Raffinot
[7], who designed a sophisticated and ingenious bit-parallel al-
gorithm for implementation in software to solve the problem.
The basic idea of the algorithm is to exploit as much as possi-
ble the word-level parallelism of modern instructions sets. They
tested their algorithm on the same data set as ours, but were not
able to deal with 11% of the CBG patterns in the database. Ex-
perimenting on a 500MHz Pentium III, they were able to match
at a rate of between 5Mb/s and 20Mb/s. For the same patterns
we would match at over 100Mb/s. However, comparison is dif-
ficult because of the big difference in technology and the age

of technology. What we do claim is that our basic approach is
at least as competitive as theirs, not limited by the size of the
pattern in the same way, and as discussed in the next section,
easier to parallelise further.

6. Conclusion
We have proposed an FPGA based solution to the problem
of matching CBGs representing protein patterns. We have
achieved good throughput and utilisation results. Given these
positive results, there are a number of areas that we would like
to take forward.

Complementing the BDD representation with memory:
As can be seen 97% of the CBGs have very small BDD repre-
sentations. However, there are some that are much larger. Even
though the largest CBGs can still be handled easily, capacity
utilisation becomes significant, logic synthesis more expensive
and we must questions how the method will scale (though our
approach seems more scalable than existing techniques). The
worst cases for us were those cases where there were several
relatively large ranges of gaps in a CBG where there are many
alternatives that can tested. We believe that complementing
the BDD expressions with simple counters will enable us to
have much more compact representations. We have done some
preliminary investigation in this regard and are positive about
this approach in not only improving the matching cost, but also
making a significant improvement in synthesis costs.

VHDL synthesis: Improved synthesis of VHDL code from
the BDD representation could lead to much more efficient im-
plementations of the matching circuit.

Parallelism: There is considerable scope for improved paral-
lelism.

� At the moment, the matching circuit is just a large com-
binational circuit. However, it would be possible with
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CBG ID BDD Size
(nodes)

Matcher
delay (ns)

Predicted throughput
(106 per second)

FPGA utilisation
(% CLBs)

PS0032 50 6.62 140 0.05
PS00574 100 7.03 130 0.08
PS00082 203 9.08 100 0.21
PS00559 543 12.09 80 0.46
PS01351 2211 18.86 50 2.53
PS00770 3336 23.03 40 3.87
PS00983 11816 25.16 38 9.52
PS01352 21840 26.93 35 12.10
PS01208 34736 27.10 35 17.76

Table 2: FPGA circuit size, time taken for matching, and predicted throughput rate.

the introduction of some registers to pipeline the differ-
ent levels of the BDD. This would mean that we could
run the clock at a much faster rate.

� Given the FPGA utilisation, it would be possible to have
a number of copies of the matching circuit on the same
FPGA. For most CBGs we could easily have up to 100
copies of the same matching circuit on one FPGA. Thus,
in each clock cycle, we would be able to match up to 100
positions in the search string at a time.

Even taking into account increased routing costs, we
should see a close to linear improvement in performance.
Thus we conjecture that we could match at up to 10G
amino acids per second for over 90% of the amino acids.
This could be increased further by using multiple FP-
GAs.

However, though protein databases are large they are
not so large that they would make matching at such
high rates practically much more useful than matching
at 100M per second. Thus rather than the above two
suggestions, we believe that a more productive way of
utilising the large amount of parallelism.

� We can match for several CBGs at the same time. The
experimental results are such that we should be able to
easily match for dozens of patterns at the same time. We
need to do more experimentation to get a better idea of
how far this can be pushed but there should be no reason
why a user shouldn’t be able to achieve significant extra
performance by doing multiple matching in parallel.

Cleverer encoding of amino acids: Would different encod-
ings of the amino acids be better? As there are 20 amino acids,
we can encode each amino acid using 5 bits. We simply ordered
the amino acids in alphabetic order and then numbered them 0
through 19. It is possible a different encoding would be better.
In real proteins one amino acid may be substituted for another,
often without significant change in functionality (that is why
patterns contain classes of amino acids). Amino acids have dif-
ferent properties (e.g. large/small, positive/negative, hydropho-
bic/hydrophilic) and it is more likely that a like amino acid will
be substituted for a like amino acid. An encoding where we
have bits to represent each major property and then a few bits
to represent the amino acids with that property may require us
to use 7 or 8 bits instead of 5. However, it could mean that ex-
pressions representing classes of amino-acids would be smaller
(e.g. the expression that represents all large, hydrophobic amino
acids would contain only 2 variables).

Generalisations to richer patterns: Finally, given the good
performance obtained on CBGs, it worth exploring what other
types of patterns the method can deal with effectively.
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Abstract
This paper investigates the use of cohorts on a speaker
identification system. Cohorts are usually associated with
speaker verification systems, where they are used to im-
prove performance by reducing both the false acceptance
and false rejection rates. It was found that the initial iden-
tification rate of the system limits its performance and the
use of cohorts does reduce the ’false acceptance rate’ and
does improve the identification rate. In this experiments
the identification rate was improved from 70% to 93%,
but the decision set was reduced.

1. Introduction

Speech technology is now maturing and the question is
whether it will deliver practical applications that will show
the promised productivity gains. There are some niche
areas where speech technology has made a difference but
the challenge still remains. Many cellphones have speech
recognition engines but the usability of those applications
is limited by the environments in which those devices are
used. Speaker recognition also has niche applications but
the problems of noise and mismatched conditions have
limited the number of those applications. There is on-
going research to improve the performance of these sys-
tems.

Major areas of research in improving performance of
speaker recognition systems are in the front-end, bank-
end, and system set-up. In the front-end, new feature-
sets are being designed with different characteristics and
performances. In the back-end new classification algo-
rithms are being investigated. In this conference a paper
on comparing support vector machines (SVM) and Gaus-
sian mixture models (GMM) [1] classifiers on speaker
identification is being presented. The major finding of
that paper is that SVM outperforms GMM on limited data
but with more data the GMM works better. This is due
to the fact that the GMM parameters are correctly mod-
eled with increased data. Other classification schemes are
also being investigated. In the system set-up area hierar-
chical approaches are being investigated. There is also
a paper on this work showing that if different algorithms
are used to solve the same problem, their complementary

characteristics can be used to the advantage of the whole
system[2].

This paper investigates the use of a common speaker
verification tool to see if it can be used to improve speaker
identification rates. The method is based on what is called
the cohort model and it is used extensively for speaker
verification. In this paper it is extended to speaker identi-
fication.

2. Speaker verification and speaker
identification

Speaker verification, together with speaker identification,
forms part of what is known as speaker recognition. Un-
like in speech recognition, speaker recognition wants to
capture personal information in the speech signal. Sur-
prisingly the same feature-sets that are used for speech
recognition also work very well for speaker recognition.
However, finding optimal features for both speech and
speaker recognition remains the subject of much research.

Whereas speaker identification is mostly not imple-
mented in practical systems, speaker verification has found
numerous practical applications. A speaker identification
system will have to be almost perfect to be usable. In
closed-set speaker identification the system has to select
one target out of

�
possible targets. In open set this be-

comes one out of
�����

, where 1 is the out-of-set de-
cision. As

�
increases the task becomes harder as the

probability of selecting the correct target gets smaller as�
��� � . In a closed set speaker verification environment
the result is either true or false (i.e. 0 or 1). For open-set
an additional decision is allowed, such as out-of-set (i.e.
0,1,U). As

�
, the number of users grows bigger it only

has a small impact on the verification system. However,
if a speaker identification system could be made perfect it
would be more preferable than a speaker verification sys-
tem. People would not have to identify themselves first,
they would just be recognized as they speak.

There are many ways of doing speaker verification.
Since in speaker verification (SV) the identity of the tar-
get is to be confirmed, the system has to determine whether
the claimed identity is confirmed or not. This can be done
by using some likelihood measure, and the claimant’s
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speech will be tested to see whether it exceeds the like-
lihood threshold. There are various ways of setting the
thresholds, and the thresholds affect the false acceptance
rate (FAR) and the false rejection rate (FRR). FAR in-
dicates the number of times an incorrect claimant (also
known as a impostor) is mistakenly granted access, whereas
FRR indicates the rate at which a correct claimant will be
mistakenly denied access. Both FAR and FRR depend
to a large extent on the signal processing as well as the
thresholds that are used.

Ideally both error rates should be minimized, but they
tend to be inversely related in a classical verification sys-
tem. Attempting to reduce the FAR can cause the FRR
to increase, and vice versa. For this reason researchers
have introduced a new measure called the equal error rate
(EER). This corresponds to the threshold at which the
FAR is equal to the FRR of the system. Other measures
have also been devised, such as the so-called ROC (re-
gion of convergence).

Instead of setting single thresholds, the method of
having several thresholds or several speakers used is more
common in practical systems. These users are referred to
as cohorts. Several researchers have studied the impact
of the number of cohorts on the performance. Although
this will depend on the particular system configuration
generally a low number cohorts is used. In this paper we
evaluate the impact of the number of cohorts on the iden-
tification system. The aim is to see if this can in anyway
improve the confidence or the performance of a speaker
identification system.

3. Parametric Feature Sets

A speaker recognition system would ideally want to have
the front-end that will extract personal identifiers in the
speech signal regardless of what the person is saying,
this a text independent task. The feature sets play an im-
portant role in extracting this information. For example,
auditory-based feature sets such as PLP (perceptual linear
predictive) and EIH (ensemble interval histogram) have
been proven to work very well in certain cases. Although
EIH has lower recognition rates in matched conditions, it
outperforms MFCC (mel-frequency cepstral coefficients)
and others in mismatched conditions[3]. Unfortunately,
it is computationally expensive.

Parametric feature sets (PFS) have been used in speaker
identification [4]. Their main advantage is the flexibility
of changing the warping factors. The warping is con-
trolled by two parameters � and

�
hence the name. The

PFS attempts to incorporate many of the optimal char-
acteristics of the mel-cepstrum feature-set such as spec-
tral compression or non-linearity and filtering. The PFS
equation is �� � � ��� �

�
� �
	 ������

(1)

where
�

is the length of the spectrum, and � is calcu-
lated such that the equation is true given a certain � and�

parameters. The parameters � and
�

characterize the
spectral compression of the feature-set.

Spectral warping has been shown to be important to
speech recognition systems as shown in literature[5],[6].
The techniques in these papers are similar and based on
the fact that there is information in the spectral warping.
In [6] the authors based their system on the MFCC and in
[5] the PFS was used. In this paper, due to time, experi-
ments were not performed for various warping levels, but
only for the � 	��

and
� 	 ��� �

parameters. This is the
same system as was reported in [4].

4. Experimental set-up

4.1. Database

The system uses a kind of cohort model on the NTIMIT
database. The TIMIT database is no longer a challenge
for these tests as perfect performance is now achievable
using PFS feature-sets. The NTIMIT database on the
other hand has proved to be far more difficult. In our
setup, several cohorts are generated from the training data.
The NTIMIT database has a speaker population size of
630. The results in this paper are based on the the whole
database. Each speaker is trained and a set of its cohorts
is generated.

4.2. Verification via identification method

The proposed system is as shown in Figure 1. There are
basically two systems; the conventional speaker identi-
fication system and the cohort verification system. The
conventional speaker identification system selects a speaker
with the highest likelihood as the identified speaker or
idUser as shown in the figure. The back-end of the con-
ventional speaker identification and the cohort verifica-
tion system is the Gaussian mixture models as described
in [4].

The utterance data that is used in the evaluation comes
from the testUser. Once the idUser has been determined
the same utterance data is send to the cohort verification
system. The cohorts are selected using the training data.
All the talkers that score the highest likelihoods are se-
lected as the cohort of the testUser. This process of se-
lecting cohorts is done during the model training phase
using the training data. In the testing phase different ut-
terances that have not been used in the training phase and
determination of the cohorts are used for evaluation case.
Due to time constraints only the ����� and

��� ��� utterance of
each speaker in the NTIMIT database, are used for eval-
uation and the other eight utterances (from the

��� � up to
the ����� ) are used for training the models. The ����� and �����
utterance already used in generating models are also used
to determine the cohort groups. For the experimental re-
sults various numbers of cohorts talkers were used to see
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Figure 1: Verification system for speaker identification

how the performance of the system is affected.
To state the results several talkers types or user types

were defined. The testUser is the user that actually speaks
the utterance. The idUser is the user that the speaker iden-
tification system selects as the identified speaker. This
identified speaker could be the same as the testUser in
which case the system has correctly identified the talker.
The idUser could also be different from testUser in which
case an incorrect decision has been made. A conventional
speaker identification system only has the testUser and
the idUser. In the proposed system there is a further user
called the verifiedUser. The verifiedUser gives an indica-
tion of how well the identification results can be verified.
The verifiedUser is computed from the sum of the like-
lihoods of all the cohort members in the set. The users
whose cohort models (depends on the number of cohorts
used) gives a higher likelihood sum is accepted as the
verifiedUser. This generates several possible decisions
named COR, FRR, FAR, CER3, and CER4.

The decisions are named COR, FRR, FAR, CER3,
and CER4 and are described below.

4.2.1. COR

COR stands for a confirmed correct decision. The con-
firmed decision is obtained where the testUser is the same
as the idUser. This, in the conventional speaker identifi-
cation system would represent a correct decision. In our
verification system we want to see if the idUser is con-
firmed by the system. If the verifiedUser is the same
as the testUser, then the decision is confirmed correct
(COR). In the case where the cohort is size 1, that is only
the speaker is used in the cohort, then COR rate will be
the same as the speaker identification rate.

4.2.2. FRR

FRR stands for false rejection rate. This is the case where
the idUser is the same as the testUser but the cohort veri-
fication system does not verify the idUser. This is a case
of a false a rejection since the idUser was correctly iden-
tified but could not be verified. The error is due to the

cohort verification system not making a correct decision.

4.2.3. FAR

This is the only error that would occur in the conven-
tional speaker identification system. Here the system has
selected an incorrect idUser and the verification system
has confirmed it as correct. This is viewed as a serious
error and should be eliminated. The reason for having a
verification system is to cut down on these kinds of er-
rors. The false acceptance rate (FAR) must be very small
to have a practical system.

4.2.4. CER3 and CER4

These CER’s are special kinds of errors. In the case of
CER3 the system has identified an incorrect testUser but
the idUser has not been confirmed. This is good that the
incorrect idUser was not confirmed, but the verifiedUser
was actually the testUser. In the case of CER4 the tes-
tUser, idUser and the verifiedUser are all different peo-
ple. It is an error but it is not as bad as confirming the
incorrect idUser as in the case of the FAR, but it is not as
good as the CER3 case.

5. Results

The results of the experiments are shown in Figure 2. It
is shown on the results plot that in the case where the
cohort size is 1, the same performance as that of the con-
ventional speaker identification system are obtained. The
FAR is about 30% and the COR is 70% and other kinds
of errors do not occur. The FAR is the measure we would
like to reduce so that we do not identify wrong targets.
When the cohort size is increased to two the FAR is in-
deed reduced to about 10%. This means that the amount
of times we would be certain that a correct user has been
identified, when in fact it was the incorrect user would
be reduced by a percentage figure of 20%. However, the
cost of this is that our correct identification (COR) has
now dropped to 46%. This is because some of the users
that were identified the first time were not verified by the
system. Actually the sum of the the false rejection rate
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Figure 2: Performance rates versus the cohort size

testUser idUser verifiedUser
COR x x x
FAR x y y
FRR x x y

CER3 x y x
CER4 x y z

Table 1: Table Showing Relationships between Decisions

(FRR) and the correct (COR) would remain constant and
it is a function of the speaker identification system.

Another insightful way of looking at the results is to
draw a table of the actual decisions and this is shown in
Table1. To understand the table suppose the user that
spoke is x. In the case of COR, the testUser (x) will be
the same as the idUser and therefore idUser will also be
x. The verifiedUser will also be the same and therefore
x. That is in the case of a confirmed correct decision all
the users will the same. Now in the case of false accep-
tance rate(FAR), assume that the testUser is x, but in this
case the idUser is different and will be y. Since this user
was verified, then the verifiedUser is also y, and so on for
other cases. Looking at the results this way brings infor-
mation about the contribution of the cohort verification
system.

We can see from the Table 1 that there is no way the
system will know that it has made an error in the case of
COR and FAR, because in both cases the idUser and the

verifiedUser are the same. Of course the system would
not know that since the idUser it has generated matched
the verifiedUser. This is the case of concern for the sys-
tem. Figure 3 shows how the cohort system improves the
confidence of the system. The top line shows the cor-
rect decisions the system is making. For example with
the cohort size 1, the system will 70% of the time make
a correct identification, this improves to 82% with a co-
hort size of 2 and 88% with the cohort size 3, and so on
as shown in the figure. The maximum performance is at
about cohort size 11. However, the down side to all this
is that the decision is made within a decreasing set (the
set is COR

�
FAR). COR continues to exceed FAR but

the set is getting smaller, from 100% with cohort of size
1, and 55% with cohort size 2, and so on as shown in
the figure. The decision set size settles at 25.5% of the
original.

6. Conclusions

In this paper we have inserted a cohort verification sys-
tem to the speaker identification system in order to be
certain of good performance. The cohorts are selected in
the simple method, by selecting users whose likelihood
scores are closest to the test speaker. The verification
scores were the sums of all the likelihoods of the cohorts.
This may not be the ideal way of selecting cohorts scores,
but this is a preliminary result and more work is going to
be done to see how the system can be made more reliable.
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The advantage of the cohort system is that it reduced the
amount of false acceptance rates (FAR) which is the most
severe error. The correct identification rate in the allowed
set increased from 70% without the cohorts to about 89%
with about 11 cohorts. The disadvatage of this method is
that the 93% is achieved with a smaller set which is 28%
of the original set.

This is an interesting result as it shows one way in
which speaker verification may be related to speaker iden-
tification and in which it can be used to improve its per-
formance.
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¿ ÀYÁ�Â�ÃCÄ�Å$Æ[Ç`Â�ÈÉÄ�Á

ÊcË>Ì<Í»ÎtÌ�Ï*ÐÒÑ!Ì�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓ�ÙVÊ¦ÚoÛ	ÜÝÐÒÞ*Ô{ß!ÌàË0Ï{Øc×ÉÌ<Þ{ÞÝØtá$Ï�Ì�×�Øtâtã
Ó0ÐÒÞ{ÐÖÓ0â�Ô�ß!ÌäÔ�Í»åÒÎtÌ�Ï�æ�ÐÖÔ{ß0ØtçcÔ�Í»Ó¦èé×ÉåêÍ»ÐÒë Ø»á´ÐÒÑ!Ì�Ó:Ô{ÐÖÔoètì
í ß0ÐÒÞîÞ{ècÞoÔ�Ì�ë ×ÉØ�ë3Ë!Ï{ÐêÞ{Ì�Þ´Þ~ËGÌ�Ì<×�ß�á¨Ì�Í»Ô{ç!Ï�Ì�ÞïâtÌ�Ó!Ì�Ï�ÍhÔ�ÐÖØ�Ó
ÍtÓ0Ñ¾×�åÒÍ�Þ{Þ{ÐÖÕ>×�Í»Ô{ÐÒØtÓSì í ß!ÌRá¨Ì�ÍhÔ�ç!Ï�Ì�Þ6á¨ØtÏ�ëðæ�ß>ÍhÔ*×�Í»Ó¾ñ>Ì
Ï�ÌÉá¨Ì�Ï{Ï�Ì�ÑòÔ{Ø¯ÍtÞ6Ô{ß!Ì¯óhôhõ�ö�÷ùøGú5õ�û>üºý í ß!ÐêÞRóhôhõ�ö�÷ùøYú5õ�û0üùÐÒÞ
Ô�ß!Ì�Ó¯Þ~Ô{ØtÏ�Ì�ÑþÐÖÓMÞ~Ø�ë3Ì³Ñ!Í»Ô�Ítñ0ÍtÞ{ÌùÍ�Þ[ÍÿÞ~ËGÌ�ÍtÎtÌ�Ï�� Þ)ë3ØcÑcÌ�åIì
í ß0ÌAÕ0Ó>Í»å-Ë!ß0ÍtÞ{ÌAØtá�Ô{ß!Ì�Þ{è¦Þ~Ô{Ì�ë�ÐÒÞùÔ{ß0Ì²Ô{Ì<ÞoÔ�ÐÖÓ0âMÞ~Ô�ÍtâtÌ �æ�ß0Ì�Ï�ÌAá¨Ì<ÍhÔ{ç0Ï{Ì<ÞùÍtÏ{ÌRâtÌ�Ó0Ì�Ï�ÍhÔ{Ì<Ñ¯á¨Ï�Øtë ÍþÞ{ËGÌ�Í»Î�Ì�ÏùÔ{Ønñ>Ì
Ô�Ì�Þ~Ô{Ì<Ñ²Í»Ó0Ñ*Ô{ß!Ì�ÓA×ÉØ�ë-Ë>Í»Ï�Ì�Ñ³Ô{Ø6Ô{ß!Ì)á¨Ì�Í»Ô{ç!Ï�Ì�Þ�ÐÖÓAÞ~Ô{Ø�Ï�ÍtâtÌ�ì
í ß0Ì6Ë!Ï�Øtñ0Ítñ!ÐÒåÖÐêÞoÔ�ÐÒ×�Þ�×ÉØ�Ï{Ì<ÞdÍ»Ï�ÌEÔ{ß0Ì�ÓàÏ�Ì�×�ØtÏ�ÑcÌ�Ñÿç0Þ{ÐÖÓ0â*Ô{ß!Ì
ë�Í��¦ÐÒë�ç0ë åÒÐÖÎ�Ì�åÒÐÖß!Ø¦ØcÑùË!Ï{Øc×�Ì�Ñcç!Ï�Ìtì í ß0Ì�Ë>Ì�Ï�Þ{ØtÓ³æ�Ð Ô�ßÝÔ{ß!Ì
ß0ÐÖâ�ß!Ì�Þ~Ô`Þ{×�ØtÏ�ÌjÐêÞ�×�ØtÓ0Þ{ÐÒÑ!Ì�Ï�Ì�Ñ�Ô�Ø	ñ>Ì1Ô�ß!Ì1Ô�ÍtåÖÎ�Ì�Ï Ù¨Ø�Ïæ�ÐÖÓ0Ó!Ì�Ï5Ü5ì
í ß0Ìïë�Í»ÐÒÓ Ë0Ï{Ø�ñ!åÖÌ�ë�Þþæ�ÐÖÔ{ß£Ô{ß!ÌîÊ¦ÚoÛ Þ{è¦Þ~Ô{Ì�ë�ÞnÐêÞnÔ{ß!Ì

ËGÌ�Ï{á¨ØtÏ�ë�Í»Ó0×�Ì ç!Ó0ÑcÌ�Ï Ó!Ø�ÐÒÞ{è�Ì�Ó��¦ÐÒÏ{Ø�Ó!ë3Ì�Ó:Ô�ÞîÍtÓ0Ñ¸æ�ß!Ì�Ó
åêÍ»Ï�âtÌ�Ë>Ø�Ë!ç!åêÍhÔ{ÐÒØtÓ6Ø»ájÞ{Ë>Ì<Í»Î�Ì�Ï�Þ ÐêÞLç0Þ{Ì�ÑSì í ß0Ì�ß!ÐÒÌ�Ï�Í»Ï�×�ß!Ðê×�Í»å
ë3Ì�Ô{ß!ØcÑ!Þ3Í»Ï�Ì)Ë0Ï{Ø��oÌ�×5Ô�Ì�ÑRÍtÞ-ÍùÞ{ØtåÒçcÔ{ÐÒØtÓRØ»áLåêÍ»Ï�âtÌ[Ë>Ø�Ë!ç!åêÍhã
Ô�ÐÖØ�ÓRË0Ï{Ø�ñ!åÖÌ�ëEì í ß!ÐêÞ�Í»Ë!Ë0Ï{Ø:Ít×�ß*ÐÒÓ���Øtå	�tÌ<Þ�â�Ï{Ø�ç!Ë!ÐÒÓ!â³Ñ0ÍhÔ�Í
ÐÒÓ:Ô{Ø Þ~ë�ÍtåÖåÒÌ�Ï�âtÏ�Øtç0Ë0ÞRÍ�×�×�ØtÏ�ÑcÐÖÓ0â°Ô{Øî×�Øtë3ë3ØtÓ�Í�×ÉØ�ç0ÞoÔ�ÐÒ×
×�ß>Í»Ï�Ít×5Ô�Ì�Ï�ÐÒÞ~Ô{Ðê×�ÞjÏ�Ì�åêÍhÔ{Ì<ÑdÔ�Ø3âtÌ�Ó>ÑcÌ�Ï � Ít×�×ÉÌ�Ó:Ô�ØtÏ Ñ!ÐÒÍtåÖÌ<×5Ô�ì

 Í»Ó¦è¸Þ{ØtåÒçcÔ�ÐÖØ�Ó0Þ Ô{Øhæ1Í»Ï�Ñ!ÞîÐÒë3Ë!Ï�Ø��:ÐÒÓ!â Ô�ß!Ì ÐêÑcÌ�Ó:Ô�Ð Õ>×�Íhã
Ô�ÐÖØ�Ó¯Ï�Í»Ô{Ì�Þ[á¨Ï�Øtëéá¨Ì<ÍhÔ�ç!Ï{Ì*Ì��¦Ô{Ï�Ít×5Ô�ØtÏEÌ�cÐêÞoÔ�ÐÒÓ¯åÖÐÖÔ{Ì�Ï�Í»Ô{ç!Ï�Ìtì
í ß0Ì�Þ{Ì³ÐÒÓ0×�åÖç0Ñ!ÌÝÍtç0ÑcÐÖÔ{Ø�Ï{è^ñ0Í�Þ~Ì<Ñþë3Ì�Ô{ß!ØcÑ!Þ�Þ{ç0×�ß¯ÍtÞ���Ú��
�	�� � 
 Ì�åÖãIá¨Ï�Ì��:ç!Ì�Ó0×Éè ×ÉÌ�Ë0Þ~Ô{Ï�Í»å)×�Ø:Ì��d×ÉÐÒÌ�Ó:Ô�ÞMÙ 
������ Ü �	� ��� �
ÍtÓ0Ñ��SÐÒÓ!Ì�ÍtÏ·Ë!Ï�Ì�ÑcÐê×5Ô�Ð ��Ì�×ÉÌ�Ë>ÞoÔ�Ï�Ítå`×ÉØ¦Ì�d×�ÐÖÌ�Ó�Ô�ÞdÙ!�#" ��� Ü � � � ì
í ß0Ì6×ÉåêÍtÞ�Þ~ÐÖÕ0Ì�Ï�Þ�Þ{ç0×�ß^ÍtÞ$� 
�
 � Ê&% 
 �(' 
�
 ×ÉØ�ç!åêÑ�ñ>Ì
Ì��cË!åÖØ�Ï{Ì<Ñ�Ô{ØRÐÖÓ&��Ì�Þ~Ô{ÐÒâ�ÍhÔ�Ì�Ô�ß!ÌùØ�ËcÔ{ÐÒë�ç0ëéË>Ì�Ï~á¨Ø�Ï{ë�Í»Ó>×ÉÌ�Øtá
Ô�ß!Ì�Þ~ËGÌ�ÍtÎtÌ�Ï³ÐêÑcÌ�Ó:Ô{ÐÖÕ>×�ÍhÔ{ÐÒØtÓ´Þ~ècÞ~Ô{Ì�ë$ì í ß!Ìÿß!ÐÒÌ�Ï�Í»Ï�×�ß!Ðê×�Í»å
ë3Ì�Ô{ß!ØcÑ!Þòæ�ÐÒåÒåAÍt×�×ÉØtë3ë3ØcÑ!ÍhÔ�ÌîÞ~Ì��tÌ�Ï�Í»å³á¨Ï�ØtÓ:Ô~ãºÌ�Ó>Ñ!ÞòÍ»Ó0Ñ
ñ>Ít×�Î:ãVÌ�Ó0Ñ!Þ�ÍtåÖâ�ØtÏ�Ð Ô�ß!ë�ÞEÐÖÓòØ�Ï�Ñ!Ì�Ï�Ô�ØþÑcÐ	�:ÐêÑcÌ*Ô�ß!Ì²á¨Ì<ÍhÔ�ç!Ï{Ì
Þ{Ë0Í�×ÉÌ	ÐÖÓ:Ô�Ø3Þ{ë�Í»åÒåÖÌ�Ï Þ~Ì<×5Ô�ØtÏ�Þ�ì
)�í Ú 
 Ú í Ñ!ÍhÔ�Í»ñ0Í�Þ~Ìòß>ÍtÞ^ñGÌ�Ì�Ó.ç0Þ~Ì<Ñ�Ô{Ø ×�ß0Ì�×�Î ÐÖá²Í»Ó¦è
ÐÒë3Ë!Ï�Ø��tÌ�ë3Ì�Ó�Ô�Þ·×�ÍtÓ²ñGÌ[Ø�ñ0Þ~Ì�Ï*��Ì�Ñ³æ�ß!Ì�Ó*Ô{Ï�Í»ÐÒÓ!ÐÒÓ!âùÑ!Í»Ô�Í�ÐêÞ
â�Ï{Ø�ç!ËGÌ�ÑRÐÖÓàÍÝß!ÐÒÌ�Ï�Í»Ï�×�ß!Ðê×�Ítåië�ÍtÓ!Ó!Ì�Ï<ì,+ Ì�Þ{ç!å Ô�Þ�á¨Ï�Øtë�Ô{ß!Ì
' Ê 
 Ì�Ó>×ÉØcÑcÌ�Ñ6Þ~ËGÌ�Ì<×�ß6Þ~ß0Øhæ¯Ô{ß0Í»Ô�ÐÖá`ß!ÐÒÌ�Ï�Í»Ï�×�ß!ÐÒ×�Í»å�âtÏ�Øtç!Ë0Þ
Ì��cÐÒÞ~Ô*Ô{ß!Ì�Ó´Ô{ß!ÌàËGÌ�Ï{á¨ØtÏ�ë�Í»Ó0×�Ì�ë-ÐÒâtß:Ô²ÐÒë3Ë!Ï{Ø���Ìtì í ß!Ì<Þ~Ì
Ï�Ì�Þ{ç!åÖÔ�Þ�ÍtÏ{Ì�Ø�ñ0Þ{Ì�Ï-�tÌ�Ñ�á¨Ï�Øtë°Ô�ß!Ì/.Éô»ú{ö�÷-0-â�Ì�Ó0Ñ!Ì�Ï`ÍtÓ0Ñ3ÑcÐÒÍtåÖÌ<×5Ô
Ñ!ÌÉÔ{Ì<×5Ô�ØtÏ1æ�Ð Ô�ß!ÐÒÓ)Ô�ß!Ì·Ê¦ÚoÛòÞ~ècÞ~Ô{Ì�ë$ì í ß0ÐÒÞiÐêÑcÌ�ÍtåS×�ÍtÞ{Ì�Þ{ß!Øhæ Þ
ÐêÑcÌ�Ó�Ô�Ð ÕG×�ÍhÔ�ÐÖØ�Ó�ÐÒë-Ë0Ï{Ø���Ì�ë3Ì�Ó:Ô � ÍtÓ0Ñ�Þ{Ø ÐÖÔMÐêÞMË!Ï�Ø��oÌ�×ÉÔ{Ì<Ñ
Ô�ß0ÍhÔ¯á¨ç!Ï{Ô{ß0Ì�ÏòÑcÌ���Ì�åÒØtË!ë3Ì�Ó�Ô�ÞMØ»áRß0ÐÖÌ�Ï�ÍtÏ�×�ß!Ðê×�Ítå6ë3ÌÉÔ�ß!ØcÑ!Þ
æ�ÐÒåÒåÐÖë3Ë!Ï�Ø��tÌ�Ô{ß!Ì�ÐêÑcÌ�Ó:Ô�Ð Õ>×�ÍhÔ�ÐÖØ�ÓùÏ�ÍhÔ�Ìtì ' Ì�Ó0ÑcÌ�Ï,ÐêÑcÌ�Ó�Ô�Ð Õ>Ì�Ïñ>ÍtÞ{Ì�ÑÝØtÓAË!Ð Ô�×�ßAÌ<ÞoÔ�ÐÖë�ÍhÔ�ÐÖØ�Ó²æ1ÍtÞ�ÍtåÒÞ{Ø�ÐÒë3Ë!åÖÌ�ë3Ì�Ó:Ô{Ì<Ñ²Í»Ó0Ñ
Ï�Ì�Þ{ç!åÖÔ�Þ�ÍtÏ{Ì,Ï{Ì�Ë>Ø�Ï~Ô�Ì�Ñ}ì
ÊcÌ�×5Ô�ÐÖØ�Ó � Ø»áòÔ�ß!ÐêÞ Ë0ÍtË>Ì�Ï�ÑcÌ<Í»åêÞîæ�ÐÖÔ{ßéÔ�ß!Ì£ÑcÌ<Þ{×�Ï{ÐÒËcã
Ô�ÐÖØ�ÓEØ»á×�ß0Í»Ó!Ó0Ì�å�×�Ø¦Ñ!Ì�ÑEÞ~ËGÌ�Ì<×�ß$á¨ØtåÒåÖØhæiÌ�Ñ[ñ¦è[Þ{Ì�×5Ô�ÐÖØ�Ó21 � ÍtÓÍ�×�×�Øtç!Ó:Ô�Ø»á1ß!Øhæ°Ô�ß!ÌdË!Ï�ØtËGØ�Þ{Ì�Ñùß!ÐÒÌ�Ï�Í»Ï�×�ß!Ðê×�Í»åÞ~Ô{Ï�ç0×5Ô�ç!Ï�Ì-ÐêÞ
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×�ØtÓcÕ>âtç!Ï�Ì�Ñ}ì +�Ì<Þ~ç0å Ô�ÞjØ�Ó)â�Ì�Ó0ÑcÌ�Ï1ÐÒÑcÌ�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓ[ÍtÏ{Ì	Þ{ß!Øhæ�Ó
ÐÒÓîÞ~Ì<×5Ô�ÐÖØ�Ó � ì í ß!ÐêÞ*Þ{Ì�×5Ô�ÐÖØ�Ó´ÍtåÒÞ{ØMÏ{Ì��0Ì�×ÉÔ�Þ³Ô{ß0ÌÿÏ�Ì�Þ{ç!åÖÔ�Þ
Ô�ß0ÍhÔEæiÌ�Ï�Ì6Øtñ!Ô�Í»ÐÒÓ!Ì<Ñ^æ�ß!Ì�ÓþÔ{ß!Ì ' 
�
 ×ÉåêÍtÞ�Þ~ÐÖÕ0Ì�Ï[ÐÖÓþÔ{ß!Ì
ÊcÚoÛ�Þ~ècÞ~Ô{Ì�ë¼ë3Í»Ô�×�ß!Ì<ÑRÑ0ÍhÔ�Í³Ít×�×ÉØ�Ï�ÑcÐÒÓ!â6Ô{Ø*ÑcÐêÍ»åÒÌ�×5Ô<ì í ß!Ì
×�ØtÓ0×�åÖç>ÑcÐÖÓ0â-Ï�Ì�ë�ÍtÏ{ÎcÞ1Í»Ï�Ì	ñ!Ï{ÐÒÌ��>è�Ô�Ítñ!åÖÌ<Ñ$ÐÖÓEÞ~Ì<×5Ô�ÐÖØ�Ó��!ì

� �
	��·Á[Á�����¾Ä�Å��Å�������Ç�	

í Ì�åÒÌ�×�Øtë3ë�ç0Ó!ÐÒ×�ÍhÔ�ÐÖØ�Óù×�ß0ÍtÓ!Ó!Ì�å×�Ø¦Ñ!Ì�Ñ³Þ~ËGÌ�Ì<×�ß6ÐÒÓ6Ô�ß!ÐÒÞ�×�ØtÓcã
Ô�Ì�¦Ô�ë3Ì�Í»Ó>Þ�Ô�ß!Ì�Þ~ËGÌ�Ì<×�ßAÔ�ß0ÍhÔ3ß0Í�Þ½ñGÌ�Ì�ÓÿÞ{Ì�Ó:Ô3Ô{ß0Ï{Ø�ç!âtßAÍ
' Ê 
 ×�ß>Í»Ó!Ó!Ì�å}ØtÏ Í½Ô{Ì�åÖÌ�Ë!ß!Ø�Ó!Ì·×�ß0Í»Ó0Ó!Ì�åVì

' åÒØtñ>Í»ådÞ{è¦Þ~Ô{Ì�ë�á¨ØtÏÝë3Øtñ!ÐÒåÒÌ�×�Øtë3ë�ç0Ó!ÐÒ×�ÍhÔ�ÐÖØ�Ó Ù ' Ê 
 Ü³ÐÒÞ
Í ��ç!Ï�ØtËGÌ�ÍtÓ í Ì�åÒÌ�×�Øtë3ë�ç!Ó0ÐÒ×�ÍhÔ{ÐÒØtÓ>Þ$Ê:Ô�Í»Ó0Ñ0Í»Ï�Ñ!Þ)ÚqÓ>ÞoÔ�Ð Ô�çcÔ{Ì
Ù!� í Ê¦Ú~Ü � � � Þ~Ô�ÍtÓ0Ñ!ÍtÏ�Ñ,ç0Þ{Ì�Ñ	á¨Ø�Ï�×�Ì�åÒåÖç!åêÍ»Ï�Ô{Ì�åÖÌ<×ÉØtë3ë½ç!Ó!Ðê×�ÍhÔ�ÐÖØ�Ó
Ó0ÌÉÔoæiØtÏ�Î¦Þ�ì ' Ê 
 ß0Í�Þ�Ô{ß!Ï�Ì�Ì1×ÉØcÑcÌ<×�Þ ��� � � � Ó>Í»ë3Ì�åÒè�� � ç!åÒå!Ï�ÍhÔ�Ì
Ù � +LÜ � ��Ó0ß0Í»Ó0×�Ì�Ñ � ç!åÒå�+LÍhÔ{Ì$Ù � � +LÜ,ÍtÓ0Ñ�ß0Ítå á�Ï�ÍhÔ�Ì[Ù!� � Ü5ì
' Ê 
���� ì � � � � � æ�ß0ÐÒ×�ß$ÐÒÞ�Þ{Ø»á�Ôoæ1Í»Ï�Ì�á¨ØtÏ ' Ê 
 � +Mß0ÍtÞiñGÌ�Ì�Ó
ç>Þ~Ì<Ñ½ÐÒÓ-Ô{ß!ÐêÞÞ~Ô{ç0Ñcè�ì ' Ê 
 Ï�Ì��:ç!ÐÒÏ�Ì�Þ�Í»Ó � Î �! 1Þ{ËGÌ�Ì�×�ß-æ�ß!ÐÒåÖÌ
Ô�ß!Ì í Ú 
 Ú í Ñ!Í»Ô�Ítñ0ÍtÞ{Ì�Þ�ç0Þ~Ì<Ñ�ÍtÏ{Ì � � Î �! tì í ß!ÐêÞCë3Ì�Í»Ó>Þ�Ô�ß0ÍhÔ
Ñ!Øhæ�Ó0Þ{Ítë3Ë!åÖÐÒÓ!â-Ô{Ø � Î&�! 	ÐÒÞ�Ó0Ì�×ÉÌ<Þ{Þ�Í»Ï�ètì
í Ì�åÒÌ�Ë0ß!ØtÓ!Ì ×�ß0ÍtÓ!Ó!Ì�å*×�Ø¦Ñ!Ì�Ñ Þ{ËGÌ�Ì�×�ß£ÐÒÞná¨Ï�Øtë )�í Ú 
 Ú í
Ñ0ÍhÔ�Ítñ0ÍtÞ{Ì·Ô�ß0ÍhÔ,ß0ÍtÞ�ñGÌ�Ì�ÓùØtñcÔ�Í»ÐÒÓ!Ì�Ñ�á¨Ï{Ø�ë í Ú 
 Ú í Íhá�Ô�Ì�Ï,Ð Ô
Ù í Ú 
 Ú í Ü�ß>ÍtÞ�ñGÌ�Ì�Ó�Ô{Ï�Í»Ó0Þ{ë3Ð Ô{Ô{Ì�ÑÿÔ�ß!Ï�Øtç!â�ß �hÍtÏ{ÐÒØtç0Þ-Ô�Ì�åÒÌÉã
Ë0ß!ØtÓ!Ìi×�ß0Í»Ó0Ó!Ì�åêÞ�ì í ß!ÐÒÞ�ÐÒÞ�ÑcØtÓ0Ì�ÐÖÓ�ØtÏ�ÑcÌ�Ï}Ô�Ø ß0Í ��Ì�Ô{Ì�åÒÌ�Ë0ß!ØtÓ!Ì
Ù�Ó!ØtÐêÞ{ècÜ-Þ{Ë>Ì�Ì�×�ßRÔ{ß0Í»ÔdÐÒÞ�×�åÖØ:Þ~Ì[Ô{ØÝÏ�Ì�ÍtåÖÐÖÔoè � ÍtÞ-ØtË!ËGØ�Þ{Ì�ÑAÔ{ØÔ�ß!Ì·Ó!Ø�ÐÒÞ{Ì�á¨Ï�Ì�Ì·Þ{Ë>Ì�Ì�×�ß�Þ{ç0×�ß�ÍtÞ í Ú 
 Ú í ì í ß!Ì·ß!ÐÒÌ�Ï�Í»Ï�×�ß!Ðê×�Ítå
ë3Ì�Ô{ß!ØcÑ!Þ�ÍtÏ{Ì ËGØ�Þ�Þ{ÐÖñ!åÒÌ,ë-Ì<Í»Ó0ÞjØ»á�ÐÖë3Ë!Ï�Ø��¦ÐÖÓ!â�Ô{ß!Ì�Ê¦ÚoÛ¯Ï�ÍhÔ�Ì
á¨Ï�Øtë Ô{ß!ÐêÞ1Ô�Ì�åÒÌ�Ë!ß!Ø�Ó!Ì�×ÉØcÑcÌ<Ñ[Þ{Ë>Ì�Ì�×�ßSì

SIDGSM 06.10TIMIT
speech

GSM Identification

(b)

Coded Speech

SID IdentificationNTIMIT
speech

(a)

� ÐÒâtç!Ï�Ì � ��Ù�Í:Ü í Ì�åÖÌ�Ë!ß!Ø�Ó!Ì�×ÉØcÑcÌ<Ñ�Þ~ËGÌ�Ì<×�ß*Ù¨ñ>Ü ' Ê 
 ×ÉØcÑcÌ<Ñ
Þ{ËGÌ�Ì�×�ß#"!ÐÒÑ!Ì�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓ$Ë!Ï�Ø¦×�Ì�Þ�Þ~Ì<Þ

$ %äÈ�1Ã&�·ÃCÇ�	$ÈÉÇ'�(�*)+iÂ,	$Ä�Å.-

�LÐÖÌ�Ï�ÍtÏ�×�ß0ÐÒ×�Í»å�ë3ÌÉÔ�ß!ØcÑ!Þ·ÐÒÓÝÔ{ß0ÐÒÞ-ÞoÔ�ç0Ñcè³ë3Ì�Í»ÓÝÔ�ß!Ì)â�Ï�Í�Ñcç0Ítå
â�Ï{Øhæ1Ô�ß�Ø»á!â�Ï{Ø�ç!Ë0ÞSØtá!ë3Ø¦Ñ!Ì�åêÞ�Ñcç0Ï{ÐÒÓ!â Ô�ß!Ì�Ô�Ï�ÍtÐÖÓ0ÐÖÓ!âLË!ß0ÍtÞ{Ì`Øtá

Ô�ß!Ì�Þ~ËGÌ�ÍtÎtÌ�ÏCÐêÑcÌ�Ó�Ô�Ð ÕG×�ÍhÔ�ÐÖØ�Ó½Þ{ècÞoÔ�Ì�ëEì í ß0Ì1Þ{ËGÌ�Í»Î�Ì�ÏCÐÒÑ!Ì�Ó:Ô{ÐÖÕ!ã
×�ÍhÔ�ÐÖØ�Ó�ÙIÊ¦ÚoÛ	ÜjÞ~ècÞ~Ô{Ì�ë ÐÒÓdÔ�ß!ÐÒÞ1Þ~Ô{ç0Ñ!è�ç0Þ~Ì<Þ`Ë>Í»Ï�Í»ë3ÌÉÔ�Ì�Ï�ÐÒ×1á¨Ì<Íhã
Ô�ç!Ï�ÌiÞ{ÌÉÔ�ÞjÙ!" � Ê!Ü � � 1 � ÍtÞ�á¨Ï{Ø�Ó:Ô~ãºÌ�Ó0ÑSÙ¨á¨Ì�Í»Ô{ç!Ï�Ì`Ì��:Ô�Ï�Í�×5Ô�ØtÏ5Ü}Í»Ó0Ñ
' Ítç0Þ{ÐÒÍtÓMë3Ð �¦Ô{ç!Ï�Ì*ë3Ø¦Ñ!Ì�åêÞ²Ù ' 
�
 Ü �	� � � � � � ÍtÞ�Ð Ô�Þ�ñ0Í�×�Î�ãÌ�Ó0Ñ²ÙI×ÉåêÍtÞ�Þ~ÐÖÕ0Ì�Ï5Ü5ì í ß!ÐêÞ�æjØ�Ï{Î$Þ~ËGÌ�×�Ð Õ>×�Í»åÒåÖèEÑcÌ<Í»åêÞ æ�ÐÖÔ{ß�â�Ì�Ócã
Ñ!Ì�Ï�ÍtÓ0Ñ*ÑcÐêÍ»åÒÌ�×5Ô·â�Ï{Ø�ç!Ë0Þ	á¨Ï�Øtë )0/»í Ú 
 Ú í Ñ0ÍhÔ�Ítñ0ÍtÞ{Ì�Þ�ì)ÚqÓ
Ô�ß!ÌdË!Ï�Øc×ÉÌ<Þ{Þ	ØtáiÔ�Ï�ÍtÐÖÓ0ÐÖÓ!â � â�Ì�Ó0ÑcÌ�Ï·ë3ØcÑcÌ�åêÞ·Í»Ï�Ì3âtÌ�Ó!Ì�Ï�ÍhÔ�Ì�Ñ}ìÊcË>Ì<Í»ÎtÌ�Ï�Þ	ÍtÏ{Ì-Ô{ß0Ì�Ó³Ô{Ì<ÞoÔ�Ì�ÑùÔ{Ø�×�ß!Ì<×�Î�Ð áiÔ{ß0Ì�èùÍtÏ{Ì3ë�Í»åÒÌ3ØtÏ
á¨Ì�ë�Í»åÒÌtì21LåÖåÔ�ß!Ø�Þ{Ì�æ�ß!ØEñGÌ�åÒØtÓ!âEÔ�Ø[Ô�ß!Ìdë�Í»åÒÌ3âtÌ�Ó0ÑcÌ�Ï·ÍtÏ{Ì
â�Ï{Ø�ç!ËGÌ�Ñ�ÐÒÓ�Ô{ß0ÌLá¨Ø�Ï{ëîØtáSë-ØcÑcÌ�åÒÞ�ì í ß!Ì	Þ{Ítë-Ì�Ë!Ï�Ø¦×�Ì�Ñcç0Ï{Ì ÐêÞ
á¨Ø�åÖåÒØhæiÌ�Ñ½á¨ØtÏÔ�ß!Ì á¨Ì�ë�Í»åÒÌ âtÏ�Øtç!Ë�ì í ß!ÐêÞ�Ë!Ï�Øc×ÉÌ<Þ{ÞÐêÞ�Ï�Ì�ËGÌ�Í»Ô{Ì<Ñ
ç0Ó�Ô�ÐÖå Ô{ß!Ì�â�Ï{Ø�ç!Ë0Þ-ë�Í»ÐÒÓ:Ô�Í»ÐÒÓÿÔ{ß!Ì�Þ�Í»ë3ÌEë3ØcÑcÌ�åêÞ�ì � ÐÒÓ0ÍtåÖåÒè
Ô�ß!Ì-Ô{Ì<ÞoÔ�Þ{Ë>Ì<Í»Î�Ì�Ï,ÐÒÞ�×�åÒÍ�Þ{Þ{Ð Õ>Ì�Ñ6Õ0Ï�Þ~Ô � Í»Ó0Ñ6Ô{ß!Ì�Ó*×ÉØtë3Ë0ÍtÏ{Ì<ÑÔ�Ø�Ô{ß0Ì�×ÉØ�Ï{Ï�Ì�×ÉÔ1â�Ï{Ø�ç!Ë � Ñ!Ì�ËGÌ�Ó0ÑcÐÒÓ!â[ØtÓEæ�ß0ÍhÔ�âtÌ�Ó>ÑcÌ�Ï ß0Ì·ØtÏÞ{ß!Ì ñGÌ�åÒØtÓ0â�Þ`Ô{Ø0ì�1 Ó[ÐÖåÒåÒç0ÞoÔ�Ï�Í»Ô{ÐÒØtÓ�Øtá}Ô{ß!ÐêÞ`Ë0Ï{Øc×ÉÌ<Þ{Þ�ÐÒÞiÞ~ß0Øhæ�Ó
ÐÒÓ[Õ0âtç!Ï�Ì � ì í ß!Ì	ÑcÐÒÍtåÖÌ<×5Ô�ë3ØcÑcÌ�åYØ»á�Ô{ß!Ì�×�åÒÍ�Þ{Þ{Ð Õ>Ì�Ïiç0Þ~Ì<ÞjÔ{ß!ÌÞ�Í»ë3Ì�ë-Ì�Ô{ß!ØcÑ � Ì��c×�Ì�ËcÔjÔ{ß0Í»ÔjÔ�ß!Ì�Ï�Ì�ÍtÏ{ÌLÌ�ÐÒâtß:ÔiÑcÐêÍ»åÒÌ�×ÉÔjë3ØcÑ¦ã
Ì�åÒÞ	Í�ÞLØ�Ë!Ë>Ø:Þ~Ì<Ñ�Ô�Ø)ÔoæiØ[â�Ì�Ó0Ñ!Ì�Ï,ë-ØcÑcÌ�åÒÞ�ì í ß!Ì½Õ0Ï�ÞoÔ	Ë!ß0Í�Þ~Ì
Øtá1Ô{ß!ÐêÞ�ë3Ì�Ô{ß!ØcÑSÙ�âtÌ�Ó>ÑcÌ�Ï½ÐÒÑcÌ�Ó:Ô{ÐÖÕ>Ít×ÉÔ{ÐÒØtÓ>Ü·ß0ÍtÞ�ñ>Ì�Ì�Ó*Ô�Ì�Þ~Ô{Ì�Ñ
ç>Þ~ÐÒÓ!â[Ô{Ì�åÒÌ�Ë0ß!ØtÓ!Ì�×�Ø¦Ñ!Ì�ÑÿÙ )0/»í Ú 
 Ú í Ü,Þ~ËGÌ�Ì<×�ßùÍtÓ0Ñ6Ï�Ì�Þ{ç!åÖÔ�Þ
ÍtÏ{Ì,Ï�Ì�×ÉØ�Ï�Ñ!Ì�ÑdÐÒÓ�Þ~Ì<×5Ô�ÐÖØ�Ó � ì

Building models according to 
gender  or dialect of a speaker

λλ
male female

 =modelλ

Feature Extraction

Talkers belonging to female 
group will be grouped together

for testing..
group will be grouped together

for testing..

Talkers belonging to male 

Speech signal   (NTIMIT or GSM)
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ß>ÍtÞ$Í»åÒåLÐÖÔ�Þ$Þ~ËGÌ�ÍtÎtÌ�Ï�Þ�ß!Ø�åÒÑ!ÐÖÓ!âAñ>ØtÔ{ßàâ�Ì�Ó0ÑcÌ�Ï[ÍtÓ0Ñ^ÑcÐêÍ»åÒÌ�×5Ô
ÐêÑcÌ�Ó�Ô�Ð Ô�ÐÖÌ<Þ�ì í ß!ÐêÞCë�Í»ÎtÌ<Þ�ÐêÞ�ËGØ�Þ�Þ~ÐÒñ!åÒÌ`Ô�Ø�ÐêÑcÌ�Ó:Ô�Ð á¨è�Ô�ß!Ì1âtÌ�Ó0ÑcÌ�Ï
ÍtÓ0Ñ,Ô{ß0Ì`ÑcÐêÍ»åÒÌ�×5Ô�Ï{Ì�âtÐÒØtÓ	Ø»á¦Ô{ß0Ì`Þ~ËGÌ�ÍtÎtÌ�Ï�ì í Í»Î¦ÐÒÓ!â ÍtÑ �@ÍtÓ:Ô�Í»â�Ì
Øtá>Ô�ß!Ì�Þ{Ì�ÐêÑcÌ�Ó:Ô{ÐÖÔ{ÐÒÌ�Þ � Ô�ß!Ì1Ô{Ì<ÞoÔ`Þ{ËGÌ�Í»Î�Ì�Ï�ÐêÞØtÓ!åÒè�×�Øtë3Ë0Í»Ï�Ì�Ñ�Ô{ØÔ�ß!Ø�Þ{Ì)æ�ß0Øù×ÉØ�ë3Ìdá¨Ï�ØtëäÔ{ß!Ì$Þ{Ítë3Ì[ÑcÐêÍ»åÒÌ�×ÉÔ½Ï�Ì�âtÐÒØtÓ�Ù�ÑcÐêÍ»åÒÌ�×ÉÔ
Ô�Ì�Þ~Ô�ÜLØtÏLÔ{ß!Ø:Þ~Ì½Ø»áß!ÐêÞLØ�ÏLß!Ì�Ï�â�Ì�Ó0ÑcÌ�Ï½Ù�âtÌ�Ó>ÑcÌ�ÏLÔ{Ì�Þ~Ô�ÜÉì í ß0ÐÒÞ
Ë0Ï{Øc×ÉÌ<Þ{Þ,ÍtÞ�Þ{ç!ë3Ì�ÞLÔ{ß!Ì3ËGÌ�Ï{á¨Ì�×5Ô	âtÌ�Ó0ÑcÌ�Ï,ÍtÓ0Ñ6ÑcÐêÍ»åÒÌ�×ÉÔ	Ñ!ÌÉÔ{Ì<×5ã
Ô�ÐÖØ�ÓSì�Ê¦Øtë3Ì�âtÌ�Ó>ÑcÌ�ÏiÍ»Ó0Ñ�ÑcÐêÍ»åÒÌ�×ÉÔi×�ØtÓcá¨ç0Þ{ÐÒØtÓ�ë�ÍhÔ�Ï{Ðê×ÉÌ<Þ�æiÌ�Ï�Ì
Ø�ñcÔ�ÍtÐÖÓ0Ì�ÑAá¨Ï{Ø�ë¼Ô{ß!ÐêÞ�Ì��¦ËGÌ�Ï�ÐÒë-Ì�Ó:Ô�ÍtÓ0ÑAÔ{ß!Ì�ÐêÑcÌ�Ó:Ô�Ð Õ>×�ÍhÔ�ÐÖØ�Ó
Ï�ÍhÔ�Ì�Þ1ë3Ì�Í�Þ~ç0Ï{Ì<Ñ}ì

� � �-�Æ���Â,-Ä·Á �~�Á$Å�1Ã �·Á[Å Å[È��(���Ç�Â
	$È�1Ã&�·ÃCÇ�	$È��-

í ß0Ì·Ï{Ì<Þ~ç0å Ô�ÞLÞ{ß!Øhæ�ÓEÐÖÓEÔ�ß!ÐÒÞ,Þ{Ì�×5Ô�ÐÖØ�Ó�Í»Ï�Ì�Ó!Ø»Ô á¨Ø�ÏL×ÉØ�ë3Ë0Í»Ï�Ð ã
Þ{ØtÓ)ñ!çcÔiá¨ØtÏ1ÑcÌ�ë3ØtÓ>ÞoÔ�Ï�Í»Ô{ÐÒØtÓ0Þ�Ô{Ø3Þ~ß!ØhæÿÔ�ß0ÍhÔiÔ{ß!Ì,ß!ÐÒÌ�Ï�Í»Ï�×�ß!ÐÖã
×�Í»åYÍ»Ë!Ë0Ï{Ø:Ít×�ß-ë-ÐÒâtß:Ôiñ>Ì,Í�Þ{ØtåÒçcÔ{ÐÒØtÓ3Ô�ØhæiÍtÏ�Ñ!ÞÔ{ß!Ì�ÐÖë3Ë!Ï�Ø��tÌ�ã
ë3Ì�Ó�Ô	Ø»áiÞ~ËGÌ�ÍtÎtÌ�Ï�ÐÒÑ!Ì�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓ�Ï�ÍhÔ�Ì�Þ�ì í Ì�åÒÌ�Ë0ß!ØtÓ!Ì-×ÉØcÑcÌ<Ñ
Þ{ËGÌ�Ì�×�ß�Ù )Lí Ú 
 Ú í Ü)ß>ÍtÞ$ñ>Ì�Ì�ÓMåÒÍtÏ{â�Ì�åÒè�ç0Þ~Ì<ÑàÐÒÓnåÒÐÖÔ{Ì�Ï�ÍhÔ�ç!Ï�Ì
� � � � � � Í»Ó0ÑRÔ�ß!Ì�Ï�ÌÉá¨Ø�Ï{Ì$á¨ØtÏ�ë�Þ3Ô{ß0ÌEá¨Øtç!Ó0Ñ0ÍhÔ{ÐÒØtÓÿá¨Ø�Ï�Ô{Ì<ÞoÔ�ÐÖÓ!â
Ô�ß!ÐêÞ�Ó!Ì�æ ë-Ì�Ô{ß!ØcÑ*Øtá�ÐÖë3Ë!Ï�Ø��¦ÐÖÓ!âEÔ�ß!Ì[Þ{ËGÌ�Í»Î�Ì�Ï�ÐêÑcÌ�Ó:Ô�Ð Õ>×�Íhã
Ô�ÐÖØ�Ó�Þ~ècÞ~Ô{Ì�ë�Þ�ì
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í Í»ñ0åÖÌ � � ' Ì�Ó0ÑcÌ�Ï�ÐêÑcÌ�Ó:Ô{ÐÖÕ>×�ÍhÔ{ÐÒØtÓ*Ï�Ì�Þ{ç!åÖÔ�Þ�ñ>ÍtÞ{Ì�ÑÝØtÓ*Ë0Ð Ô�×�ßÌ<ÞoÔ�ÐÖë�Í»Ô{ÐÒØtÓ
Û�ÐêÍ»åÒÌ�×5Ô
+ Ì�âtÐÒØtÓ

) Ø0ì Øtá
Ê¦Ë>Ì<Í»Î�Ì�Ï�Þ

� ØtÏ�Ï{Ì<×5Ô ' Ì�Ó0ÑcÌ�ÏÚoÑcÌ�Ó:Ô�Ð Õ>×�ÍhÔ�ÐÖØ�Ó�Ù%$-Ü
í Ú 
 Ú í )�í Ú 
 Ú í

Û + � 1 � � � ì � � � ì �Û + � � � � � ì � � � ì �Û + 1 � � � � ì � � � ì 1

' Ì�Ó0ÑcÌ�ÏjÐêÑcÌ�Ó:Ô�Ð Õ>×�ÍhÔ�ÐÖØ�ÓdÏ{Ì<Þ~ç0å Ô�Þ`Þ{ß!Øhæ�Ó�ÐÖÓdÔ�Í»ñ0åÖÌ � æiÌ�Ï�Ì Øtñcã
Ô�Í»ÐÒÓ!Ì�Ñÿá¨Ï�Øtë¸Ë!ÐÖÔ�×�ß^Ì<ÞoÔ�ÐÖë�ÍhÔ�ÐÖØ�ÓSì í ß!ÐÒÞ)Ë!ÐÖÔ�×�ß^Ì�Þ~Ô{ÐÒë�ÍhÔ�ÐÖØ�Ó
Ë0Ï{Øc×ÉÌ<Ñcç!Ï�Ì½ß>ÍtÞ�Ó!Ø»Ô�ñGÌ�Ì�ÓùØtËcÔ�ÐÖë3ÐêÞ~Ì<ÑùÍ�ÞLæ1ÍtÞ,ÑcØ�Ó!Ì½ÐÒÓ �	� � � ì
í ß0ÐÒÞ�Ë!Ï{Øc×�Ì�Þ�Þ}ÐÒÞ�ÑcØtÓ0Ìñ:è�Õ0Ï�ÞoÔ�Ë!Ï{Ì�ãVÌ�ë3Ë!ß0ÍtÞ{ÐêÞ~ÐÒÓ!âiÔ{ß!ÌjÞ~ËGÌ�Ì<×�ß
Þ{ÐÒâtÓ0Ítå:ÍtÓ0Ñ�æ�ÐÒÓ0ÑcØhæ�ÐÒÓ!â ÐÖÔCç0Þ{ÐÒÓ!âLÍ ß>Í»ë3ë3ÐÖÓ!â�æ�ÐÖÓ>ÑcØhæ�ì í ß!Ì
Þ{ÐÒâtÓ0ÍtåcÐÒÞCÔ�ß!Ì�Ó3Ô�Ï�ÍtÓ0Þoá¨Ø�Ï{ë3Ì<Ñ·ÐÒÓ�Ô�Ø,á¨Ï{Ì ��ç0Ì�Ó0×�è�ÑcØtë�ÍtÐÖÓ-ç0Þ{ÐÖÓ!â
á�Í�ÞoÔ � Øtç0Ï{ÐÒÌ�Ï	Ô�Ï�ÍtÓ0Þoá¨Ø�Ï{ëEì í ß0Ì)Þ~ÐÒâtÓ>Í»åËGÌ�Í»ÎcÞ�Ø�ñ0Þ{Ì�Ï-�tÌ�Ñ³ÍhÔ
á¨Ï�Ì��:ç!Ì�Ó0×ÉÐÒÌ�ÞSñ>Ì�ÔoæjÌ�Ì�Ó(� � ÍtÓ0Ñ � ��� � � � Í»Ï�Ì�×ÉØtÓ>Þ~ÐêÑcÌ�Ï�Ì�Ñ	Í�ÞSÍ»Ëcã
Ë0Ï{Ø �cÐÒë3Í»Ô{Ì,Ë!ÐÖÔ�×�ß$Ï{Ì�Ë!Ï{Ì<Þ~Ì�Ó:Ô�ÍhÔ�Ð ��Ì�Þ`á¨ØtÏ1Ô�ß!Ì,á¨Ì�ë�Í»åÒÌ�Þ~ËGÌ�ÍtÎtÌ�Ï
æ�ß0ÐÖåÒÌ Ô�ß!Ì ë�Í»åÒÌ1á¨Ï{Ì �:ç!Ì�Ó0×�ÐÖÌ<Þ`ÍtË!Ë!Ï�Ø �¦ÐÒë�ÍhÔ�Ì�åÒèa�0ç0×ÉÔ{ç0Í»Ô{Ì ñGÌÉã
ÔoæiÌ�Ì�Ó � �8� ÍtÓ0Ñ � � � ì í ß!Ì�Ï�Ì�Þ{ç!å Ô�Þ�ÐÒÓùÔ�Í»ñ!åÒÌ � Þ{ß!Øhæ¾Ô�ß0ÍhÔ

Ô�ß!Ì,âtÌ�Ó>ÑcÌ�ÏiÐÒÑ!Ì�Ó:Ô{ÐÖÕ0Ì�Ï1æiØtÏ�ÎcÞ�ñGÌÉÔ~Ô�Ì�Ï1ÐÒÓ[×ÉåÒÌ�ÍtÓ[Þ{Ë>Ì�Ì�×�ß�Ô�ß0Í»Ó
ÐÒÓ )Lí Ú 
 Ú í ì í ß!ÐÒÞ ÐÒÞ�Ë0Ï{Ø�ñ0Í»ñ!åÒè�ñGÌ�×�Ítç0Þ{Ì�Ï{Ðê×�ß[Ë0Ð Ô�×�ß$ÐÒÓcá¨Ø�Ï~ã
ë�Í»Ô{ÐÒØtÓÝÐÒÞ·åÖÌ�á�Ô�ØtçcÔ½ÐÖÓÝÔ�ß!Ì3Ô{Ì�åÖÌ�Ë!ß!ØtÓ0Ì)Þ~ËGÌ�Ì<×�ß*Ñcç!Ì�Ô�ØEÔ{ß!Ì
1 �8� �� 3åÖØhæiÌ�Ï�ñ0Í»Ó0Ñ³ØtáiÔ�Ì�åÒÌ�Ë!ß0ØtÓ!Ì)×�ß>Í»Ó!Ó!Ì�åIì í ß!ÌdË0Ï{Øc×ÉÌ<Þ{Þ
Øtá�Ø�ËcÔ{ÐÒë�ÍtÞ�ÍhÔ{ÐÒØtÓ$ÐêÞ�ÞoÔ�ÐÖåÒåSç!Ó0Ñ!Ì�Ï ÐÒÓ&�tÌ�Þ~Ô{ÐÒâ�Í»Ô{ÐÒØtÓSì
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� ÐÒâtç!Ï�Ì 1W� Û�ÐÒÍtåÖÌ<×5Ô¸ÐÒÑcÌ�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓ�ç0Þ{ÐÒÓ!â )Lí Ú 
 Ú í
Ñ0ÍhÔ�Ítñ0ÍtÞ{Ìtì í Ï�Í»ÐÒÓ!ÐÒÓ!â*Í»Ó0ÑÿÔ�Ì�Þ~Ô{ÐÒÓ!â*æ�Ð Ô�ßàÞ{Ítë3Ì�Þ~Ì�Ó�Ô�Ì�Ó0×�Ì�Þ
ÙIÑcÐêÍ»åÒÌ�×5ÔLÞ{Ì�Ó:Ô�Ì�Ó0×�Ì�Þ�Ü5ì
í ß0Ì )Lí Ú 
 Ú í æ1ÍtÞàÍtåÒÞ{Ø ç0Þ{Ì�Ñ�Ô{Ø�×�ß!Ì�×�Î Ô{ß!Ì µ$¶¾¶
Ítñ!ÐÒåÖÐÖÔ{ÐÒÌ�ÞiÔ�Ø3Ñ!ÌÉÔ{Ì<×5Ô1Ô{ß0Ì·ÑcÐÒÍtåÖÌ<×5Ô�ØtÏ1â�Ì�Ó0ÑcÌ�Ï1Ø»á�Ô�ß!Ì·Þ{Ë>Ì<Í»ÎtÌ�Ï�ì
í ß0Ì²Ï{Ì<Þ~ç0å Ô�Þ�æiÌ�Ï�Ì*ØtñcÔ�Í»ÐÒÓ!Ì�ÑòÍ�Þ�Þ~ß0Øhæ�ÓMÐÒÓòÕ0â�ç!Ï�Ì 1�á¨ØtÏ
Ñ!ÐÒÍtåÖÌ<×5Ô�ì ' Ì�Ó>ÑcÌ�Ï`Ñ!ÌÉÔ{Ì<×5Ô�ÐÖØ�Ó½æ1ÍtÞCÔ�Ì�Þ~Ô{Ì�Ñ-Ø�Ó )�í Ú 
 Ú í � Þ � 1 �
Þ{ËGÌ�Í»Î�Ì�Ï�ÞEÍ»Ó0ÑnØtÓ!åÒè � á¨Ì�ë3ÍtåÖÌ*Þ{Ë>Ì<Í»Î�Ì�Ï�Þ[æiÌ�Ï�ÌÝÐÒÑ!Ì�Ó:Ô{ÐÖÕ0Ì�ÑÍ�Þ�ë�Í»åÒÌ�æ�ß!ÐÒåÖÌ�ë�ÍtåÖÌ6Þ{ËGÌ�Í»Î�Ì�Ï�Þ3æjÌ�Ï{Ì�×�ØtÏ�Ï{Ì<×5Ô{åÒèAë�Í»Ô�×�ß!Ì<Ñ
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í ß0Ì*ÐÒÑcÌ�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓMÏ�Í»Ô{Ì³á¨ØtÏ�â�Ì�Ó0Ñ!Ì�Ï�ÑcÌ�Ô{Ì�×ÉÔ{ÐÒØtÓ¯ÐêÞEß!ÐÖâ�ßSì
í ß0ÐÒÞ3ÐÒÓ0ÑcÐê×�Í»Ô{Ì�Þ�Ô{ß0Í»ÔdÐ á,Ô{ß!Ì ' 
 
 ãVñ>ÍtÞ{Ì�ÑÿÞ~ècÞ~Ô{Ì�ë�æ�ß!ÐÒ×�ß
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System Detection

Forced Detection
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ÍtåÖÌ<×5Ô�âtÏ�Øtç0Ë0Þ�ì
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í ß0Ì )Lí Ú 
 Ú í âtÌ�Ó0ÑcÌ�Ï�ÐÒÑ!Ì�Ó:Ô{ÐÖÕ>×�Í»Ô{ÐÒØtÓ·ç>Þ~Ì<Ñ·æ�ÐÖÔ{ß!ÐÒÓ�Ø�ç!Ï�Þ{ècÞoã
Ô�Ì�ëîñ0Í�Þ~Ì<Ñ�ØtÓ ' 
�
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í ß0Ì ' Ê 
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Abstract
The drop in identification rates of speaker identification
systems when users are accessing the system using tele-
phones and cellular phones presents a problem for prac-
tical implementation of the systems. A possible solution
would be to model the network as a matrix and used its
inverse to recover the original speech signal. If the infor-
mation is completely lost due to the channel then there
will be no way of recovering it. In this paper we mea-
sure the amount of information that is still recoverable in
different frequency bands. It was found that even in the
telephone band (300-3500 Hz), there is enough informa-
tion to correctly identify the speakers. This indicates that
the inverse solution may indeed work.

1. Introduction

Speaker recognition is a process of recognizing speakers
using their voices. Like a typical speech recognition sys-
tem it consists of mainly three parts the feature-set gener-
ation, the modeling and classification part. Current tech-
nology works very well in clean speech environments.
Clean speech refers to speech that is acquired in a con-
trolled environment usually using close talking micro-
phones. In clean speech environments the signal to noise
ratio is very high and noises from other sources is min-
imized. Such operating environments cannot be easily
duplicated if the system is to be deployed in a real appli-
cation. Also the requirements that users use close talking
microphones is not always possible. In practice users are
likely to access the system over the telephone or cellular
network. In both cases the signal is no longer clean as
it has to pass over a channel that distorts the signal and
there is possibility of additional noises in the channel and
at the switches.

Current feature-sets such as the mel-frequency cep-
stral coefficients (MFCC), parametric feature-sets (PFS)
and linear predictive coding (LPC) work perfectly in clean
speech environments. Recognition rates of close to 100%
have been obtained using clean speech such as the TIMIT
database. However, in cases where the speech signal has
passed through the telephone or cellular network the iden-
tification rates drop significantly. Unfortunately, it can be

expected that users would likely access the system using
telephones and cellular phones.

Much research work has been done to improve the
system. The work has been done mainly in the areas of
the front-end and the back-end. In the front-end tech-
niques such as mean-removal have been introduced. In
mean-removal, the mean of the feature-sets is removed
so that the contribution of the assumed constant chan-
nel can be eliminated. Other approaches include design
of new feature-sets that are modeled around the auditory
system. The auditory system feature-sets have shown to
be robust in mismatched cases but they also exhibits their
own weaknesses such as high computational costs. In
the back-end new classification techniques have come to
the fore such as the support vector machine (SVM). The
SVM offer some benefits such as good performance in
applications with limited training data. These methods,
however, do not solve the problem of the significant drop
in identification rates that occurs due to a telephone or
cellular channel. In this paper we discuss another differ-
ent approach to the attempt to solve the problem of the
loss of identification rates and this is referred to as the
inverse solution approach.

2. The inverse problem approach

The problem of speaker recognition on non-clean speech
has been discussed above. Typical solutions have been to
improve the front-end or back-end or to improve both sys-
tems. In this paper we discuss a very different approach
based on inverse problem.

2.1. Possible approaches

To understand the system we need to look at the impact
of the channel on the speaker identification system. As
shown in Figure 1 the channel can be represented by a
matrix

�
as shown in Figure 2. This matrix could be

complex depending on the type of channel. In the GSM
cellular network the matrix is composed of at least 20
blocks. These blocks perform functions such as com-
puting the prediction coefficients, delaying the signal and
most importantly compressing the signal so as to reduce

61



the bandwidth and/or bit rate. In the case of the telephone
channel the most important parts of the matrix include the
reduction of the bandwidth and the coloring of the pass-
band which is the function of the handset microphones,
the speakers used, and the number of switches (distance)
in the network. It is clear the

�
matrix can be very com-

plicated. There are several techniques that can be used to
model the

�
matrix and these are linear algebra and other

classification techniques.

A
yx

Channel
Speech

Clean 
Speech

Channel
Telephone, GSM, etc

Figure 2: Impact of low-pass filters on identification

2.1.1. Linear Algebra

In this method we are looking for an approximation ��
given that

� ����� , and ���� ���
	 � . The method of find-
ing

�
could consist of working out the impact of each

block in the channel. This may be very difficult. Since
we are looking for the inverse and it may not exist if the

�

matrix is ill-conditioned, the idea would be to search for
a pseudo-inverse. Typical inverse problems such as the
one discussed in this paper occur often in mathematics.
What has been found is that the pseudo-inverse may be
found but usually the resulting �� bears no resemblance to� and may therefore be not very useful. This is discussed
to some detail by Neumaier[1]. No work has been done
on the speech channels to see if this would be the case
and therefore there may be grounds to investigate the ap-
proach.

2.1.2. SVM

Support vector machines (SVM)[2] is one of the new tech-
niques of doing classification. The SVM algorithm has
two main advantages. It is simple and mathematically
tractable and this makes it attractive. Unlike the Neural
networks which works mostly as a blackbox. It is ac-
knowledged that there is no area in which SVM works
better that any other method, but in solving the inverse
problem the technique seems to be more suited than oth-
ers.

In the SVM approach we use the fact that � and � (as
discussed in Figure 2) are both available and given the
fact that SVM is able to easily handle multi-dimensional
features the input speech � and the output � can be used
for targets. In this way an SVM model can be built that
will automatically generate the inverse matrix

����	
.

2.1.3. Neural Networks

In a paper by Josifovski[3] under the section for speech
enhancement, Josifovski discusses techniques for what
he calls “noisy-to-clean mapping” using multi-layer per-
ceptrons. The process has been done by finding some
mapping that reduces the mean square error. The prob-
lem with these techniques has been that noises in the in-
put domain (clean speech) are different from the ones in
the output domain (noisy speech). The other disadvan-
tage is that if one is using a speech frame the dimension
is too high for a normal neural network. Nevertheless,
this is an area that also must be investigated.

2.2. Challenges for the inverse problem

The major issue about all these inverse solutions is that if
the information is truly lost then there would be no way
to recover the information. For example in the telephone
network it is clear that the information above 4kHz is lost
due to the channel filters. If talker identification informa-
tion is in the bands above 4 kHz and there is no similar
information in lower bands then it would not be possible
to recover the information since it would be completely
lost. Therefore, the experiments that are reported here are
important to determine how much information is present
in the signal after passing through the network.

The bandwidth/bit rate reduction is particularly, true
in the case of a cellular network. At worst the input
speech is generated at 256 kbps (16-bit samples, sam-
pled at �� ����������� ) and it is compressed to just 13
kbps over the network and recovered back to 256Kbps.
It has to be remembered that the aim of the cellular net-
work is to make the speech on the other end perceptually
relevant and not necessarily to keep any additional infor-
mation such as the speakers identity. For that the system
has clearly succeeded and hence we have an operational
cellular network. Since people can recognize the people
they are talking to then it is evident that some personal
data is intact or there is some kind of information used by
the auditory system to identify the speakers.

The purpose of this paper is to measure how much in-
formation in the form of identification rate is contained
in the speech after going through the network. We have
to realize that is not only the bandwidth that is affected
by the channel but also the additional noise that is due
to design of the system. The results presented here are
dependent on the front end that is used. For the experi-
ments the signal processing was not altered between all
the experiments.

3. Experimental set-up

Information is usually measured in bits using uncertainty
and mutual information ��������� . In this paper the informa-
tion is measured in terms of the identification rates which
is also a form of uncertainty, but it does not sum to unity
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Figure 1: Example of the channel (A GSM network)

over the chose space. Different bands of the input speech
are used to measure if the information in those bands is
sufficient to perform speaker identification. The aim is to
see if inverse solutions methods would have any reason-
able chance of recovering the identify of the speakers.

3.1. Database

The TIMIT family of databases is used. The TIMIT database
is used for clean speech results. The NTIMIT database is
a generally available database of the TIMIT that has been
passed through the telephone network in the USA. The
database was not simulated nor was it filtered to fit the
channel but it was passed over the telephone network in
the raw form. Various network loops were used. An-
other database that we attempted to use is the CTIMIT
database. This is a cellular version of the TIMIT database.
The problem with this database is that it was passed through
the American analog cellular network and not through the
international digital GSM network. The major problem
with the database is that it is not complete. This lim-
ited its usefulness to us. On the other hand we are work-
ing on producing a South African GSM network TIMIT
database in one of our projects.

The advantage of the C/N/TIMIT databases is the num-
ber of people in the database and also its general avail-
ability that allows different researchers to compare their
results. The database has been used for speaker recogni-
tion and speech recognition. The highest speaker identi-
fication on the NTIMIT database is 72% using the PFS
feature-sets[4]. In the experiments reported here only a
sub-set of the database has been used. Only region dr1,
dr2 and dr3 are used making the total number of people
252.

3.2. Signal processing and back-end

In retrospect the signal processing used here is designed
with the wideband signal processing in mind. The data
is assumed to be sampled at 16kHz with the highest fre-

quency of 8kHz. Obviously this is not the case for tele-
phone and cellular speech. This represents one of the
findings of the experiments as will be discussed in the
next results section. The signal processing is the para-
metric feature-sets (PFS) and has been described in sev-
eral articles including[4]. The feature-set is equivalent
to the MFCC but has the advantage that it can easily be
modified for different spectral warpings.

4. Results

The first set of experiments looks at the low-pass filter
data. This is likely to be the scenario in telephone and
cellular networks. For completeness and additional infor-
mation experiments are also performed on the bandpass
filters. The filters are applied in the frequency domain
and the information in the eliminated frequency bands is
completely removed from the signal.

4.1. Low-pass filter results

The first experimental results are looking at information
in the low frequencies. The telephone and the GSM net-
work removes high frequencies in the speech signal. The
front-end has therefore to be able to capture the informa-
tion in the speech signal without the high frequencies.
The question is at which level is the system impaired
when the high frequency information is eliminated. In
these experiments we show results on both TIMIT and
NTIMIT databases when a low pass filter is applied. The
start band of the filters is at 0 Hz and the stop band is
varied.

Figure 3 shows the results of the low pass filtering.
The two top curves are from using the TIMIT database
(region 1, 2, and 3). The top curve has a start band of
0 Hz and the second curve is actually a band pass since
the bandwidth starts at 500Hz. The two bottom curves
are from the same database regions (1, 2, and 3) but the
results are obtained using the NTIMIT database. The first
data point for all the curves is when the stop band is 1500
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Hz. The clean speech results are very high even at that
point. In the case of start band of 0 Hz and stop band
of 1500 Hz, the speaker identification rate is 95.2%. For
the same stop band but with the start band of 500 Hz the
recognition rate of 81.7% is obtained. By the time the
stop band reaches 3500 Hz the performance is 98.4% and
97,6% respectively for 0 and 500Hz start bands. This
is significant because it indicates that there is sufficient
speaker related information in the telephone band.
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Figure 3: Impact of low-pass filters on identification

The NTIMIT database results show identification rates
levelling off around 4000Hz and sometimes even falling
off a little. This is consistent with the design of the database
since it was passed over a real telephone network and not
through a simulation. The slight decline in identification
rate is due to the signal processing in the the front-end.
The coefficients are collected over the full 8 kHz band
and yet there is no useful information above 4 kHz. This
makes the features useless and therefore reduces the iden-
tification rate. The other possible reason is that these re-
sults were obtained from running a single experiment and
maybe averaging several results would have smoothed the
curve. This was not a major concern for this report as we
are just interested in seeing the general information curve.
It was not possible to do these results with the CTIMIT
database since not all the data is present. We will be gen-
erating an equivalent CTIMIT database at UCT sometime
next year.

4.2. Bandpass filter results

The second experiments are looking at the information
contained in the frequency bands of the signal. Again the
comparison is between the N/TIMIT database. Figure 4
shows the TIMIT results.

5. Conclusions

From the results it is evident that the signal processing for
telephone speech must be different from the one used for
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database
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Figure 5: Different band pass filters on the NTIMIT
database

wide-band clean speech. At least one has to take into con-
sideration that there is no additional information in fre-
quencies above 4kHz. The PFS (and MFCC) works per-
fectly for wide-band clean speech (  � =16kHz) but not as
well for telephone speech since the algorithm works with
the whole 8kHz range. Improvements can be expected
if it is modified to handle narrow band speech. More
significantly the results show that even with narrow-band
speech, perfect identification can be achieved if there is
no noise in the signal. It therefore shows that the main
problem with telephone speech is the noise and not the
limited bandwidth. Many of us are able to recognize other
people over the phone even though the signal is narrow
band. This suggest that some form of noise cancellation
should be investigated and more importantly there is a
chance that inverse techniques can be used to recover the
clean speech. This will be a subject of further research.
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Abstract 

 
Determining the contribution and importance [1], [2], of 
features during the process of target detection in Automatic 
Target Recognition (ATR) is not a trivial task. The ideal 
would be to have the classifier learn which features are 
relevant, based on the process it follows during 
classification, as it is often difficult for the human operator 
to understand the classification process. This paper proposes 
a method that utilises a linear SVM to obtain optimal linear 
coefficients for the combination of features to achieve 
improved target detection in an ATR system. 
 
 

1. Introduction 
 
The task of target detection in an ATR system, [3], is 
accomplished by measuring features of an image and then 
discriminating between the feature values of target pixels 
and non-target pixels and it is necessary therefore, that 
features have distinctive values for target pixels and non-
target pixels. However, no single feature can distinguish 
perfectly between the two classes, and it is necessary 
measure several features to obtain a better idea of which 
pixels are target and which are not. Another point to 
consider is that during the focus of attention (FOA) stage 
the entire image needs to be processed, which implies that 
the features should not be very computationally expensive. 
Once the regions of interest (ROI) have been determined, 
computationally more taxing features can be used to 
perform target classification. 
 
The challenge, during FOA is to use relatively weaker 
features in such a way as to still achieve good probability of 
detection and a reasonable false alarm rate. In essence, the 
detector must extract from the features the right 

information. One possible way of making a decision about 
the class of a pixel, is to take a vote between each of the 
features and then assigning the pixel to the target class if a 
decided upon number of features agree on it being in the 
target class. This approach is simple, but it is not optimal. 
Valuable information is lost when the features are 
thresholded (opinion taken) and also when the pixel is 
assigned based solely on the majority’s vote. What if one of 
the features has a more accurate opinion of the class of the 
pixel, but its opinion is voted out by the other inaccurate 
opinions? 
 
The solution to this problem would seem to be to determine 
the validity of a feature’s opinion before its opinion is 
taken. That way, when the pixel is classified, the decision is 
an educated guess instead of a blind vote. 
 
A recent paper [4], reported a technique that adaptively 
combined image features, of low computational burden and 
detection power, in such a way as to utilise the information 
in each of the features more effectively and thereby improve 
detection performance. This was achieved, by calculating 
weights for each of the features images based on the 
maximum feature values for each feature. 
 
Yet another technique [8] uses contribution measures from 
neural network theory to determine the relative importance 
of the features used in a classification task. The technique 
showed promising results, however the weights of a neural 
network obtained during training are not unique. The 
contribution measures, which are calculated from the 
weights of the trained neural network, are thus not unique, 
even for a fixed set of training vectors. Getting a clear 
indication of the relevance of a feature requires cross 
validation. 
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In this paper we propose a method for determining the 
relative importance of the features, based not upon the 
feature values of only one image, but upon the expected 
relevance in a wide range of representative images. A linear 
Support Vector Machine is used to find an optimal 
separation boundary between the target and non-target 
feature vectors. Because the separation boundary is linear, 
the classification of target or non-target vectors can be 
achieved by linearly combining the features and then 
thresholding at an appropriate level. Although SVMs are 
capable of obtaining non-linear decision boundaries, a linear 
combination of features is attractive because of the low 
computational complexity. This method involves training 
the linear SVM once on a training set of representative 
images and obtaining the normal to the separation 
boundary. The linear combination coefficients are the 
components of this normal vector and represent the validity 
of the feature’ s opinions. 
 
Section 2 of the paper gives a brief introduction into the 
concept of linear SVMs. This is followed in Section 3 by a 
description of the proposed feature scaling method, Section 
4 describes the experimental data and Section 5 reports the 
results. Section 6 points out some directions for further 
improvement and concludes the paper. 
 
 

2. Linear SVMs 
 
Support Vector Machines (SVMs) [6], [7], [9] are a 
relatively new development in the field of Machine 
Learning that have shown very impressive results in pattern 
recognition applications. Although the theory behind SVMs 
is very general and it is possible to obtain non-linear SVM 
classifiers, this paper will only consider linear SVMs for 
reasons that will be explained later. This section will not 
attempt to give a full description of SVM theory, but give a 
description of the workings of a linear SVM. 
 
The objective of the SVM approach is to achieve good 
generalization during classification by obtaining the 
decision boundary that will maximise the margin between 
the feature vectors of the different classes. By maximising 
the margin between the classes, the algorithm minimises the 
risk of confusing unseen feature vectors and thereby 
misclassifying them. Of course, the SVM must be trained 
on representative feature vectors for the maximal margin to 
accommodate for unseen variations. 
 
It is clear therefore, that the feature vectors must be 
separable for the SVM to be able to determine a decision 
boundary, but once the boundary is found it is optimal for 
that specific training set. If the feature vectors are not 
linearly separable, the feature space can be mapped by a 
non-linear mapping, )(xy ϕ=  into a higher dimensional 

feature space where the data is linearly separable (x is a 
point in the original feature space, Rd, y is the 
corresponding point in the transformed feature space, Rp). 
The optimal decision hyperplane is then found in the 
transformed feature space and when it is transformed back 
to the original feature space, it becomes non-linear. 
 
Mathematically the SVM algorithm achieves this by finding 
the two parallel hyperplanes that separate the two classes 
and have a maximal perpendicular distance between them. 
The decision boundary between the classes is then taken to 
be the hyperplane halfway between these two hyperplanes.  
 
Suppose that y is a vector in the feature space, w is the 
normal vector to the decision hyperplane, that b is the bias 
that determines the perpendicular distance of the hyperplane 
to the origin and that each feature vector has a truth value z 
of 1 or -1 depending on the class. Then the positive and 
negative hyperplanes can be described by the equations: 
 

(1b)                1 :hyperplane Negative                   
(1a)                    1 :hyperplane Positive                   

−=+⋅
=+⋅

b

b

xw
xw

 
Therefore the decision boundary is described by the 
equation: 
 

(2)                      0 :boundaryDecision                   =+⋅ bxw
 
For feature vectors belonging to class 1, b+⋅ xw  will be 
greater than 1 and feature vectors belonging to class 2, 

b+⋅ xw  will be less than -1. This means that the 
constraints on the hyperplane become: 
 

points. data ofnumber   total theis   and n)    (1  where

(3)                    01)( :sconstraintBoundary 
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bz ii

≤≤
≥−+⋅ xw

 

 
It follows that the perpendicular distance between the outer 
hyperplanes is 2/||w||, therefore maximization of the margin 
between the outer hyperplanes can be achieved by finding w 
and b for which ||w||2 is minimum, subject to the boundary 
constraints (3) given above. 
 
This is a constrained optimisation problem, which can be 
solved by recasting it into an unconstrained optimisation 
problem, using the Lagrangian undetermined multipliers 
formalism. This approach takes the constraints into account 
by adding multiples of the constraints to the objective 
function and then optimizing the new objective function 
with respect to the undetermined multipliers and with 
respect to the vector w. Applying the formalism results in 
the following primal Lagrangian functional: 

( )[ ] (4)              1
2
1

),,(             
1

2 ∑
=

−+⋅−=
n

i
iiiiP bzbL xwww αα  
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Here the undetermined multipliers, iα  are necessarily 
nonnegative, because the constraints are bounded from 
below by zero. 
 
Taking the derivative of this primal Lagrangian with respect 
to w and b and setting the derivates equal to zero, results in 
the following expressions: 
 

(6)                                   .0                                  

(5)                               ,                                  
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Substitution of these expressions into the primal Lagrangian 
leads to the dual Lagrangian: 
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The hyperplane can now be found by optimising this dual 
Lagrangian with respect to the Lagrangian multipliers under 
the constraints specified by (5) and (6). When the 
Lagrangian multipliers have been obtained, it is found that 
only some of the multipliers are non-zero. The feature 
vectors corresponding to these non-zero multipliers are the 
vectors from the opposite classes that lie closest to each 
other in feature space. They are called the support vectors of 
the specific problem because they support the outer 
hyperplanes, i.e. they lie on the outer hyperplanes (ideally 
there are no feature vectors between the hyperplanes). The 
other feature vectors are inactive in determining the position 
of the decision hyperplane and can be removed or moved 
around as long as they aren’ t made to cross the outer 
hyperplanes. This can be described mathematically by: 
 

[ ] (8)                 ).(1     01)(               nibz iii ≤≤=−+⋅ xwα  
 
In other words, if a multiplier is non-zero, then its 
corresponding feature vector must lie on one of the two 
outer hyperplanes. If the vector does not lie on one of the 
outer hyperplanes, then its corresponding multiplier will be 
zero. 
Once the Lagrangian multipliers have been found, w can be 
obtained from (5), where the summation need only be done 
over the support vectors, and b can be found from (8) using 
one of the support vectors as xi. Having determined w and 
b, one can then classify a novel vector v using the following 
discriminant function: 
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Thus far it has been assumed that the feature vectors are 
linearly separable in the transformed feature space. In the 
presence of outliers however, the best decision hyperplane 
may no longer completely separate the classes and although 
it can be shown that the standard SVM algorithm will still 
yield a reasonably good separation boundary, it will be far 
from optimal. One could transform the vectors into a higher 
dimensional space using a non-linear transformation, but 
this may be unnecessary and undesirable. 
 
Because outliers are unusual observations, they might be on 
the wrong side of the optimal decision hyperplane, even 
though the rest of the data samples may be well separated. 
The assumptions leading to (1a) and (1b) are no longer 
valid. (1a) and (1b) can be adapted to allow for some 
deviation of the support vectors from the optimal outer 
hyperplanes by adding positive slack variables ( iδ ), thereby 
creating a soft margin: 
 

.0  and  )1(  where
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The amount of deviation of the support vectors from the 
optimal outer hyperplanes can be minimised by adding an 
appropriate term to the primal Lagrangian. If the sum of the 
deviations is to be minimised, the Lagrangian becomes: 
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The user specified parameter C determines the penalty 
against deviation from the hyperplane, i.e. the lower the 
value of C, the “softer” the margin, the further outliers are 
allowed to be into the margin. The iµ  are Lagrangian 
multipliers, which force the iδ  to be positive. Setting the 
derivatives of (13) with respect to w and b equal to zero 
once again yields (5) and (6). Setting the derivative of (13) 
with respect to iδ  equal to zero yields iiC µα += , which, 
when combined with (5) and (6) and substituted into (13) 
yields the same dual Lagrangian as before. This leads to an 
optimisation solution which is independent of the slack 
variables and their associated Lagrangian multipliers, but 
where the additional constraints restrict the iα  to 

Ci ≤≤ α0  
 
By using a soft margin to accommodate for outliers, the 
SVM is able to obtain a separating hyperplane which is 
much nearer to optimal than it would without a soft margin. 
The choice of a value for C is not trivial however and cross-
validation performance estimates for various values of C 
need to be performed to obtain the optimal C value. The 
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quality of the decision boundary obtained by the SVM 
algorithm is, however, not that dependent on the choice of 
the value. 
 
 

3. Proposed method 
 
We propose using a linear SVM to optimise the linear 
combination of image features for detection, the simplicity 
of linear combinations of the features being the motivating 
factor behind using a linear SVM instead of a Gaussian 
kernel SVM, for example. The method determines the 
optimal proportions in which to linearly combine the 
features extracted from an image by solving for the normal 
vector on the optimal separation hyperplane between the 
target pixel and non-target pixel feature vectors. 
 
For the experimental work, we used five features to 
characterise the pixels as target or non-target: Local 
Maximum feature (LMF), Common Mean Difference 
feature (CMDF), Average Gradient Strength feature 
(AGSF), Local Variance feature (LVF) [4] and Constant 
False Alarm Rate feature (CFARF) [5]. From these features, 
six dimensional feature vectors were formed for each pixel, 
the last component being the class label of the pixel. The 
SVM is then trained on these feature vectors, the algorithm 
returning the support vectors, their labels and their 
corresponding Lagrangian coefficients. From these outputs 
one can obtain the normal vector by substituting into (5). 
The components of the normal vector now indicate the 
relevance of the corresponding feature in the detection 
process. 
 
Once the normal vector has been obtained, detection in a 
novel image is done by extracting the features of that image, 
multiplying each feature by its corresponding coefficient 
and summing the scaled features. Doing this, results in a 
confidence image of the image being processed. A 
histogram of this confidence image will now be bimodal, 
the valley between the modes giving a good threshold to 
separate the target pixels from non-target pixels. This 
threshold is found by using a histogram valley seeking 
function in the Matlab Image Processing Toolbox called 
“graythresh”. 
 
For the method to be successful, the feature vectors must be 
linearly separable, or at least close to linearly separable. If 
not, the features are not powerful enough to provide good 
detection through the linear combination of the features. 
One would either need to consider the use of more or other 
features, or use a non-linear SVM thereby sacrificing the 
simplicity of a linear combination.  
 
 
 

4. Experimental work 
The SVM optimisation problem was solved using the 
OSUSVM Matlab toolbox. There are a number of Matlab 
SVM toolboxes available. 
 
For the experimental work three different scenarios were 
used. The first consists of 13 image series containing 10 
images per series showing a T55 tank in the middle of 
512x512 8-12 micron infrared aerial images. Each image in 
a series is at a different height, from 1000m to 500m at 50m 
intervals. The image series show the tank on four different 
backgrounds, at different times of day to account for the 
change in target/background contrast throughout the day. 
The orientation of the tank is also different for each series. 
The second scenario is the same as the first but with the T55 
tank replaced by a small truck. These images were used to 
test the detection performance of the trained detector. 
 
The third scenario consists of 20 series containing 300x300 
8-12 micron infrared images at 9 different heights. The 
images show 16 T55 tanks on various backgrounds, at 
various times of day. These images were used as the 
training set for the SVM because they contained more 
instances of tanks, so fewer images were needed to present 
the SVM with sufficient training data. 
 
Prior to the training phase, the features for all the training 
images were extracted and stored in 90000x6 matrices, each 
row of the matrix represent the feature vector and label for 
one of the pixels in the image. As a first attempt, the SVM 
was trained on these feature vectors, but it was found that 
they were not linearly separable enough for the SVM to 
converge to a solution. In an attempt to widen the margin 
between the classes, in order that a linear separating 
hyperplane could be found, it was decided to quantise the 
features vectors. The features were not normalised, but it 
was found that the CFARF feature needed to be clipped at a 
value of 1 for the quantisation to be efficient. This was 
because CFARF feature attained some extremely high 
values, but only for a very small number of points. Thus 
clipping would not lead to a loss of much information. Most 
of the CFARF values lay between 0 and 1. When trained on 
the quantised vectors and with allowance being made for a 
soft margin, the SVM converged to a solution. 
 
 

5. Results 
 
The results of the SVM method are compared here to the 
results obtained using the Voting method. Preliminary 
results of the SVM detection method were promising, with 
the probability of detection of a target pixel being higher for 
the SVM method than for the Voting method. However, it 
was also found that the false alarm rate of the SVM method 
was higher than that of the Voting method. The following 
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table shows that average percentage of target pixels detected 
(T.P.D) and the average percentage of false alarms (F.A). 
The averages were calculated over all the images in the 
single vehicle scenarios. 
 

 T.P.D F.A 
Voting 44.5% 2.08% 
SVM Method 53.63% 6.63% 

 
Figure 1 shows an example of a test image. It shows a 
relatively bright T55 tank in the centre of the image with 
some gravel roads and vegetation surrounding it. Figures 2 
and 3 show the detection results of the two methods. For 
this particular image the SVM method obtained a very good 
detection, but generally it records more false alarms on a 
pixel level than the Voting method. 
 

 

Figure 1: Example of a test image 

 
Figure 2: SVM method’s detection result 

 

 
Figure 3: Voting method’s detection result 
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6. Conclusion 
 
It was shown in this paper that an SVM could be used to 
good effect to determine the relative importance of 
detection features. The method makes it possible to 
determine from representative training images, which 
features are most valuable in the classification of the image 
pixels as target or non-target and assigns to the features, 
weights proportional to their importance. 
 
Possible improvements can be achieved by performing finer 
quantization on the feature vectors before the SVM is 
trained. This means that less information would be lost 
during quantization. The use of more discriminative features 
could also bring about better separation between the target 
and non-target classes in feature space. This will enable the 
SVM to obtain a decision hyperplane which is closer to 
optimal than the one obtained with less separated classes. 
 
 

7. Acknowledgements 
 
The authors wish to thank Kentron Dynamics for their 
financial support of this project and for supplying the 
images sequences used in the research. 
 
 

8. References 
 

1. E. Gokcay and J.C. Principe. “Information 
Theoretic Clustering.” IEEE Trans. Pattern 
Analysis and Machine Intelligence, Vol. 24, no. 2, 
pp. 158-171, 2002. 

2. P. Mitra, C.A. Murthy and S.K. Pal. “Unsupervised 
Feature Selection Using Feature Similarity.” IEEE 
Trans. Pattern Analysis and Machine Intelligence, 
Vol. 24, no. 3, pp. 301-312, 2002. 

3. B. Bhanu. “Automatic Target Recognition: State of 
the Art Survey.” IEEE Trans. On Aerospace and 
Electronic Systems, Vol. 22, no. 4, pp. 346-379, 
1986. 

4. H. Kwon, S.Z. Der and N.M. Nasrabadi. “Adaptive 
multisensor target detection using feature-based 
fusion.” Optical Engineering, Vol. 41, no 1, pp. 
69-80, 2002. 

5. L.M. Kaplan. “Improved SAR Target Detection 
via Extended Fractal Features.” IEEE Trans. On 
Aerospace and Electronic Systems, Vol. 37, no. 2, 
pp. 436-451, 2001. 

6. R.E. Karlsen, D.J. Gorsich and G.R. Gerhart. 
“Target classification via support vector 
machines.” Proc. SPIE 3286, pp. 704-711, 2000. 

7. C. Burges. “A Tutorial on Support Vector 
Machines for Pattern Recognition.” Data Mining 
and Knowledge Discovery. 1998. 

8. L. Milne. “Feature Selection Using Neural 
Networks with Contribution Measures.” 

9. Q. Zhao, J.C. Principe. “Support Vector Machines 
for SAR Automatic Target Recognition.” IEEE 
Trans. On Aerospace and Electronic Systems, Vol. 
37, no. 2, pp. 643-651, 2001. 

72



Detection of Infrared, Ground-Based Point Objects: 
A Case Study 

 
C. Lombard*, B.J. van Wyk and J.P. Maré 

Kentron Dynamics 
Machine Vision Group

 
Abstract 

This paper describes the use of robust extracted object 
features in the IR spectral band to detect ground-based 
point objects. Single and double window features are 
proposed as two classes of features for object of interest 
recognition. It is demonstrated here that by robust feature 
selection it is possible to discriminate between objects and 
various background clutter with diurnal variations. The 
novelty of the approach presented here is its simplicity: 
excellent results were obtained using simple features not 
based on the co-occurrence matrix, and a network with 
only three hidden nodes. * 

1. Introduction 
 
The problem of targeting infrared, ground-based point 
objects has the following aspects: 

• The objects can be at different temperatures and 
thus have different intensities in an infrared 
image, as shown in Figure 1, 

• The backgrounds of the objects can differ 
significantly, as shown in Figure 1 to Figure 3, 

• The backgrounds can be at different 
temperatures, 

• The objects can be very small at high altitudes 
where ATR (Automatic Target Recognition) 
acquisition is required, 

• The objects can be at different aspect angles, as 
shown in Figure 1 and Figure 2. 

 
The objective of this study was to detect, on simulated 
images, a grid of sixteen objects, at varying temperatures, 
on different terrain backgrounds and during different 
times of the day. 
 
Various features were extracted from the images and used 
to train a neural network that classifies pixels in the image 
as object pixels or non-object pixels. 
 

                                                 
* P.O. Box 7412, Centurion, 0046, South Africa. e-mail: 
cecilia.lombard@kentron.co.za 

 

 
Figure 1: A simulated infrared image illustrating the 
type of objects addressed (on a relatively uncluttered 
background).  

 
Figure 2: A simulated infrared image illustrating the 
type of objects addressed (on a very cluttered 
background). 

                      

e.                             f.                             g.                            h.    

a.                                b.                            c.                           d. 

 
Figure 3: A range of different terrain backgrounds for 
ground based objects. 
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a.                                          b.                                          c. 

Figure 4: Day variations of the IR image in Figure 2. 
a. early morning, b. just after dawn and c. early 
evening. 
In [3] features extracted from optical and infrared images 
were used in conjunction with an adaptive mixtures 
classifier to identify man-made areas in the images. In [1] 
features (from optical and infrared images) were used in 
conjunction with feature-based fusion to identify targets. 
 
Research has also been done on the detection of small 
objects in synthetic aperture radar (SAR) images, as 
documented in for example [2] and [4]. The problem 
when using SAR images is easier to solve because the 
signature of a specific object, e.g. a vehicle, stays the 
same and is not influenced by temperature, as is the case 
for infrared images. 
 
Several of the features mentioned in the above papers 
were used, and adapted where necessary, to address the 
problem discussed here. The features are discussed in 
section 2. 

2. Feature Extraction 
 
Two classes of features were considered, namely single-
window and double window features.  Double-window 
features are calculated using parameters derived from 
both an inner (target) and an outer (local background) 
window, while single-window features are calculated by 
only operating on the target window. This concept is 
shown in Figure 5. The sizes of the target and the local 
background windows were determined by the 
approximate object size. It was assumed that object width 
and length parameters are known and that the target and 
local background windows could be adjusted according to 
the platform altitude. To improve detection accuracy a 
guardband between the target and local background 
windows, as shown in Figure 5, was also investigated. 
Different target window and guard band sizes for different 
features, to improve detection, were also investigated.  

 
Figure 5 : Inner window, outer window and guard 
band. 
Features using co-occurrence matrices were not 
considered during this investigation as they are too 
processor intensive. 

2.1. Double-Window Features 
Double-window features considered during our 
preliminary investigation were: 
 

1. Average Gradient Strength [1] 
2. Contrast Mean Difference [1] 
3. Local Variation [1] 
4. Window Deviation [2] 
5. Variance Ratio 

2.1.1. Average Gradient Strength 
This feature described by [1] relies on the occurrence of 
sharper internal detail in man-made objects when 
compared to natural objects, even if the average intensity 
of the man-made and natural objects are similar. The 
average gradient strength of the local background is 
subtracted from the average gradient strength of the target 
region to prevent large regions of background exhibiting a 
larger than normal variation from yielding a high value 
for this feature. 

 
In [1] the feature is calculated as 
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and ),( lkGout  is defined similarly. Here outn  is the 
number of pixels in ),( jiNout  and inn  is the number of 
pixels in, ),( jiNin  where outN  and inN  respectively 
denotes the target and local background windows. 

 

2.1.2. Contrast mean Difference 
This feature relies on the assumption that pixels not on an 
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engine or other hot parts of an object will still have a 
somewhat higher temperature than the natural 
background. The average gray level over the target region 
is compared with that of the local background, and is 
calculated as 
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2.1.3. Local Variation 
Unlike the Gradient Strength feature, which detects rapid 
intensity variations among immediate neighbouring 
pixels, the Local Variation is used to detect slow intensity 
variations over the local regions. Similar to the 
calculation of Average Gradient Strength, the local 
variation of the local background is also subtracted from 
the variation of the target region: 
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2.1.4. Window Deviation 
This feature has been adapted from [2] and [4], which 
don’t use a target window, but only a single centre pixel. 
This feature can be calculated as 
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where inσ  denotes the standard deviation for the target 
window and outσ  the standard deviation for the 
background window. 

2.1.5. Variance Ratio 
This simple feature is given by: 

out
in

ijF σ
σ=                                               (5) 

where outσ  and inσ  respectively denotes the standard 
deviation values calculated for the local background and 
target windows. 

2.2 Single-Window Features 
Single-window features considered during our 
preliminary investigation are: 
 

1. Maximum Gray Level [1] 
2. Coefficient of Variation [3] 
3. Single-Window Extended Fractal [4] 

 

2.2.1. Maximum Gray Level 
This feature is simply the maximum gray level in a single 
window centred on the pixel of interest. The basic 
assumption is that in many FLIR images of vehicles, there 
are a few pixels that are significantly hotter than the rest 
of the object or background. 

2.2.2 Coefficient of Variation 
The coefficient of variation of a random variable with 
non-zero mean is defined as the standard deviation 
divided by the mean, i.e. 

µ
σ=CoV                   (6) 

where σ and µ  are calculated for a window centred on 
the pixel of interest. It is obvious that this feature can be 
implemented as a double-window feature by calculating 
the CoV  for both the target and local background 
windows and then using the ratio as a double-window 
feature. In the implementation used here the coefficients 
of variation for the target window (in) and the local 
background window (out) were used as two different 
features. 

2.2.3. Extended Fractal Feature 
[4] introduced single-window Extended Fractal (EF) 
features, which are related to the computation of local 
multi-scale Hurst parameters. The following description 
for the extended fractal feature for the target window 
parallels that of [4]: Given an image ],[ nmI , the x  and 
y  directed EF feature is computed as the log ratio of the 

local average incremental power for lags ∆2 and ∆4  in 
the x  and y directions respectively, i.e.  
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where the structure functions xf∆  and yf∆ are computed 
as  
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where ),( jiI  denotes the gray level value in the image at 
the i'th row and j'th column. 
 
The sliding window size is WW × where 12 += wW  and 
the window size is adjusted w.r.t. the smallest lag so that 

4
1−=∆ W  where ∆  is an integer. The EF feature is then 

simply given by  
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In general, the feature is designed so that the optimal 
object size is related to the window size by .2

3−= WS  
 

3. Sensitivity Analysis 
An example of the features generated is shown in Figure 
6. These features were generated from the simulated 
infrared image in Figure 1 and shows clearly where the 
targets are. Other combinations of background and time 
of day have worse feature characteristics and the object 
could not be distinguished very clearly. 
 
A histogram-based approach was used as a first order 
method, as shown in Figure 7, to compare the values of 
the features at object points and non-object points (using 
images with a wide variety of combinations of 
backgrounds and times of day). From this comparison it is 
obvious that features 1 (Maximum Gray Level), 3 
(Average Gradient Strength) and 7 (Variance) gives the 
best differentiation. Other methods of feature selection, 
for example hypothesis testing and scatter matrices, were 
not used as it was found that the three features selected 
with the histogram approach gave satisfactory results. 
 

1. Maximum gray level     2. Contrast mean difference       3. Average gradient 
strength 

4. Local Variation                 5. Extended fractal 

6. Window deviation                                        7. Variance 

8. Coefficient of Variation (in)                9. Coefficient of Variation (out) 

 
Figure 6: Features extracted from the image in Figure 
1. 

                       

                      

                      

Objects: 

Objects: 

Objects: 

Non-objects: 

Non-objects: 

Non-objects: 

1. Max gray level       2. Contrast mean difference  3. Average gradient strength 

4. Local variation                5. Extended fractal              6. Window deviation 

7. Variance                9. Coefficient of variation     10. Coefficient of variation  
                                                     (in)                                            (out) 

 
Figure 7: Histograms of feature values extracted at 
target points and non-target points in image sequinces. 

4. Neural Network Architecture 
Two neural networks were trained and tested, one using 
all nine features as inputs and one using only features 1, 3 
and 7 as inputs. Features 1, 3 and 7 were used for the 
reasons described in section 3. 
 
It was found that very simple neural network architectures 
were sufficient to do the classification. They had a general 
architecture of an input layer, one hidden layer and an 
output layer where there were as many neurons in the 
hidden layer as there were inputs in the input layer and 
there was only one neuron in the output layer. 
 
This general architecture is shown in Figure 8 for the case 
where all nine features were used. 
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Figure 8: The general architecture of the neural 
networks used. 

5. Results 
In Figure 9 and Figure 10 the output of the neural nets are 
shown as contour plots over the original simulated IR 
images. There is considerable variation in the images used 
in regard to the backgrounds used and the time of day of 
the images. These differences are tabulated in Table 1. 

 
Figure 9: Contour plots of the outputs of the neural 
net that uses all nine features, plotted over the original 
infrared images. 
 

                

 

 
Figure 10: Contour plots of the outputs of the neural 
net that uses features 1, 3 and 7; plotted over the 
original infrared images. 
Background Image nr. Time of day 

1 early morning 
2 late morning 1 
3 evening 
4 afternoon 
5 late evening 2 
6 early morning 
7 late morning 3 8 afternoon 
9 morning 4 10 afternoon 

11 late morning 5 12 evening 
13 late morning 6 14 evening 
15 early morning 
16 afternoon 7 
17 evening 
18 morning 
19 dawn 8 
20 late afternoon 

Table 1: Diurnal variations of the images used. 
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6. Summary 
 
The experiments demonstrated that for the current 
application features 1, 3 and 7 are best suited. They 
provide a better performance at this altitude difference 
than all nine features combined and reducing the number 
features cuts the processing power needed significantly. 
They also provide more robustness with regard to diurnal 
variations and background variations. 
 
The novelty of the approach presented here is its 
simplicity: excellent results were obtained using simple 
features not based on the co-occurrence matrix, and a 
network with only three hidden nodes. 
  
Future work will include a two-pass clustering algorithm 
for the determination of object centroids and the rejection 
of spurious detections.  
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Abstract 
In this paper a Cell Averaging Constant False Alarm Rate 
detector for single-pixel target detection in optical images is 
analysed. Analytical expressions describing the noise and signal 
distributions are derived and key numerical results are 
presented. A generalised procedure for imaging CFAR design is 
proposed and a novel methodology to obtain meaningful 
numerical results is explained. 
 

1. Introduction 
 

The use of Cell Averaging (CA) Constant False Alarm Rate 
(CFAR) detectors in radar systems is well established. Due 
to the use of two summed squared quadrature input channels 
in radar configurations the analytic solution of the detection 
and false alarm probabilities are relatively straightforward. 
In the application considered here, namely the detection of 
small targets using an imaging sensor, the signal and noise 
distributions are such that analytical solutions were only 
partially possible.   
 
The CA CFAR detector and pre-processing chain 
pertaining to our problem is shown in figure 1. It is 
assumed that the targets to be detected by the CFAR 
detector are small and/or far away from the sensor, having 
a diameter in the order of one pixel. 
 
 

Imaging
optical
sensor

Digital
filter

Square-law
detector

CFAR
decision
element

PUT
decision

 
Figure 1: Block diagram of CFAR system 
 
The output from the sensor is digitally filtered. The 
purpose of the filter is to normalize the noise mean to 
zero, and to maximize the signal-to-noise ratio. In our 
analysis it is assumed that only positive contrast pixels 
(i.e. only pixels with an amplitude > 0 after digital 
filtering) are processed. The filtered samples are passed 
through a square-law detector. The purpose of this 

detector is to estimate the noise variance, as will be 
described in section 3.3. 
 
The final element of the CFAR processing chain is the 
CFAR decision element, which compares the pixel under 
test (PUT) to an adaptive threshold and makes a 
corresponding decision. The decision element also utilizes 
information of the pixel under test value before the square 
law detector, as will be shown later. 
 
The organization of this paper is as follows. Section 2 
briefly discusses the effect of the filter on the data. 
Section 3 describes the CFAR detector and expressions 
for the false alarm and detection probabilities are derived. 
Methods and results of numerical solutions of these 
probabilities are presented in Section 4. Section 5 presents 
a generalised method of CA CFAR design. Section 6 
presents simulation results. Finally, we summarize results 
and conclude in Section 7. 
 

2. Digital filter 
 

The noise PDF of the optical sensor samples in the clear 
sky (no clutter) scenario can be approximated as 
Gaussian. This distribution has a non-zero mean, and 
locally stationary variance in terms of time and space. The 
effect of the finite impulse response filter following the 
sensor can be seen as a summation of a number of scaled 
independent Gaussian variables. The filter output is thus 
another Gaussian distributed variable with mean 
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and variance 
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where iθ  are the filter coefficients, oµ  is the mean of the 

raw sensor samples, and 2
oσ  is the variance of the raw 

sensor samples. 
 
The filter coefficients are scaled in order to produce a 
mean of zero in the filtered signal. 
 

3. CFAR detector theory 
 
3.1 CFAR detector  background 
 
The CFAR class of detectors attempts to keep the 

probability of false detection ( faP ), and thus the false 

alarm rate, at a constant value while optimizing the 
probability of detection ( dP ). For this paper a single-
observation CFAR detector is considered, where a single 
sample of the pixel under test is used for classification of 
the pixel. 
 
The detection of single-pixel targets involves the 
comparison of the amplitude of a pixel under test to a 
threshold value. Implementing a fixed threshold is not 
optimal for controlling the false alarm rate because of  
changing environmental conditions, sensor aging etc. In 
order to make the detector more robust an adaptive 
threshold is often used to establish a constant false alarm 
rate.  
 
3.2 Fixed threshold analysis 
 
For illustrative purpose we briefly highlight the (non-
adaptive) fixed threshold approach. The noise PDF of the 
signal at the input of the square law detector can be 
approximated as zero-mean Gaussian, as discussed in the 

previous section. For a certain threshold, say Ty , the 
probability of false alarm (prior to square law detection) 
can be approximated by 
 

∞ −

=
T

f

y

x

f

fa dxeP
2

2

2

2

1 σ

σπ
.            (3) 

 
There does not exist a closed-form solution for the above 

integral, but it can be written in terms of the well-known 

error function: 
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were we have made use of the fact that ( ) 1=∞erf . It is 

clear that if we choose  

 

fCAt Ky σ=      (5) 

 

then the false-alarm probability reduces to a constant 

value for all fσ . 

 

3.3 Cell Averaging (CA) CFAR analysis 

 

In a practical system the value of fσ  is not known in 

advance and it is only locally stationary in terms of time 
and space. The purpose of the CA CFAR detector is to 

dynamically estimate the value of 2
fσ  in order to 

estimate the threshold as shown in (5). 
 
From basic statistics we know that the variance of N 
samples can be estimated by the following expression: 
 

N

x
N

i
i

f
== 1

2

2~σ                             (4) 

 
The squaring of the sample value is performed by the 
square-law detector shown in figure 1. Next the sum of N 
variance estimation pixels’  squared values are computed. 

Finally 2~
fσ  is computed by dividing this value by N. The 

following points are of importance: 
 

1. The N variance estimation pixels are chosen in 
the same area of the image as the PUT as the 
noise characteristics is only locally stationary, 
and to minimize the effect of clutter. 

2. The number of pixels examined, N, is limited by 
the fact that the variance is only locally 
stationary. If pixels too far removed from the 
target is included as part of the N pixels, the 
variance estimate will not be representative of 
the pixel under test. 
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3. In a practical system the target energy is 
typically not contained in a single pixel. Pixels 
adjacent to the target centre can contain target 
energy due to sensor resolution, target size, 
movement of the target between pixels, filter 
mismatch etc. For this reason a number of pixels 
directly adjacent to the pixel under test, called 
the guard pixels, are not included with the N 
variance estimation pixels to prevent artificial 
elevation of the decision threshold. 

 
Analogous to the fixed threshold analysis, the value of 

Ty~  required to maintain a constant faP  is given by 

fCAT Ky σ~~ = . As the CFAR comparator operates on the 

squared sample values, 2~
Ty  are used as decision 

threshold.  
 

In order to determine a value for CAK  we need to find an 

expression relating CAK  to the expected probability of 

false alarm, faP . The noise PDF following the square-law 

detector is chi-square distributed with one degree of 
freedom, given by 
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For a threshold 2~
Ty  the probability of false alarm is given 

by 
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The factor 0.5 reflects our assumption that only pixels 
having a contrast greater than the image mean are 
processed after filtering. 
 
Before we can proceed the distribution of the decision 
threshold needs to be found. If we assume that the noise 
in the adjacent cells are homogeneous, i.e. they have the 

same variance, 2σ , we are able to show (after some 

tedious math) that the value for 2~
Ty  is also chi-square 

distributed and will have N degrees of freedom, where N  
is the number of adjacent pixels examined. The 

distribution of 2~
Ty  is given by 
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The expected value of faP  can now be written as 
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Equation 8 is the desired expression relating CAK  to 

faP . Equation 8 cannot be solved analytically. CAK  is 

solved numerically using a methodology explained in the 
next section. 
  
The fact that processing only pixels having a contrast 
greater than the image mean will not negatively affect the 
detection probability of positive contrast targets will now 
be shown. Refer to figure 2 for the explanation (figure not 
to scale). To determine the probability of detection it is 
assumed, based on experimental results, that the target 
signal (amplitude of a target), has a constant value, say S, 

with Gaussian noise added to it. The signal variance 2
Sσ  

may differ from the noise variance 2
fσ . 

 

 
 
Figure 2: Gaussian noise and signal PDFs 
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Let 1Ty±  (dashed vertical lines in figure 2) be the 

threshold required for a certain faP  when all pixels are 

processed, mapped to the un-squared signal domain. 

Let 2Ty  (solid vertical line in figure 2) be the threshold 

required for the same faP  when only pixels with a contrast 

greater than the image mean is processed. The probability of 
detection for the first case is given by 
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and for the second case by 
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In order to show that the probability of detection is not 
adversely affected the following must be shown: 
 

12 dd PP ≥  

012 ≥− dd PP      (12) 

 
The difference in detection probabilities was calculated for a 
number of SNRs, and is presented in figure 3. It is clear that 

constraint 12 is satisfied for (at least) the values of faP  and 

SNR of practical interest. Note that figure 3 was generated 
for the case when the noise and the signal variances are 
equal. 
 

 
Figure 3: dP  difference vs. SNR 

 
The distribution of the noise and the signal after the 
square-law detector, and of the decision threshold, are 
shown in figure 4. 
 
 

 
 
Figure 4:  PDFs of squared noise, squared signal and 

CFAR threshold 
 
In order to determine the probability of detection the PDF 
of the square root of the actual decision threshold is 
required. This enables the use of the original (un-squared) 
signal PDF for calculation of the detection probability. 
After a transformation of variables is performed, the PDF 
of this un-squared threshold is: 
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The expected value of the probability of detection can 
then be written as: 
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where ( )Td yP ~  is the detection probability for a threshold 

of Ty~ , and is simply the integral from Ty~  to infinity of  the 
Gaussian distributed target signal PDF , 
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The SNR associated with a given target amplitude is 
defined by 
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4. Numerical results 

 
As stated elsewhere the use of CFAR detectors in radar 
systems is well established. In the radar case the sum of 
squares of two Gaussian-distributed quadrature input 
channels are fed to the CFAR detector. The PDF of the 
input data to the CFAR is then a 2-degree of freedom chi-
square distribution. This results in a relatively 
straightforward analytical solution of the detection and 
false alarm probabilities. 
 
In this application only one squared channel is used, 
which results in a chi-square distribution with one degree 
of freedom as shown previously. In this case the solutions 
of equations 8 and 14 does not exist analytically. 

Analytical solutions for faP  (equation 6) and dP  were 

found in terms of the error function. The complete 
integrals were then solved numerically using an adaptive 
recursive Newton-Cotes 8 panel rule.  
 
Equations 8 and 14 were used to generate figures 5, 6 and 
7. It was assumed that the target signal is relatively 

constant, i.e. 22
fS σσ ≈ . 

 
It is not possible to find an explicit expression for CAK  
from equation 8. MATLAB was used to calculate values 
for CAK  given a required expected false-alarm 

probability, reqfaP , . The following steps were followed: 

 
1. Wide maximum and minimum limits for possible 

values of CAK  are chosen. 

2. A vector of values for CAK  between the two 
limits is generated. 

3. Equation 8 is solved for all the values of CAK . 

4.  The two adjacent values in the CAK  vector 

where the quantity reqfafa PP ,−  changes sign 

are taken as the new limits. 
5. Repeat from step 2. 

 
The above procedure was repeated until CAK  converged 
to a value.  
 

The above procedure requires that faP  is a monotonically 

increasing or decreasing function of CAK . faP  is of 

course a monotonically decreasing function of CAK , since 

an increase in the threshold will result in a lower false 
alarm probability. 
 
Figure 5 shows the required value of CAK  to achieve a 

specified faP . The only way to reduce CAK  and thus 

increase dP  with a specified false-alarm rate and SNR is 

to increase N. 
 
 
 
 

 
 

Figure 5: CFAR threshold multiplier for specified faP  

 
 

Figure 6 shows the minimum SNR to give a specified dP  

while keeping N fixed.  
 
 

 
 

Figure 6: Required SNR for specified dP , N = 40 

 
Figure 7 shows the required SNR curves to achieve a 

specified dP  for different values of N while keeping faP  

fixed. From this figure it can be seen that a large value for N 
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is advantageous, although N has an upper limit as discussed 
previously. 
 
 

 
 

Figure 7: Required SNR for specified dP , 610−=faP  

 
 
These figures can be used to design a CA CFAR detector, 
and are discussed in the following section. 
 

5. Design of a CA CFAR detector 
 
In a practical system the false alarm and detection 
probabilities are typically specified. The design of a CA 
CFAR system would then consist of the following steps, 
assuming that the noise and target PDFs can be 
approximated as shown in sections 3.2 and 3.3: 
 

1. Determine the layout and number of variance 
estimation cells, N. This will depend on the 
characteristics of the optical sensor, the expected 
target and the environment in which it is used. 

2. Determine the required value of the threshold 
multiplier, CAK  from figure 5 using the specified 

faP  and N as determined in step 1. 

3. Determine the minimum required SNR to achieve 

the specified dP  from figure 6 using the specified 

faP  and N as determined in step 1. 

4. The maximum detection range can now be 
determined using the characteristics of the sensor, 
the target and the transmission medium. 

 
 

6. Simulation results 
 
A CA CFAR detector was simulated using a Monte Carlo 
simulation. MATLAB was used to implement the 
simulation. Each PUT was generated from a normal PDF 

having mean S and variance 2
fσ . N variance estimation 

pixels were generated for each PUT from a normal PDF 

having zero mean and variance 2
fσ . The decision 

threshold was calculated using the method specified 
previously. 
 
N was fixed at 20, 40 and 70 respectively, and the data 
shown in figure 5 was used to determine the values of 

CAK  to use in the simulations. faP  was chosen to be 

610− . 
 
The results are shown as crosses on figure 7. As can be 
seen from the figure, the simulation results corresponded 
closely with the theoretical results. This indicates that the 
expressions for the false alarm and detection probabilities 
as derived in this document are accurate. 
 

7. Conclusion 
 

In this paper a CA CFAR detector for single-pixel target 
detection in optical images was analysed. Analytical 
expressions describing the noise and signal distributions 
were derived and key numerical results were presented. A 
generalised procedure for imaging CFAR design was 
proposed and a novel methodology to obtain meaningful 
numerical results were highlighted. 
 
Future work will include the extension of the results 
presented here to the analyses of an ordered statistic (OS) 
CFAR for optical images, and other CFAR detectors. The 
addition of a N/M detector to improve the probabilities 
will also be analysed. 
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Abstract

We present an automated facial expression recognition sys-
tem based on Support Vector Machines. Unlike the recognition
of facial expressions such as anger, fear and disgust, we choose
to recognize facial expressions as described by the Facial Ac-
tion Coding System (FACS). The system recognizes measur-
able, visible changes - called action units - from the upper and
lower half of the face. We perform independent recognition of
5 upper and 11 lower action units in the face, which may occur
either individually or in combination. Based on a feature extrac-
tion from grey-level values, the system is expected to recognize
under real-time conditions. Results are presented for different
block sizes and SVM kernels with an average overall recogni-
tion rate of 85 percent.

1. Introduction
1.1. Motivation

Automated facial expression recognition has become very rele-
vant to many fields of human computer interaction. The emerg-
ing power of today’s computers makes computer vision systems
feasible and cost-effective: they will become more and more
pervasive in everyday life. For instance, they can be part of se-
curity systems in banks or public places where the persons in-
tention is of interest. Furthermore they supplement new ways of
easy communication, where spoken languages differ or can not
be spoken at all. Advances in non-verbal communication tech-
nology is of particular benefit to the Deaf community because
of Signed Language translation systems; they must consider fa-
cial expressions which are part of the language. Another benefit
for human computer interaction is that a parametric representa-
tion as described by an action unit (AU) coded facial expression
can be used to abstract from an individual’s specific appearance.
This can be used for low-bandwidth, mobile video communica-
tion, more intuitive operation of autonomous systems or virtual
reality.

1.2. Facial Action Coding System

Facial expressions can appear in mulitple combinations. Joy,
anger, surprise and disgust are well-known prototypic facial ex-
pressions. They involve one or more facial features such as
mouth patterns and state of the eyebrows. These prototypic fa-
cial expressions are not sufficiently rich to describe expressions
found in Signed Languages or even verbal communication; they
require a coding system that allows more detailed description of
facial expressions.

The Facial Action Coding System [1] is a suitable method
for describing facial expressions. It encodes facial expressions

This research was carried out while M. Schulze was visiting the
University of the Western Cape.

by a set of parameters called action units (AUs) which define
measurements of appearance changes in the face. The basis of
these measurements are muscular movements defined by AUs.
The coding system consists of 44 AUs; they correspond to facial
appearances such as eyebrows up or down, lips pucked, pressed,
etc. AUs can appear either individually or in combination. More
than 7000 possible combinations have been observed [2]. FACS
describes the independent movement of each AU, which repre-
sents every conceivable facial expression.

1.3. Problem Statement

In our approach, we attempt to recognize facial expressions
from grey-level images by the means of FACS action units with
Support Vector Machines.

As is the case with many recognition problems, we are
confronted with general pattern recognition problems such as
changes in the physical environment, lighting conditions, cam-
era resolution and facial appearances, as well as occlusions,
head rotation etc. Furthermore, there are properties specific to
the face which must be considered in order to make the recog-
nition feasible. One such property is the subtleness of appear-
ance changes in facial expressions. Many facial features do
not change the appearance considerably which may be hard for
a classifier to recognize. Pucked and pressed lips, for exam-
ple, produce nearly the same pattern and can be distinguished
naively only by the dimples. Another property is the small
amount of information that is present in a face relative to its
size. Most of the information about facial expression resides in
small areas such as mouth corners, furrows, lines in the faces,
eyes and eyebrows; facial expression can be recognized from
these individual facial features. The human saccadic system ob-
serves primarily the eye and mouth regions to recognize facial
expressions.

Furthermore, contraction of facial muscles produces
changes in the appearance of permanent features - e.g. lips,
eyes and furrows which come with age - and transient features
including facial lines and furrows that are not present when fa-
cial muscles are relaxed but appear with facial expressions. The
appearance and location of the facial features can change dra-
matically. For example, an open mouth expands the size of the
face by a considerable amount and adds a dark area to the ap-
pearance of the face.

1.4. Related Work

A lot of work has been done on prototypic facial expression
recognition. Recognition of emotions and their differences
in levels of expressiveness was investigated in [3]. The im-
ages were preprocessed manually by cropping out the outer
edges of the face and were further equalized and subsampled.
The color values were used to train a neural network classi-
fier. The authors achieved good results and could improve them
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by zooming in on particular areas of the face. In [4], the au-
thors recognized the six basic facial expressions “happy”, “sad”,
“afraid”, “angry”, “surprised” and “disgusted”. The images
were cropped and scaled to a suitable size. Out of the remainder,
Gabor features were extracted and passed into an SVM for clas-
sification. In [5], dynamic facial expressions were recognized
from image sequences. The recognition algorithm starts with
the neutral expression and changes into one of four categories:
“anger”, “surprise”, “disgust”, “happiness”. The best results
were achieved by calculating the differences between succes-
sive images in a sequence and classifying them with a hidden
Markov model.

A system related to action unit recognition has been pro-
posed by [6]. It divides images into upper and lower regions
and extracts geometric features independently from each region
using multi-state facial component analysis. The model param-
eters are passed to a neural network which identifies the appro-
priate action units. The system recognized a subset of 17 out
of 46 AUs with combinations and achieved average recognition
rates of 96 percent. However, the complexity of the feature ex-
traction process may make real-time application infeasible.

2. Methodology
In our approach, we recognize a subset of AUs similar to [6].
The number of AUs which can be recognized is limited to the
number of samples provided in the image database. The CMU
Facial Expression Database [7] contains frequently occuring
AUs in a sufficient amount of samples. Some AUs, however,
are not present in the database such as slit (AU 42), wink (AU
46) and lower mouth corners (AU 13); some AUs such as nostril
dilator or nostril depresser are present in only very few pictures.

The classification of AU is performed by Support Vector
Machines (SVMs). SVMs are an elegant and highly principled
learning method for the design of a classifier consisting of a
feedforward network with a single hidden layer of nonlinear
units. Unlike traditional neural networks, its derivation follows
the principle of structural risk minimization that is rooted in sta-
tistical learning theory. This induction principle is based on the
fact that the error rate of a learning machine on test data (i.e. the
generalization error rate) is bounded by the sum of the training
error rate and a term that depends on the Vapnik-Chervonenkis
dimension (a term that characterizes the complexity of a classi-
fier). In the case of linearly separable patterns, a support vec-
tor machine produces zero for the first term and minimizes the
second term. Thus, the support vector machine can provide
nearly optimal generalization performance on pattern classifica-
tion problems despite the fact that it does not incorporate prior
domain-specific knowledge. The design of the machine hinges
on the extraction of a subset of the training data that serves as
support vectors and therefore represents a stable characteristic
of the data. Whatever the learning task, the support vector ma-
chine provides a method for controlling model complexity in-
dependently of dimensionality. In particular, the model com-
plexity problem is solved in a high-dimensional space by using
a penalized hyperplane defined in the feature space as the deci-
sion surface; the result is good generalization performance. The
curse of dimensionality - i.e. deterioration of the classifier per-
formance as more features are added - is bypassed by focusing
on the dual problem for performing the constrained optimiza-
tion problem. An important reason for using the dual setting
is to avoid having to define and compute the parameters of the
optimal hyperplane in a data space of possibly high dimension-
ality. Ordinarily, the training of a support vector machine con-

Figure 1: ��������� (left) and �������	� (right) bitmap representa-
tions

sists of a quadratic programming problem that is attractive for
two reasons: 1. It is guaranteed to find a global optimum of the
error surface where the error refers to the difference between the
desired response and the output of the support vector machine.
2. The computation can be performed efficiently. The latter
is particularly important as our envisaged application requires
realtime performance.

2.1. Feature Extraction

The simplest way to view an image is to consider its bitmap rep-
resentation. Assuming the size of the bitmaps as a fixed height


and width � , the input data for the SVM are vectors of size

��� for grey-level images. Since the faces in the database

are embedded in backgrounds, only the region of the face in an
image is of interest. The remainder of the bitmap contains irrel-
evant data. In order to limit the size of the data and increase its
quality, only the area containing the face is used. Thus, we need
to locate the face. Face detection and location are considered an
independent problem and can be solved with various methods
such as saccadic search, optical flow or conventional learning
machines. For the purpose of this investigation, we identified
the face regions of the images by hand by defining a rectangu-
lar bounding box around the face in each image in the database.
We sized the bounding boxes from the middle of the forehead
to the bottom of the chin; the left and right borders are located
at the intersection of ears and cheekbone.

Since the pixel dimension of the face is relatively large
( �	���������� and higher), the dimension of feature vectors be-
comes quite large; in order to avoid overfitting the data we need
to reduce the size of these input vectors. Thus, we subsample
the images which leads to better generalization and improve-
ment in training and classification speed. For this study, we
chose ��������� and ������	� image resolutions, i.e. we divided
the images into sets of ��������� and �������	� blocks respectively,
and assigned to each block the average grey-level value from all
pixels in the block. Further empirical investigation needs to be
done to determine the best resolution for good generalization.

Figure 1 depicts bitmap representations of facial expres-
sions on sizes ��������� and ��������� after cropping the images
along the bounding boxes. Upper and lower face regions move
relatively independently when forming facial expressions: e.g.
a frown performed in the lower face region does not strongly
affect the eye region; The weak correlation between upper an
lower halves allows us to partition faces and to build classifiers
for single AUs in the upper and lower face regions, respectively.
This leads to a further reduction of the input dimension.

2.2. Classification

Our aim of recognizing combinations of AUs leads to a multi-
class classification problem. However, unlike the well-studied
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binary SVM classifier, construction of multiclass SVMs is still
believed to be an unsolved problem [8]. Typical solutions are
voting schemes based on combinations of several binary classi-
fication decision functions. We trained separate SVMs for each
AU where images containing a particular AU were labeled as
positive examples. For instance, an image which contains the
AUs ”inner brow raised” (AU1) and ”lips partly open” (AU25)
can be used to train both SVM classifier for the AU1 and AU25,
respectively. All remaining images were labeled as negative
examples. During testing, an AU is recognized in a facial ex-
pression if its corresponding SVM detects it in an image.

This approach creates a well-known problem in SVM clas-
sification: The small number of positive examples is out-
weighed by the relatively much larger number of negative ex-
amples. This results in training and classification that is bi-
ased towards the negative examples. A solution to this prob-
lem is presented in [9]: we introduce positive and negative er-
ror weighting parameters ��� and ��� , respectively, for training
SVMs. The weights are chosen according to the ratio of the
number of samples in the positive class to the negative class.
This method gives a good compromise between probability of
false alarm and probability of detection. We adopt this approach
for training SVMs on AUs.

3. Experiments and results
We evaluated SVM classification of AUs using the Cohn-
Kanade AU-Codes Face Expression Image Database [7]. It con-
tains image sequences of 210 adults of both gender, different
ages and origins. Each person shows a set of facial expressions,
beginning with a neutral expression and ending with the final
facial expression. Not all individuals demonstrate the same set
of facial expressions, i.e. individuals are demonstrating differ-
ent number and different kinds of facial expressions. The first
two images in the sequence were taken as neutral and the last
two images as the final FACS coded expression. For our exper-
iments, we labeled the neutral expression as AU0; it serves as a
negative example for every AU to be recognized. We performed
10-fold cross validation. In order to create distinct datasets for
cross validation, none of the individuals in a fold appear in any
of the remaining folds. We formed a unique cross validation set
for each AU to be recognized. The sizes of the different folds
are only approximately equal as the database contains different
numbers of facial expressions for different individuals.

Since the number of positive examples in the cross valida-
tion set is smaller than the number of negative examples, we
chose the parameters � ����� and � � according to the ratio of
negative and positive examples for each class of AUs.

Let 	�
����� and 	�
����� be the number of correctly classi-
fied positive and negative instances, respectively, of ��� � in the
cross validation set containing a total of � samples. The overall
recognition rate � in percent is given by:

� 
�������� ����� � 	 
������� � 	 
������ ��� (1)

which takes the prior probabilities of each class into ac-
count. Since the mismatch in the numbers of positive and neg-
ative examples can cause the overall recognition rate for an AU
to be misleading, we also report the recognition rates on positive
and negative examples separately.

The recognition rates for 16 different AUs on images with
��� � ��� and �	� � ��� resolutions are shown in Tables 1 and
2, respectively. Recognition performance is shown for SVMs

with linear, polynomial and radial basis function kernels. We
observe that SVMs with radial basis function kernels show the
best average generalization performance with 85 percent over-
all recognition and good performance on both the positive and
negative examples.

We observe that some AUs are more difficult to detect than
others. For instance, it is relatively easy to detect a stretched
mouth; it is much more difficult to detect a tight eyelid. This
suggests that it might be useful to develop separate feature ex-
traction for face regions such as eyes or mouth.

Further, a comparison of the results of Table 1 with those
of Table 2 suggests that higher image resolution does not im-
prove the recognition performance when using the simple av-
erage grey levels as features. However, the inclusion of other,
more complex features may further improve the recognition per-
formance.

4. Discussion
Our average Action Unit (AU) recognition rate of 85 percent
demonstrates that the use of low-level features which are easy
and quick to compute and support vector machines is a viable
approach to real-time recognition of facial expressions. The pri-
mary advantage of our approach over other approaches which
use sophisticated feature extraction algorithms is speed; this is a
significant advantage as we intend to use SVMs for recognizing
facial expressions used in South African Sign Language. We
can determine the facial expression on a previously unseen face
by evaluating N binary SVMs using average grey-scale values
as features. We plan to investigate the use of Principal Compo-
nent and Independent Component Analysis for feature extrac-
tion together with SVMs for classification. Further improve-
ments can be expected from facial feature tracking. Finally, we
plan to recognize combinations of AUs using a probabilistic in-
terpretation of SVM output; this will form an integral part of
our system for Sign Language recognition.
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AU alias linear polynomial rbf
overall pos neg overall pos neg overall pos neg

1 inner brow raise 81 70 83 67 78 65 85 70 87
2 outer brow raise 87 73 89 78 87 77 87 86 87
4 brow lowerer 78 71 80 67 67 67 79 62 82
5 lid raise 87 66 89 88 68 90 87 79 88
7 lid tight 79 64 81 83 39 87 79 69 80
9 nose wrink 90 61 91 77 55 78 75 90 75
11 nasaobial deep 94 50 95 85 60 85 87 78 87
12 mouthcorner up 94 87 94 85 92 85 94 86 95
15 lips depress 90 72 92 88 70 89 89 80 89
17 chin raise 80 77 80 84 44 91 83 76 84
20 lips stretch 91 64 93 79 77 79 89 85 89
23 lips tighten 79 40 80 78 56 79 75 79 74
24 lips press 85 44 87 79 53 80 81 67 82
25 lips part 83 71 86 88 48 97 90 80 92
26 jaw drop 89 65 90 57 88 55 83 78 83
27 mouth stretch 95 79 96 77 94 76 95 95 95

overall result 86 57 88 79 67 80 85 79 86

Table 1: Results on ��� � ��� pixel resolution

AU alias linear polynomial rbf
overall pos neg overall pos neg overall pos neg

1 inner brow raise 82 66 85 66 77 64 84 68 86
2 outer brow raise 87 68 89 78 87 76 88 86 87
4 brow lowerer 78 66 81 65 68 64 79 65 81
5 lid raise 90 62 92 86 74 87 86 81 86
7 lid tight 80 55 82 82 40 86 79 69 81
9 nose wrink 94 58 41 76 53 77 77 84 77
11 nasaobial deep 95 30 98 88 60 89 87 72 88
12 mouthcorner up 93 83 94 88 89 88 95 86 96
15 lips depress 93 70 94 88 68 90 88 79 88
17 chin raise 80 70 82 84 47 90 82 76 84
20 lips stretch 95 65 97 79 76 78 88 82 89
23 lips tighten 88 30 91 80 53 82 77 72 77
24 lips press 89 40 91 80 56 81 82 70 82
25 lips part 82 70 85 88 48 97 90 79 92
26 jaw drop 91 56 94 59 85 57 84 79 84
27 mouth stretch 96 77 97 79 93 78 95 93 95

overall result 88 60 87 79 67 80 85 77 86

Table 2: Results on �	� ���	� pixel resolution
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Abstract
Proximity based classifiers such as RBF-networks and nearest-
neighbour classifiers are notoriously sensitive to the metric used
to determine distance between samples. In this paper a method
for learning such a metric from training data is presented.
This algorithm is a generalization of the so called Variable-
Kernel Similarity Metric (VSM) Learning, originally proposed
by Lowe [1] and is therefore known as Generalized Variable-
Kernel Similarity Metric (GVSM) learning. Experimental re-
sults show GVSM to be superior to VSM for extremely noisy
or cross-correlated data.

1. Introduction
In a classification problem, we are given T training ob-
servations belonging to I distinct classes. Each training
observation consists of aD-dimensional feature vector
xt = (xt1, . . . , xtD) ∈ Rd and the known class label
Lt, t = 1, . . . , T . The goal is to predict the class label of
a previously unseen queryx0. The K Nearest neighbour
classification method is a simple and appealing approach to this
problem: it finds theK nearest neighbours ofx0 in the training
set and then predicts the class label ofx0 as the one that occurs
most frequently in theK neighbours. Nearest neighbour
classifiers allow rapid incremental learning from new instances
and controlled removal of outdated or invalid training samples.
Also, they are much easier to interpret than neural networks.
Unfortunately their generalization performance is often inferior
to competing methods.

As Lowe[1] has pointed out, the performance of these
methods is highly dependent on the similarity metric that is
used to select the neighbours. One example of a situation
where an appropriate metric is important is the case where one
or more of the features are irrelevant. Such a case is depicted in
fig.1. Based on this Lowe[1] proceeded to develop a technique
known as Variable Similarity Metric (VSM) learning to au-
tomatically scale the features appropriately and demonstrated
that the generalization performance of this technique is state
of the art. VSM learning can be run as a black box with no
problem-specific parameters to be set by the user.

It has come to the authors’ attention that while VSM
learning performs well for cases where the input features
are uncorrelated, simple feature scaling is not powerful
enough once the noise added to different features becomes

cross-correlated (as depicted in fig. 2). One can reasonably
expect that this will be the case in many pattern recognition
applications, since all the features are derived from the same
original input.

The solution proposed here is a generalized form of VSM
learning (GVSM). GVSM optimizes more parameters in
order to obtain a metric, the principal axes of which are not
necessarily aligned with the coordinate axes. Unfortunately, as
always, more degrees of freedom implies more vulnerability to
overfitting.

In Section 2 we introduce the notation used for the remain-
der of the paper, while in Section 3 the equations governing
K-nearest neighbour classification is discussed in more detail.
In order to optimize the metric used, we need a measure of the
performance of a metric and the partial derivatives of this mea-
sure with respect to the variables to be optimized, these are in-
troduced in Section 4. Nearest neighbour methods are often
perceived as more computationally expensive than competing
methods, and for this reason Section 5 discusses some of the
speed-up techniques that can fruitfully be applied. Section 6
reports some results obtained when GVSM was compared to
VSM on synthetic data. We discuss the alternative interpreta-
tion of GVSM as a transform design method in Section 7 and
our conclusions and suggestions for future research appear in
the last section.

2. Preliminaries

For the rest of the papersti will denote the known probability
(ie. 1 or 0) that sample numbert ∈ 1, 2, . . . , T falls in class
i ∈ 1, 2, . . . , I andpti will denote the estimated probability
that sample numbert falls in classi based on the training set
excluding samplet. Similarly stki will denote the known prob-
ability that thek-th nearest neighbour of sample numbert from
the training set falls in classi. xt andctk will denote the fea-
ture vectors of thet-th sample and it’sk-th nearest neighbour
respectively.

3. K-nearest neighbour classification

TheK-nearest neighbour technique uses the following expres-
sion to determine the probability that a sample belongs to class
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Figure 1: VSM learns a metric that accentuates differences
along the x axis and suppresses those along the y axis. The ar-
rows represent the kind of metric that VSM will typically learn
for this case. (Classes are widely separated for illustrative pur-
poses.)
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Figure 2: VSM is unable to learn an appropriate distance mea-
sure for cases where the noise affecting different features is cor-
related. The arrows represent the kind of metric that GVSM
will typically learn for this case.
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In the most basic form of the method allnk coefficients are set
to 1 and it becomes a simple vote. A slightly more sophisti-
cated method attaches more importance to closer neighbours by
determining the weightntk assigned to each neighbour using a
kernel centered atxt. In this case we will use a Gaussian kernel:

nk = e
− d2

k
2σ2 .

The width of this kernel is determined byσ. If σ is too small,
the truly nearest neighbour will dominate the decision and gen-
eralization will be poor. If it is too large, the method will fail to
capture significant changes in the output. In generalσ may be
chosen smaller, the more densely the data is sampled. Since the
density of data varies over the input space, fixed values ofσ will
not normally perform well. In order to make the width of the
window vary with the density of available training samples,σ
is set to some multiple of the average distance to the M nearest
neighbours. It is better if only a fraction (e.g.M = K

2
) of the

nearest neighbours are used so the kernel becomes small even
when only a few neighbours are close to the input.

σ =
r

M

MX
m=1

dk.

The difference between VSM and GVSM lies in a single equa-
tion. While VSM uses the expression

d2
k =

DX
d=1

w2
d(xd − ckd)2

to define the distance between a samplex and it’sk-th nearest
neighbourck, GVSM uses the more general matrix norm

d2
k = (x− ck)T A(x− ck) (1)

whereA is a positive definite symmetric matrix. For the case
whereA is a diagonal matrix, this is exactly equivalent to VSM.

4. GVSM optimization
The first complication that arises when attempting to optimize
a matrix norm is the fact that the matrix must be constrained to
be symmetric positive definite.

A necessary condition for a matrixA to be a symmetric
positive definite matrix, is that it can be expressed asA = LT L
whereL is upper triangular with positive diagonal elements. A
sufficient condition forA to be symmetric positive definite, is
that it can be written asA = LT L whereL can be any non-
singular matrix. Therefore ifL is a non-singular upper triangu-
lar matrix

A = LT L, (2)

is a necessary and sufficient condition forA to be positive
definite.

ExpressingL as

L =

2666664
L11 L12 L13 . . . L1d

0 L22 L23 . . . L2d

0 0 L33 . . . L3d

...
...

...
. . .

...
0 0 0 . . . Ldd

3777775
90



allows us to optimize the various elementsLuv assured in the
knowledge thatA will be a symmetric positive definite matrix
and that all symmetric positive definite matrices can be obtained
in this way. Although VSM learning uses conjugate-gradient
descent to minimize the cross validation error over the training
set we have only implemented a gradient descent method with
a primitive form of line search for use with GVSM. However
convergence is still attained within a reasonable time for most
problems.

The cross validation error is defined as

E =
X

t

X
i

(sti − pti)
2.

The derivative of this error can be computed with respect to
each of the parameters to be optimized to obtain

∂E

∂Luv
= −2

X
t

X
i

(sti − pti)
∂pti

∂Luv

where
∂pti

∂Luv
=

P
k(stki − pti)∂ntk/∂LuvP

k ntk

and

∂ntk

∂Luv
=

ntk

2σ2

 
d2

tk
2r

Mσ

MX
m=1

∂d2
tm

∂Luv
− ∂d2

tk

∂Luv

!
∂Aop

∂Luv
, (3)

∂d2
tk

∂Luv
= (xto − ctko)(xtp − ctkp)

∂Aop

∂Luv
,

∂Aop

∂Luv
=

8><>:
2Luv if o = p = v
Luo if o 6= p = v
Luv if p 6= o = v
0 if p 6= o 6= v

.

In order to optimize the parameterr we simply use the deriva-
tive of ntk with respect tor

∂ntk

∂r
=

ntkd2
tk

rσ2

in place of equation 3. For ad-dimensional input space GVSM
optimizesd(d+1)

2
+1 parameters as opposed to thed+1 parame-

ters optimized by VSM, which implies more power to select an
appropriate metric, but also more potential for overfitting the
data set. Thus VSM would be more appropriate if the size of
the data set is small relative to the dimensionality of the input.
On the other hand GVSM optimizes very few parameters com-
pared to an equivalent neural net, which seems to indicate that
the overtraining problem should not be excessive.

5. Improving run-time performance
Nearest neighbour methods are sometimes criticized for slow
run-time performance. However with the correct optimizations
nearest neighbour methods can actually outperform other algo-
rithms. For example we can use the distributive law to expand
our expression for distance

d2
k = (x− ck)T D(x− ck)

to
d2

k = xT Dx− 2xT Dck + ck
T Dck.

The last term in this expansion is a constant that can be cal-
culated at design-time for each exemplar in the database. The

first term is a constant that will be the same for all candidate
neighbours and can thus be calculated once off and added to all
candidates. However we can save computation by only calcu-
lating the pseudo-distance

d̃2
k = −2xT Dck + ck

T Dck,

then selecting theK nearest neighbours based on pseudo-
distance and adding thexT Dx term to each of these to obtain
the true distances to the nearest neighbours. SinceK is typi-
cally much smaller than the number of exemplars this saves a lot
of addition. If we calculate the training vectors in the database
as follows

c̃k =
� −2cT

k D cT
k Dck

�
,

and concatenate them all into a database matrix

C =

26664
c̃1

c̃1

...
c̃T

37775 ,

we may calculate the pseudo distance between the query vector
and each of the samples in the database by the simple operation
of augmenting the query vector

x̃ =
�

x1 x2 . . . xD 1
�T

,

and performing the Matrix multiplication

d̃j = Cx̃.

For problems with very large databases this matrix multiplica-
tion may take too long. In such cases thek-d tree algorithm
[4,5] may be used to obtain further speedup. However the per-
formance gain of this algorithm diminishes with increasing di-
mensionality of the input. Large databases with high dimen-
sionality may require the use of approximate methods such as
Best Bin First [6]. Using one or more of these speedup tech-
niques very often results in better run-time performance than
competing methods.

6. Test results
The GVSM algorithm was compared to VSM on the synthetic
data set originally used by Lowe in [1] to demonstrate the
working of VSM learning. The task is to solve a noisy
XOR problem in which the first two real-valued inputs are
randomly assigned values of 0 or 1 and the binary output class
is determined by the XOR-function of these inputs. Noise
was added to these 2 inputs drawn from a normal distribution
with standard deviation of 0.3. The cross-correlation between
the noise signals added to these two inputsα is the parameter
against which we plot our results and varies from 0 to 0.95. The
next two inputs were assigned the same initial 0 or 1 values as
the first two, but had noise with standard deviation of 0.5 also
correlated according toα. Finally another 4 inputs were added
that had random zero mean values with a standard deviation of
2.

The training set consisted of 100 samples and the test set
of 1000 samples. The presence of irrelevant features as well
as less-important features makes this a very difficult task for
classical nearest-neighbour classifiers to solve. As can be seen
from fig. 3 both VSM and GVSM fare very well with GVSM
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Figure 3: VSM, GVSM and untrained nearest-neighbour gen-
eralization performance on the synthetic data set plotted against
the amount of correlation in the noise. Standard deviations of
0.3 and 0.5.

gaining a slight edge as the correlation increases.

An interesting result that was discovered only recently is
that as the noise levels increase, GVSM becomes superior to
VSM even for data in which the noise is not correlated. This
result is shown in fig. 4 and was obtained by adding noise with
a standard deviation of 0.55 and 0.7 respectively to the first two
pairs of inputs. However on the real data-sets on which GVSM
was evaluated VSM has consistently outperformed it. The
reasons for this are not understood and is the topic of ongoing
research.

7. Applications in feature generation
Suppose that we apply GVSM training to a training set which
consists of raw data (e.g. a sampled speech signal or the pixel
intensities of an image) rather than extracted features. If we
substitute equation (2) into equation (1) we obtain

d2
tk = (xt − ctk)T LT L(xt − ctk)

= (L(xt − ctk))T L(xt − ctk)

= CT C

where
C = L(xt − ctk).

This implies that the distance as measured by our metric is
simply equivalent to Euclidian distance in the transformed
space induced byL. In this way we may learn a linear
transform that maximizes the class separation as measured
by the cross-validation error of aK-nearest neighbour classifier.

Conversely, if we know that a specific general purpose
linear transform, such as the Hadamard or Fourier transform,
has good discrimination capabilities for a given problem we
may use it as a starting point for GVSM learning and hopefully
learn an even better transform specialized for the application.
In addition GVSM automatically scales the various generated
features, so feature selection reduces to selecting the features
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Figure 4: VSM, GVSM and untrained nearest-neighbour gen-
eralization performance on the synthetic data set plotted against
the amount of correlation in the noise. Standard deviations of
0.5 and 0.7.

with the largest magnitudes.

8. Conclusion and future directions
A generalized method for learning a metric suitable for use
with proximity based classifiers was presented. The superior
performance of GVSM-learning on the synthetic XOR data
set for increasing correlation seems to suggest that GVSM-
learning can be a valuable tool to improve the generalization
performance of proximity based classifiers. However, the
absence of superior results on real data sets suggest that the
conditions that GVSM was designed to exploit may not occur
at significant levels in real datasets.

While GVSM consistently obtains better training perfor-
mance than VSM the drop from training to test performance
is also much bigger. This indicates that the poor test perfor-
mance is due to overtraining, but why the overtraining penalty
on GVSM should be so much larger than that experienced by a
neural net with the same amount of parameters is not clear. An-
other promising approach that is currently being investigated is
the use of VSM or GVSM to learn different norms for the dif-
ferent classes in a problem.
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Abstract 
 
The architecture with an emphasis on defensive 
information warfare for distributed intrusion detection 
system is proposed. Multiple entities working 
collectively but independently provide efficiency, real-
time response and distribution of resources. In order to 
effectively address various intrusion threats, the 
architecture combines host-based intrusion detection 
system, network-based intrusion system, and physical 
security with intrusion detection, thereby providing a 
framework for a general-purpose intrusion detection 
system using real-time analysis of audit data.   
  
1 Introduction 

An intrusion is any attempt that compromises the 
integrity, confidentiality or availability of a resource.  
This attempt can be done by outside intruders or inside 
intruders of an organization. Intrusion detection system 
(IDS) seeks to detect the violation of security policy 
(intrusions), preferably in real-time, by monitoring and 
analysing system behaviour. The IDS approach to 
security is based on the assumption that the best efforts 
of prevention will fail.    

IDS aims to detect information warfare attacks that 
intend to exploit, corrupt, deny, or destroy information or 
information resources of an organization or individual 
[4]. Alternatively, IDS attempts to support defensive 
information warfare that aims to defend value of the 
resources or counter the potential loss of value.  Types of 
defences are prevention, deterrence, indications and 
warnings, detection, emergency preparedness, and 
response/incident handling. 

This paper is organized as follows: it starts by providing 
motivation and contribution of the paper in section 2; 
related work in section 3; intrusion management model 
in section 4; the proposed integrated intrusion detection 
architecture (IIDA) in section 5; Incident 
handling/response in section 6; Results in section 7; 
IIDA requirements satisfaction in section 8; Future work 
and final word conclude the paper. 

2 Motivation and contribution  

The number of attacks in network computer systems is 
growing exponentially and there is a high possibility that 

most incidents are not reported, simply because most 
organizations are afraid to lose customers’  confidence, 
thereby giving intruders more chance to continue.  
Intrusion detection is important since preventive-based 
approach for computer and network security is very 
difficult; crypto-based systems, stolen or lost keys cannot 
be defended; and secure system may be vulnerable to 
insiders. 

The original architecture of IDS consisted of two 
components: collection component and analyzer 
component.   The limitation of this architecture is its 
inability to scale up for larger collection. Scalability in 
the proposed architecture is addressed mainly by 
introducing intermediate components between the 
collection components and analyzer components in order 
to form a hierarchy [5].  

This proposed hierarchical IIDA integrates host-audit-
trail, network traffic analysis, and physical security with 
intrusion detection. IIDA provides significant advantages 
that satisfy the requirements for a good IDS [2]. 

3 Related work 

Some distributed IDSs today use a hierarchical 
architecture to deal with scalability limitations, e.g. 
GrIDS, SPI-NET, NetRanger, Intruder Alert, RealSecure, 
Active Security, and AAFID [6,7]. The weakness of 
hierarchical IDS architectures is that they are prone to 
have single points of failure that can easily be discovered 
by an attacker.  

The advantage of the proposed IIDA is its ability to 
provide early warnings for emergency preparedness with 
its ability to recover and respond to attacks. The other 
advantage is the ability of agents to move from one host 
to another to avoid single point of failure. 

4 Intrusion management model 

The primary goal of intrusion management is to prevent 
the consequences of intrusions entirely. Prevention, one 
of the types of defensive information warfare, can be 
addressed by implementing a program of effective 
security controls. In response to the difficulties in 
developing secure systems, a new model called intrusion 
management model has emerged [9] which consists of 
four-step process: avoidance, assurance, detection, and 
investigation. 
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• Avoidance includes all processes that seek to create 
a secure environment e.g. security policy, standards 
and practices, security awareness, incident response 
planning, disaster planning etc. 

• Assurance includes all processes that are done to 
ensure that avoidance processes are followed up.   

• Detection involves intrusion detection in real-time 
and making appropriate response to deal with the 
problem.   

• Investigation is performed when all the previous 
measures have failed. It requires that all relevant 
important information be gathered. 

5 Proposed system architecture 

The most comprehensive strategy of the proposed 
architecture of this paper focuses on the combination of 
host-based technologies, network-based technologies, 
and physical security with intrusion detection. These 
technologies are first deployed separately and then 
combined to form a complete IIDA. Firstly, the 
communication of IDS components is discussed. 

5.1 IDS components 

Multiple agents at the leaf nodes gathers the information 
which is sent to the transceiver that aggregates that 
information, performs abstraction and data reduction and 
then passes the reduced data to the monitor, which 
communicates with the central database manager or user 
interface to provide information and getting control 
commands. Figure 1 shows communication structure of 
these components. 

    

 

 

 

 

 

 

Figure 1: Communication of IDS components 

Agents never communicate directly, but collect 
information and send it to transceiver. In the case of 
concurrent intrusions to the multiple terminals, agents 

communicate with the database manager to ensure real-
time response in order to stop further damage. They can 
evolve over time using genetic programming techniques, 
as suggested in [3]. Host agents can migrate from host to 
host by combining host-based intrusion detection 
architecture and some existing mobile agent architecture. 
This feature allows the agents to migrate from attacked 
host to operational hosts.  

Transceivers don’ t communicate directly, but receive 
information from multiple agents and after performing 
data abstraction and data reduction, they send the reduced 
data to the monitors. The advantage of receiving 
information from the multiple agents, transceivers can 
detect and deal with concurrent intrusions, which are 
from single/multiple intruders to a single terminal. 

A monitor can report to another monitor, organized in a 
hierarchical structure, to make the system scalable. 
Redundancy and resistance can be achieved with the use 
of a transceiver that reports to more than one monitor.     

5.2 Host-based intrusion detection architecture 

Host-based intrusion detection systems (HIDS) reside on 
the server and monitor people who already have 
privileged access to the systems. HIDS is important since 
recent studies [1] shows that most of the successful 
intrusions are from people within an organization.  

HIDS, in Figure 2, can be distributed over any number of 
hosts in a network and there can be any number of agents 
in each host.    

 

 

 

 

 

 

 

 

Figure 2: Proposed host-based intrusion detection 
architecture. 
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5.3 Network-based intrusion detection architecture 

Network-based intrusion detection system (NIDS), 
Figure 3, monitor for external abuse and reconnaissance 
attacks by sniffing the network traffic. To ensure their 
effectiveness, they must be positioned properly in the 
network to see all the inbound and outbound packets.  
NIDS is commonly deployed at the access points. In this 
architecture, NIDS sensors are placed in five typical 
deployments, i.e. behind perimeter firewall; inside the 
DMZ; between border routers and perimeter firewall; 
behind internal, departmental firewall; behind 
remote/branch office firewalls.   

Figure 3: Proposed network-based intrusion detection 
architecture. 

5.4 Physical security with Intrusion detection 

Physical security is integrated with intrusion detection as 
shown in Figure 4. Access to the buildings should have 
access control cards linked to IDS to allow only 
authorized individuals an access and report any kind of 
intrusion. Should there be an intruder, an alarm system, 
placed in different positions, can report intrusion to the 
central manager. 

 

 

 

 

 

 

Figure 4: Proposed physical security with intrusion 
detection system. 

5.5 The integrated intrusion detection architecture   

A mechanism is needed to detect a break-in attempt from 
the outside, or a knowledgeable insider attack. An 
effective intrusion detection system detects both types of 
attacks. The proposed integrated intrusion detection 
architecture (IIDA) deals with these attacks by 
combining host-based IDS, network-based IDS, and 
physical security with intrusion detection, see Appendix 
A.  To be effective at catching intruders the following has 
been deployed in IIDA: 

• Hub/switch has been used to segment the network 
into subnets for effective monitoring internal attacks. 

• Each subnet has network sniffer/sensor.  

• Network sensors have been positioned in all kinds of 
possible placements in the network for effective 
monitoring external attacks.   

The proposed IIDA offers a foundation for a machine-
independent approach that can expand from stand-alone 
intrusion detection to a system that is able to correlate 
activity from a number of sites and networks to detect 
suspicious activity that would otherwise remain 
undetected. 

6 Incident handling/response 

This section first discusses the taxonomy of intrusion 
types, and then the response mechanisms, which are 
automated and manual. 

6.1 Hierarchy of intrusion attack 

The attack hierarchy for intrusion detection is illustrated 
in Figure 5.   

 

 

 

 

 

Figure 5: Taxonomy of the intrusion attack 
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of attack against the existence of similar operating 
environments in the network. Stage tracks the phases of 
an attack. Alert level of an attack as proposed in [2] is the 
product of danger and transferability and consists of 
normal state (no notification to other nodes), partial alert 
(notification to relevant nodes), and full alert 
(notification to all nodes).  

Misuse detector and anomaly detector monitor the 
system resources to detect misuse attacks and anomaly 
attacks, respectively. Misuse detection schemes detect 
attacks that are in the form of a pattern or a signature so 
that even variations of the same attack can be detected. 
Anomaly detection schemes observe significant 
deviations from normal behaviour by building up a 
profile of a system being monitored and detecting 
significant deviations from this profile. 

The categories of misuse attacks: existence of changes in 
system state, sequential patterns of events, regular 
expressions patterns of events, patterns that require 
embedded negation and generalized selection. Categories 
of anomaly attacks are activity intensity rate, audit record 
distribution of particular activities, categorical 
distribution of activities, ordinal measurable activities.  

6.2 Automated response 

Automated response is the cheapest and easiest response. 
This form of incident handling should be widely 
practised and, if done wisely and with care, is safe. 
Figure 6 proposes a common intrusion detection 
framework (CIDF). 

 

 

 

 

 

 

 

Figure 6: Proposed common intrusion detection 
framework 

E-boxes detect events, A-boxes receive reports and offer 
intrusion prescription, D-boxes store intrusion reports, 
and R-boxes take the input of the E, A, and D-boxes and  
then respond to the event.   

6.3 Manual response 

Actions to automatically respond on the target and 
attacking host may fail. It is vital, therefore, that a 
manual response be put in place. The following incident 
response guidelines as proposed in [8] are adopted: 

• Capture all relevant intrusion information and 
report the incident to a central incident reporting and 
information service. 

• Notify the manager responsible for the area in which 
the breach occurred. 

• Verify the occurrence of the incident. 

• Apply emergency measures by temporarily 
disconnecting the system from the network. 

• Identify the information and information services in 
the vicinity of the compromise that may be sensitive. 

• Map the information and information services to the 
physical network after determining the current 
network architecture. 

• Analyse the incident in order to determine the 
seriousness of the security breach. 

• Recover from the compromise. 

• Notify external hosts involved in the attacks. 

• Verify whether the steps taken during the system 
recovery and system or network security were 
adequate. 

• Review the process by obtaining the necessary 
feedback to determine the effectiveness of the entire 
effort. 

7 Results 

As there are no benchmarking mechanisms to test the 
effectiveness of IDSs, the functional aspects, security 
aspects, architectural aspects, operational aspects, and 
managerial aspects are used for evaluating the 
performance of the IIDA compared to some IDSs [6]. 
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functionality, which ensures 
that the communication 
between the manager and 
agents is working properly by 
sending heartbeat messages at 
regular interval.     

functionality as well 

Architectura
l 

Operating systems: RealSecure 
(Solaris, NT); Intruder Alert 
(Solaris, SunOs, NT); 
NetRanger (Solaris 2.6). 

Protocols: RealSecure &  
NetRanger (Ethernet, FDDI, 
Token Ring, TCP/IP); Intruder 
Alert (Ethernet, TCP/IP, 
IPX/SPX) 

Operating systems :NT 

Protocols: Ethernet, 
FDDI, Token Ring, 
TCP/IP) 

Operational RealSecure reported network 
overhead of 5-10% 

Intruder Alert reported less than 
5% of computational overhead 

3% communication 
overhead 

4% computational 
overhead 

Managerial All support many-to-many 
relationships (i.e. several 
management consoles can 
manage many distributed agents 

Many –to – many 

One – to – many 

One – to – one  

8 IIDA requirements satisfaction  

The proposed IIDA satisfies all requirements for a good 
intrusion-detection system [2]. 

• Recognition: The IIDA system recognizes initial 
potentially suspect behaviour with the use of Misuse 
Detector and the Anomaly Detector. Distributed 
attacks are recognized by the central data collection.  

• Extensibility: The IIDA system is extensible. The 
new types of attack can be added to the 
implementation of various agents to deal with such 
attacks. 

• Escalating behaviour: The IIDA system recognizes 
escalating suspicious behaviour on a single host or 
across hosts. One or more agents reside in the host 
and they are allowed to evolve over time to increase 
the recognition of escalating behaviour.   

• Flexibility: The IIDA system is flexible. Agent 
could migrate from host to host by combining HIDS 
architecture and some existing mobile agent 
architecture.    

• Response: The architecture takes the appropriate 
action to respond to the attack. Response method is 
contained in the intrusion attack hierarchy. 

• Adaptability: The IIDA system can quickly respond 
to the new forms of attack. New attack types can be 
added to the system without affecting the 

performance of the system. The intrusion attack 
hierarchy provides any addition of attacks types.  

• Scalability: The IIDA system scales as the network 
grows. A hierarchical fashion of the agents, 
transceivers, and monitors makes the system 
scalable.   

• Concurrency: The IIDA system is capable of 
handling concurrent attacks. As transceiver receives 
information from the multiple agents, they can detect 
and deal with concurrent intrusions, which are from 
single/multiple intruders to a single terminal. In the 
case of concurrent intrusions to the multiple 
terminals, agents communicate with database 
manager to ensure real-time response.  

• Resistance to compromise of intrusion software 
itself: The IIDA system protects itself from 
unauthorized use or attack. The use of secure 
communication protects unauthorized use.   

• Manual control: The architecture allows manual 
intervention.  User Interface provides direct 
manipulation of all objects in the architecture.  
Central manager receives data from monitors and 
then take appropriate actions. 

• Efficiency and reliability: Since the transceiver 
may report to more than one monitor, the failure of 
one of the monitors will not affect the performance 
of the system. The evolvement of the agents in the 
host over time provides efficiency, because when 
any agent goes down, the system will still run as 
normal.    

9 Future work 

Because intrusion detection has become a mature 
industry and a proven technology, nearly all the easy 
problems have been solved. Therefore, future intrusion 
detection research is expected to focus on relatively 
unexplored areas such as: 

• Mechanisms of attack response. 

• Systems to trace attackers. 

• Developing benchmarking mechanisms in order to 
test the effectiveness of IDSs. 

• How can the IDS itself be protected from attackers. 

• The use of mobile agents to do intrusion detection 
for performance enhancements, IDS design 
improvements, and response improvements. Without 
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mobile agents, it is unlikely than an IDS could get 
enough access to an attacker’s host in order to 
initiate responses.  

10 Final word 

An integrated intrusion detection architecture has been 
proposed to support defensive information warfare. It has 
been shown to satisfy the requirements of a good 
intrusion detection system. Future research of intrusion 
detection is converging towards a model that is a hybrid 
of the anomaly and misuse detection models; it is slowly 
acknowledged that neither of the models can detect all 
intrusion attempts on their own. This approach has been 
successfully adopted in the proposed integrated intrusion 
detection architecture for defensive information warfare. 
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Appendix A:  Proposed integrated intrusion detection architecture.
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Abstract

Block Motion Compensation is used for finding and com-
pressing temporal differences between frames and estimat-
ing the motion between frames. Optimal temporal com-
pression demands minimising the error between blocks and
this is best accomplished by having as large a search area as
possible. Motion estimation, on the other hand, demands a
small search area to preserve the coherence of the motion
vector field. This paper develops a lower bound on the Sum
of Squared Errors (SSE) in terms of the energies of the can-
didate best match and the search blocks and describes a fast
method for calculating the energies of overlapping blocks.
The search for a best matching block can then be truncated
by eliminating search positions which do not satisfy this
bound. The proposed algorithm is compared to an exhaus-
tive search. The results show a reduction in search time and
identical motion fields.

1 Introduction

Block motion estimation (BME) is use to compress tempo-
ral differences between frames in several video compres-
sion algorithms, notably MPEG-2 [7]. BME involves di-
viding a frame (called the reference frame) into a series of
blocks (the search blocks) and for each block finding the
position of the best match block, via some criterion, within
a region (the search window) of the next frame (called the
motion frame) [15]. This paper considers an optimised al-
gorithm for block motion estimation in the context of froth
imaging.

The performance achieved by block motion compensa-
tion depends on the search space. Examining every possi-
ble point in the search space leads to best performance at
the expense of speed. This is the exhaustive search algo-
rithm against which other block matching algorithms are
compared [15, 12]. Several algorithms have been proposed
in the literature which examine only a small neighbourhood

around the origin of the search, these include, Two Di-
mensional Logarithmic Search[17], Block Based Gradient
Descent Search [14], Conjugate Search [15], Cross Search
[6], Dynamic Search Window Adjustment [10], Four Step
Search [16], Improved Three Step Search [4], Modified
Three Step Search [11], One Dimensional Full Search [5],
and Three Step Search [15]. These algorithms are sub-
optimal in that they trade performance for speed.

Until the development of the Successive Elimination Al-
gorithm (SEA) by Li and Salari [12] a full search involved
examining every point within a search window (or for tem-
poral compression, the entire frame). The SEA, on the
other hand, generates upper and lower bounds on the sum
of pixels in the best match block and, having pre-calculated
the sum of pixels for every possible best match block, re-
duces the size of the search space for every improvement
in the match. Li and Salari’s SEA is tied to the use of
the Minimum Absolute Difference (MAD) error measure
to measure the match. The algorithm described in this pa-
per uses a similar process of calculating upper and lower
bounds, but uses the SSE error estimate. The SSE has the
advantage of being directly related to the correlation of the
reference and motion blocks.

This paper begins by briefly overviewing the SEA al-
gorithm and block motion estimation and then derives the
bounds on SSE. An experimental comparison of the SSE
based algorithm and a full-search is made and finally the
results are discussed.

1.1 Some definitions

Denoting the search block by vectorg and the candidate
best match block by vectorf, the following norms may be
defined [9]:

l p(g) = ‖g‖p = p

√∑
k

| gk |
p (1)

The sum of pixels within the search and best match
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blocks can be seen to bel1(g) andl1(f) respectively. Thel2
norm is defined as the Euclidean, or inner norm, and may
be derived from the inner product as follows:

‖f‖2 =
√
〈f, f〉 (2)

The inner product may be defined as:

〈f,g〉 =
∑

k

fkgk (3)

The Sum of absolute differences (SAD) may be defined
as [15]:

SAD(f,g) = NMAD(f,g) = ‖f − g‖1 (4)

The SSE and Mean Square Error (MSE) may be defined
as [15]:

SSE(f,g) = NMSE(f,g) = ‖f − g‖22, (5)

whereN is the number of elements within vectorsf or g.

2 An overview of the Successive
Elimination Algorithm

The Successive Elimination Algorithm generates bounds
on the error measure. Only if a candidate best match block
lies within these bounds is the the computationally expen-
sive error measure computed. This naturally leads to a
faster algorithm. The initial algorithm of Li and Salari as
well as some previous attempts to impose bounds on the
SSE error measure are examined.

2.1 Li and Salari

This is a refinement of the BME process [12]. BME in-
volves dividing a frame (the search frame) into a series of
blocks or search blocks. The search blocks are individually
correlated with another frame (called the reference frame)
to find the best match position. The difference between
the best match position and the corresponding(x, y) co-
ordinates of the search block on the reference frame, gives
the motion vector.

The SEA algorithm uses the SAD to derive bounds on
the sum of pixels within the best match block. The lower
bound on the SEA is can be shown to be [12, 19, 2]:

SAD(f,g) ≥| ‖f‖1− ‖g‖1 |, (6)

where‖f‖1 denotes the sum of pixels in the search block,
‖g‖1 denotes the sum of pixels in the current best match
block under consideration, and SAD(f,g) is the SAD of the
best match thus far. Equation 7 and 8 shows the bounds.

‖f‖1− SAD(f,g) ≤ ‖g‖1 ≤ ‖f‖1+ SAD(f,g) (7)

Dividing by the number of pixels within a block,

‖f‖1
N
−MAD(f,g) ≤

‖g‖1
N
≤
‖f‖1
N
+MAD(f,g)

(8)

2.2 Attempts to bound the SSE

Wang and Mercerau [19] describe a lower bound on the
MSE in terms of the difference of the averages of the search
and candidate best match block. Brunig and Niehsen make
use of a similar bound [2].

Given the Cauchy-Swartz inequality for vectorsa andb
[9]:

| aT b |≤ ‖a‖2‖b‖2 (9)

If one setsa to be a column vector of ones, and allowsb
to be the pixel differences for the error measure, equation 9
becomes:

‖f − g‖1 ≤
√

N‖f − g‖2
and squaring,

SAD2
≤ NSSE (10)

MAD2
≤ MSE (11)

Applying the SEA lower bound (equation 6) leads to:

(‖f‖1− ‖g‖1)2

N2
≤ MAD ≤ MSE (12)

This allows Li and Salaris’s algorithm to be used with
only one modification. The Li and Salari bounds are re-
placed by the give inequality and only pixels which satisfy
this inequality have the computationally expensive MSE
(or SSE) evaluated.

Wang and Mercereau also apply Partial Distortion Elimi-
nation (PDE) to speed the computation of the MSE. Brunig
and Niehsen further explore splitting blocks into smaller re-
gions in order to generate a tighter bound on the error mea-
sure used. A form of PDE is suggested to speed the com-
putation of the error measure. These optimisations are ne-
glected here, since they do not reduce the number of times
the SSE error measure is evaluated, but simply optimise
that evaluation.
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2.3 Fast computation of block sums

Clearly computing the sum of pixels of overlapping blocks
can be computationally expensive. Li and Salari [12] pro-
posed a fast method for calculating the sum of pixels (or
sum-norms).

The calculation proceeds as follows for block size
N × N on an image I (neglecting blocks which touch or
overlay the image borders), with the result stored in image
S.:

1. Row sums are generated. The sum at a pixel is:

S(x, y) = S(x−1, y)+I (x+

⌊
N

2

⌋
, y)−I (x−

⌊
N

2

⌋
−1, y)

(13)

2. The column sums are generated. The sum at a pixel
is:

S(x, y) = S(x, y−1)+S(x, y+

⌊
N

2

⌋
)−S(x, y−

⌊
N

2

⌋
−1)

(14)

This requires 2N + 2N arithmetic operations per block
(neglecting blocks at the borders of the image and initial
calculations to initialise the row and column sums).

3 Derivation of the Bounds on the
SSE

The process of computing upper and lower bounds on the
Sum Squared Error (SSE) is explored here. The Cauchy-
Swartz inequality〈f,g〉 ≤ ‖f‖2‖g‖2 may be applied to the
SSE set an upper bound on the cross-correlation peak [18]:

SSE= ‖f − g‖22 from equation 5,

= 〈f, f〉 − 2〈f,g〉 + 〈g,g〉

≥ ‖f‖22− 2‖f‖2‖g‖2+ ‖g‖22
≥ (‖f‖2− ‖g‖2)2 (15)

Where‖f‖2 and‖g‖2 denote the square root of the en-
ergy within the search and candidate best match blocks.
Equation 15 has roots:

(‖f‖2− ‖g‖2+
√

SSE)(‖f‖2− ‖g‖2−
√

SSE) ≤ 0

⇒ ‖g‖2−
√

SSE≥ ‖f‖2 ≥ ‖g‖2+
√

SSE (16)

or, ⇒ ‖g‖2+
√

SSE≥ ‖f‖2 ≥ ‖g‖2−
√

SSE (17)

Unlike equation 16, only equation 17 is consistent for
real numbers larger than, or equal to, one. This equation

then gives a upper and lower bound on the square root of
the energy of the candidate best match block. The SSE,
which is expensive to compute, is only computed for pixels
which satisfy the lower bound in equation 15, or alterna-
tively, equation 17.

It should be noted that the same method employed by
the SEA to pre-calculate the sumnorms, or sum of pixels
within a block, can be used by the proposed algorithm. The
only modification is before the sumnorms are calculated,
the pixels are replaced by their squared values. A further
optimisation for motion estimation involves pre-calculating
the energies for both frames since the search blocks now
overlap (the original SEA only computed sum-norms for
the motion frame [12]).

4 Experimental results

An experimental comparison of the proposed SSE bound,
an exhaustive search using SSE, and Wang and Mer-
cereau’s bound is made. A border ten pixels wide was ne-
glected to account for edge effects in the motion estima-
tion. Both algorithms employ a block size of 7× 7 pixels
and and a search window of 11× 11 pixels centered on the
position of the search bock in the reference frame. These
parameters are selected arbitrarily and are expected to be
data dependent.

Figures 1(a) and 1(b) show two frames of a froth video
sequence used to compare the performance of the algo-
rithms. The reference frame is figure 1(a) and the motion
frame is figure 1(b).

Figure 2 shows the motion vector field, a registered im-
age and an error image. The registered image is computed
by predicting the reference frame from the motion frame
using the motion field. The motion field shows the pre-
dicted position of a reference pixel in the motion frame.
An average of the pixels in the motion frame can be com-
puted around this position (the averaging is Gaussian with
a sigma of 0.8 and a neighbourhood of 7× 7). Again these
parameters were arbitrarily selected. The error image is
the absolute difference between the registered image and
the reference image. For display purposes the image is in-
verted (each pixel is subtracted from the maximum pixel
value).

The peaks in the difference image and the correspond-
ing regions in the registered image show regions where
the block matching algorithm did not describe the motion
well. Comparison with the motion field show these regions
which were not predicted well, had discontinuities in the
motion field.

The registration error for all algorithms is 2.20× 106.
The sum of the MSE for the motion estimate at each pixel
examined is 6.99× 106 for all the algorithms.
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The motion fields are shown by a pixel by pixel compar-
ison to be identical for the algorithms considered. This is
expected.

The proposed algorithm evaluates the computationally
expensive MSE at 6 736 502 points. The exhaustive search
evaluates the error measure at 16 846 248 points. The pro-
posed algorithm shows an improvement of a factor of 2.5
over the exhaustive search. Wang and Mercereau’s algo-
rithm evaluates the MSE 16 471 974 times, a marginal im-
provement of a factor of 1.02 over the exhaustive search.

Note that the computational savings of all the considered
algorithms are likely to be data dependent.

5 Conclusions

The proposed algorithm provides the same results as the ex-
haustive search algorithm but require fewer computations.
The algorithm places bounds on the energy of the candidate
best match blocks. This allows the search space to be re-
duced each time a better match is found without sacrificing
accuracy. The algorithm is suitable for motion estimation
(and its use of small search areas) and searching the entire
frame, if needed, for temporal compression. The expected
savings in computations can be expected to increase as the
search window and size of the blocks increases.

Comparing the number of MSE evaluations as generated
by Wang and Mercereau bound with the proposed bound,
show the proposed bound is tighter. This is shown to in-
crease the speed of the algorithm.

This method implies a fast algorithm for finding cross-
correlation peaks for general use.
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(a) Motion Field.

(b) Registered Image.

(c) Difference (inverted) between original and registered image.

FIGURE 2: Applying the algorithms.
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SELF-CLOCKED ASYNCHRONOUS SEQUENTIAL CIRCUITS: - A DESIGN 
EXAMPLE 
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F.Aghdasi, University of Botswana, Department of Electrical Engineering, E-
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Asynchronous sequential circuits offer improved speed of operation when compared to their 
synchronous counterparts. However, the standard methods of asynchronous design require 
careful examination of the flow table for possible critical races and hazards. This complicates 
the design procedure and often leads to extra states and additional hardware. 

A number of new design methodologies which involve locally generating a clock and using it to 
self synchronize the machine have been proposed. Such clock signals are generated whenever 
an input changes, or by controlled excitation whenever a change of inputs necessitates a change 
of state. All such designs, where the circuit is timed by locally generated clocks, are called Self 
Clocked Sequential Circuits. One feature of such an approach is the use of local 
communications and distributed control as opposed to the global communication and central 
control of the synchronous approach.  

This paper uses a design methodology for the State variable toggling through data driven clocks  
to implement a Direct Memory Access Controller (DMAC) as a design example. The design is 
simulated on software and also implemented using discrete hardware components. The 
methodology can be extended to parallel controllers for neural networks and automated using 
state assignment techniques already developed for synchronous parallel controllers. 

INTRODUCTION 

Digital circuits are normally designed as networks of 
interconnected components. There are two 
approaches to the coordination of such components: 
Synchronous and Asynchronous 

1. The components in a Synchronous Circuit 
operate under the control of a common 
clock. All the operations must take place at 
the correct time within each clock cycle. 
The speed of operation of synchronous 
circuits is always limited by the slowest 
element. 

2. Asynchronous means without 
synchronization and in sequential machines 
it means without a synchronizing clock. 
Rather, these machines respond directly 
to input changes and do not have to wait 
for a clock edge. The basic reason for 
asynchronous designs is the enhanced speed 
of operation. Asynchronous controllers 
respond immediately to input changes and 
are much faster than their synchronous 
counterparts. 

Recently there has been a great resurgence of interest 
in asynchronous circuits. This interest stems partly 
from an increase in (asynchronous) communication 
activity in digital circuits and partly from a desire to 
achieve higher performance with lower energy 
consumption and lower design cost. As the 
integration density of very large scale integration 
(VLSI) circuits increases, synchronous circuits face 
clock skew and power distribution problems. 

1.1 ADVANTAGES OF ASYNCHRONOUS 
SEQUENTIAL CIRCUITS: - Much of today’s 
synchronous logic design is based on two major 
assumptions [2]: all signals are binary and time is 
discrete. Both of these assumptions are made in order 
to simplify logic design. The assumption that signals 
are binary permits us to use Boolean algebra to 
describe and manipulate logic circuits. The 
assumption that time is discrete permits us to ignore 
hazards to a large extent. 

Asynchronous digital circuits keep the assumption 
that signals are binary but remove the assumption 
that time is discrete. This has the following potential 
benefits. 

1.1(a) NO CLOCK SKEW: - Clock skew is 
the difference in arrival times of the clock 
signal at different parts of the global circuit. 
As clocks get faster, and VSLI chip density 
increases, tracks get thinner and it becomes 
increasingly harder to keep clock skew 
within tolerable limits. Since asynchronous 
circuits, by definition, have no global clock, 
there is no need to worry about clock skew. 
In contrast, the designer of a synchronous 
circuit must often slow down its operation 
in order to accommodate the skew. 

1.1(b) POWER EFFICIENCY: - Asynchronous 
circuits have the potential for very low power 
consumption since each module operates only when 
there is data to process hence saving power, which 
would have been consumed by modules clocked by a 
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global clock in synchronous circuits while there is no 
data to process. This is an increasingly important 
issue for VSLI, especially since more and more 
systems are becoming portable. For these portable 
systems the advantage of lower power consumption 
and simpler power distribution is self-evident: longer 
battery life. 

1.1(c) EASING OF GLOBAL TIMING ISSUES: - In 
circuits such as synchronous microprocessors, the 
clock rate, and thus performance, is dictated by the 
slowest (critical) path. Thus, the design must be 
carefully optimized to achieve the highest clock rate: 
this optimization must be applied to rarely used 
portions of the circuit. Since many asynchronous 
circuits operate at the speed of the path currently in 
operation, rarely used portions of the circuit can be 
left unoptimized without adversely affecting overall 
performance. 

1.1(d) BETTER TECHNOLOGY MIGRATION 
POTENTIAL: - Circuit functions are often 
implemented in several different technologies during 
their lifetime. Greater performance for synchronous 
circuits can often be achieved by migrating all 
system components to a new technology; since the 
overall performance is based on the slowest (longest) 
path. In many asynchronous circuits, migration of 
one or more critical components i.e. upgrading or 
replacing individual modules, can improve average 
performance since system performance depends only 
on the current active path. 

 1.1(e)  MODULARITY: - Different synchronous 
designs may have different clock requirements, and 
hence merging two components into a common 
system may prove very difficult. The modular 
approach to asynchronous circuits where each 
modular part making the whole system is self-timed 
avoids this problem. 

1.1(f) AUTOMATIC ADAPTATION TO PHYSICAL 
PROPERTIES: - The delay through a circuit can vary 
with physical variations such as temperature, 
fabrication and power supply. Synchronous circuits 
must clock the system according to the worst 
possible combination of factors. Asynchronous 
systems on the other hand always run at the 
maximum possible rate under the current operating 
conditions as long as the design can guarantee the 
integrity of the signals. 

1.2 PROBLEMS ASSOCIATED WITH 
ASYNCHRONOUS CIRCUITS: - Even though 
Asynchronous controllers may be advantageous over 
the synchronous ones in terms of speed, they have a 
few drawbacks. These include problems such as 
races, hazards, and the use of delay elements. 
Adequate consideration must be given to these 
problems during the design stages to avoid system 
malfunctions due to races and hazards. 

1.2 (a) RACES: - For an Asynchronous circuit to be 
of use, it must have more than one external input. If 
two of the multiple inputs are meant to change at the 

same time (simultaneously), this can never be 
guaranteed for a real circuit and one of them will 
always change slightly before the other. This is 
known as a Race Condition. i.e. whenever the next 
state differs in more than one variable from the 
present state. This creates a possibility of unequal 
propagation delays within the circuit and may cause 
the circuit to reach a state other than that intended. 
This is called a Critical Race. All other races are 
non-critical. 

1.2 (b) HAZARDS: - A combinational circuit is said 
to contain a Hazard if, in response to one or more 
inputs, an output momentarily assumes an incorrect 
value. Hazards normally occur in combinational 
logic circuit implementations of Boolean functions 
but do not prevent these circuits from performing 
their specified functions. A critical race hazard is one 
which subsequently causes the system to enter 
unwanted states (and operate incorrectly). 
Asynchronous sequential circuit design must not 
generate critical race hazards. 

1.2 (c) DELAY ELEMENTS: - All physical elements 
have some propagation delay associated with them 
which can generally be assigned upper bounds. 
These delays play an important part in determining 
the maximum allowable clock frequency in 
synchronous circuits. Delay elements are deliberately 
inserted into the asynchronous system by the 
designer. These are added in the path of the clock to 
ensure that the data is stable before the next 
transition occurs and suggests that the designer has to 
make extra circuitry to accommodate the delay 
elements. This complicates the overall circuitry of 
the system. 

To avoid the use of delay elements in self clocked 
designs, it is possible to design templates that ensure 
a longer delay for the path of the clock than the data. 
The Use of T type flip-flops as memory elements in 
the self-clocked schemes is one effective method to 
avoid delay elements. By generating data driven 
clocks and clocking only those registers that need to 
change, the need to establish stable data before the 
arrival of the clock edge is removed.  

SELF CLOCKED DESIGN METHODOLOGY: - 
STATE VARIABLE TOGGLING THROUGH DATA 
DRIVEN CLOCKS 

This method proposes using a set of combinational 
logic blocks and a pair of master slave latches for 
each state variable. Each master-slave flip-flop is 
connected in the toggling mode such that every input 
clock pulse complements the output. There are no 
clock pulses unless the established values of the 
inputs and the present state require a change in 
the next state values, and even then, the master 
latches of those next state bits which do not need 
to change receive no pulses. The notable feature of 
this arrangement is that each variable is being 
clocked separately. The clock logic of each state 
variable generates a pulse only when that particular 
state variable needs to be toggled. The simplicity of 
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Figure 1. DMAC Block Diagram  
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this method enables it to be implemented directly 
from the flow table or an Algorithmic State Machine 
(ASM) Chart.  

The basic design methodology can be summarized as 
follows. 

• Construct the ASM Chart for the 
Asynchronous controller 

• Allocate a separate flip-flop per state 
• Establish the initial condition of the 

flip-flop 
• Identify all the conditional paths that 

require each path to be active 
• Identify the condition that requires the 

machine to leave that state 
• Generate a clock function for each flip-

flop to set and reset it 

The ASM chart represents the machine and 
emphasizes the creation of a clear and detailed 
definition of the algorithm prior to implementation in 
detailed hardware design. It consists of a network of 
states with unconditional outputs, branches and 
conditional outputs. 

The self clocked methodology uses one flip-flop per 
state. It is clear that at any one time only the flip-flop 
corresponding to the active state in the ASM chart is 
active. The condition that activates the next flip-flop 
also deactivates the previous one. The system reset 
puts the machine in the initial condition, normally the 
idle state. Thereafter the toggling flip-flops carry the 
machine through the various states dictated by the 
ASM chart. 

DIRECT MEMORY ACCESS CONTROLLER (DMAC) 

 As a design example, a Direct Memory Access 
Controller (DMAC) has been implemented using the 
abovementioned methodology. The example only 
serves to show how this design methodology can 
be used in practical designs. However, Direct 

Memory Access (DMA) controllers, in reality are 
very complex devices, and this example in no way 
provides an alternative asynchronous device for 
the present clocked controllers available in the 
market today. The various input and output signals 
based of the 82C37A LSI and Z8410 DMA 
controllers [3 & 4] were studied to come up with an 
asynchronous circuit that gives similar signals. There 
are many internal registers in these controllers that 
we have not concerned ourselves with. 

WHAT DOES A DMAC DO? 

Direct Memory Access (DMA), is an input/output 
strategy that moves data between a peripheral and the 
CPU’s main memory without the direct intervention 
of the CPU itself. DMA provides the fastest possible 
means of transferring data between an interface and 
memory, as it carries no CPU overhead and leaves 
the CPU free to do useful work. 

The DMA technique provides a direct access to the 
memory while the processor is temporarily disabled. 
This allows data to be transferred between memory 
and the I/O device at a rate that is limited only by the 
speed of the memory/peripheral devices in the 
system or the DMA controller. The DMA controller 
issues signals to the peripheral device and main 
memory to execute read and write commands. It 
takes over control of the address and data buses for 
the duration of the data transfer and then returns 
control of these buses on completion of the data 
transfer. 

ASYNCHRONOUS DMAC DESIGN 

From studying the various synchronous DMA 
controllers currently in use, the following block 
diagram (Figure 1) can be drawn. For the  
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Asynchronous controller, the design can be reduced 
to a total of seven input signals and eight output 
signals. For ease of understanding, symbols have 
been assigned to the various input and output signals. 
A description of each follows. 

DMA TRANSFERS: - Simultaneous DMA provides 
fastest transfers, with read and write operations 
performed at the same time. This requires MEMR 
and IOW (or IOR and MEMR) to be active 
simultaneously. In this way, data does not flow 
through the DMA Controller, but rather moves 
directly from the memory to the I/O port (or vice 
versa).  

Two types of data transfers are considered for the 
design example. 

i. Memory to Peripheral 
ii. Peripheral to Memory 

A DMA Read transfers data from the memory device 
to the I/O device while a DMA Write transfers data 
from an I/O device to memory. In both operations, 
the memory and I/O devices are controlled 
simultaneously and that is why the system contains 
separate memory and control signals. 

The DMAC works with two address registers called 
the base address register and the current address 
register. These are synchronized with the main 
system clock and the memory and peripheral devices. 
The base address holds the starting address for the 
DMA operation and the current address register 
contains the address of the next storage location to be 

accessed. Writing a value into the base address 
register automatically loads the same value into the 
current address register. In this way the current 
address register points to the starting memory or I/O 
address. These registers are in fact internal registers 
of the 82C37A DMA controller but for the 
asynchronous design we are only concerned with the 
TC input signal that they provide and not with the 
actual workings of the registers. 

Additionally, the DMA controllers that were studied 
have two word count registers called the base count 
register and current count register. The number of 
bytes that are to be transferred are specified by the 
value in the base count, and the current word count 
register tells how many bytes remain to be 
transferred. For the design example, how these 
values are updated is not a concern and only the TC 
signal that becomes active indicating transfer 
completion is used. 

HANDSHAKING: - Initially at start the controller is in 
state T1 (initial state). If any error occurs in the 
DMA transfer process a reset signal from the 
microprocessor brings the controller back to state T1. 
When a peripheral wants to perform a DMA 
operation it makes a request to the controller at its 
DREQ (X1) input by switching the input to logic 1. 
In response to an active DMA request, the DMA 
controller switches the Hold Request (Z1) output to 
logic 1 (State T2). This signals to the microprocessor 
that the DMA controller needs to take control of the 
system bus.(Refer to ASM Chart) 

INPUTS OUTPUTS 

X1: DREQ DMA request input used by peripheral 
devices to request DMA service. 

Z1: HRQ Hold request output to the 
microprocessor to request control of the system 
bus 

X2: HLDA Hold Acknowledge, active high input 
from the microprocessor indicating that it has 
relinquished control of the system buses. 

Z2: DACK  DMA acknowledge used to 
acknowledge a DMA request 

X3: MS1 Mode select pin 1, used to specify the 
type of data transfer 

Z3: AEN Address enable used to enable the DMA 
address latch and disable any buffers connected to 
the microprocessor 

X4: MS2 Mode select pin 2, used to specify the 
type of data transfer 

Z4: ASTB Address strobe used by the DMA 
controller to latch address A8-A15 during DMA 
transfer. 

X5: Read/Write ready. A signal to the controller 
by a peripheral when it is ready for a read or write 
operation. 

Z5: MEMR  Memory read signal used to access 
data from the selected memory location during a 
DMA read or a memory-to-memory transfer. 

X6: TC  Terminal count signal, originates from the 
increment/decrement register to indicate data 
transfer completion in the block transfer mode 

Z6: MEMW  Memory write signal used to write 
data to the selected memory location during a 
DMA write or a memory-to-memory transfer. 

RESET: An active high input that clears all the 
temporary address registers (base and current) and 
brings the device in the idle state.(T1) 

Z7: IOR  I/O read signal used to access data from 
a peripheral during a DMA write transfer. 

 
Z8: IOW  I/O write signal used to load data to a 
peripheral during a DMA read transfer 
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The microprocessor responds within a few clocks, by 
suspending the execution of the program and placing 
its address, data and control buses in their high 
impedance states and signals this to the DMA 
controller by switching the Hold Acknowledge (X2) 
input of the controller to logic 1. The high impedance 
state causes the microprocessor to appear as if it has 
been removed from its socket and allows external 

memory or peripheral devices access to the system 
buses.(Refer to ASM Chart) 

When the DMA Controller has control of the system 
buses, it tells the requesting peripheral device that it 
is ready by giving out a DMA acknowledge (Z2) 
signal (State T3). The DMA Controller also outputs 
the high-order memory address on D0-D7 and raises 
AEN (Z3) and ADSTB (Z4). The address represents 
the source or destination of the data transfer. AEN 
enables the tri-state outputs of the latch. This 
completes the Peripheral-Controller-Microprocessor 
request/acknowledge handshaking, giving the 
peripheral device direct access to the system buses 
and memory under control of the DMA Controller. 

DMA READ: - A DMA Read transfers data from the 
Memory device to the I/O device i.e. Memory Read 
and I/O write. After the Handshaking procedure is 
completed the controller is in state T3 and depending 
on the Mode select pins (MS1 and MS2) the 
controller can now take one of two paths, namely 
DMA Read or DMA Write.  

For the DMA Read Mode input signal X3 is 0 while 
X4 is 1. The controller now enters state T4. The 
HRQ (Z1), AEN (Z3), MEMR (Z5) and I/OW (Z8) 
outputs are turned ON. The active MEMR and IOW 
signals enable data transfer from memory to the I/O 
Device  while the HRQ signal is used to hold the 
buses and AEN enables the respective addresses. The 
DMA Read continues in state T4 until the Terminal 
Count (X6) signal is received, indicating that the 
transfer is over. The controller then relinquishes 
control of the system buses and returns to State T1. 
(Refer to ASM Chart) 

DMA WRITE: - The DMA Write Mode is enabled 
when signal X3 is 1 while X4 is 0. The controller 
now enters state T5 and the HRQ (Z1), AEN (Z3), 
MEMW (Z6) and I/OR (Z7) outputs are turned ON. 
The active MEMW and IOR signals enable data 
transfer from the I/O Device to memory while the 
HRQ signal is used to hold the buses and AEN 
enables the respective addresses. Similarly to the 
DMA Read, the DMA Write transfer occurs in state 
T5 until the Terminal Count (X6) signal is received, 
indicating that the transfer is over. The controller 
then relinquishes control of the system buses and 
returns to State T1. (Refer to ASM Chart) 

From the design methodology described in chapter 
two, each state in the ASM chart is assigned a 
separate Flip-flop. This means that, since the 
Controller has five states, five D-type flip-flops are 
needed for implementing the controller.  

HARDWARE IMPLEMENTATION: -The design 
example has been implemented using discrete 
hardware components. These include 74LS74 (D Flip 

MS1 MS2   

0 0 Do Nothing 

0 1 DMA Read 

1 0 DMA Write 

1 1 Do Nothing (For Future improvements) 
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flops), 74LS04 (NOT gates), 74LS08 (two input 
AND gates), 74LS32 (two input OR gates), toggle 
switches, 5V power supply and various colour 
LED’s. 

INITIAL CONDITIONS OF THE FLIP-FLOPS: - Initially 
state T1 is ON while states T2-T5 are OFF. In order 
to obtain T1=1, the condition CLR =1, PRE =0, must 
be established. This condition forces T1 to be ON 
irrespective of the clock and data inputs. 

States T2-T5 are initially set to logic 0 by making 
CLR =0 and later CLR  is changed to logic 1. CLR =1 
is achieved by observing from the ASM chart which 
conditions clears a particular state through grounding 
of the input. The D inputs of T2-T5 are always kept 
at logic 1 by applying 5V. If a Particular state has to 
be set or cleared this can be achieved by making 
CLR =0 hence forcing that state to logic 0 
irrespective of the logic 1 that is always maintained 
at the D input. Under normal operation the CLR  and 

PRE are kept at logic 1, and data at the D input will 
only be transferred to the Q output when a clock 
pulse is generated. 

IDENTIFICATION OF ALL CONDITIONAL PATHS 
THAT ACTIVATE EACH STATE: -The condition that 
requires each state to be active is derived directly 
from the ASM Chart. The condition for activating a 
flip-flop and hence the required state, is obtained 
from the condition specified in the directed line 
going into that corresponding state ANDed with the 
previous flip-flop state. If there is more than one 
directed line going into a state, all the conditions are 
ORed. 

In order to activate T1, there are three paths that lead 
to that state. There are two paths from T4 and T5 and 
another from T1 itself (see ASM Chart).In order to 
generate the logic expression that activates T1, T4 is 
ANDed with X6, T5 is ANDed with X6 and T1 is 
ANDed with 1X .These three expressions are then 
ORed and the logic expression that activates T1 
becomes T4X6+T5X6+T1 1X . 

The logic expression is used to generate a clock 
circuit that activates T1. However, there is an 
expression that defines that the controller is not 
moving out of it present state. In this case this 
expression is T1 1X  and this term can be omitted 
when making the clock circuits for the states. This is 
based on the knowledge that when the CLR  and 

PRE  are made to logic 1 while the clock is at logic 
0, the Q output of the flip-flop will not change. This 
means that the expression for the clock circuit of 
state T1 reduces to T4X6+T5X6 and the circuit is 
simplified. 

The expressions for the other states are derived in the 
same manner as follows. 

 

CLOCK CIRCUITS 

State T1 T4X6+T5X6 

State T2 X1T1 

State T3 X2T2x1 

State T4 T3 3X X4  

State T5 T3X3 4X  
The clock circuits for the states were obtained from 
the logic expressions derived above. Whenever a 
particular state is required to be active, its clock 
circuit generates a clock pulse, which sets that 
particular state ON and hence each state can be 
activated separately and individually. The condition 
that activates one state resets/clears the previous 
state.  

PRESET AND CLEAR CIRCUITS: -The inputs of the 

CLR  and the PRE  terminals must be able to change 
between logic 1 and 0 as required. 

State T1:-This state is cleared by X1 and the clear 
input is initially at logic 1. X1 is also initially at logic 
0. In order to obtain CLR =1 for the clear input, X1 is 
Inverted and ANDed. When X1=0 CLR  will be 1. If 
X1 goes high the CLR =0 and hence state 1 can be 
cleared. The clear expressions for states T2-T5 were 
worked our similarly. The preset inputs for these 
states were maintained at logic 1. 

CLEAR CIRCUITS 

State T1  1X  

State T2 2X RES   

State T3  3X 4X RES  

State T4 6X RES  

State T5 6X RES   

Preset State T1: - Initially PRE =0 for T1. At 
anytime when any of the states, T2-T5, become ON, 
the condition PRE =0 must be prevented because this 
condition forces T1 to be ON. The preset input must 
therefore be changed to logic 1. This is achieved by 
making sure that the state that goes ON is used to 
drive the preset logic of T1 to 0. Combining the 
above results yields PRE  T1=T2+T3+T4+T5+ RES  

Output Expressions:- The expressions for the 
outputs Z1 to Z8 were worked out similarly to the set 
conditions for each state. The Tables below give a 
summary of the expression for the various inputs of 
the flip-flops. 
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In the circuit that was built, the signals were 
controlled using toggle switches. The circuit was 
simulated on Electronics Workbench and then built 
using the discrete hardware components described 

previously. Photographs of the circuit in its various 
states are given below. 

State T1  State T2  State T3 

CLK T1 T4X6+T5X6  CLK T2 X1T1  CLK T3 X2T2 

CLR T1 1X   CLR T2 2X RES   CLR T3 3X 4X RES  

PRE T1 T2+T3+T4+T5+ RES   PRE T2 +5V  PRE T3 +5V 

D Input +5V  D Input +5V  D Input +5V 

        

State T4  State T5  Outputs 

CLK T4 T3 3X X4  CLK T5 T3X3 4X   Z1 T2X1+T4X4 3X +T5X3 4X  

CLR T4 6X RES   CLR T5 6X RES   Z2 T3X2 

PRE T4 +5V  PRE T5 +5V  Z3 T3X2+ T4X4 3X +T5X3 4X  

D Input +5V  D Input +5V  Z4 T3X2 

      Z5 T4X4 3X  

      Z6 T5X3 4X  
      Z7 T5X3 4X  
      Z8 T4X4 3X  

None of the outputs are active 
 

Initially in State T1 
 

State T2 (Handshaking) 
 

Output Z1 (Hold 
Request) Active 

 

Input X1  
(DMA Request) ON 

 

State T3 (Handshaking) 
 

Z2 (DMA 
Acknowledge) 

Z4 (Address 
Strobe)  

Input X2  
Hold 

Acknowledge 
ON 

 

Z1 and Z3 also active  
 

State T4 (DMA Read) 
 

Z5  
(Memory Read)  

 

Z8 
 (I/O Write)  

 

Input X4  
Mode Select 2 

 

        
Z3(Address 

Enable) 
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Input X3  
Mode Select 1 

State T5 (DMA Write) 
 

Z6 (Memory 
Write)  

 

Z7 (I/O 
Read)  

 
Z1 and Z3 are also active  

 

RESULTS 

The State variable toggling through data driven 
clocks methodology was used to develop an 
asynchronous Direct Memory Access Controller. The 
design was tested successfully using Electronic 
Workbench and also built using Discrete Hardware 
components. The controller responded immediately 
to input changes and only one state was activated at a 
time. Also, it moved from one state to another as 
dictated by the ASM chart and gave the required 
output signals.  

CONCLUSIONS 

Self clocked design methodology provides a 
systematic and easy to apply technique for designing 
asynchronous sequential circuits which do not need 
special consideration to avoid critical races and 
hazards. This method combines elegance, simplicity 
and reliability and can be implemented using 
standard components as well as semi-custom or 
VSLI technology. 

The design example built in this project retains the 
fundamental characteristic of asynchronous circuits, 
that is, to respond immediately to input changes. The 
clock of each flip-flop is generated locally and 
separately whenever that particular flip-flop is 
required to change state. Therefore, the circuit is self 
clocked, but there is no synchronization of the flip-
flops. 

This technique uses more than the minimum number 
of flip-flops. However, this should not pose a great 
problem since Programmable Logic Devices 
(PLD’S) such as Logic Cell Arrays (LCA’s) offer 
many flip-flops. Allocation of one flip-flop per state 
also means that the outputs associated with each state 
are readily available and no external decoding is 
required.  

RECOMMENDATIONS AND FUTURE WORK 

Asynchronous design offers the potential to 
minimize constraints imposed by traditional design. 
The methodology used here is only one of many 

interesting asynchronous design techniques that have 
been proposed recently.  

The abundance of flip-flops in LCA’s suggests that 
each state can be assigned its own flip-flop. The 
actual design method can be implemented directly 
from the ASM chart.  

The self-clocking methodology can be applied to 
parallel controllers through decomposition, parallel 
state assignment or isomorphic encoding and of 
particular interest is its application in neural 
networks. 
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