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ABSTRACT 

 
The aim of our research is to develop a fully automated 
system for segmenting and tracking moving objects.  
Ultimately, such a system may be incorporated into object-
based video compression systems or applications that 
support content-based functionalities.  In this paper, we 
review a method of spatio-temporal segmentation based on 
change detection and mathematical morphology, and 
present possible improvements to this method.  
Improvements to the segmentation which have been 
investigated include: improving the change detection results 
by introducing noise smoothing, automating the selection of 
a global threshold for change detection threshold and 
revising the methods for extrapolating the moving 
components from the change detection results.  To illustrate 
the application of the model to tracking, the segmentation 
result is used as the model for tracking using Hausdorff 
distances. 
 

1. INTRODUCTION 
 
Multimedia applications are becoming more sophisticated 
and more widespread.  Traditional coding schemes, like 
MPEG-1, MPEG-2, H.261 or H.263 achieve high 
compression ratios and are suitable for a range of 
applications but do not take into account content and do not 
support content-based interactivity and functionality.  These 
schemes are therefore unable to cope with the changing 
requirements. 
The new MPEG-4 video standard[1] is intended to 
accommodate and support the changes in audiovisual 
information.  Instead of being application specific, it 
supports clusters of functionalities, which may be used by a 
variety of applications.  These functionalities include, 
content-based functionality, compression and enabling 
universal access. 
The representative architecture for MPEG-4 is audio-visual 
objects. These are units of aural, visual or audio-visual 
content which are composed together to form audio-visual 
scenes.  The scope of this research however is limited to 
only visual content or video objects. 
A typical video sequence contains a number of arbitrarily 
shaped, semantically meaningful video objects. MPEG-4’s 
object-based approach aims to segment out each video 

object and represent it as a video object plane(VOP) which 
describes its shape, motion, and texture information.  The 
VOP’s are then coded by a layered approach. 
This layered VOP approach is what allows content-based 
manipulation as each individual video object may be 
manipulated independent of the rest of the frame 
information.  This object-based approach may also be 
applied to video compression and has the advantage over 
conventional block-based methods in that blocking artefacts 
and the mosquito effect are avoided at lower bit-rates.  
Decomposing a video sequence into VOP’s is still a 
relatively new research area.  According to the 
comprehensive review of motion segmentation and VOP 
generation techniques by Meier and Ngan[4], most existing 
segmentation techniques focus on coding.  These techniques 
segment video sequences into homogenous rather than 
semantically meaningful regions.  In the same paper, a new 
approach to segmenting and tracking moving objects based 
on pattern recognition and object tracking principles is 
presented.  The results of this approach were better than or 
at least as good as existing approaches to VOP generation. 
The core of the technique is an object tracker that maintains 
the temporal correspondence of objects throughout the 
video sequence.  An edge image is first used to derive a 
binary model of the object, and the tracker then matches the 
model against subsequent frames and updates the model 
every frame to accommodate for changes in shape and 
rotation.  The main difficulties in their approach are 
obtaining an initial model and updating the model for 
changes in shape and rotation. 
In this paper, we focus on improvements to the approach 
used to obtain an initial model.  First we discuss the method 
used and then possible improvements to this approach.  We 
then discuss the application of this model to a Hausdorff 
object tracker.  In the next section, the results of our work 
are presented and finally we conclude with an evaluation of 
our results and a discussion of future work. 
 
 

2. EXTRACTION OF AN INITIAL MODEL FOR 
TRACKING 

 
This section discusses the approach used by Meier and 
Ngan[4] to obtain an initial model and possible 
improvements to their work.  The model is a segmentation 
of the moving object from the sequence.  It is then tracked 
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in subsequent frames.  To simplify and constrain the 
problem of obtaining an initial model, few assumptions 
were made.  These are that the background is stationary, 
there is a single moving object, the camera is stationary, 
there is no occlusion and there is constant illumination. 
Since the primary aim is to extract an object that is moving 
relative to the background, some sort of motion information 
is necessary.  The intensity difference of consecutive frames 
is used.  High values indicate that objects are moving or 
changing and by selecting a suitable threshold, the gray-
level difference image can be converted to a binary image in 
which the foreground indicates the areas of significant 
change.  The threshold is not yet automated but input by the 
user.   
The occlusion areas revealed in the difference frame are 
normally more than one pixel wide and need to be thinned 
or eroded to a single pixel width.  An important criterion for 
the thinning approach used is that connectivity must be 
preserved.  A thinning method based on the lookup table 
approach using adjacency codes is applied.  After thinning, 
the pixels belonging to the moving object tend to be 
connected, while pixels due to noise form smaller clusters.  
A connected component labeling algorithm[11] is 
implemented to find connected components.  The larger 
components are assumed to belong to the moving objects 
while smaller components are assumed to be due to noise.  
Based on this criterion, a threshold for significant connected 
components is selected.  Connected components, which are 
above the threshold size, are regarded as moving connected 
components (MCC).  An initial model is then obtained by 
performing Canny[14] edge detection on the original frame 
and selecting all pixels in the binary edge map that are 
within one or two pixels of the moving connected 
components.  
One of the inherent problems of detecting change by frame 
differencing is that changes in gray level due to noise will 
also be included.  Hence the first logical step to improving 
the model is to apply noise smoothing to the image to 
improve the frame differencing results.   
Linear filtering[5] is a common technique of noise 
smoothing.  It consists of convolving the image with a 
constant matrix, called a mask or kernel.   
A simple choice for the kernel would be one which replaces 
each pixel with the mean or average of its neighbourhood.  
In our work, we have used a Gaussian filter.  This filter is a 
particular case of averaging in which the kernel is a 2-D 
Gaussian.  This filter is a better low-pass filter than the 
simple mean filter because the Fourier transform of a 
Gaussian is still a Gaussian and therefore it has no 
secondary lobes.  The Gaussian filter is applied to each 
original frame before frame differencing and thresholding. 

As already mentioned, another shortfall with the approach 
presented is that the global threshold is a user input 
parameter to the system.  In [6], we present a method of 
automating the threshold.  Our aim was to implement an 
algorithm that adaptively selects the most optimal threshold.  
By optimal, we mean a threshold value that preserves 
change regions and removes as much unwanted noise as 
possible.  The proposed threshold selection algorithm based 
on the work by Rosin in [7], models the noise as a random 
signal and uses statistical techniques to select a threshold 
that minimises the randomness of the data. 
More specifically, we assume that the noise is white.  This 
implies that the intensity and spatial distribution of noise 
pixels is random.  We analyse the spatial distribution of the 
noise to estimate a measure of its randomness.  The analysis 
is based on the assumption that the observations follow a 
Poisson probability distribution [8].  A Poisson random 
variable is usually applied to random variables that count 
the number of events that occur in an interval of time or 
region of space.  In this particular application, the variable 
is the number of pixels in the difference map that are above 
the threshold. 
With a Poisson distribution, the mean and variance are the 
same, that is: 

=2
 (3.1) 

This implies that the ratio of the sample mean, equation 3.2, 
to the sample variance, equation 3.3, is a natural test for a 
Poisson distribution, and is called the relative variance, Vr, 
equation 3.4. 
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To determine the global threshold, we first compute the 
relative variance for a range of threshold values.   As 
already mentioned, our aim is not to detect spatially random 
noise but to avoid it in the threshold image.  We therefore 
select the threshold that maximizes the relative variance as 
the global threshold. 
After frame differencing and thresholding, the resulting 
binary image was thinned.  Two thinning approaches were 
applied and tested.  The first was based on tracking the 
maxima of Euclidean distances[10] and the second was 
Pavlidis thinning algorithm[9] which alternately performs 
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erosion from east, southeast, south, southwest, west, 
northwest and north.  The thinning results were evaluated 
and compared to the results in [4] to determine whether 
there was any improvement. 
The next step in obtaining a model was identifying the 
connected components.  A fast, efficient connected 
component labeling algorithm was implemented.  By using 
Meier and Ngan’s approach of selecting only the largest 
components, implies that small components which are 
actually part of the MCC and not due to noise will not be 
selected.  In addition, it is difficult to resolve what is 
regarded as a large component and what is not.  To solve 
this problem, the method of choosing which components are 
part of the MCC, was revised.  
Given the constraint that there is only one moving object, it 
is logical to assume that the largest connected component 
belongs to the object.  To select smaller components which 
were part of the moving object, we looked at the spatial 
distribution of the components instead of their size.   
Pixels belonging to a particular connected component all 
have the same gray level; hence each connected component 
is identified by its unique gray level.  Background pixels are 
black.  The MCC is built up by processing sequentially 
through the array of existing components making up the 
MCC and testing the neighborhood of each pixel of the 
component.  If a neighboring pixel is from a different 
component which is not yet part of the MCC, it is added.   
This recursive search algorithm can be computationally 
intensive and was optimized for speed in several ways.  
Firstly when searching through the pixels of a component 
for a neighboring component, the number of pixels 
processed was kept track of and when all the pixels of the 
component were processed, the algorithm skipped to the 
next component.  The MCC components, which had already 
been tested for neighbors, were removed from the neighbor 
search process to avoid redundant processing.  The pixels 
making up a MCC component were assigned to the object 
within the neighbor search process to avoid further 
processing.  To minimize the number of iterations through 
the array of model components, a newly added component 
was first checked to determine whether it could be 
processed within the same pass or not, only if it could not, 
was a new pass through the array allowed.   
Having obtained the moving connected components (MCC) 
as described above, the final step was to compare the MCC 
to the edge map of the original frame and extract a binary 
model.  The edge map was obtained by performing Canny 
edge detection on the original frame.  The binary model is a 
subset of the edge map pixels whose contours coincide with 
that of the MCC.  The binary model thus obtained may be 

considered as a set of feature points, denoted by Ok, which 
can be used for tracking. 
 

3. HAUSDORFF OBJECT TRACKING 
In the previous section a model for tracking was initialised 
and was defined by the set of pixel Ok.  In this section, we 
present an object matching technique for tracking the 
moving object throughout the video sequence.  The model 
of the object is used as a template which is compared to the 
original frame for a match.  Gray scale images are normally 
not suitable for template or object matching because they 
are too sensitive to changes in illumination. Instead, it is 
common to use binary edge images, which also involve 
fewer computations. As in the previous section, the edge 
map is obtained by the Canny operator [14].  A robust 
matching method must be able to detect objects that are 
undergoing translation, rotation, and changes in shape.  The 
Hausdorff distance was proposed by  Huttenlocher et al[15] 
, and an object tracker was described in [4][16]  where the 
model of the video object of interest was matched against 
subsequent frames by minimizing the Hausdorff distance.  
This approach is computationally efficient and robust to 
noise and changes in shape. 
 
3.1 The Hausdorff Distance 
The Hausdorff distance was proposed in [15]as a measure 
to compare binary images or portions thereof.   In case of 
object tracking, there are two sets of feature points that are 
compared to each other, these are: 

1. Ok(o1,o2…,on) which is the set of edge pixels that 
form the model of the object to track for the 
current frame, k,   

2. Ek+1(e1,e2…,en) which is the edge image of the next 
frame, k+1, in which we have to search for the 
object.   

Then, the Hausdorff distance is defined as  
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From equation 4.1, for every model pixel, the distance to 
the nearest edge pixel is calculated and the maximum of 
these values is assigned to h(Ok,Ek+1).  Similarly, in 
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equation 4.2  , for every edge pixel, the distance to the 
nearest object pixel is calculated and the maximum of these 
values is assigned to h(Ek+1,Ok).  Then the Hausdorff 
distance, as defined in equation 4.3, is the maximum of 
these two partial Hausdorff distances. 
 
3.2 Implementing the Hausdorff Object Tracker 
The Hausdorff distance can be computed using the 
Euclidean distance transformation. First, the distance 
transform is calculated for the edge image so that for each 
pixel the distance to the nearest edge pixel is known.  The 
model is then translated in all directions and for each 
translation the Euclidean distance transform at the location 
of the model points directly gives the distance between the 
model and the nearest edge pixel. The maximum of these 
distances gives the partial Hausdorff distance, h(Ok,Ek+1). 
The process is then repeated with the model image as the 
reference to obtain h(Ek+1,Ok).  The smallest Hausdorff 
distance indicates the new position, i.e., the translation that 
the model has undergone.  

 
4. RESULTS 

 
The improvements described in section 2 were implemented 
and tested on the MPEG 4 test sequence, Hall Monitor.  The 
results presented below used frames 40, figure 1, and 41 of 
the sequence as an input.   

 
Figure 1: Frame 40 of MPEG4 Test Sequence, Hall 
Monitor 

Figure 2 and 3 show the results of frame differencing and 
thresholding with and without Gaussian filtering.  It is 
apparent from these results, that the noise filtering improves 
the results of frame differencing even when a lower 
threshold is chosen.  The speckled effect of noise 
throughout the image is no longer present and the silhouette 
of the man walking is more defined. 
In Figure 2, the threshold was selected automatically.  The 
thresholding results with the automatic selection of the 
threshold were compared to the threshold results obtained 
by the user manually selecting a threshold.  It was 

conclusive that the automatically selected threshold yielded 
as good results as the manually selected one. 

The two variations of thinning algorithms tested did not 
produce significantly better results than the thinning 
approach used by Meier and Ngan.  Figure 4(a) shows the 
result of applying Pavlidis thinning to the differenced frame 
in Figure 3.  After thinning there is one large connected 

(a) (b) 

Figure 4: (a)Pavlidis Thinned image (b) Moving 
Connected Components after Thresholding 

Figure 2: Image after frame differencing and 
thresholding(Threshold of 5, Input Frames 40 

Figure 3: Image after frame differencing and 
thresholding(Threshold=4, Input Frames 40 and 
41). Gaussian smoothing first applied to original 
frames 
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component and many smaller components. Figure 4(b) 
shows the results of thresholding the thinned image to 
obtain the Moving Connected Components.  By basing the 
selection criteria on spatial distribution rather than size, 
even small components, which contribute towards the shape 
of the object, are selected.  This yields a more complete 
extraction of the moving object.   
Figure 5(a) shows the binary model extracted from the edge 
map using the MCC in figure 4(b).   Figure 5(b-f) show the 
object models extracted in subsequent frames using 
Hausdorff tracking. 

 
5. CONCLUSION 

In this paper, improvements to the method proposed by 
Meier and Ngan for obtaining an initial segmentation of a 
moving object from a video sequence, were presented.  A 
good initial segmentation is important for two main reasons.  
Firstly, it facilitates tracking of the object in subsequent 
frames and secondly, it used to extract the VOP from the 
first frame.   
The inclusion of noise smoothing clearly improved the 
change detection results, which is the crux of the 
segmentation method.  The automation of the threshold 
selection yielded as good results as a manually selected 
threshold based on the subjective quality of the resultant 
binary image.   
The aim of our research is to develop a system that 
automatically segments and tracks moving objects.  The 
first step of such work is to obtain a good initial model.  
From the tracking results presented, we have shown that the 
model effectively tracks the moving object through the 
sequence when the object does not evolve considerably.  
The next part of our research will focus on updating the 
model as the moving object of interest changes through the 
sequence.  Further work will also include extracting the 
video object from the original frame. 
 

6. REFERENCES 
 
[1] Sikora T, “MPEG4 Video Coding for Multimedia 
Applications”, http://wwwam.hhi.de/mpeg-
video/papers/sikora/ISCAS/IEEE-ISCAS.htm 
[2] H.G Musmann, “A layered coding system for very low bit 
rate video coding”, Signal Processing: Image Communication, 
Vol. 7, No.4-6, pp .267-278, November 1995. 
[3] T Ebrahimi, M Kunt, “Object-based Video Coding”, 
http://ltswww.epfl.ch/~ebrahimi/ObjectBasedCoding/FinalPaper.h
tm 
[4] Thomas Meier, King N Ngan, “Automatic Segmentation of 
Moving Objects for Video Object Plane Generation”, IEEE Trans. 
On Circuits and Systems for Video Technology, Vol 8., No. 5, 
September 1998, pp 525-538 
[5] Trucco E & Verri A, Introductory Techniques For Computer 
Vision, Prentice Hall, USA, 1998 
[6] Murugas, T., Tapamo, J.R., Peplow, R., “Extraction of an 
Object Model for Video Tracking”, Proceedings Africon 2002, 
September 1998 
[7] Rosin, P.: “Thresholding for Change Detection”, Electronic 
Proceedings: Eighth British Machine Vision Conference, 
http://www.bmva.ac.uk/bmvc/1997/papers/007/thresh2.html, 1997 
[8] Owen, F.: Statistics, Pitman, London, 1990 
[9] Pavlidis, T, “A Thinning Algorithm For Discrete Binary 
Images”, Computer Graphics and Image Processing, Vol. 13, pp. 
142-157, 1980 
[10] Frank Shih, Christopher Pu, “A skeletonization algorithm by 
maxima tracking on Euclidean distance transform ”, Elsevier 
Science Ltd: Pattern Recognition, Vol. 28, No. 3, 1995, pp331-
341 
[11] A Rosenfeld and JL Pfaltz, “Sequential operations in digital 
picture processing”, J. ACM, Vol. 13, pp.471-494, Oct 1966 
[12] R Mech and M Wolborn, “A noise robust method for 
segmentation of moving objects in video sequences”, in IEEE Int. 
Conf. Acoustics, Speech, Signal Processing, ICASSP ’97, Munich, 
Germany, Vol. 4, pp. 2657-2660, April 1997 
[13] J G Choi, M Kim, M H Lee and C Ahm, “Automatic 
segmentation based on spatio-temporal information”, in ISO/IEC 
JTC1/SC29/WG11 MPEG97/m2091, Bristol, UK, April 1997 
[14] J Canny, “A computational Approach to Edge Detection”, 
IEEE Trans. Pattern Anal. & Machine Intelligence, Vol. PAMI-8, 
pp. 679-698, November 1986 

Figure 5: (a) Binary model of frame 40 as extracted from edge map. (b-f) Updated model of object after 
Hausdorff tracking.  Frames 41, 43, 46, 48, 49 

(a) (b) (c) (d) (e) (f) 

33



[15] Huttenlocher D.P, Klanderman G.A, Rucklidge W.J., 
“Comparing images using the Hausdorff distance,” IEEE Trans. 
Pattern Anal. Machine Intell., vol. 15, pp. 850–863, Sept. 1993. 
[16] Huttenlocher D.P., Noh J. J., Rucklidge W. J., “Tracking 
nonrigid objects in complex scenes,” in 4th Int. Conf. Comput. 
Vision, Berlin,Germany, May 1993, pp. 93–101. 
 

34


