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Abstract
This paper investigates the use of cohorts on a speaker
identification system. Cohorts are usually associated with
speaker verification systems, where they are used to im-
prove performance by reducing both the false acceptance
and false rejection rates. It was found that the initial iden-
tification rate of the system limits its performance and the
use of cohorts does reduce the ’false acceptance rate’ and
does improve the identification rate. In this experiments
the identification rate was improved from 70% to 93%,
but the decision set was reduced.

1. Introduction
Speech technology is now maturing and the question is
whether it will deliver practical applications that will show
the promised productivity gains. There are some niche
areas where speech technology has made a difference but
the challenge still remains. Many cellphones have speech
recognition engines but the usability of those applications
is limited by the environments in which those devices are
used. Speaker recognition also has niche applications but
the problems of noise and mismatched conditions have
limited the number of those applications. There is on-
going research to improve the performance of these sys-
tems.

Major areas of research in improving performance of
speaker recognition systems are in the front-end, bank-
end, and system set-up. In the front-end, new feature-
sets are being designed with different characteristics and
performances. In the back-end new classification algo-
rithms are being investigated. In this conference a paper
on comparing support vector machines (SVM) and Gaus-
sian mixture models (GMM) [1] classifiers on speaker
identification is being presented. The major finding of
that paper is that SVM outperformsGMM on limited data
but with more data the GMM works better. This is due
to the fact that the GMM parameters are correctly mod-
eled with increased data. Other classification schemes are
also being investigated. In the system set-up area hierar-
chical approaches are being investigated. There is also
a paper on this work showing that if different algorithms
are used to solve the same problem, their complementary

characteristics can be used to the advantage of the whole
system[2].

This paper investigates the use of a common speaker
verification tool to see if it can be used to improve speaker
identification rates. Themethod is based on what is called
the cohort model and it is used extensively for speaker
verification. In this paper it is extended to speaker identi-
fication.

2. Speaker verifi cation and speaker
identifi cation

Speaker verification, together with speaker identification,
forms part of what is known as speaker recognition. Un-
like in speech recognition, speaker recognition wants to
capture personal information in the speech signal. Sur-
prisingly the same feature-sets that are used for speech
recognition also work very well for speaker recognition.
However, finding optimal features for both speech and
speaker recognition remains the subject of much research.

Whereas speaker identification is mostly not imple-
mented in practical systems, speaker verification has found
numerous practical applications. A speaker identification
system will have to be almost perfect to be usable. In
closed-set speaker identification the system has to select
one target out of possible targets. In open set this be-
comes one out of , where 1 is the out-of-set de-
cision. As increases the task becomes harder as the
probability of selecting the correct target gets smaller as

. In a closed set speaker verification environment
the result is either true or false (i.e. 0 or 1). For open-set
an additional decision is allowed, such as out-of-set (i.e.
0,1,U). As , the number of users grows bigger it only
has a small impact on the verification system. However,
if a speaker identification system could be made perfect it
would be more preferable than a speaker verification sys-
tem. People would not have to identify themselves first,
they would just be recognized as they speak.

There are many ways of doing speaker verification.
Since in speaker verification (SV) the identity of the tar-
get is to be confirmed, the system has to determinewhether
the claimed identity is confirmed or not. This can be done
by using some likelihood measure, and the claimant’s
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speech will be tested to see whether it exceeds the like-
lihood threshold. There are various ways of setting the
thresholds, and the thresholds affect the false acceptance
rate (FAR) and the false rejection rate (FRR). FAR in-
dicates the number of times an incorrect claimant (also
known as a impostor) is mistakenly granted access, whereas
FRR indicates the rate at which a correct claimant will be
mistakenly denied access. Both FAR and FRR depend
to a large extent on the signal processing as well as the
thresholds that are used.

Ideally both error rates should be minimized, but they
tend to be inversely related in a classical verification sys-
tem. Attempting to reduce the FAR can cause the FRR
to increase, and vice versa. For this reason researchers
have introduced a new measure called the equal error rate
(EER). This corresponds to the threshold at which the
FAR is equal to the FRR of the system. Other measures
have also been devised, such as the so-called ROC (re-
gion of convergence).

Instead of setting single thresholds, the method of
having several thresholds or several speakers used is more
common in practical systems. These users are referred to
as cohorts. Several researchers have studied the impact
of the number of cohorts on the performance. Although
this will depend on the particular system configuration
generally a low number cohorts is used. In this paper we
evaluate the impact of the number of cohorts on the iden-
tification system. The aim is to see if this can in anyway
improve the confidence or the performance of a speaker
identification system.

3. Parametric Feature Sets
A speaker recognition system would ideally want to have
the front-end that will extract personal identifiers in the
speech signal regardless of what the person is saying,
this a text independent task. The feature sets play an im-
portant role in extracting this information. For example,
auditory-based feature sets such as PLP (perceptual linear
predictive) and EIH (ensemble interval histogram) have
been proven to work very well in certain cases. Although
EIH has lower recognition rates in matched conditions, it
outperformsMFCC (mel-frequency cepstral coefficients)
and others in mismatched conditions[3]. Unfortunately,
it is computationally expensive.

Parametric feature sets (PFS) have been used in speaker
identification [4]. Their main advantage is the flexibility
of changing the warping factors. The warping is con-
trolled by two parameters and hence the name. The
PFS attempts to incorporate many of the optimal char-
acteristics of the mel-cepstrum feature-set such as spec-
tral compression or non-linearity and filtering. The PFS
equation is

(1)

where is the length of the spectrum, and is calcu-
lated such that the equation is true given a certain and
parameters. The parameters and characterize the

spectral compression of the feature-set.
Spectral warping has been shown to be important to

speech recognition systems as shown in literature[5],[6].
The techniques in these papers are similar and based on
the fact that there is information in the spectral warping.
In [6] the authors based their system on the MFCC and in
[5] the PFS was used. In this paper, due to time, experi-
ments were not performed for various warping levels, but
only for the and parameters. This is the
same system as was reported in [4].

4. Experimental set-up
4.1. Database

The system uses a kind of cohort model on the NTIMIT
database. The TIMIT database is no longer a challenge
for these tests as perfect performance is now achievable
using PFS feature-sets. The NTIMIT database on the
other hand has proved to be far more difficult. In our
setup, several cohorts are generated from the training data.
The NTIMIT database has a speaker population size of
630. The results in this paper are based on the the whole
database. Each speaker is trained and a set of its cohorts
is generated.

4.2. Verifi cation via identifi cation method

The proposed system is as shown in Figure 1. There are
basically two systems; the conventional speaker identi-
fication system and the cohort verification system. The
conventional speaker identification system selects a speaker
with the highest likelihood as the identified speaker or
idUser as shown in the figure. The back-end of the con-
ventional speaker identification and the cohort verifica-
tion system is the Gaussian mixture models as described
in [4].

The utterance data that is used in the evaluation comes
from the testUser. Once the idUser has been determined
the same utterance data is send to the cohort verification
system. The cohorts are selected using the training data.
All the talkers that score the highest likelihoods are se-
lected as the cohort of the testUser. This process of se-
lecting cohorts is done during the model training phase
using the training data. In the testing phase different ut-
terances that have not been used in the training phase and
determination of the cohorts are used for evaluation case.
Due to time constraints only the and utterance of
each speaker in the NTIMIT database, are used for eval-
uation and the other eight utterances (from the up to
the ) are used for training the models. The and
utterance already used in generating models are also used
to determine the cohort groups. For the experimental re-
sults various numbers of cohorts talkers were used to see
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Figure 1: Verification system for speaker identification

how the performance of the system is affected.
To state the results several talkers types or user types

were defined. The testUser is the user that actually speaks
the utterance. The idUser is the user that the speaker iden-
tification system selects as the identified speaker. This
identified speaker could be the same as the testUser in
which case the system has correctly identified the talker.
The idUser could also be different from testUser in which
case an incorrect decision has been made. A conventional
speaker identification system only has the testUser and
the idUser. In the proposed system there is a further user
called the verifiedUser. The verifiedUser gives an indica-
tion of how well the identification results can be verified.
The verifiedUser is computed from the sum of the like-
lihoods of all the cohort members in the set. The users
whose cohort models (depends on the number of cohorts
used) gives a higher likelihood sum is accepted as the
verifiedUser. This generates several possible decisions
named COR, FRR, FAR, CER3, and CER4.

The decisions are named COR, FRR, FAR, CER3,
and CER4 and are described below.

4.2.1. COR

COR stands for a confirmed correct decision. The con-
firmed decision is obtained where the testUser is the same
as the idUser. This, in the conventional speaker identifi-
cation system would represent a correct decision. In our
verification system we want to see if the idUser is con-
firmed by the system. If the verifiedUser is the same
as the testUser, then the decision is confirmed correct
(COR). In the case where the cohort is size 1, that is only
the speaker is used in the cohort, then COR rate will be
the same as the speaker identification rate.

4.2.2. FRR

FRR stands for false rejection rate. This is the case where
the idUser is the same as the testUser but the cohort veri-
fication system does not verify the idUser. This is a case
of a false a rejection since the idUser was correctly iden-
tified but could not be verified. The error is due to the

cohort verification system not making a correct decision.

4.2.3. FAR

This is the only error that would occur in the conven-
tional speaker identification system. Here the system has
selected an incorrect idUser and the verification system
has confirmed it as correct. This is viewed as a serious
error and should be eliminated. The reason for having a
verification system is to cut down on these kinds of er-
rors. The false acceptance rate (FAR) must be very small
to have a practical system.

4.2.4. CER3 and CER4

These CER’s are special kinds of errors. In the case of
CER3 the system has identified an incorrect testUser but
the idUser has not been confirmed. This is good that the
incorrect idUser was not confirmed, but the verifiedUser
was actually the testUser. In the case of CER4 the tes-
tUser, idUser and the verifiedUser are all different peo-
ple. It is an error but it is not as bad as confirming the
incorrect idUser as in the case of the FAR, but it is not as
good as the CER3 case.

5. Results
The results of the experiments are shown in Figure 2. It
is shown on the results plot that in the case where the
cohort size is 1, the same performance as that of the con-
ventional speaker identification system are obtained. The
FAR is about 30% and the COR is 70% and other kinds
of errors do not occur. The FAR is the measure we would
like to reduce so that we do not identify wrong targets.
When the cohort size is increased to two the FAR is in-
deed reduced to about 10%. This means that the amount
of times we would be certain that a correct user has been
identified, when in fact it was the incorrect user would
be reduced by a percentage figure of 20%. However, the
cost of this is that our correct identification (COR) has
now dropped to 46%. This is because some of the users
that were identified the first time were not verified by the
system. Actually the sum of the the false rejection rate

43



 0

 10

 20

 30

 40

 50

 60

 70

 80

 2  4  6  8  10  12  14

Ra
te

 [%
]

Number of Cohorts

Cohort size versus performance

COR - Verified
FAR - False Acceptance Rate

FRR - False Rejection Rate
CER3 - Correct but not confirmed

CER4 - Not correct and not confirmed

Figure 2: Performance rates versus the cohort size

testUser idUser verifiedUser
COR x x x
FAR x y y
FRR x x y
CER3 x y x
CER4 x y z

Table 1: Table Showing Relationships between Decisions

(FRR) and the correct (COR) would remain constant and
it is a function of the speaker identification system.

Another insightful way of looking at the results is to
draw a table of the actual decisions and this is shown in
Table1. To understand the table suppose the user that
spoke is x. In the case of COR, the testUser (x) will be
the same as the idUser and therefore idUser will also be
x. The verifiedUser will also be the same and therefore
x. That is in the case of a confirmed correct decision all
the users will the same. Now in the case of false accep-
tance rate(FAR), assume that the testUser is x, but in this
case the idUser is different and will be y. Since this user
was verified, then the verifiedUser is also y, and so on for
other cases. Looking at the results this way brings infor-
mation about the contribution of the cohort verification
system.

We can see from the Table 1 that there is no way the
system will know that it has made an error in the case of
COR and FAR, because in both cases the idUser and the

verifiedUser are the same. Of course the system would
not know that since the idUser it has generated matched
the verifiedUser. This is the case of concern for the sys-
tem. Figure 3 shows how the cohort system improves the
confidence of the system. The top line shows the cor-
rect decisions the system is making. For example with
the cohort size 1, the system will 70% of the time make
a correct identification, this improves to 82% with a co-
hort size of 2 and 88% with the cohort size 3, and so on
as shown in the figure. The maximum performance is at
about cohort size 11. However, the down side to all this
is that the decision is made within a decreasing set (the
set is COR FAR). COR continues to exceed FAR but
the set is getting smaller, from 100% with cohort of size
1, and 55% with cohort size 2, and so on as shown in
the figure. The decision set size settles at 25.5% of the
original.

6. Conclusions

In this paper we have inserted a cohort verification sys-
tem to the speaker identification system in order to be
certain of good performance. The cohorts are selected in
the simple method, by selecting users whose likelihood
scores are closest to the test speaker. The verification
scores were the sums of all the likelihoods of the cohorts.
This may not be the ideal way of selecting cohorts scores,
but this is a preliminary result and more work is going to
be done to see how the system can be made more reliable.
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Figure 3: Performance rates versus the cohort size

The advantage of the cohort system is that it reduced the
amount of false acceptance rates (FAR) which is the most
severe error. The correct identification rate in the allowed
set increased from 70% without the cohorts to about 89%
with about 11 cohorts. The disadvatage of this method is
that the 93% is achieved with a smaller set which is 28%
of the original set.

This is an interesting result as it shows one way in
which speaker verificationmay be related to speaker iden-
tification and in which it can be used to improve its per-
formance.
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