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Abstract
The drop in identification rates of speaker identification
systems when users are accessing the system using tele-
phones and cellular phones presents a problem for prac-
tical implementation of the systems. A possible solution
would be to model the network as a matrix and used its
inverse to recover the original speech signal. If the infor-
mation is completely lost due to the channel then there
will be no way of recovering it. In this paper we mea-
sure the amount of information that is still recoverable in
different frequency bands. It was found that even in the
telephone band (300-3500 Hz), there is enough informa-
tion to correctly identify the speakers. This indicates that
the inverse solution may indeed work.

1. Introduction
Speaker recognition is a process of recognizing speakers
using their voices. Like a typical speech recognition sys-
tem it consists of mainly three parts the feature-set gener-
ation, the modeling and classification part. Current tech-
nology works very well in clean speech environments.
Clean speech refers to speech that is acquired in a con-
trolled environment usually using close talking micro-
phones. In clean speech environments the signal to noise
ratio is very high and noises from other sources is min-
imized. Such operating environments cannot be easily
duplicated if the system is to be deployed in a real appli-
cation. Also the requirements that users use close talking
microphones is not always possible. In practice users are
likely to access the system over the telephone or cellular
network. In both cases the signal is no longer clean as
it has to pass over a channel that distorts the signal and
there is possibility of additional noises in the channel and
at the switches.

Current feature-sets such as the mel-frequency cep-
stral coefficients (MFCC), parametric feature-sets (PFS)
and linear predictive coding (LPC) work perfectly in clean
speech environments. Recognition rates of close to 100%
have been obtained using clean speech such as the TIMIT
database. However, in cases where the speech signal has
passed through the telephone or cellular network the iden-
tification rates drop significantly. Unfortunately, it can be

expected that users would likely access the system using
telephones and cellular phones.

Much research work has been done to improve the
system. The work has been done mainly in the areas of
the front-end and the back-end. In the front-end tech-
niques such as mean-removal have been introduced. In
mean-removal, the mean of the feature-sets is removed
so that the contribution of the assumed constant chan-
nel can be eliminated. Other approaches include design
of new feature-sets that are modeled around the auditory
system. The auditory system feature-sets have shown to
be robust in mismatched cases but they also exhibits their
own weaknesses such as high computational costs. In
the back-end new classification techniques have come to
the fore such as the support vector machine (SVM). The
SVM offer some benefits such as good performance in
applications with limited training data. These methods,
however, do not solve the problem of the significant drop
in identification rates that occurs due to a telephone or
cellular channel. In this paper we discuss another differ-
ent approach to the attempt to solve the problem of the
loss of identification rates and this is referred to as the
inverse solution approach.

2. The inverse problem approach
The problem of speaker recognition on non-clean speech
has been discussed above. Typical solutions have been to
improve the front-end or back-end or to improve both sys-
tems. In this paper we discuss a very different approach
based on inverse problem.

2.1. Possible approaches

To understand the system we need to look at the impact
of the channel on the speaker identification system. As
shown in Figure 1 the channel can be represented by a
matrix as shown in Figure 2. This matrix could be
complex depending on the type of channel. In the GSM
cellular network the matrix is composed of at least 20
blocks. These blocks perform functions such as com-
puting the prediction coefficients, delaying the signal and
most importantly compressing the signal so as to reduce
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the bandwidth and/or bit rate. In the case of the telephone
channel the most important parts of the matrix include the
reduction of the bandwidth and the coloring of the pass-
band which is the function of the handset microphones,
the speakers used, and the number of switches (distance)
in the network. It is clear the matrix can be very com-
plicated. There are several techniques that can be used to
model the matrix and these are linear algebra and other
classification techniques.
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Figure 2: Impact of low-pass filters on identification

2.1.1. Linear Algebra

In this method we are looking for an approximation
given that , and . The method of find-
ing could consist of working out the impact of each
block in the channel. This may be very difficult. Since
we are looking for the inverse and it may not exist if the
matrix is ill-conditioned, the idea would be to search for
a pseudo-inverse. Typical inverse problems such as the
one discussed in this paper occur often in mathematics.
What has been found is that the pseudo-inverse may be
found but usually the resulting bears no resemblance to
and may therefore be not very useful. This is discussed

to some detail by Neumaier[1]. No work has been done
on the speech channels to see if this would be the case
and therefore there may be grounds to investigate the ap-
proach.

2.1.2. SVM

Support vectormachines (SVM)[2] is one of the new tech-
niques of doing classification. The SVM algorithm has
two main advantages. It is simple and mathematically
tractable and this makes it attractive. Unlike the Neural
networks which works mostly as a blackbox. It is ac-
knowledged that there is no area in which SVM works
better that any other method, but in solving the inverse
problem the technique seems to be more suited than oth-
ers.

In the SVM approach we use the fact that and (as
discussed in Figure 2) are both available and given the
fact that SVM is able to easily handle multi-dimensional
features the input speech and the output can be used
for targets. In this way an SVM model can be built that
will automatically generate the inverse matrix .

2.1.3. Neural Networks

In a paper by Josifovski[3] under the section for speech
enhancement, Josifovski discusses techniques for what
he calls “noisy-to-clean mapping” using multi-layer per-
ceptrons. The process has been done by finding some
mapping that reduces the mean square error. The prob-
lem with these techniques has been that noises in the in-
put domain (clean speech) are different from the ones in
the output domain (noisy speech). The other disadvan-
tage is that if one is using a speech frame the dimension
is too high for a normal neural network. Nevertheless,
this is an area that also must be investigated.

2.2. Challenges for the inverse problem

The major issue about all these inverse solutions is that if
the information is truly lost then there would be no way
to recover the information. For example in the telephone
network it is clear that the information above 4kHz is lost
due to the channel filters. If talker identification informa-
tion is in the bands above 4 kHz and there is no similar
information in lower bands then it would not be possible
to recover the information since it would be completely
lost. Therefore, the experiments that are reported here are
important to determine how much information is present
in the signal after passing through the network.

The bandwidth/bit rate reduction is particularly, true
in the case of a cellular network. At worst the input
speech is generated at 256 kbps (16-bit samples, sam-
pled at ) and it is compressed to just 13
kbps over the network and recovered back to 256Kbps.
It has to be remembered that the aim of the cellular net-
work is to make the speech on the other end perceptually
relevant and not necessarily to keep any additional infor-
mation such as the speakers identity. For that the system
has clearly succeeded and hence we have an operational
cellular network. Since people can recognize the people
they are talking to then it is evident that some personal
data is intact or there is some kind of information used by
the auditory system to identify the speakers.

The purpose of this paper is to measure howmuch in-
formation in the form of identification rate is contained
in the speech after going through the network. We have
to realize that is not only the bandwidth that is affected
by the channel but also the additional noise that is due
to design of the system. The results presented here are
dependent on the front end that is used. For the experi-
ments the signal processing was not altered between all
the experiments.

3. Experimental set-up
Information is usually measured in bits using uncertainty
and mutual information . In this paper the informa-
tion is measured in terms of the identification rates which
is also a form of uncertainty, but it does not sum to unity
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Figure 1: Example of the channel (A GSM network)

over the chose space. Different bands of the input speech
are used to measure if the information in those bands is
sufficient to perform speaker identification. The aim is to
see if inverse solutions methods would have any reason-
able chance of recovering the identify of the speakers.

3.1. Database

The TIMIT family of databases is used. The TIMIT database
is used for clean speech results. The NTIMIT database is
a generally available database of the TIMIT that has been
passed through the telephone network in the USA. The
database was not simulated nor was it filtered to fit the
channel but it was passed over the telephone network in
the raw form. Various network loops were used. An-
other database that we attempted to use is the CTIMIT
database. This is a cellular version of the TIMIT database.
The problemwith this database is that it was passed through
the American analog cellular network and not through the
international digital GSM network. The major problem
with the database is that it is not complete. This lim-
ited its usefulness to us. On the other hand we are work-
ing on producing a South African GSM network TIMIT
database in one of our projects.

The advantage of the C/N/TIMIT databases is the num-
ber of people in the database and also its general avail-
ability that allows different researchers to compare their
results. The database has been used for speaker recogni-
tion and speech recognition. The highest speaker identi-
fication on the NTIMIT database is 72% using the PFS
feature-sets[4]. In the experiments reported here only a
sub-set of the database has been used. Only region dr1,
dr2 and dr3 are used making the total number of people
252.

3.2. Signal processing and back-end

In retrospect the signal processing used here is designed
with the wideband signal processing in mind. The data
is assumed to be sampled at 16kHz with the highest fre-

quency of 8kHz. Obviously this is not the case for tele-
phone and cellular speech. This represents one of the
findings of the experiments as will be discussed in the
next results section. The signal processing is the para-
metric feature-sets (PFS) and has been described in sev-
eral articles including[4]. The feature-set is equivalent
to the MFCC but has the advantage that it can easily be
modified for different spectral warpings.

4. Results
The first set of experiments looks at the low-pass filter
data. This is likely to be the scenario in telephone and
cellular networks. For completeness and additional infor-
mation experiments are also performed on the bandpass
filters. The filters are applied in the frequency domain
and the information in the eliminated frequency bands is
completely removed from the signal.

4.1. Low-pass filter results

The first experimental results are looking at information
in the low frequencies. The telephone and the GSM net-
work removes high frequencies in the speech signal. The
front-end has therefore to be able to capture the informa-
tion in the speech signal without the high frequencies.
The question is at which level is the system impaired
when the high frequency information is eliminated. In
these experiments we show results on both TIMIT and
NTIMIT databases when a low pass filter is applied. The
start band of the filters is at 0 Hz and the stop band is
varied.

Figure 3 shows the results of the low pass filtering.
The two top curves are from using the TIMIT database
(region 1, 2, and 3). The top curve has a start band of
0 Hz and the second curve is actually a band pass since
the bandwidth starts at 500Hz. The two bottom curves
are from the same database regions (1, 2, and 3) but the
results are obtained using the NTIMIT database. The first
data point for all the curves is when the stop band is 1500
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Hz. The clean speech results are very high even at that
point. In the case of start band of 0 Hz and stop band
of 1500 Hz, the speaker identification rate is 95.2%. For
the same stop band but with the start band of 500 Hz the
recognition rate of 81.7% is obtained. By the time the
stop band reaches 3500 Hz the performance is 98.4% and
97,6% respectively for 0 and 500Hz start bands. This
is significant because it indicates that there is sufficient
speaker related information in the telephone band.
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Figure 3: Impact of low-pass filters on identification

TheNTIMIT database results show identification rates
levelling off around 4000Hz and sometimes even falling
off a little. This is consistent with the design of the database
since it was passed over a real telephone network and not
through a simulation. The slight decline in identification
rate is due to the signal processing in the the front-end.
The coefficients are collected over the full 8 kHz band
and yet there is no useful information above 4 kHz. This
makes the features useless and therefore reduces the iden-
tification rate. The other possible reason is that these re-
sults were obtained from running a single experiment and
maybe averaging several results would have smoothed the
curve. This was not a major concern for this report as we
are just interested in seeing the general information curve.
It was not possible to do these results with the CTIMIT
database since not all the data is present. We will be gen-
erating an equivalent CTIMIT database at UCT sometime
next year.

4.2. Bandpass filter results

The second experiments are looking at the information
contained in the frequency bands of the signal. Again the
comparison is between the N/TIMIT database. Figure 4
shows the TIMIT results.

5. Conclusions
From the results it is evident that the signal processing for
telephone speech must be different from the one used for
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Figure 4: Different band pass filters on the TIMIT
database
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Figure 5: Different band pass filters on the NTIMIT
database

wide-band clean speech. At least one has to take into con-
sideration that there is no additional information in fre-
quencies above 4kHz. The PFS (and MFCC) works per-
fectly for wide-band clean speech ( =16kHz) but not as
well for telephone speech since the algorithm works with
the whole 8kHz range. Improvements can be expected
if it is modified to handle narrow band speech. More
significantly the results show that even with narrow-band
speech, perfect identification can be achieved if there is
no noise in the signal. It therefore shows that the main
problem with telephone speech is the noise and not the
limited bandwidth. Many of us are able to recognize other
people over the phone even though the signal is narrow
band. This suggest that some form of noise cancellation
should be investigated and more importantly there is a
chance that inverse techniques can be used to recover the
clean speech. This will be a subject of further research.
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