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Abstract 

 
Determining the contribution and importance [1], [2], of 
features during the process of target detection in Automatic 
Target Recognition (ATR) is not a trivial task. The ideal 
would be to have the classifier learn which features are 
relevant, based on the process it follows during 
classification, as it is often difficult for the human operator 
to understand the classification process. This paper proposes 
a method that utilises a linear SVM to obtain optimal linear 
coefficients for the combination of features to achieve 
improved target detection in an ATR system. 
 
 

1. Introduction 
 
The task of target detection in an ATR system, [3], is 
accomplished by measuring features of an image and then 
discriminating between the feature values of target pixels 
and non-target pixels and it is necessary therefore, that 
features have distinctive values for target pixels and non-
target pixels. However, no single feature can distinguish 
perfectly between the two classes, and it is necessary 
measure several features to obtain a better idea of which 
pixels are target and which are not. Another point to 
consider is that during the focus of attention (FOA) stage 
the entire image needs to be processed, which implies that 
the features should not be very computationally expensive. 
Once the regions of interest (ROI) have been determined, 
computationally more taxing features can be used to 
perform target classification. 
 
The challenge, during FOA is to use relatively weaker 
features in such a way as to still achieve good probability of 
detection and a reasonable false alarm rate. In essence, the 
detector must extract from the features the right 

information. One possible way of making a decision about 
the class of a pixel, is to take a vote between each of the 
features and then assigning the pixel to the target class if a 
decided upon number of features agree on it being in the 
target class. This approach is simple, but it is not optimal. 
Valuable information is lost when the features are 
thresholded (opinion taken) and also when the pixel is 
assigned based solely on the majority’s vote. What if one of 
the features has a more accurate opinion of the class of the 
pixel, but its opinion is voted out by the other inaccurate 
opinions? 
 
The solution to this problem would seem to be to determine 
the validity of a feature’s opinion before its opinion is 
taken. That way, when the pixel is classified, the decision is 
an educated guess instead of a blind vote. 
 
A recent paper [4], reported a technique that adaptively 
combined image features, of low computational burden and 
detection power, in such a way as to utilise the information 
in each of the features more effectively and thereby improve 
detection performance. This was achieved, by calculating 
weights for each of the features images based on the 
maximum feature values for each feature. 
 
Yet another technique [8] uses contribution measures from 
neural network theory to determine the relative importance 
of the features used in a classification task. The technique 
showed promising results, however the weights of a neural 
network obtained during training are not unique. The 
contribution measures, which are calculated from the 
weights of the trained neural network, are thus not unique, 
even for a fixed set of training vectors. Getting a clear 
indication of the relevance of a feature requires cross 
validation. 
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In this paper we propose a method for determining the 
relative importance of the features, based not upon the 
feature values of only one image, but upon the expected 
relevance in a wide range of representative images. A linear 
Support Vector Machine is used to find an optimal 
separation boundary between the target and non-target 
feature vectors. Because the separation boundary is linear, 
the classification of target or non-target vectors can be 
achieved by linearly combining the features and then 
thresholding at an appropriate level. Although SVMs are 
capable of obtaining non-linear decision boundaries, a linear 
combination of features is attractive because of the low 
computational complexity. This method involves training 
the linear SVM once on a training set of representative 
images and obtaining the normal to the separation 
boundary. The linear combination coefficients are the 
components of this normal vector and represent the validity 
of the feature’s opinions. 
 
Section 2 of the paper gives a brief introduction into the 
concept of linear SVMs. This is followed in Section 3 by a 
description of the proposed feature scaling method, Section 
4 describes the experimental data and Section 5 reports the 
results. Section 6 points out some directions for further 
improvement and concludes the paper. 
 
 

2. Linear SVMs 
 
Support Vector Machines (SVMs) [6], [7], [9] are a 
relatively new development in the field of Machine 
Learning that have shown very impressive results in pattern 
recognition applications. Although the theory behind SVMs 
is very general and it is possible to obtain non-linear SVM 
classifiers, this paper will only consider linear SVMs for 
reasons that will be explained later. This section will not 
attempt to give a full description of SVM theory, but give a 
description of the workings of a linear SVM. 
 
The objective of the SVM approach is to achieve good 
generalization during classification by obtaining the 
decision boundary that will maximise the margin between 
the feature vectors of the different classes. By maximising 
the margin between the classes, the algorithm minimises the 
risk of confusing unseen feature vectors and thereby 
misclassifying them. Of course, the SVM must be trained 
on representative feature vectors for the maximal margin to 
accommodate for unseen variations. 
 
It is clear therefore, that the feature vectors must be 
separable for the SVM to be able to determine a decision 
boundary, but once the boundary is found it is optimal for 
that specific training set. If the feature vectors are not 
linearly separable, the feature space can be mapped by a 
non-linear mapping, )(xy !=  into a higher dimensional 

feature space where the data is linearly separable (x is a 
point in the original feature space, Rd, y is the 
corresponding point in the transformed feature space, Rp). 
The optimal decision hyperplane is then found in the 
transformed feature space and when it is transformed back 
to the original feature space, it becomes non-linear. 
 
Mathematically the SVM algorithm achieves this by finding 
the two parallel hyperplanes that separate the two classes 
and have a maximal perpendicular distance between them. 
The decision boundary between the classes is then taken to 
be the hyperplane halfway between these two hyperplanes.  
 
Suppose that y is a vector in the feature space, w is the 
normal vector to the decision hyperplane, that b is the bias 
that determines the perpendicular distance of the hyperplane 
to the origin and that each feature vector has a truth value z 
of 1 or -1 depending on the class. Then the positive and 
negative hyperplanes can be described by the equations: 
 

(1b)                1 :hyperplane Negative                   
(1a)                    1 :hyperplane Positive                   
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Therefore the decision boundary is described by the 
equation: 
 

(2)                      0 :boundaryDecision                   =+# bxw
 
For feature vectors belonging to class 1, b+# xw  will be 
greater than 1 and feature vectors belonging to class 2, 

b+# xw  will be less than -1. This means that the 
constraints on the hyperplane become: 
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It follows that the perpendicular distance between the outer 
hyperplanes is 2/||w||, therefore maximization of the margin 
between the outer hyperplanes can be achieved by finding w 
and b for which ||w||2 is minimum, subject to the boundary 
constraints (3) given above. 
 
This is a constrained optimisation problem, which can be 
solved by recasting it into an unconstrained optimisation 
problem, using the Lagrangian undetermined multipliers 
formalism. This approach takes the constraints into account 
by adding multiples of the constraints to the objective 
function and then optimizing the new objective function 
with respect to the undetermined multipliers and with 
respect to the vector w. Applying the formalism results in 
the following primal Lagrangian functional: 
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Here the undetermined multipliers, i'  are necessarily 
nonnegative, because the constraints are bounded from 
below by zero. 
 
Taking the derivative of this primal Lagrangian with respect 
to w and b and setting the derivates equal to zero, results in 
the following expressions: 
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Substitution of these expressions into the primal Lagrangian 
leads to the dual Lagrangian: 
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The hyperplane can now be found by optimising this dual 
Lagrangian with respect to the Lagrangian multipliers under 
the constraints specified by (5) and (6). When the 
Lagrangian multipliers have been obtained, it is found that 
only some of the multipliers are non-zero. The feature 
vectors corresponding to these non-zero multipliers are the 
vectors from the opposite classes that lie closest to each 
other in feature space. They are called the support vectors of 
the specific problem because they support the outer 
hyperplanes, i.e. they lie on the outer hyperplanes (ideally 
there are no feature vectors between the hyperplanes). The 
other feature vectors are inactive in determining the position 
of the decision hyperplane and can be removed or moved 
around as long as they aren’t made to cross the outer 
hyperplanes. This can be described mathematically by: 
 

[ ] (8)                 ).(1     01)(               nibz iii $$="+# xw'  
 
In other words, if a multiplier is non-zero, then its 
corresponding feature vector must lie on one of the two 
outer hyperplanes. If the vector does not lie on one of the 
outer hyperplanes, then its corresponding multiplier will be 
zero. 
Once the Lagrangian multipliers have been found, w can be 
obtained from (5), where the summation need only be done 
over the support vectors, and b can be found from (8) using 
one of the support vectors as xi. Having determined w and 
b, one can then classify a novel vector v using the following 
discriminant function: 
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Thus far it has been assumed that the feature vectors are 
linearly separable in the transformed feature space. In the 
presence of outliers however, the best decision hyperplane 
may no longer completely separate the classes and although 
it can be shown that the standard SVM algorithm will still 
yield a reasonably good separation boundary, it will be far 
from optimal. One could transform the vectors into a higher 
dimensional space using a non-linear transformation, but 
this may be unnecessary and undesirable. 
 
Because outliers are unusual observations, they might be on 
the wrong side of the optimal decision hyperplane, even 
though the rest of the data samples may be well separated. 
The assumptions leading to (1a) and (1b) are no longer 
valid. (1a) and (1b) can be adapted to allow for some 
deviation of the support vectors from the optimal outer 
hyperplanes by adding positive slack variables ( i5 ), thereby 
creating a soft margin: 
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The amount of deviation of the support vectors from the 
optimal outer hyperplanes can be minimised by adding an 
appropriate term to the primal Lagrangian. If the sum of the 
deviations is to be minimised, the Lagrangian becomes: 
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The user specified parameter C determines the penalty 
against deviation from the hyperplane, i.e. the lower the 
value of C, the “softer” the margin, the further outliers are 
allowed to be into the margin. The iµ  are Lagrangian 
multipliers, which force the i5  to be positive. Setting the 
derivatives of (13) with respect to w and b equal to zero 
once again yields (5) and (6). Setting the derivative of (13) 
with respect to i5  equal to zero yields iiC µ' += , which, 
when combined with (5) and (6) and substituted into (13) 
yields the same dual Lagrangian as before. This leads to an 
optimisation solution which is independent of the slack 
variables and their associated Lagrangian multipliers, but 
where the additional constraints restrict the i'  to 

Ci $$ '0  
 
By using a soft margin to accommodate for outliers, the 
SVM is able to obtain a separating hyperplane which is 
much nearer to optimal than it would without a soft margin. 
The choice of a value for C is not trivial however and cross-
validation performance estimates for various values of C 
need to be performed to obtain the optimal C value. The 
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quality of the decision boundary obtained by the SVM 
algorithm is, however, not that dependent on the choice of 
the value. 
 
 

3. Proposed method 
 
We propose using a linear SVM to optimise the linear 
combination of image features for detection, the simplicity 
of linear combinations of the features being the motivating 
factor behind using a linear SVM instead of a Gaussian 
kernel SVM, for example. The method determines the 
optimal proportions in which to linearly combine the 
features extracted from an image by solving for the normal 
vector on the optimal separation hyperplane between the 
target pixel and non-target pixel feature vectors. 
 
For the experimental work, we used five features to 
characterise the pixels as target or non-target: Local 
Maximum feature (LMF), Common Mean Difference 
feature (CMDF), Average Gradient Strength feature 
(AGSF), Local Variance feature (LVF) [4] and Constant 
False Alarm Rate feature (CFARF) [5]. From these features, 
six dimensional feature vectors were formed for each pixel, 
the last component being the class label of the pixel. The 
SVM is then trained on these feature vectors, the algorithm 
returning the support vectors, their labels and their 
corresponding Lagrangian coefficients. From these outputs 
one can obtain the normal vector by substituting into (5). 
The components of the normal vector now indicate the 
relevance of the corresponding feature in the detection 
process. 
 
Once the normal vector has been obtained, detection in a 
novel image is done by extracting the features of that image, 
multiplying each feature by its corresponding coefficient 
and summing the scaled features. Doing this, results in a 
confidence image of the image being processed. A 
histogram of this confidence image will now be bimodal, 
the valley between the modes giving a good threshold to 
separate the target pixels from non-target pixels. This 
threshold is found by using a histogram valley seeking 
function in the Matlab Image Processing Toolbox called 
“graythresh”. 
 
For the method to be successful, the feature vectors must be 
linearly separable, or at least close to linearly separable. If 
not, the features are not powerful enough to provide good 
detection through the linear combination of the features. 
One would either need to consider the use of more or other 
features, or use a non-linear SVM thereby sacrificing the 
simplicity of a linear combination.  
 
 
 

4. Experimental work 
The SVM optimisation problem was solved using the 
OSUSVM Matlab toolbox. There are a number of Matlab 
SVM toolboxes available. 
 
For the experimental work three different scenarios were 
used. The first consists of 13 image series containing 10 
images per series showing a T55 tank in the middle of 
512x512 8-12 micron infrared aerial images. Each image in 
a series is at a different height, from 1000m to 500m at 50m 
intervals. The image series show the tank on four different 
backgrounds, at different times of day to account for the 
change in target/background contrast throughout the day. 
The orientation of the tank is also different for each series. 
The second scenario is the same as the first but with the T55 
tank replaced by a small truck. These images were used to 
test the detection performance of the trained detector. 
 
The third scenario consists of 20 series containing 300x300 
8-12 micron infrared images at 9 different heights. The 
images show 16 T55 tanks on various backgrounds, at 
various times of day. These images were used as the 
training set for the SVM because they contained more 
instances of tanks, so fewer images were needed to present 
the SVM with sufficient training data. 
 
Prior to the training phase, the features for all the training 
images were extracted and stored in 90000x6 matrices, each 
row of the matrix represent the feature vector and label for 
one of the pixels in the image. As a first attempt, the SVM 
was trained on these feature vectors, but it was found that 
they were not linearly separable enough for the SVM to 
converge to a solution. In an attempt to widen the margin 
between the classes, in order that a linear separating 
hyperplane could be found, it was decided to quantise the 
features vectors. The features were not normalised, but it 
was found that the CFARF feature needed to be clipped at a 
value of 1 for the quantisation to be efficient. This was 
because CFARF feature attained some extremely high 
values, but only for a very small number of points. Thus 
clipping would not lead to a loss of much information. Most 
of the CFARF values lay between 0 and 1. When trained on 
the quantised vectors and with allowance being made for a 
soft margin, the SVM converged to a solution. 
 
 

5. Results 
 
The results of the SVM method are compared here to the 
results obtained using the Voting method. Preliminary 
results of the SVM detection method were promising, with 
the probability of detection of a target pixel being higher for 
the SVM method than for the Voting method. However, it 
was also found that the false alarm rate of the SVM method 
was higher than that of the Voting method. The following 
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table shows that average percentage of target pixels detected 
(T.P.D) and the average percentage of false alarms (F.A). 
The averages were calculated over all the images in the 
single vehicle scenarios. 
 

 T.P.D F.A 
Voting 44.5% 2.08% 
SVM Method 53.63% 6.63% 

 
Figure 1 shows an example of a test image. It shows a 
relatively bright T55 tank in the centre of the image with 
some gravel roads and vegetation surrounding it. Figures 2 
and 3 show the detection results of the two methods. For 
this particular image the SVM method obtained a very good 
detection, but generally it records more false alarms on a 
pixel level than the Voting method. 
 

 
Figure 1: Example of a test image 

 
Figure 2: SVM method’s detection result 

 

 
Figure 3: Voting method’s detection result 
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6. Conclusion 
 
It was shown in this paper that an SVM could be used to 
good effect to determine the relative importance of 
detection features. The method makes it possible to 
determine from representative training images, which 
features are most valuable in the classification of the image 
pixels as target or non-target and assigns to the features, 
weights proportional to their importance. 
 
Possible improvements can be achieved by performing finer 
quantization on the feature vectors before the SVM is 
trained. This means that less information would be lost 
during quantization. The use of more discriminative features 
could also bring about better separation between the target 
and non-target classes in feature space. This will enable the 
SVM to obtain a decision hyperplane which is closer to 
optimal than the one obtained with less separated classes. 
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