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Abstract
We present an automated facial expression recognition sys-

tem based on Support Vector Machines. Unlike the recognition
of facial expressions such as anger, fear and disgust, we choose
to recognize facial expressions as described by the Facial Ac-
tion Coding System (FACS). The system recognizes measur-
able, visible changes - called action units - from the upper and
lower half of the face. We perform independent recognition of
5 upper and 11 lower action units in the face, which may occur
either individually or in combination. Based on a feature extrac-
tion from grey-level values, the system is expected to recognize
under real-time conditions. Results are presented for different
block sizes and SVM kernels with an average overall recogni-
tion rate of 85 percent.

1. Introduction
1.1. Motivation

Automated facial expression recognition has become very rele-
vant to many fields of human computer interaction. The emerg-
ing power of today’s computers makes computer vision systems
feasible and cost-effective: they will become more and more
pervasive in everyday life. For instance, they can be part of se-
curity systems in banks or public places where the persons in-
tention is of interest. Furthermore they supplement new ways of
easy communication, where spoken languages differ or can not
be spoken at all. Advances in non-verbal communication tech-
nology is of particular benefit to the Deaf community because
of Signed Language translation systems; they must consider fa-
cial expressions which are part of the language. Another benefit
for human computer interaction is that a parametric representa-
tion as described by an action unit (AU) coded facial expression
can be used to abstract from an individual’s specific appearance.
This can be used for low-bandwidth, mobile video communica-
tion, more intuitive operation of autonomous systems or virtual
reality.

1.2. Facial Action Coding System

Facial expressions can appear in mulitple combinations. Joy,
anger, surprise and disgust are well-known prototypic facial ex-
pressions. They involve one or more facial features such as
mouth patterns and state of the eyebrows. These prototypic fa-
cial expressions are not sufficiently rich to describe expressions
found in Signed Languages or even verbal communication; they
require a coding system that allows more detailed description of
facial expressions.

The Facial Action Coding System [1] is a suitable method
for describing facial expressions. It encodes facial expressions
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by a set of parameters called action units (AUs) which define
measurements of appearance changes in the face. The basis of
these measurements are muscular movements defined by AUs.
The coding system consists of 44 AUs; they correspond to facial
appearances such as eyebrows up or down, lips pucked, pressed,
etc. AUs can appear either individually or in combination. More
than 7000 possible combinations have been observed [2]. FACS
describes the independent movement of each AU, which repre-
sents every conceivable facial expression.

1.3. Problem Statement

In our approach, we attempt to recognize facial expressions
from grey-level images by the means of FACS action units with
Support Vector Machines.

As is the case with many recognition problems, we are
confronted with general pattern recognition problems such as
changes in the physical environment, lighting conditions, cam-
era resolution and facial appearances, as well as occlusions,
head rotation etc. Furthermore, there are properties specific to
the face which must be considered in order to make the recog-
nition feasible. One such property is the subtleness of appear-
ance changes in facial expressions. Many facial features do
not change the appearance considerably which may be hard for
a classifier to recognize. Pucked and pressed lips, for exam-
ple, produce nearly the same pattern and can be distinguished
naively only by the dimples. Another property is the small
amount of information that is present in a face relative to its
size. Most of the information about facial expression resides in
small areas such as mouth corners, furrows, lines in the faces,
eyes and eyebrows; facial expression can be recognized from
these individual facial features. The human saccadic system ob-
serves primarily the eye and mouth regions to recognize facial
expressions.

Furthermore, contraction of facial muscles produces
changes in the appearance of permanent features - e.g. lips,
eyes and furrows which come with age - and transient features
including facial lines and furrows that are not present when fa-
cial muscles are relaxed but appear with facial expressions. The
appearance and location of the facial features can change dra-
matically. For example, an open mouth expands the size of the
face by a considerable amount and adds a dark area to the ap-
pearance of the face.

1.4. Related Work

A lot of work has been done on prototypic facial expression
recognition. Recognition of emotions and their differences
in levels of expressiveness was investigated in [3]. The im-
ages were preprocessed manually by cropping out the outer
edges of the face and were further equalized and subsampled.
The color values were used to train a neural network classi-
fier. The authors achieved good results and could improve them
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by zooming in on particular areas of the face. In [4], the au-
thors recognized the six basic facial expressions “happy”, “sad”,
“afraid”, “angry”, “surprised” and “disgusted”. The images
were cropped and scaled to a suitable size. Out of the remainder,
Gabor features were extracted and passed into an SVM for clas-
sification. In [5], dynamic facial expressions were recognized
from image sequences. The recognition algorithm starts with
the neutral expression and changes into one of four categories:
“anger”, “surprise”, “disgust”, “happiness”. The best results
were achieved by calculating the differences between succes-
sive images in a sequence and classifying them with a hidden
Markov model.

A system related to action unit recognition has been pro-
posed by [6]. It divides images into upper and lower regions
and extracts geometric features independently from each region
using multi-state facial component analysis. The model param-
eters are passed to a neural network which identifies the appro-
priate action units. The system recognized a subset of 17 out
of 46 AUs with combinations and achieved average recognition
rates of 96 percent. However, the complexity of the feature ex-
traction process may make real-time application infeasible.

2. Methodology
In our approach, we recognize a subset of AUs similar to [6].
The number of AUs which can be recognized is limited to the
number of samples provided in the image database. The CMU
Facial Expression Database [7] contains frequently occuring
AUs in a sufficient amount of samples. Some AUs, however,
are not present in the database such as slit (AU 42), wink (AU
46) and lower mouth corners (AU 13); some AUs such as nostril
dilator or nostril depresser are present in only very few pictures.

The classification of AU is performed by Support Vector
Machines (SVMs). SVMs are an elegant and highly principled
learning method for the design of a classifier consisting of a
feedforward network with a single hidden layer of nonlinear
units. Unlike traditional neural networks, its derivation follows
the principle of structural risk minimization that is rooted in sta-
tistical learning theory. This induction principle is based on the
fact that the error rate of a learning machine on test data (i.e. the
generalization error rate) is bounded by the sum of the training
error rate and a term that depends on the Vapnik-Chervonenkis
dimension (a term that characterizes the complexity of a classi-
fier). In the case of linearly separable patterns, a support vec-
tor machine produces zero for the first term and minimizes the
second term. Thus, the support vector machine can provide
nearly optimal generalization performance on pattern classifica-
tion problems despite the fact that it does not incorporate prior
domain-specific knowledge. The design of the machine hinges
on the extraction of a subset of the training data that serves as
support vectors and therefore represents a stable characteristic
of the data. Whatever the learning task, the support vector ma-
chine provides a method for controlling model complexity in-
dependently of dimensionality. In particular, the model com-
plexity problem is solved in a high-dimensional space by using
a penalized hyperplane defined in the feature space as the deci-
sion surface; the result is good generalization performance. The
curse of dimensionality - i.e. deterioration of the classifier per-
formance as more features are added - is bypassed by focusing
on the dual problem for performing the constrained optimiza-
tion problem. An important reason for using the dual setting
is to avoid having to define and compute the parameters of the
optimal hyperplane in a data space of possibly high dimension-
ality. Ordinarily, the training of a support vector machine con-

Figure 1: (left) and (right) bitmap representa-
tions

sists of a quadratic programming problem that is attractive for
two reasons: 1. It is guaranteed to find a global optimum of the
error surface where the error refers to the difference between the
desired response and the output of the support vector machine.
2. The computation can be performed efficiently. The latter
is particularly important as our envisaged application requires
realtime performance.

2.1. Feature Extraction

The simplest way to view an image is to consider its bitmap rep-
resentation. Assuming the size of the bitmaps as a fixed height
and width , the input data for the SVM are vectors of size

for grey-level images. Since the faces in the database
are embedded in backgrounds, only the region of the face in an
image is of interest. The remainder of the bitmap contains irrel-
evant data. In order to limit the size of the data and increase its
quality, only the area containing the face is used. Thus, we need
to locate the face. Face detection and location are considered an
independent problem and can be solved with various methods
such as saccadic search, optical flow or conventional learning
machines. For the purpose of this investigation, we identified
the face regions of the images by hand by defining a rectangu-
lar bounding box around the face in each image in the database.
We sized the bounding boxes from the middle of the forehead
to the bottom of the chin; the left and right borders are located
at the intersection of ears and cheekbone.

Since the pixel dimension of the face is relatively large
( and higher), the dimension of feature vectors be-
comes quite large; in order to avoid overfitting the data we need
to reduce the size of these input vectors. Thus, we subsample
the images which leads to better generalization and improve-
ment in training and classification speed. For this study, we
chose and image resolutions, i.e. we divided
the images into sets of and blocks respectively,
and assigned to each block the average grey-level value from all
pixels in the block. Further empirical investigation needs to be
done to determine the best resolution for good generalization.

Figure 1 depicts bitmap representations of facial expres-
sions on sizes and after cropping the images
along the bounding boxes. Upper and lower face regions move
relatively independently when forming facial expressions: e.g.
a frown performed in the lower face region does not strongly
affect the eye region; The weak correlation between upper an
lower halves allows us to partition faces and to build classifiers
for single AUs in the upper and lower face regions, respectively.
This leads to a further reduction of the input dimension.

2.2. Classification

Our aim of recognizing combinations of AUs leads to a multi-
class classification problem. However, unlike the well-studied
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binary SVM classifier, construction of multiclass SVMs is still
believed to be an unsolved problem [8]. Typical solutions are
voting schemes based on combinations of several binary classi-
fication decision functions. We trained separate SVMs for each
AU where images containing a particular AU were labeled as
positive examples. For instance, an image which contains the
AUs ”inner brow raised” (AU1) and ”lips partly open” (AU25)
can be used to train both SVM classifier for the AU1 and AU25,
respectively. All remaining images were labeled as negative
examples. During testing, an AU is recognized in a facial ex-
pression if its corresponding SVM detects it in an image.

This approach creates a well-known problem in SVM clas-
sification: The small number of positive examples is out-
weighed by the relatively much larger number of negative ex-
amples. This results in training and classification that is bi-
ased towards the negative examples. A solution to this prob-
lem is presented in [9]: we introduce positive and negative er-
ror weighting parameters and , respectively, for training
SVMs. The weights are chosen according to the ratio of the
number of samples in the positive class to the negative class.
This method gives a good compromise between probability of
false alarm and probability of detection. We adopt this approach
for training SVMs on AUs.

3. Experiments and results
We evaluated SVM classification of AUs using the Cohn-
Kanade AU-Codes Face Expression Image Database [7]. It con-
tains image sequences of 210 adults of both gender, different
ages and origins. Each person shows a set of facial expressions,
beginning with a neutral expression and ending with the final
facial expression. Not all individuals demonstrate the same set
of facial expressions, i.e. individuals are demonstrating differ-
ent number and different kinds of facial expressions. The first
two images in the sequence were taken as neutral and the last
two images as the final FACS coded expression. For our exper-
iments, we labeled the neutral expression as AU0; it serves as a
negative example for every AU to be recognized. We performed
10-fold cross validation. In order to create distinct datasets for
cross validation, none of the individuals in a fold appear in any
of the remaining folds. We formed a unique cross validation set
for each AU to be recognized. The sizes of the different folds
are only approximately equal as the database contains different
numbers of facial expressions for different individuals.

Since the number of positive examples in the cross valida-
tion set is smaller than the number of negative examples, we
chose the parameters and according to the ratio of
negative and positive examples for each class of AUs.

Let and be the number of correctly classi-
fied positive and negative instances, respectively, of in the
cross validation set containing a total of samples. The overall
recognition rate in percent is given by:

(1)

which takes the prior probabilities of each class into ac-
count. Since the mismatch in the numbers of positive and neg-
ative examples can cause the overall recognition rate for an AU
to be misleading, we also report the recognition rates on positive
and negative examples separately.

The recognition rates for 16 different AUs on images with
and resolutions are shown in Tables 1 and

2, respectively. Recognition performance is shown for SVMs

with linear, polynomial and radial basis function kernels. We
observe that SVMs with radial basis function kernels show the
best average generalization performance with 85 percent over-
all recognition and good performance on both the positive and
negative examples.

We observe that some AUs are more difficult to detect than
others. For instance, it is relatively easy to detect a stretched
mouth; it is much more difficult to detect a tight eyelid. This
suggests that it might be useful to develop separate feature ex-
traction for face regions such as eyes or mouth.

Further, a comparison of the results of Table 1 with those
of Table 2 suggests that higher image resolution does not im-
prove the recognition performance when using the simple av-
erage grey levels as features. However, the inclusion of other,
more complex features may further improve the recognition per-
formance.

4. Discussion
Our average Action Unit (AU) recognition rate of 85 percent
demonstrates that the use of low-level features which are easy
and quick to compute and support vector machines is a viable
approach to real-time recognition of facial expressions. The pri-
mary advantage of our approach over other approaches which
use sophisticated feature extraction algorithms is speed; this is a
significant advantage as we intend to use SVMs for recognizing
facial expressions used in South African Sign Language. We
can determine the facial expression on a previously unseen face
by evaluating N binary SVMs using average grey-scale values
as features. We plan to investigate the use of Principal Compo-
nent and Independent Component Analysis for feature extrac-
tion together with SVMs for classification. Further improve-
ments can be expected from facial feature tracking. Finally, we
plan to recognize combinations of AUs using a probabilistic in-
terpretation of SVM output; this will form an integral part of
our system for Sign Language recognition.
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AU alias linear polynomial rbf
overall pos neg overall pos neg overall pos neg

1 inner brow raise 81 70 83 67 78 65 85 70 87
2 outer brow raise 87 73 89 78 87 77 87 86 87
4 brow lowerer 78 71 80 67 67 67 79 62 82
5 lid raise 87 66 89 88 68 90 87 79 88
7 lid tight 79 64 81 83 39 87 79 69 80
9 nose wrink 90 61 91 77 55 78 75 90 75
11 nasaobial deep 94 50 95 85 60 85 87 78 87
12 mouthcorner up 94 87 94 85 92 85 94 86 95
15 lips depress 90 72 92 88 70 89 89 80 89
17 chin raise 80 77 80 84 44 91 83 76 84
20 lips stretch 91 64 93 79 77 79 89 85 89
23 lips tighten 79 40 80 78 56 79 75 79 74
24 lips press 85 44 87 79 53 80 81 67 82
25 lips part 83 71 86 88 48 97 90 80 92
26 jaw drop 89 65 90 57 88 55 83 78 83
27 mouth stretch 95 79 96 77 94 76 95 95 95

overall result 86 57 88 79 67 80 85 79 86

Table 1: Results on pixel resolution

AU alias linear polynomial rbf
overall pos neg overall pos neg overall pos neg

1 inner brow raise 82 66 85 66 77 64 84 68 86
2 outer brow raise 87 68 89 78 87 76 88 86 87
4 brow lowerer 78 66 81 65 68 64 79 65 81
5 lid raise 90 62 92 86 74 87 86 81 86
7 lid tight 80 55 82 82 40 86 79 69 81
9 nose wrink 94 58 41 76 53 77 77 84 77
11 nasaobial deep 95 30 98 88 60 89 87 72 88
12 mouthcorner up 93 83 94 88 89 88 95 86 96
15 lips depress 93 70 94 88 68 90 88 79 88
17 chin raise 80 70 82 84 47 90 82 76 84
20 lips stretch 95 65 97 79 76 78 88 82 89
23 lips tighten 88 30 91 80 53 82 77 72 77
24 lips press 89 40 91 80 56 81 82 70 82
25 lips part 82 70 85 88 48 97 90 79 92
26 jaw drop 91 56 94 59 85 57 84 79 84
27 mouth stretch 96 77 97 79 93 78 95 93 95

overall result 88 60 87 79 67 80 85 77 86

Table 2: Results on pixel resolution
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