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Abstract

In a previous paper [1] the authors discussed the mer-
its of proximity based classifiers such as RBF-networks
and nearest neighbour classifiers. We also pointed out
the often neglected fact that the metric used to measure
the distance between exemplars has a huge influence on
the performance of the trained classifier and indicated
the need for a fully automated metric learning procedure.
One such procedure is the Variable kernel Similarity Met-
ric (VSM) learning procedure introduced by Lowe in [2].
This procedure was generalised to produce the gener-
alised variable kernel similarity metric (GVSM) learning
algorithm. Finally GVSM was compared to VSM on a
synthetic data set. In this paper we will outline the appli-
cation of these data pre-processing techniques to improve
the performance of a nearest neighbours classifier on an
aircraft identification task.

1. Introduction

The classification task that we will be discussing consists
of determining the make and model of an airborne
vehicle on being presented with infrared images of that
vehicle. A wide range of applications for a system that
can perform this task reliably exists, notably avoiding
friendly fire and preventing the use of military weapons
against civilian targets.

2. Preliminaries

For the rest of the papersti will denote the known proba-
bility (ie. 1 or 0) that sample numbert ∈ 1, 2, . . . , T falls
in classi ∈ 1, 2, . . . , I andpti will denote the estimated
probability that sample numbert falls in classi based on
the training set excluding samplet. Similarly stki will
denote the known probability that thek-th nearest neigh-
bour of sample numbert from the training set falls in
classi. xt andctk will denote the feature vectors of the

t-th sample and it’sk-th nearest neighbour respectively.

3. K-nearest neighbour classification

The K-nearest neighbour technique uses the following
expression to determine the probability that a sample be-
longs to classi

pi =
∑K

k=1 nkski∑K
k=1 nk

.

In the most basic form of the method allnk coefficients
are set to 1 and it becomes a simple vote. A slightly more
sophisticated method attaches more importance to closer
neighbours by determining the weightntk assigned to
each neighbour using a kernel centered atxt. In this case
we will use a Gaussian kernel:

nk = e−
d2

k
2σ2 .

The width of this kernel is determined byσ. If σ is too
small, the truly nearest neighbour will dominate the de-
cision and generalization will be poor. If it is too large,
the method will fail to capture significant changes in the
output. In generalσ may be chosen smaller, the more
densely the data is sampled. Since the density of data
varies over the input space, fixed values ofσ will not nor-
mally perform well. In order to make the width of the
window vary with the density of available training sam-
ples,σ is set to some multiple of the average distance to
the M nearest neighbours. It is better if only a fraction
(e.g. M = K

2 ) of the nearest neighbours are used so the
kernel becomes small even when only a few neighbours
are close to the input.

σ =
r

M

M∑
m=1

dk.
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The difference between VSM and GVSM lies in a single
equation. While VSM uses the expression

d2
k =

D∑
d=1

w2
d(xd − ckd)2

to define the distance between a samplex and it’s k-th
nearest neighbourck, GVSM uses the more general ma-
trix norm

d2
k = (x− ck)T A(x− ck) (1)

whereA is a positive definite symmetric matrix. For
the case whereA is a diagonal matrix, this is exactly
equivalent to VSM.

4. GVSM optimization

The first complication that arises when attempting to
optimize a matrix norm is the fact that the matrix must
be constrained to be symmetric positive definite.

A necessary condition for a matrixA to be a symmet-
ric positive definite matrix, is that it can be expressed as
A = LT L whereL is upper triangular with positive diag-
onal elements. A sufficient condition forA to be symmet-
ric positive definite, is that it can be written asA = LT L
whereL can be any non-singular matrix. Therefore ifL
is a non-singular upper triangular matrix

A = LT L, (2)

is a necessary and sufficient condition forA to be
positive definite.

ExpressingL as

L =


L11 L12 L13 . . . L1d

0 L22 L23 . . . L2d

0 0 L33 . . . L3d

...
...

...
...

...
0 0 0 . . . Ldd


allows us to optimize the various elementsLuv assured
in the knowledge thatA will be a symmetric positive
definite matrix and that all symmetric positive definite
matrices can be obtained in this way. Although VSM
learning uses conjugate-gradient descent to minimize the
cross validation error over the training set we have only
implemented a gradient descent method with a primitive
form of line search for use with GVSM. However
convergence is still attained within a reasonable time for
most problems.

The cross validation error is defined as

E =
∑

t

∑
i

(sti − pti)2.

The derivative of this error can be computed with respect
to each of the parameters to be optimized to obtain

∂E

∂Luv
= −2

∑
t

∑
i

(sti − pti)
∂pti

∂Luv

where

∂pti

∂Luv
=
∑

k(stki − pti)∂ntk/∂Luv∑
k ntk

and

∂ntk

∂Luv
=

ntk

2σ2

(
d2

tkr

Mσ

M∑
m=1

1
dtm

∂d2
tm

∂Luv
− ∂d2

tk

∂Luv

)
, (3)

∂d2
tk

∂Luv
=
∑

o

∑
p

(xto − ctko)(xtp − ctkp)
∂Aop

∂Luv
,

∂Aop

∂Luv
=


2Luv if o = p = v
Luo if o 6= p = v
Lup if p 6= o = v
0 if p 6= o 6= v

.

In order to optimize the parameterr we simply use the
derivative ofntk with respect tor

∂ntk

∂r
=

ntkd2
tk

rσ2

in place of equation 3. For ad-dimensional input space
GVSM optimizesd(d+1)

2 + 1 parameters as opposed to
thed + 1 parameters optimized by VSM, which implies
more power to select an appropriate metric, but also more
potential for overfitting the data set. Thus VSM would
be more appropriate if the size of the data set is small
relative to the dimensionality of the input. On the other
hand GVSM optimizes very few parameters compared to
an equivalent neural net, which seems to indicate that the
overtraining problem should not be excessive.

5. Data set description

The available image set consists of 7200 images in total
made up of 1440 simulated images1 of five different
combat aircraft. This group of five contains 4 fixed wing
aircraft of which one has twin thrusters and a rotary wing
aircraft.

Each set of 1440 images contained 720 images in
which the target appears against a blue sky background
and 720 in which clouds are present. Each target is
shown at 4 different viewing distances, 5 different
pitches and 36 different headings.

1All images are courtesy of Kentron’s SIMIS image generation en-
vironment.
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Since the focus of this study was on classification
rather than segmentation, it was assumed that a suitable
segmentation system is available. It is a simple matter
to remove the clouds from the picture if a suitable
segmentation algorithm is available. For this reason all
experimental work was performed on the images taken
against a clear sky.

Secondly all training was performed using the
close-up images (500m). Separate testing was performed
for each of the viewing distances.

6. Data set preprocessing.

Due to the very high temperature of the plume behind an
attack aircraft, the intensity of this part of the image is
so high that very little else is visible. Some examples of
these images are shown in figure 1. This difference in
intensities will also cause the plume to be the dominant
factor in determining the value of any linear transform
type feature extracted from the image. Therefore unless
we wish to attempt classification based on the differences
among the plumes associated with different aircraft,
some preprocessing is necessary.
A logarithmic transform is used to accentuate small
variations at the low end of the scale while suppressing
the variations at the high end of the scale. This causes
the fighter body to become clearly visible as can be seen
in figure 2. Note that almost no surface detail is visible
and we are basically dealing with a silhouette.

What is also very noticeable in this set of images
is the fact that the rotary wing aircraft appears against
a much lighter background than the other targets. This
is due to the way that the images are normalized. In all
the other images the background is the coolest part of
the image. In the image of the helicopter however, large
parts of the vehicle are colder than the background and
this causes the background to appear lighter. While it is
less noticeable, this kind of variation also occurs in the
images of the fighters. This causes the extracted features
to vary immensely from one image to the next when the
background level changes. In order to combat this effect
the image is normalized so that the background is at zero
implying that parts that are colder than the background
are assigned negative intensities. While this does not
directly impact on feature extraction, it does complicate
visualization . For this reason it was decided to use the
absolute values of the intensities after normalization.

7. Classification using moments of Hu

The first features that were extracted in an attempt to
perform the classification, were of the class of geometric

moments. Specifically we chose to calculate the mo-
ments of Hu, since these have the desirable properties of
being invariant under translation, rotation and scaling.

This also led us to consider, the properties one
would expect the extracted data-set to have. The most
important observation that we made is the fact that we
can parameterize the data. The fact that the origin of
the data is various pictures of the same object taken
at various angles imposes an ordering on the extracted
points. Furthermore in the limit as the angle increments
between pictures tend to zero one would expect the
corresponding data points to form a continuous locus in
feature space (or in the case where we haven-parameters
ie. n degrees of freedom ann-dimensional manifold in
feature space).

This observation is useful for two reasons. Firstly it
enables us to evaluate the adequacy of our training data
before commencing with time consuming training of a
classifier. We do this simply by assessing the continuity
of the locus formed by the data points. One way to do
this would be to construct a cubic spline using half of
the data points and evaluating how accurately the other
half are predicted. Alternatively we could perform the
same test in a leave-one-out fashion. If a specific point is
predicted poorly, more data is required in that region.

The second reason why continuity is important to us,
is that we could use it to boost classification performance
as demonstrated by Nayar[3]. Clearly if a spline can
predict the positions of data-points accurately, it can be
used to generate additional training data. We save effort
since we do not need to generate the images, nor do we
need to extract the features, we can simply predict where
the features will lie for a specific training point. In the
limit we can eliminate all training points and simply
classify by finding the nearest locus. This emulates
the performance of a nearest neighbour classifier with
infinite training data.

Of course all of this is subject to the condition that
we have sufficient training data to estimate a reasonable
approximation of the underlying locus.

In order to evaluate the classifier, the data set was
divided into two. This division was not done at random,
but by allocating images to the training and test sets in
alternating order. This ensures that the training data is
evenly distributed in parameter space (as would be the
case in a functioning system). It also provides a worst
case estimate, since the test points are at the unique set of
locations where the distance to the nearest training point
(in parameter space ie. in terms of angle of rotation) is a
maximum.
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Figure 1: Unprocessed images showing the five aircraft in the image set at a distance of 500m.

Figure 2: The images in figure 1 after pre-processing.

The moments of Hu based classifier was evaluated
only on the images taken at a distance of 500m. The
achieved results are summarised in table 1.

Preprocessing methodClassification accuracy

None 78%
Splines 84%
V.S.M. 85%
Splines & V.S.M. 88%
G.V.S.M. 85%
Splines & G.V.S.M. 89%

Table 1: Results of classification based on moments of
Hu.

8. Principal components analysis

While using the moments of Hu as features resulted
in fairly good performance (especially when used in
combination with one or more boosting algorithms), it is
clear that better performance would be possible if more
powerful features are used.

It has been reported in the literature that, based on
empiric results, Zernike and especially Pseudo-Zernike
moments have better information-packing and noise
immunity properties than the moments of Hu. However
neither of these can lay claim to any kind of optimality.
For this reason it was decided that it would probably
be better to investigate the Karhunen-Loève transform

(also known as Principal components analysis or PCA)
since it can be shown analytically to be optimal from an
image reconstruction point of view. A description of the
algorithm is given in [4].

The PCA transform is a linear transform and there-
fore the computational load at run-time is exactly the
same as for the moments of Hu or any other linear
transform. However, the processing power required
to calculate the transform itself (at design time) is
significantly higher. This makes the direct calculation
of the PCA transform on standard desktop hardware
impossible for all but the smallest images.

Luckily some indirect ways have been found to
calculate the transform. The approach that was followed
for this project is that due to Murakami and Kumar[5].

8.1. Attaining invariance

Using the first 10 eigenimages (shown in figure 3) to ex-
tract 10 features results in 100% classification accuracy
on the training set. However, by using PCA rather than
the moments of Hu, we have lost the attributes that made
the moments of Hu desirable in the first place, namely
invariance under image scaling translation and rotation.

This section is devoted to normalizing the images
from which features are extracted so as to remove any
variation in translation, scaling and rotation before the
features are extracted, thereby simulating an invariant
feature.
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Preprocessing method 500m 1000m 2000m 5000m

None 96.67% 94.44% 90.67% 54%
Splines 98.44% 95.78% 91.78% 53.56%
V.S.M. 97.78% 95.33% 91.78% 57.56%
Splines & V.S.M. 98.89% 96.44% 92.89% 56.44%
G.V.S.M. 97.78% 95.33% 93.56% 59.78%
Splines & G.V.S.M. 98.44% 96.22% 93.78% 59.78%

Table 2: Results of classification based on PCA features.

Cancelling the effects of translation and scaling are
easy if we have a suitable segmentation system as was
assumed in section 3. We merely identify the bounding
box of the object and rescale it to a known resolution.
In this case the resolution was chosen to be100 × 100.
This has the added advantage of greatly speeding up
eigenimage calculations and feature extraction.

Rotation presents a slightly tougher problem. We
need some measure of the orientation of the image so
it can be rotated to a known position. In addition this
measure should be fairly robust to quantization noise.
We also expect to introduce some significant additional
quantization noise, during the rotation itself especially
on images of low resolution. Additionally there will
be some error in the determination of the orientation,
especially in low resolution images.

The chosen measure of orientation is the angle be-
tween the x-axis and the major axis of the ellipse with the
same second moments as the image. We can calculate
this orientation using the following formula.

φ =
1
2

tan−1

(
2Iyx

Ixx − Iyy

)
where Ixx, Iyx and Iyy are the second order central
moments of the image.

Once the orientation is known we simply counter-
rotate the image to set the orientation equal to zero. In
order to minimize the information loss due to quantiza-
tion errors, the image is scaled to a set size at the same
time as it is rotated. This image is then segmented again,
and scaled isotropically to fit into a 100x100 bounding
box. The image is placed in the center of the box and
the features are extracted. Note that the eigenimages are
calculated from images which were processed in exactly
this way.

The resulting classifier was evaluated on images at
each of the viewing distances. The results are shown in
table 2.

9. Conclusions

The first obvious conclusion to make is that the features
deduced by PCA are vastly superior to the moments of
Hu, both in terms of information content and relative
scaling. In the case of PCA almost no scale change
was induced by VSM scaling, whereas quite large
scale changes resulted when VSM were applied to the
moments of Hu data-set. The reason for this seems to be
that the relative magnitudes of the moments of Hu are
arbitrary, whereas the relative magnitudes of the PCA
features represent their importance in reconstruction the
original image. While we cannot directly equate impor-
tance in reconstruction to importance in discrimination,
our results indicate that a strong correlation does exist.
The fact that the default scaling is probably close to
optimal makes PCA features poor candidates for VSM
and GVSM boosting.

In spite of this, we note that in almost all cases all
of the boosting methods tested had a positive impact on
the classification performance. Moreover, combining
more than one method increased this impact. It seems
wise to conclude that data preprocessing methods are
worthwhile, especially if we consider that they do not
add to the runtime complexity of the classifier at all.

Lastly we point out that, in seeming agreement with
the results that were reported on synthetic datasets[1],
VSM learning tends to outperform GVSM slightly at
low noise levels (500m and 1000m images), but with
increasing noise the situation reverses dramatically.
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Comparing SVM and GMM on parametric
feature-sets

Daniel J. Mashao

Abstract— State of the art speaker identification systems use the
Gaussian mixture models (GMM) classifier. Support vector ma-
chines (SVM) offers a competing classification algorithm. Both
classification methods have been evaluated on speaker recogni-
tion tasks and have shown to produce uncorrelated errors with
sometimes similar performance. In this paper their performance
is compared on different parametric feature-sets, in particular on
their response to spectral compression in the feature-sets. It was
found that both classifiers respond to spectral compression, with
the SVM performance levelling off at higher compressions. Even
though for the limited dataset used SVM performance was better
than that of GMM, the SVM required several orders of magnitude
more in computation time as compared to GMM.

I. INTRODUCTION

Feature-sets play an important role in the performance of a
speaker recognition system. The ideal features would be those
that are able to extract information about the speaker without
being confused by what the person is saying. In the cepstral
domain the vocal tract configuration and the vocal tract exci-
tation can be separated to some extent. It is for this reason
that all state-of-the-art (SOTA) speech recognition systems uses
feature-sets coefficients that are computed in this domain. The
other important characteristic of the features sets is that there
is usually some spectral compression applied on them. The
mel-frequency cepstral coefficients uses the mel-scaling com-
pression which is the compression derived from studying the
response of the nerve cells on the basilar membrane. It is known
that spectral compression impacts on the information that is
contained in the feature-sets. The classification engines on the
other hand uses the information contained in the feature-sets to
perform their tasks.

State of the art speaker recognition systems uses the Gaus-
sian mixture models (GMM) classifier. The GMM classifier
is simple to design and to compute its parameters. Recently a
new machine learning classifier has been applied on different
problems. This classifier is called the Support Vector Machine
(SVM). The SVM works counter intuitive to how previous sys-
tems have been designed. The purpose of using feature-sets is
motivated by the desire to reduce the dimensionality of the data
so that it can be manageable. The SVM increases the dimen-
sionality of the data so that it can separate it better in some
higher dimensional space where a simple hyperplane can be
used to classify the data. This contrast with the GMM which is
essentially based on vector quantisation techniques where the
aim is to reduce the dimensionality of the data and find some
few parameters that can be used to model a talker.

There has been some research work on evaluating speaker
recognition systems using the support vector machine (SVM)
classifier. Most of the work is, however, in speech recogni-
tion systems [3], [2], [1], [6]. The SVM approach is generally
more expensive to compute than the GMM models. As we have
shown in [4] the SVM does outperform the GMM when the
amount of training data is limited. However, with more data the
GMM approach is better. This can be easily explained, since
with GMM when more data is available, the estimates of model
parameters are better, whereas in the SVM case more data may
not change the location of support vectors. The reported exper-
iments are where the performances of both classifiers is about
the same, the aim is not to make classifier to compete, rather
to see how they respond to spectral compression in the feature-
sets.

In this paper a brief discussion of the GMM will be made. The
section on the SVM and the parametric feature-sets is repeated
here for completeness. It was first included in a paper on SVM
response to spectral compression done earlier. The following
sections will discuss the feature-sets and finally the experiments
and conclusions.

II. GMM

GMM is the current SOTA classifier for speaker recognition
systems. The GMM works by creating a model of the speaker
using the speaker’s utterances. Each speaker is modelled by
λ = {p, µ, Σ} where p are the weights that are used to assign
to the Gaussians means µ of the features and Σ is the diago-
nal variance of the features. In the implemented system, each
speaker has 30 centroids in the feature-space, therefore more
correctly the model for each speaker would be λ = {pi, µi, Σi}
for i=1,...,30. The EM algorithm can be used to estimate the
model parameter, but the K-means algorithm works as well and
is much faster to compute.

Using the K-Means algorithm the centroids becomes the means
µi and all the feature vectors surrounding the centroid provides
the Σi terms. The value of pi is computed by counting the
number of feature vectors in the particular centroid divided by
the number of all feature vectors in the training data.

Speaker identification is achieved by computing the likelihood
of an unknown utterance on the speakers models. In a task
with S speakers, given an unknown speakers utterance X =
{x1, x2, ..., xT }, the log likelihood is calculated as

ŝ = arg max
1≤s≤S

T
∑

t=1

log p(xt|λs)
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where and T is the number of frames from the utterance and xi

is the ith feature vector from the ith frame, and

p(xt|λs) =

M
∑

i=1

pibi(xt)

where bi(xt) is the Gaussian and computed as

bi(xt) =
1

(2π)
D

2

√

|Σi|
exp{−

1

2
(xt − µi)

T (Σi)
−1(xt − µi)}

This method of classification differs from the approach that is
used in the SVM method. This is discussed next.

III. SUPPORT VECTOR MACHINES

This section is from [8] and included here for completeness.
SVM classifiers operate in a way which at first may seem
counter-intuitive. Ultimately, classification involves dimen-
sionality reduction, but the SVM first performs an implicit non-
linear projection of the data into a feature space of very high,
or even infinite, dimensionality, where it finds a linear or hyper-
plane decision boundary. Over-fitting is controlled (and good
generalisation guaranteed) through the principle of structural
risk minimisation, as elaborated by Vapnik and others[12]. The
empirical risk of misclassification is minimised by maximising
the margin between the data points and the decision boundary.
In practice this criterion is softened to the minimisation of a
cost factor involving both the complexity of the classifier and
the degree to which marginal points are misclassified, and the
tradeoff between these factors is managed through a margin of
error parameter (usually designated C ) which is tuned through
cross-validation procedures.

The nonlinear projection of the data is performed by means of
a ’kernel’ function. The commonest kernel (and the one used
in this work) is the Gaussian (or "radial basis function") kernel,
defined as K(x, y) = e−|x−y|2/(2σ2), where σ is a scale param-
eter. The decision function is a weighted linear sum of these
Gaussian functions located at each data point (in this it resem-
bles an extreme case of a Gaussian mixture model). However
the support vector algorithm finds a sparse expansion in which
most of the weighting coefficients are zero (only those closest
to the decision boundary, the "support vectors" are nonzero).
The parameter C mentioned above sets an upper bound on the
value of any given coefficient, limiting local distortion of the
decision boundary by noisy data point or outliers. Careful tun-
ing of σ and C is needed to optimise the predictive accuracy of
the classifier.

The data used in these experiments is 32 dimensions. The scale
parameter σ2 = 32000 and error margin parameter is the de-
fault C = 100 in the SVMTorch package which is used for the
experiments. The parameters are chosen after a limited number
of experiments.

IV. PARAMETRIC FEATURE-SETS

This section is taken from [8]. It is repeated here for complete-
ness. The usual method of calculating the feature-sets is called
the mel-frequency cepstrum coefficients (MFCC). The MFCC
feature-sets are computed as shown in Figure 1. The input
speech signal is sampled appropriately, then converted into the
spectral domain via a discrete Fourier transform. In the spectral
domain the log magnitude of the complex signal is obtained and
finally an inverse discrete Fourier transform is performed on the
samples. The resulting samples are called cepstral coefficients.
Cepstral is a play on the words spectral in reverse. If the inverse
discrete Fourier transform was done without the log magnitude
section then the results would have reverted back to the time
domain.

The advantage of working in the cepstral domain is that the
pitch which is specific to the speaker is separated from the vocal
tract configuration which determines what the person is saying.
This is because in the time domain the speech signal is a con-
volution of the impulse function and the vocal tract parameters
s(t) = w(t) ∗ v(t), where s(t)is the output speech signal and
w(t)is the impulse train and v(t) is the vocal tract configuration.
In the frequency domain S[ω] = W [ω]V [ω]. By taking the log
magnitude the function is simplified as a sum and the two quan-
tities can be easily separated. The pitch tends to have a higher
quefrency than the vocal tract parameters that are changing very
slowly as a result a low pass filter is sufficient to separate the
signals. In addition to the Fourier transform it is known that
the ear is sensitive to frequencies differently, that is a difference
between 700Hz and 800Hz is more noticeable than a difference
between 3000Hz and 3300Hz. To capture this sensitivity a mel-
scale compression is applied on the feature-sets in the spectral
domain. The most popular approximation of the mel scale is by
O’Shaughnessy[9] which is

Fmel = 2595 log(1 +
fin

700
)

where Fmel is the frequency in mels and fin is the input fre-
quency in hertz. As discussed by Umesh et al[11] there are
many other functional approximations of the mel-scale com-
pression with minor operational differences although using tri-
angular filters is the most common implementation. In the case
of mel-scale a filter block is added between the Log Magnitude
Frequency and the IDFT block. The filters are shown in Figure
2. The filters are linear up to 1000Hz and then become logarith-
mic in keeping with our hearing. The MFCC contains important
characteristics such as the separation of a pitch from the vocal
tract configuration. The vocal tract configuration contains the
phonemes (basic speech units).

The parametric feature sets (PFS) works similar to the MFCC
and can simulate the mel compression when certain combina-
tion of parameters is used. It is flexible and easier to visualise
the impact of the parameters using the PFS than using the tradi-
tional mel-scale. The implementation of PFS is defined by two
parameters α and β related as in the following formula

A ·

α
∑

i=1

βi−1 =
N

2
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Fig. 3. Comparison between mel-scale compression and PFS compression
with α = 4.0

where N is the size of the analysis window and A is a con-
stant, which represents the first region of the spectrum, the next
region of the spectrum is Aβ and so on. The spectral sam-
pling is the same within a region and since the regions grow
bigger exponentially when β > 1 a spectral compression is
therefore created. The α term is the number of divisions or re-
gions. The mel-scale compression can be seen as having many
regions given that the first region is linear and thereafter the
filters are logarithmic.

The PFS can generate mel-scale compression but it is flexible as
it allows other spectral compressions to be evaluated. Two ear-
lier papers have shown how spectral compression can affect the
performance of the speech recognition systems[7], [11]. Figure
3 shows different compressions that are obtained when differ-
ent β parameters are used with α = 4. Notice that the mel scale
compression is closer to α = 4, β = 2.0. This is true only
because the window of N = 320 samples is used. Approxima-
tions depends on the window length.

The algorithm of the PFS is a follows; Sample the input speech
signal as in the case of MFCC parameters. In the spectral do-

main apply the log magnitude and filter the log spectra using
a low pass filter. This removes the high frequencies. Sample
the log spectra using the α and β parameters. Figure 3 shows
the compression that is achieved for various β parameters. It
can be seen that with β = 1 there is a uniform sampling of the
spectra and as β increases the lower frequencies are sampled
more than the higher frequencies. Finally like in the MFCC the
actual coefficients are obtained in the cepstral domain using the
discrete cosine transform. The PFS has been used in conjunc-
tion with the GMM to produce one of the highest performance
on the NTIMIT database.

V. EVALUATIONS

In this section the database used for the experiments and the
experiments performed are discussed.

A. Database

The NTIMIT database is used for the experiments. This
database is derived from the TIMIT database. TIMIT stands
for Texas Instruments (TI) and Massachusetts Institute of Tech-
nology (MIT), these are the two organisations that developed
the database. The database consists of 630 speakers from all
over the USA. The speakers are classed according to the region
of the USA where they grew up as this is assumed to be an
important factor in determining ones accent. All the speakers
speak American English.

Each speaker spoke ten utterances. All the utterances are dif-
ferent across speakers except utterance 0 and 1, which are com-
mon. These common utterances were not used in the results
reported in this paper. Utterances are on average three seconds
long. Current state of the art speaker identification systems have
no problem with the TIMIT database[10]. That is when using
8 utterances to train a speakers’ model and just using the other
2 utterances for evaluations, current PFS and MFCC based sys-
tems can correctly identify all the 630 speakers in the database.
As such the TIMIT database is no longer used for evaluation of
speaker identification systems.

The NTIMIT database is the noisy version of the TIMIT. The
NTIMIT database was passed on the telephone network in the
USA. It is not a simulation but an actual speech through the tele-
phone network. The best speaker identification performances
on the NTIMIT database is around 70% and not 100% as in the
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case of TIMIT. The NTIMIT database represents a challenge
due to unpredictable channel noises. In the reported experi-
ments only Region 1 train speakers database is used which has
38 speakers. The main hindrance from using the SVM algo-
rithm takes is that it takes very long time to enrol the speakers
(make the models) and for evaluations.

B. Experiments

As shown in [4] the performance of an SVM based classifier
system and that of the GMM based system is about the same
when about 9 to 12 seconds of training data is used. Therefore
these experiments are performed in that region. The cost of of
computing a single data point in the with SVM on a 3.0GHz
Pentium IV system is about 50 hours when an average of 9
seconds is used to train the system and 6 seconds is used for
evaluations. For the GMM system it takes less than 3 minutes,
which means the SVM takes over 3 orders of magnitude times
the time taken by the GMM.

The other differences between the systems have to do with op-
timisation parameters. In general for GMM no additional pa-
rameters have to be tweaked for better performance. The Gaus-
sian kernel SVM on the other hand presents two parameters that
have optimal values in a non-linear space. The work by Keerthi
and Lin[5] shows the curve as shown in Figure 4. After some
non-exhaustive experiments we decided to choose σ2 = 32000
and C = 100 using the SVMTorch package. Unfortunately
these parameters also contribute to the excessive computational
time that the SVM classifier needs. There is no linear relation-
ship between the training time and performance.

Figure 5 shows the performance of the system when it is trained
on utterance 2,3, and 4 of the New England region of the
NTIMIT train database. Utterances 8 and 9 are used for test-
ing. The use of utterance 8 and 9 for testing is a ’tradition’ used
by researchers using the NTIMIT database. Figure 6 shows
the performance when different utterances are used for train-
ing and the same utterances 8 and 9 used for testing. Al-
though the performance characteristics are different it is clear
that from the mel-scale compression (α = 4.0, β = 2.0) to
(α = 4.0, β = 4.0)the SVM classifier always beats the GMM
classifier. It is also interesting to note that after β = 4.0 the

Good Regionlog (std)

log (C)

overfittingunderfitting

underfitting

Fig. 4. Relationship of C and σ
2 parameter for the Gaussian SVM kernel

performance of SVM does not change. One may have expected
the performance of both the SVM and GMM to go towards zero
at this high compression ratio, but that is not the case. It is
easy to see why the performance does not go to zero. Looking
at the spectral compressions (Figure 3) we note that as com-
pression increases the higher input frequencies are compressed
more than the lower frequencies. This tends to be good since
most of the speaker information is contained in this low region
anyway, that is why we are able to recognise callers on the tele-
phone line even though the bandwidth is up to 4000 Hz. It is for
this reason that performance tends to settle and not go down to
zero as might have been expected. Of course with even higher
spectral compressions the information in lower input frequen-
cies will be affected.

Further experiments were performed where the training data
was increased. Utterances 3,4,6, and 7 are used for training
and utterances 8 and 9 are used for evaluations. The results
are shown in Figure 7. The general trend is again observed
where SVM outperforms GMM. Due to computational expense
the SVM and GMM were not evaluated for cases where more
data is used. But as we have shown before in [4] GMM is likely
to start outperforming the SVM classifier with more data. This
is because the model parameter estimates (p, µ, Σ) will be much
better. The purpose of this experiment was to investigate how
the classifier performances are affected by spectral compres-
sion.
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VI. CONCLUSIONS

The purpose of this paper was to report on how spectral com-
pression affects the performance of two very good classification
systems based on GMM and SVM. As expected both classifica-
tion algorithms are sensitive to the information in the feature-
sets. Spectral compressions around the mel-scale (β = 2.0)
show better performance than when no compression (β = 1.0)
is done. Over compression levels(β > 4.1) give performance
below that of no compression. Performance does not go to zero
at high compression levels (4.1 < β < 7.0) because the spec-
tral compression ensures that information in lower input fre-
quency is not destroyed. In conclusion SVM suffers from high
computational costs and should only be used with limited data

and when there are few talkers to be identified otherwise it is
not practical for normal use. It is likely that GMM will con-
tinue to be used as the main classification engine for speaker
recognition tasks, and SVM will be used in hybrid systems.
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1. Introduction

Proton radiotherapy is an effective method for the treat-
ment of lesions that are located close to critical or ra-
diosensitive organs. Yet, this kind of treatment can only
be successful if the patient is very accurately positioned
with respect to the proton beam.

Most systems that require high-precision patient posi-
tioning employ invasive techniques, such as radio opaque
targets that are embedded into the anatomy of the pa-
tient. In recent years, however, a major research effort
has been directed toward the accurate detection of non-
invasive fiducials [15].

To this end, a new robot-based patient positioning sys-
tem for proton therapy is currently being developed at
iThemba LABS. The new system will use stereopho-
togrammetric (SPG) techniques together with an indus-
trial robot to ensure high precision patient positioning and
treatment.

The SPG part of the system consists of a set of CCD
monochrome cameras that are used to acquire video im-
ages of the patient from which the patient’s position can
be determined and monitored. The accuracy of the sys-
tem is assisted through the use of a patient specific mask
with artificial retro-reflective targets (fiducials [10]) at-
tached to it.

The use of retro-reflective targets ensure high contrast
images, which allows the implementation of simple re-
gional segmentation routines for the detection and loca-
tion of these targets. It also enables the use of global
constants, which can be calculated and updated through
simple tests [12].

In addition to the high contrast images, the use of retro-
reflective targets also address optical aberrations such as
vignetting. Given the fact that retro-reflective material is
not prone to vignetting, the intensity decrease affecting
the corners of the images does not affect the intensities
of the targets [13], yielding “high-quality” targets even to
the corners of the images.

There are a number of ways of obtaining accurate fea-
tures [4], but through the recognition and accurate loca-
tion of circular targets, we propose a unified approach
(see algorithm below) that will address distortion cor-
rection, camera calibration, patient positioning and the

tracking needed for the SPG system.
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2. Target Shape

As stated in the Introduction, feature extraction is the
first step of a number of fundamental procedures in the
SPG implementation and must be accurate and reliable,
because the validity, efficiency and probable success of
subsequent processing relies on it [15]. A detector which
introduces errors will lead to an inefficient system that
does not meet the stringent requirements of the applica-
tion.

Although sub-pixel accuracy in the localization of fidu-
cials can be achieved through the use of edge detectors,
the algorithms are generally slow, sensitive to noise and
difficult to implement in general applications. Many re-
finements to the algorithms are required to get a running
program. Typical issues to address are [6]: What type of
edge should be located? Will the detector only identify
one type such as the step edge? For a gradually changing
edge, where would the edge location be marked?

Because of the difficulty of defining a ground truth
for realistic intensity images, limited research has been
done on the accuracy of edge detection [6], with most
of the studies on sub-pixel accuracy being restricted to
the continuous domain. The error bounds thus derived
are degraded in passing to the discrete domain, leading to
the presence of systematic errors [11] as edge detectors
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are sensitive to discretization, which results in a lack of
continuity and a deterioration due to sub-pixel displace-
ment [15].

The key idea to justify the use of circular targets, is the
fact that the perspective projection of a circle is always
an ellipse, which is the most simple shape to describe,
detect and locate [8], making it easy to implement and
most suitable for real-time implementations. In addition,
its robustness to varying implementations and imaging
conditions has made it a favorite target shape in medical
imaging.

Since circular targets are rotation and scale invariant,
no prior knowledge about the image characteristics is re-
quired. As the SPG system uses zoom lenses with possi-
ble different focal length settings, it would be unpractical
to implement methods that rely on prior knowledge such
as pixel size.

2.1. Circular Targets

Efficiency is an important criteria since the detector must
run in a reasonable amount of time and still preserve the
properties of the detector resulting from the theoretical
analysis [15].

The most prominent source of errors associated with
processing digital images stems from the fact that a con-
tinuous signal is taken and converted into discrete digi-
tal values. Research has shown that the maximum dis-
cretization error is approximately �� � , but this error can
be reduced significantly by using circular shapes, because
the discretization errors for circular shapes tend to cancel
out (Figure 1). Thus for a circle of radius � and cen-
troid �����
	�� the maximum error in calculating a centroid �� ��� [9].

Figure 1: Illustration showing the cancellation of discretization
errors for circular targets.

Other major factors that can cause errors in the feature
calculation is bleeding and defocussing, which smooths
the edges resulting in blurry intensity transition across the
target and a shift in the edge’s location. As long as this
smoothing of the edge transitions is symmetrical along
the circumference of the circle, it will have no effect on
the centroid calculation [9].

A disadvantage to the use of circular targets is that even
though the perspective projection of a circle is always an
ellipse and the centroid of such an ellipse can be located

Figure 2: Using tangent lines allows for the accurate determi-
nation of the projected circle centroid.

easily and accurately, the centroid of the ellipse is not
necessarily the projected centroid of the circle. Further-
more, radial and tangential distortion can degrade the el-
liptical shape of the projected circle [8]. To compensate
for these distortions, invariant points have to be extracted
and although these points cannot be extracted from a sin-
gle isolated ellipse, a set of invariant points can be com-
puted from tangent lines that are common to two copla-
nar circumferences. Thus the intersection points of these
common tangent lines can be used as accurate and eas-
ily calculable feature points [8]. Figure 2 shows some
invariant points extracted using tangent lines.

The advantages in implementing circular targets [8] is
that the detection and location methods are simple and
low-level, which implies efficiency and robustness. Sub-
pixel accuracy can be achieved during runtime, the fea-
ture calculation has a high robustness to noise and defo-
cussing, and the technique is well suited for automated
systems.

3. Image Segmentation

Image segmentation is the process of isolating the tar-
gets from the background, thereby partitioning the image
into disjoint regions that are homogeneous with respect
to gray scale ([5],[1]).

This process is expected to be completed in real time
and the use of retro-reflective targets yield well defined
targets, which simplifies the segmentation algorithm and
allows for the development of a method that has optimal
computational speed [10].

The output of the segmentation stage is usually raw
pixel data, constituting either the boundary of a region or
all the points in the region itself [5].

3.1. Thresholding

Thresholding is a region segmentation routine where the
image is divided into groups of pixels having values less
than or equal to the threshold and groups of pixels with
values greater than the threshold ([5],[1]). Consequently
we can define the threshold image �������
	�� as:

��������	����
��� ���������
	���� �! ���������
	���" � �

where �������
	�� is the original image and � is the threshold
value [5].
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To ensure high precision centroid calculation, care
should be taken when a threshold value is selected. Too
low a threshold will not effectively remove all the back-
ground noise and could affect the location of the target,
while too high a threshold will eliminate valid edge pixels
from the target [12].

Thresholding is computationally fast and works well
on high contrast images [1], but is sensitive to noise and
significant background intensity variation [5]. To give a
quantified indication of the performance of a threshold
procedure the error can be defined as the total number of
background pixels misclassified as target pixels and target
pixels misclassified as background [7].

A threshold can either be a fixed value determined
from the image histogram and implemented on the entire
image [1], or an adaptable value that is set locally within
a window surrounding the target region. Given high con-
trast images it is a reasonable assumption that the images
have bimodal or near bimodal histograms [10], as shown
in Figure 3. Thus the larger part of the targets can be
extracted using a global threshold [1]. This is followed
by a gradient criteria to locate the edges more accurately
than the simple pixel gray value threshold. The gradient
criteria is necessary, as the target edge pixels give impor-
tant geometric information that is needed for sub-pixel
centroiding [10]. By minimizing the implementation of
this computationally expensive calculation, the amount
of work and time required for accurate target detection is
significantly reduced.
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Figure 3: The bimodal histogram of an SPG image. The lower
mode indicates the gray scale values of the image background,
while the upper mode indicates the gray scale values of the
retro-reflective targets.

The result of thresholding is a binary image (Figure 4),
but in general no explicit binarization is required [8].

256 Grayscale image Binary image after thresholding

Figure 4: Segmented image.

3.2. Gradient Criteria

Although we assume a bi-modal histogram, there are still
factors that can reduce the contrast of an image. The tar-
gets are attached to a mask and these masks illuminate
well under fluorescent light, which effectively decrease
the sharpness of the edge transition between the target
and the mask. Consequently the threshold selected will
be higher than the optimal threshold and the more com-
putationally expensive gradient edge detector is used to
successfully locate the target boundary.

Gradient operators are edge-based segmentation meth-
ods used to find object boundaries and segment regions
enclosed by the boundaries. Gradients are generally a
better criteria for the detection of targets [10] than sim-
ple thresholding, but for optimal results both the gradient
criterion and gray value threshold methods are used to
detect target regions.

The gradient operator is based on the existence of an
ideal step edge [1], in which case the edge of the target

can be located via the magnitude ��� ��� ��� � ��	� � �
��
of the gray value gradient across the edge transi-
tion ([10],[1]) and the strength of the response of the gra-
dient operator is used to produce the edge pixel [5]:

� � ��� � ��	 � ���� ��� � ��	 � ��� " � ��� " ���
The gradient is determined using an 8 neighborhood�����

Sobel edge operator and an approximation of
the gradient magnitude ( � ���  � � � � � � � 
 � ) is calcu-
lated [5].

Note that the implementation assumes the target is
centered in the window, and uses only the edge pixels
to determine the fluctuations of the background due to
noise [12]. This approach has the advantage that the un-
certainty of the transition zone between the noise and sig-
nal at the boundary of the target image has no effect on
the gradient computation, but has the disadvantage that
additional steps must be taken when the image is not cen-
tered in the window, but intrudes into the window edge.

4. Detection and Location

The computation of sub-pixel target features can be bro-
ken into two main tasks, namely the unambiguous iden-
tification of targets within an image (detection), followed
by the precise and accurate determination of the target
centroids (location) [12].

Typical target detection algorithms comprise of an or-
dered scan of all the pixels in an image. For each pixel,
its processed neighbors are considered, followed by an
action such as region growing or a connected component
grouping [8]. Target detection must be both fast and ac-
curate for the system to be useful. Thus to maximize
speed a single sequential search is done over the whole
image. This search procedure implements a line orien-
tated scanning algorithm that spirals out from the center
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region of the image, allowing a parallel search that cov-
ers the region containing targets with the highest success
probability first. During this pass through the image, the
threshold is applied and connected components are found
and labeled [14].

The search routine is followed by a heuristic step that
rejects spurious regions resulting from noise or back-
ground objects [8]. It is important to realize that the val-
idation is only to reject most of the false targets, while
accepting all legitimate targets. All the remaining false
targets should be located in the grid construction phase
that follows.

4.1. Target Validation

False targets are detected when a region of the image
mimics the characteristics of a legitimate target [12].

For high contrast images a size test filters out most
of the non-marker components and is generally suffi-
cient [10].

To eliminate remaining reflectance spots the intensity
distributions of the targets can be tested. We expect the
intensity distribution over the center of a retro-reflective
target to have a homogeneous intensity distribution [10],
while the intensity distributions of non-saturated light
spots are expected to be inhomogeneous. Therefore the
center region of the target can be extracted and the mean
and standard deviation calculated for this region.

Finally geometry testing tests the target for the correct
shape. Shape verification of a circular target is a best-
fitting ellipse. Ellipse parameters such as ellipse centroid,
ellipse major and minor axis and ellipse major and minor
radius are easy to determine [8] and can be used along
with the simple test:

Pixel count ��� � ������	� � 
 �� 
 �� �
where � is the expected number of pixels for an elliptical
component, ��� is the area of the ellipse, and 
 � and 
 � is
the respective major and minor radii of the ellipse. Note
that this identity only holds for ellipses [8].

4.2. Feature Calculation

In the move to a non-invasive patient positioning system
using retro-reflective targets, additional equipment such
as CCD cameras are introduced. No CCD behaves abso-
lutely ideally. In addition to the photo-generated charge,
noise enters the image in different stages of the imaging
process [10]. Some sources of noise is the photon flux
on the sensor, the quantization of the image intensity to a
finite number of gray levels and the fact that continuous
curves are only sampled at discrete pixel locations.

Sub-pixel location of targets are susceptible to system-
atic errors due to poor thresholding and random errors
which arise due to noise [12]. Noise plays a significant

role in the precision and accuracy of the extracted fea-
ture [10] and achieving sub-pixel precision and accuracy
becomes a trade-off between good images (crisp edges)
and computationally expensive detectors [10].

4.2.1. CCD Radiation Damage

One of the greatest factors influencing the accuracy of
feature calculation in the SPG system is damage to the
CCD chip, which is sensitive to radiation damage.

The most critical type of damage is primarily intro-
duced by low energy protons [2], which cause displace-
ment damage resulting in lattice vacancies, trapping elec-
trons and reducing the CTE1 of the CCD. As a conse-
quence of the CTE degradation, the bulk dark current on
the CCD increases.

Typical indications of radiation damage is the occur-
rence of hot pixels, which are caused when some of the
individual pixels have higher than normal rates of charge
leakage, making them appear brighter on the resulting
image. Although no CCD is immune to hot pixels, the
occurrence of these pixels increase in direct relation to
the radiation damage sustained by the CCD.

The most troublesome hot pixels are stuck pixels2,
which can affect the accuracy of feature calculation in
two ways:
� Randomly distributed pixels that occur as outlier

pixels near a target might be considered as part of
the target during location calculation.

� Groups of pixels that might overlap with a target
could effectively distort the target shape, or be large
enough to be classified as a legitimate target.

An increase in dark current can also lead to an increase
in the bias voltage [2], which might lead to a higher
threshold and effect the accuracy of target boundary de-
tection.

To remove the CCD bias and prevent possible false tar-
gets and target distortion due to hot pixels, a dark frame is
subtracted from the images. This, in turn, might leave the
targets overlapping stuck pixels with holes over the disk
area. As a consequence a more complex centroid calcu-
lation technique must be considered to ensure robustness
against the introduced noise.

4.2.2. Sub-pixel Centroiding

In addition to the possible errors induced by damage to
the CCD, some aspects concerning the targets themselves
still need to be addressed. Retro-reflective targets easily
saturate, effectively cutting of the intensity profile of the
target, and some of the targets might run over the edge
of the image. In the case of distortion calculation and
tracking we might still want to use these partial targets.

1Charge Transfer Efficiency
2Stuck pixels are fixed pixels that always read maximum intensity.
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Intensity based methods are therefore not robust
against all possible conditions and together with the fact
that the ellipse fit method retains sub-pixel accuracy to
relatively high levels of distortion [3], the centroids will
be determined using the geometric best ellipse fit ap-
proach. This approach is fast and easy to implement, and
robust against the loss of pixels data due to CCD damage.

The disadvantage of using this approach is that the ac-
curacy of sub-pixel centroiding [12] will decrease with
threshold variation, which could decrease the target size
and cause imbalances in the image geometry as pixels are
removed from the target edge.

5. Results and Current Research

Although hybrid methods implementing both threshold
and gradient criteria has been suggested, most implemen-
tations in medical imaging favor the simple threshold im-
plementation. Our approach is fast, easy to implement
and provides both the option of using fixed and dynami-
cally determined values.

Reflectance and bleeding decreases the contrast be-
tween the mask and targets, complicating the procedures
implemented in the SPG system. Radiation damage in-
troduces noise and can cause target distortion. Currently,
ellipse fitting is the most robust method of centroid cal-
culation for the SPG implementation.

Due to the lack of time-series data, the influence of
the various noise sources, especially the behavior of CCD
degradation, is unknown. The only way to construct some
data for analysis is through simulation. Thus the im-
plementation still needs to be tested on real gray scale
images and the stability of the feature calculation tested
against: varying zoom settings, rotation, depth of focus,
and interlacing.

6. Summary

A good target shape must ensure robust identification, be
independent of prior knowledge of image characteristics
and should preferably be scale and rotation invariant [3].

The SPG implementation of the new patient position-
ing system can be divided into two sections, namely real-
time and off-line procedures. The critical factor lies
in the real-time capability of the system. These proce-
dures need to be accurate, consistent and fast. Given a
number of assumptions such as high quality targets and
semi-controlled implementation environments, the selec-
tion leans toward time tested, simple procedures that are
easy to implement and maintain.

Poor thresholding introduces systematic errors and
noise introduces random errors to the centroid calcula-
tion. Additional steps in the form of gradient criteria
needs to be taken, because all the information of a solid
disk is contained in the pixels on its circumference.

The best ellipse fit technique is suggested for centroid

calculation, showing the highest robustness against noise
and distortion introduced to the targets.

Final implementation procedures is subject to results
following a number of stability tests.
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Abstract

This paper describes a method for generating
visual hull models of 3D objects from digital im-
ages. The method can use one or more cameras
in different setups to acquire various views of an
object. From the generated images, 2D objects
are segmented out giving the objects silhouettes.
The silhouettes are projected into 3D space to
create an estimate of the upper bound to the
structure of the object (visual hull of the ob-
ject). Methods to display the output are also
provided.

1 Introduction

In computer vision systems it is often necessary
to determine the three dimensional (3D) struc-
ture of an object. The information contained in
the structure can be used for many things, such
as classification and/or recognition of objects.
An application where this could be of some ben-
efit is in a shape classification system.
There are currently a number of different au-
tomated techniques available that could accom-
plish this task. The technique to be investigated
in this paper involves the computer processing of
digital images to generate the visual hull. Mul-
tiple images are generated from cameras posi-
tioned around an object in an accurately cali-
brated system. Calibration is discussed briefly
in this paper.

1.1 The Visual Hull

The visual hull is computed by back-projecting
silhouettes observed from multiple viewpoints in
a process known as volume intersection. The

visual hull is an upper bound estimate to the
3D structure of an object.

2 Cameras

Because cameras play such a significant role in
this project, it is necessary to become familiar
with the various characteristics of these digital
devices. The pinhole camera model is briefly
described below.

2.1 The Pinhole Camera Model

All cameras perform a perspective transforma-
tion from some 3D space (the real world) to
a 2D point in the retinal plane (image plane).
In the camera model, three different coordinate
systems are defined: the camera coordinate sys-
tem, the image plane coordinate system and the
world coordinate system.
In the camera’s coordinate system, the camera
is positioned at the origin (0,0,0). The distance
from the camera centre to the image plane is the
focal length (f). The focal length is the distance
from the camera center along the optical axis to
the point where it intersects the image plane at
the principal point (or image centre) [5].
Most images use pixels as their unit of measure-
ment, but this is dependent on the technology
of the camera. The image origin (0,0) is gen-
erally positioned in the top left corner of the
image . To map a point from the image refer-
ence frame to the cameras, the units need to be
converted to match that of the camera’s. A co-
ordinate translation, and sometimes a scaling,
is then used to map a point from one reference
frame to the other. This can be more clearly
seen in figure 1 [1].
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The world coordinate system is discussed in a
later section.

Figure 1: Pinhole Camera Model

2.2 Camera Systems

Multiple image views can be obtained from a
variety of different camera setups. The more
views of the object available, the more accurate
the visual hull will be. A few different ideas for
accomplishing this follow.

2.2.1 Multiple-Cameras:

As the name implies, more than one camera is
used in this setup. (See figure 2)
This is the simplest method to implement and
also the most expensive as it involves using more
than one camera. Here, the cameras are placed
in different positions relative to the object.

Figure 2: Multiple Camera Setup

2.2.2 Mirror Setup:

The acquisition of images using a mirror setup
reduces the number of expensive cameras re-
quired in the implementation, while still provid-
ing the multiple views of the object. This could
increase the amount of software processing. An
example of this setup is displayed in figure 3.
An advantage of this method is that in order
to improve the estimated upper bound of the
object’s shape, more mirrors are required, and
not more cameras. A possible negative aspect is
that more mirrors could also increase the pro-
cessing requirements in the software, as it would
have the effect of increasing the number of vir-
tual cameras.

Figure 3: Mirror Setup

2.2.3 Rotation of Object or Camera:

A rotating camera setup is not always practi-
cal for most real time systems, but could be
more useful in many other cases. This setup can
produce more accurate results depending on the
number of rotational increments used. The ac-
curacy on the visual hull estimate increases with
the number of views.

3 Calibration

In this system, the inputs are not limited to the
images alone. A detailed knowledge of the cam-
era’s poses and positioning relative to each other
is also a necessity. To obtain this information,
our system needs to be accurately calibrated.
System calibration can be done in many ways,
the more commonly used method involving a
calibration object.
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3.1 Calibration Object

A calibration object can be of any size or propor-
tion (preferably matched to the camera’s field of
view), so long as its dimensions are accurately
known. As an example, a 20-sided calibration
object is shown in figure 4. This object was
constructed from cardboard. Each face is tri-
angular. The faces of this object were marked
using a binary labelling system.

Figure 4: Calibration Object

The near exact dimensions were calculated from
many (in excess of 20) image views of the cali-
bration object. The images, the number of sides
on the object, and a description of the binary
pattern were fed into a program which had as
its output the exact dimensions of the input ob-
ject [2].

3.2 System Calibration

Once the calibration object has been placed into
the camera environment, calibration can begin.
In initial experiments, two cameras were used
(See figure 2. for a description). The images
obtained from this environment, along with the
known accurate structure of the calibration ob-
ject, were then passed to a different program
which returned information on the relative pose,
positioning and focal lengths of the two cameras.
The most important output returned by this
program is the Rigid Body Transforms which
enable the movement between each cameras ref-
erence frame to a world coordinate system that
includes both the camera’s [3].

3.3 World Co-Ordinate System

Once the desired camera setup has been imple-
mented, a detailed knowledge of the environ-
ment is required. The important information

being the relative pose and positioning of the
different cameras with respect to the object and
each other. The origin of the world coordinate
system in this case is arbitrary. The world refer-
ence frame includes all cameras as well as the ob-
ject. To move from a camera’s reference frame
to the world reference frame, a rigid body trans-
form is required.

3.3.1 Rigid Body Transform

A matrix where the upper 2 × 2 matrix is or-
thogonal represents a rigid body transform. It
preserves both lengths and angles of shapes.
Note that an arbitrary sequence of rotations and
translations is also of this form i.e. it is also a
rigid body transform.

4 Image Processing

The previous sections describe the necessary
procedure required before an object can be
placed into the system. What follows are the
tools used to complete the task.
In an experiment, a few points in Matlab were
plotted (using plot3). A number of varying
posses of an object with points marked on
it were generated (see example in figure 5).
The position of each point in the image plane
was calculated manually (using ginput). These
points were translated from the image plane into
the camera’s reference frame, and then the rigid
body transform was applied to move them into
the world reference frame.

4.1 Image Segmentation

An image is broken up into foreground (or tar-
get) and background. This procedure is known
as segmentation. Some methods available to ac-
complish this include “Watershed” and “Region
Growing” [4] segmentation. For our purposes,
the target is our object and everything else is
background. Although accurate segmentation
is an important part of this project, it is not
discussed in this paper.

4.2 Back Projection

Once the cameras and the points on the dif-
ferent image planes have been moved into the
world co-ordinate system, all that is required is
for the points to be projected to where they in-
tersect each other. This is the the position in
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Figure 5: Two views of object points

the world where the points lie. Unfortunately,
due to noise and human errors, the lines do not
(and never will) actually intersect. Therefore,
the point that is exactly between where they
are closest is selected.

Figure 6: Image points projected into 3D space

Matlab provides tools to represent points in a
3D space (plot3 and scatter3). Standard matrix
geometry can be used to project lines, and then
compute the region where two projected lines
are closest.

4.3 Representing an Object in 3D

There exist many different ways to represent a
3D object on a computer. Matlab is one pro-
gram that contains different tools for displaying

3D objects. Another option is to use Virtual
Reality Modelling Language (VRML) as it is
more portable and was specifically designed for
this purpose. VRML viewers can be downloaded
from the internet, and plug into standard inter-
net browsers. The viewer used to implement the
example for this paper is by Cortona Graphics.
A Matlab script was used to generate the “.wrl”
file which was used by the VRML viewer.
The method implemented in tests used a num-
ber of voxels to construct the visual hull.

4.3.1 Voxels

Voxel is short for “volume element”, and can be
represented by a cube.
There are two ways to go about this. Either
split the whole 3D region into some predefined
number of voxels and then move through them,
testing each element to see if it is part of the
target or not.
The other, more efficient, method starts with an
initial bounding box and splits it into 8 smaller
cubes. Each subsection is tested to see if it is
part of the target. The following steps are then
followed: If all corners project to inside target,
mark voxel as being part of target. If none of
the corners are included in the target, leave it
unmarked. If some of the corners are found to be
part of the target, subdivide the smaller box and
start the algorithm again. This is recomputed to
some predefined limit. An example of this can
be seen in figure 7. The algorithm is

∑l
n=0 8n.

Figure 7: Reconstructed 3D Cat in VRML

This algorithm can become quite complicated to
code, but uses a simple and efficient concept. It
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does have a shortfall in that some parts of an ob-
ject might fall within a voxel, but do not touch
any corners. A snake like object is one exam-
ple of this kind of phenomena. The algorithm
would need some extra mechanisms to move be-
yond this obstacle.

5 Conclusion

A description of the ideas and methods involved
with generating a 3D model of a 3D object is
given in the sections above. This model can be
generated from multiple views of the object us-
ing one or more cameras in an accurately cal-
ibrated system. System calibration was briefly
discussed. Computations were implemented in
Matlab. The output was displayed using Cor-
tona Graphic’s VRML viewer.

6 Future Research

The following areas require further research and
study:

6.1 Mirror Camera Setup

To investigate feasibility of using the mirror
setup described in a previous section.

6.2 Shape Analysis of Visual Hulls

Images can be classified and sorted according
to their shape, and would require some sort of
learning mechanism.

6.3 Texture Mapping

Mapping of the texture information from the im-
ages to the final visual hull models. This is made
easier if the model is represented by many vox-
els.

6.4 Mex VRML generation

The software used to compute and generate the
Visual Hull ran too slowly in Matlab due to the
many “for” loops. The accuracy of the voxel
method could be improved, but would need to
be redone using a “mex” wrapper to speed up
the algorithm.
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Abstract

The visual hull is the largest object that is consistent with a set of
silhouette views of an actual object. The visual hull can be built
from a set of silhouettes in which the viewpoint corresponding to
each silhouette is known. We show how several sets correspond-
ing to the same rigid object, each containing a small number of
silhouettes, can be merged into a single large set. In order to do
this, the relative pose between the sets must be computed so that
each viewpoint can be specified in a common reference frame. We
show how the poses can be computed by enforcing silhouette con-
sistency constraints between the sets. The single merged silhouette
set can then be used to build a visual hull model that is a closer
approximation to the actual object than visual hulls built from any
of the original sets.

1 Introduction

Shape-from-silhouette techniques are often used as a relatively
simple means for forming approximate 3D models of an object.
The visual hull is the largest object that is consistent with a given
set of silhouettes and associated known viewpoints; it is often used
as an approximate 3D model.

1.1 The Visual Hull Concept

The term visual hull was coined by Laurentini [7] in the 1990s,
but the use of the largest silhouette-consistent object as a means for
3D modelling dates back to the work of Baumgart in the 1970s [2].
Initially, the term visual hull was used to describe the largest object
consistent with all possible silhouettes, but the term is usually used
to refer to the largest object that is consistent with a finite set of
available silhouettes.

The visual hull concept is illustrated in Figure 1. Figure 1(a)
shows two silhouette views of a duck (the actual object that is be-
ing modelled). Camera centres are represented by small spheres.
For convenience, the image planes are placed in front of the cam-
era centres, and the projected silhouette views are shown non-
inverted; for the purposes of this work, this setup is geometrically
equivalent to placing the image planes behind the camera centres.
Visual cones corresponding to each silhouette are shown in Fig-
ure 1(b). A visual cone is the volume of space that the actual
object cannot lie outside of, given the observed silhouette. The
intersection of the visual cones is the visual hull (shown in Fig-

ure 1(c)). The visual hull cannot be smaller than the actual object.
With two silhouettes, the visual hull is often a poor approxima-
tion to the actual object. However, if further silhouette views are
added, more information about which volumes of space are empty
is added, and the visual hull becomes a better approximation to the
actual object.

In order to determine the visual hull corresponding to a set of
silhouettes, the cameras that produced the images must be cali-
brated. This means that the internal camera parameters (such as
focal length, principal point and lens distortion parameters) and
the pose or external camera parameters (the position and orienta-
tion of the cameras in a common reference frame) must be known.

1.2 Related Work

Various means have been used to determine the pose correspond-
ing to each silhouette view. For instance, Shakhnarovich et al. [11]
describe a system that uses four fixed cameras. The pose of each
camera is determined once-off (in a common reference frame) us-
ing a calibration object. Okatani and Deguchi [10] use a gyro sen-
sor to determine the orientation of a single camera that is moved
to different viewpoints. The positional component of the pose is
then determined from the silhouette images themselves. Niem and
Buschmann [9] use a single camera and a turntable to obtain mul-
tiple silhouette images of an object at different viewpoints. The
relative poses of the turntable platform with respect to the cam-
era are determined using a calibration object. Wong [12] also uses
turntable sequences, but is able to determine the relative poses of
the silhouettes without the use of a calibration object; the silhou-
ettes of the object being modelled, along with the assumption of
circular motion, are used to determine the relative poses. The so-
lution is subsequently refined by removing the assumption of per-
fect circular motion and adjusting the pose estimates to minimise a
cost function based on the epipolar tangency constraint (explained
in Section 2).

1.3 Overview

In this work, a method for obtaining a large set of silhouettes us-
ing a system consisting of a small number of fixed cameras is pre-
sented. The relative poses of the cameras are known in a common
reference frame (a once-off calibration process is used). Our sys-
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(a)

(b)

(c)

Figure 1: Two silhouette views of a duck showing (a) the cameras, each represented
by a camera centre and image plane, (b) the visual cones corresponding to each of the
two silhouettes, and (c) the visual hull corresponding to the two silhouettes.

tem captures sets of silhouettes� of an object. Each set of silhou-
ettes is captured with the object in a different pose, so that each
set consists of silhouettes from different viewpoints. We show
that for a rigid object, the relative poses of the object can be de-
termined by minimising a cost function based on a measure of
inconsistency between the different sets of silhouettes. (A set of
silhouettes is consistent if a 3D object exists that could have pro-

�In this paper, a set of silhouettes refers to silhouettes whose viewpoints are known
in a common reference frame.

duced the set.) The cost for a candidate relative pose is a measure
of the inconsistency that would occur across the silhouettes of two
sets, if the candidate pose were used to merge the sets by specify-
ing all viewpoints in a common reference frame. Once the relative
poses are computed, the sets of silhouettes can all be merged into
a single large set of silhouettes. A visual hull model can then be
built from the large set of silhouettes. This visual hull model is a
closer approximation to the actual object than a visual hull model
built from any of the original sets. This is because a larger num-
ber of silhouettes with known viewpoints allows a greater portion
of space known not to belong to the actual object, to be removed.
The method allows a greater range of viewpoints to be used than
can be obtained from a single camera and turntable setup. For in-
stance, a turntable setup would not be able to model the hole of a
doughnut, if the doughnut were placed flat on the turntable. This
is because the viewpoints corresponding to a turntable sequence of
silhouettes lie on a circle in the viewing sphere, whereas with our
method, the viewpoints are well-distributed over the entire view-
ing sphere.

Section 2 describes the conditions that a silhouette set must ful-
fil in order to be consistent. Because of noise associated with the
calibration parameters and segmentation, silhouettes will not, in
practice, be perfectly consistent. Methods for computing a degree
of inconsistency are therefore presented. Section 3 describes how
the relative pose between sets of silhouettes can be determined
by minimising the degree of inconsistency between them. Some
results obtained using our five camera system are shown in Sec-
tion 4. Section 5 summarises the paper.

2 Silhouette Consistency

There are two constraints which limit the possible shape of a sil-
houette at a given viewpoint. The possible shape is limited by the
information contained in the remaining silhouettes of the set. First,
we describe the epipolar tangency constraint, which is used in this
work. Our formulation of the cost function is very similar to that
of Wong [12]. Next, for completeness, we briefly describe another
constraint that we call the visual hull projection constraint. We do
not currently make use of this constraint for pose estimation.

2.1 The Epipolar Tangency Constraint

This section introduces several geometric concepts such as
epipoles, frontier points, epipolar tangencies and the essential ma-
trix. The epipolar tangency constraint, which is based on these
concepts, is then explained. It is shown how a measure of inconsis-
tency, based on the epipolar tangency constraint, can be computed.
If a candidate pose is used to merge two sets of silhouettes, then
the measure of inconsistency can be used as a cost associated with
the candidate pose. By adjusting the pose parameters to minimise
the cost, a good estimate of the true pose can be computed.

Figure 2 shows the same scene as shown in Figure 1, along
with some additional points and planes. The line joining the two
camera centres C1 and C2 is called the baseline. It pierces the
image plane of camera 1 at e12 and the image plane of camera 2
at e21. The projection of a camera centre onto the image plane
of another camera is termed an epipole. The points e12 and e21
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are epipoles. In the figure, the epipoles are represented as small
circles (projections of spheres) on the image planes. Since we are
not looking directly onto the image planes, the circles appear as
ellipses. Note that the epipoles do not necessarily lie in the visible
region of the image plane (corresponding to the finite extent of the
camera’s sensor).

The two planes π0 and π1 that pass through the baseline and are
tangent to the duck are shown. As long as the baseline does not
pass through the object, there will be two such planes for any ob-
ject. The points P0 and P1, where the planes touch the object’s sur-
face, are termed frontier points [5]. Since the planes pass through
both camera centres and graze the surface of the object, the fron-
tier points project onto the silhouette boundary in both views. The
projection of a frontier point is the tangency point of a silhouette
tangent line that passes through the epipole. A projection of a fron-
tier point is therefore termed an epipolar tangency. The epipolar
tangencies p120 and p210 are projections of P0, and p121 and p211
are projections of P1. (The notation pijk is used so that i indi-
cates the number of the camera whose image plane the point lies
on, j indicates the number of the opposite camera of the silhou-
ette pair, and k indicates to which of the two frontier points pijk
corresponds.)

For the purpose of computation, silhouettes are represented as
polygons in normalised image coordinates. The normalised co-

camera 1

camera 2baselineC1

C2

π0

π1

e12 e21p120

p121

p210

p211

P0

(a)

P0

P1

p120

p121

p210

p211

π0

π1

(b)

Figure 2: Two views of the epipolar geometry of a scene: (a) shows a front view, and
(b) shows a side view looking onto the scene in a direction parallel to the baseline.

e12
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p121�21p211

�21p210
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p211
�12p121

�12p120
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Figure 3: The epipolar tangency constraint: the epipolar tangent line touches the
silhouette at the projection of the frontier point, as shown in (a) and (b); the projection
of this line onto the image plane of the opposite camera is constrained to coincide with
the opposite epipolar tangency line.

ordinates for an image point are the x- and y-coordinates of the
position where the corresponding 3D ray pierces the z � 1 plane
in the camera’s reference frame. Since the internal camera param-
eters are known (calibrated cameras are used), pixel coordinates
can be converted to normalised image coordinates.

The intrinsic geometry between the views i and j can be encap-
sulated by the 3� 3 essential matrix � ji [6]. If xi represents the
homogeneous coordinates of an image point in normalised image
coordinates from view i, and x j represents the corresponding point
in view j, then xi is constrained to lie on the line � jix j in view i
so that

x�i � jix j � 0� (1)

If the relative pose between view i and view j is described by
a rotation represented by the matrix � followed by a translation
represented by the vector t that transform points from the reference
frame of camera j to the reference frame of camera i, then the
essential matrix can be computed using

� ji � �t���� (2)

The antisymmetric matrix �t�� is computed from the translation
vector t � �tx�ty�tz�� using

�t�� �

�
�

0 �tz ty
tz 0 �tx

�ty tx 0

�
�

� (3)
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Figure 4: Epipolar tangent lines with the projection of the epipolar tangent lines
of the opposite view and incorrect pose information: since the pose information is
incorrect, the epipolar tangent lines do not project onto one another. The silhouettes
are inconsistent with one another for the given viewpoints. The reprojection error is
a measure of the degree of inconsistency.

The essential matrix can therefore easily be computed for a given
pose.

The essential matrix can be used to compute the normalised im-
age coordinates of the epipoles. The epipoles eij and e ji are the
right and left nullspaces of � ji respectively. If ���� is the singu-
lar value decomposition of � ji, then the last column of � is eij (in
homogeneous coordinates). Since �ij � �

�
ji, the epipole e ji can be

computed in a similar manner.
Figures 3(a) and (b) show the epipolar tangency lines for each

silhouette image of the duck example. Each line lies in a tangent
plane containing a frontier point, and therefore must project onto
the corresponding line in the opposite image: this is the epipolar
tangency constraint. In other words, in the noiseless case, the line
passing through eij and pijk is the same line as � jip jik.

If there are inaccuracies in the silhouettes or the pose, then the
line passing through eij and pijk will not, in general, be the same
line as � jip jik. Figures 4(a) and (b) show the noisy case in which
there are inaccuracies in the assumed relative pose between the
cameras. Note that the epipoles are positioned differently to Fig-
ure 3, since the pose is incorrect. The projection of the opposite
camera’s epipolar tangency line is not exactly coincident with the
epipolar tangency line on the image plane. Reprojection errors can
be computed as a measure of the inconsistency between a pair of
silhouettes with an associated pose value. The reprojection error

is the shortest distance from an epipolar tangency to the epipolar
line of the corresponding point in the opposite image. The figure
shows the reprojection errors d120, d121, d210 and d211.

The distance dijk between an epipolar tangency pijk and the pro-
jection of the epipolar line from the opposite camera that passes
through the tangency point p jik can be computed using the essen-
tial matrix.

dijk �
p�ijk�ijp jik�

��ijp jik�
2
1 ���ijp jik�

2
2

(4)

The expressions ��ijp jik�
2
1 and ��ijp jik�

2
2 denote the first and sec-

ond elements of the vector ��ijp jik�
2. Note that pij0 and pij1 are

vertices of the polygon representing the silhouette. To determine
which two polygon vertices are the epipolar tangencies, the slope
of the line from each polygon vertex to the epipole must be exam-
ined.

For two sets of silhouettes and an associated pose, a measure of
inconsistency across all silhouettes can be computed by consider-
ing all possible pairings of silhouettes in the first set with silhou-
ettes in the second set. This measure of inconsistency is treated as
the cost function associated with the pose. For a first set consisting
of m silhouettes, and a second set consisting of n silhouettes, it is
computed by summing the squared reprojection errors across all
cases as follows:

cost �
m

∑
i�1

n

∑
j�1

1

∑
k�0

d2
ijk� (5)

2.2 The Visual Hull Projection Constraint

We note that the fulfilment of the condition imposed by the epipo-
lar tangency constraint is a necessary, but not a sufficient condition
for silhouette consistency.

A silhouette cannot lie outside the projection of the visual hull
of the remaining silhouettes in the set. If it were to do so, it would
be providing contradictory information, since the remaining sil-
houettes indicate that the volume of space corresponding to the
area outside the visual hull projection is empty. A measure of this
form of inconsistency could be made by computing the area of
each silhouette that lies outside the visual hull projection formed
from the remaining silhouettes. This measure would be slow to
compute and is thus not suited for pose optimisation, since the
measure would have to be computed for each set of pose parame-
ters evaluated by the optimisation routine.

3 Pose Estimation

In order to merge two silhouette sets into a single set, the rela-
tive pose between the two sets must be computed. This pose cor-
responds to the difference in pose between the two poses of the
actual object on the two occasions that multiple silhouettes of the
object were captured. The pose is determined by adjusting the
pose parameters to minimise the cost function of Equation (5).

A quaternion and a translation vector are used to parameterise
the pose between two sets. The Levenberg-Marquardt method [6]
is used to adjust the seven pose parameters to minimise the cost
function. It is important to provide the Levenberg-Marquardt rou-
tine with a good initial estimate of the pose parameters, otherwise
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the routine may converge to a local minimum that is far from the
global minimum.

Wong [12] minimises essentially the same cost function, but
assumes circular motion between individual silhouettes in order to
to form an initial estimate. Additional silhouettes from arbitrary
viewpoints can later be incorporated, but the user must manually
determine the initial pose estimate for each additional view.

Unlike Wong, we are dealing with sets of silhouettes, rather
than individual silhouettes; in our case the relative poses between
silhouettes in the set is known in advance. This means that the
visual hulls corresponding to the sets can be used to form initial
pose estimates.

The translational component of the pose is estimated by using
the difference between the centroids of the visual hull models cor-
responding to each of the two sets. The rotational component can
be estimated by determining the transformation that will align the
principal axes of the two visual hull models. Since there are four
ways in which the principal axes can be aligned, we use all four as
initial estimates for four separate optimisations. If none of these
four starting points yield a pose with sufficiently low associated
cost, then random rotations drawn from a uniform distribution [1]
are computed and used as initial estimates until a sufficiently low
associated cost is obtained. This approach is possible since the
cost function is fast to evaluate.

Once two silhouette sets have been merged into one, additional
sets can be merged with the merged set in the same manner.

4 Experimental Results

Our system consists of five CCD cameras that are mounted so that
they are well-spaced about the viewing hemisphere. The five im-
age set is taken of the object while it is in free flight. To obtain
multiple sets of five images, we simply drop the object into the
common field of view several times. Typically, the orientation of
the object varies substantially each time it is dropped past the cam-
eras.

We calibrate our cameras using an icosahedron calibration ob-
ject with coded target patterns on its faces [4]. By locating the
positions of coded target centres across multiple images, it is pos-
sible to infer the camera parameters.

A fast, simple threshold-based segmentation algorithm is used
to determine the polygon that separates the foreground from the
background. The number of vertices in the polygons is then re-
duced using the Douglas-Peucker method [3]. We have coded a
C++ implementation of an efficient polyhedral visual hull algo-
rithm [8] to build the polyhedral models. The polyhedral visual
hull models can be viewed as VRML (Virtual Reality Modelling
Language) models.

Figure 5 shows an example of visual hull models of a wing nut
that was dropped through the system four times. Notice how each
of the five-view models is quite coarse, with a lot of extra volume
around the hole region, yet in the twenty-view case, the combined
information can be used to build a visual hull model that looks
relatively accurate.

Figure 6 shows an example of a toy cat. Again, notice how
the twenty-view model looks more accurate than any of the visual
hull models built from the five silhouettes in the original sets. Fig-

(a) (b)

(c) (d)

(e)

Figure 5: Visual hull models of a wing nut: (a)–(d) show four models each built from
five silhouettes, (e) shows the model built from the 20 silhouettes used in (a)–(d) after
the poses of all silhouettes have been determined in a common reference frame.

ure 7 shows the twenty visual cones that correspond to the twenty
silhouettes and that were used to build the model shown in Fig-
ure 6. Notice how the cones are well-distributed about the viewing
sphere.

The entire process of determining the relative poses (three poses
must be determined to merge four silhouette sets) and computing
the twenty-view visual hull model takes approximately 3 seconds
on a 2.4 GHz Pentium 4 machine for the examples shown. Each of
the coarse five-view visual hull models is built from the silhouette
polygons in approximately 70 ms.

5 Summary

We have shown that sets of silhouettes of a rigid object can be
merged into a single silhouette set by determining the relative pose
between sets. The relative pose is determined by minimising a cost
function based on the epipolar tangency constraint. The minimi-
sation routine requires a good initial pose estimate in order to be
likely to converge to the correct set of pose parameters. Wong [12]
showed that a good initial estimate could be made for the pose of
individual silhouettes, if it could be assumed that there is a circular
motion between successive views. In this paper, we have shown
that a good initial pose estimate can also be obtained if sets of

37



(a) (b)

(c) (d)

(e)

Figure 6: Visual hull models of a toy cat: (a)–(d) show four models each built from
five silhouettes, (e) shows the model built from the 20 silhouettes used in (a)–(d) after
the poses of all silhouettes have been determined in a common reference frame.

small numbers of silhouettes are used. The relative viewpoint of
each silhouette in a set is known in advance. An initial estimate
of the translation component of the pose is computed as the dif-
ference between the centroids of the two visual hull models corre-
sponding to the two sets that are to be merged. An initial estimate
of the rotational component of the pose can either be computed by
determining the alignment between the principal axes of the visual
hulls, or by testing successive random rotations. The approach of

Figure 7: The twenty visual cones of the cat

using random rotations is feasible because the cost function is fast
to compute for a given pose parameter set, and because the number
of degrees of freedom for a rotation is relatively small. Our results
show that the visual quality of 3D models built from merged sil-
houette sets is better than that of the models built from the original
silhouette sets.
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Abstract
This paper provides a brief overview of ongoing work towards
the realisation of a multi-camera video-based person tracking
system. The developing system is orientated towards a dis-
tributed architecture for sharing visual information between
multiple cameras. A hierarchical method for modelling peo-
ple in scenes using colour features is proposed, however, future
development will also look at including other useful measures
such as texture. The method uses a kernel-based classification
implementation to track a base set of visual components which
can then be grouped to form high-level object descriptors. Some
results are shown for a Kernel Adatron implementation of the
classifier.

1. Introduction
Computer aided surveillance has been a developing area in com-
puter vision circles for some time. With the increase in com-
puter processing speeds and memory sizes, much past research
is starting to have useful applications now that near real-time
implementations are realisable.

This project has been primarily aimed at the global prob-
lem of tracking several people, simultaneously, through a multi-
camera environment. Thus, in addition to dealing with single-
view occlusions and scene changes, the system needs to be
able to detect object movement between multiple camera views,
which may, or may not, be overlapped. The problem faced is
one that requires a system capable of coordinating data among
several distributed resources in a manner that can be tied in with
current computer vision methods.

Focus has been aimed at using colour as the chief reference
to distinguish people and objects as they traverse the environ-
ment. It is envisioned that further features may prove useful in
addition to colour, such as texture and shape descriptors[7][5].
However, for simplicity and speed in the initial implementation,
these have been omitted.

There are two ways of looking at a visual tracking sys-
tem: Estimation and Classification. If we have a near real-time
stream of image samples from an initialised target, estimation
can be used to track the target’s position by exploiting statistical
relationships of the target’s motion. This process works as long
as the measurement data is reliable and the object can be clearly
located at each step. In the case where this condition is not met,
the estimator’s accuracy will degrade until the target has been
lost, thereby requiring a full re-initialisation of the system.

This drawback leads to the idea of creating a complemen-
tary system, using a classification scheme, to deal with these un-
stable cases. In this way, it was hoped that a symbioses could be

developed where the estimator (while tracking correctly) would
provide a stable set of measurements which could be used to
generate a set of online features for training a neural network.
Conversely, should the estimator reach an unstable state, a clas-
sifier could then determine the correct position of the target and
thus automatically re-initialise the estimator’s model parame-
ters. Ultimately, this would enable the system to deal with
events such as occlusion, video transmission breaks and tran-
sitions between multiple camera views.

The following sections describe a distributed classification
system capable of tracking colour components belonging to
moving objects and persons. Operation proceeds by breaking
a scene into unimodal colour components which are then clas-
sified into temporary object classes using an online kernel ada-
tron. The final stage involves refining the allocation of classified
colours to their respective objects based on group and spatial
dependencies, though this stage has not been completely imple-
mented as yet.

2. System Overview
A basic premise of the system is that data should be hierarchi-
cally divided so that different levels of information can be pro-
cessed appropriately (Figure 1). In this application, our lowest
data level is the video input from the camera network.

Figure 1:System Data Flow Diagram.

The first level of processing involves repetitive, au-
tonomous tasks such as noise filtering, colour transformations
and smoothing. Following this, the data enters the low-level
processing level, where visual feature detection takes place (i.e.
colour/texture). These visual features are extracted using colour
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segmentation, and tracked using a neural network classification
technique.

Once reliable visual features are available, construction of
high-level descriptors of foreground objects is possible. These
descriptors consist of combinations of the low-level visual fea-
tures and can then be shared through the distributed processing
system.

3. Feature Extraction
Extracting good features is probably the most critical task.
While it is relatively simple to take a variety of measurements
from images, it is imperative that one ensures that the feature
measurements are both repeatable and comparable (i.e. the fea-
ture space is consistent and uniform).

Since the thrust of the project is to exploit the colour rela-
tionships of targets, a reliable chromatic measurement system is
required. It was found that a convenient method for extracting
colour, was to use CIE Lab colour co-ordinates which preserve
perceptual uniformity.

Uniformity in the colour space refers to the property that
standard distance measures (i.e. Euclidean) are proportional to
the change in perceived colour. Owing to the fact that the neural
network uses radial basis functions for its kernels, this unifor-
mity becomes very useful when discriminating between colour
clusters, since a translation in feature space relates directly to
a change in perceived colour. This gives the system a human-
like ability to distinguish colours. It is of course also possible to
create an arbitrary colour space aimed at maximising colour dis-
crimination, however, this discrimination will only be as good
as the training set, and may not necessarily preserve uniformity.

Figure 2:CIE Lab Colour Space.

The CIE Lab space (Figure 2) consists of two colour axes
and a luminanceL or brightness axis. Thea values range from
red to green, while theb values describe blue to yellow. The
configuration is similar to the HSV colour space, though the
Lab space is spherical and the co-ordinates, being rectangular,
allow the Euclidean distance between points to be relative to the
difference in colour. A disadvantage is its costly transformation.

Initially, during training, a motion segmented image is use-
ful for isolating moving objects which need classification. How-
ever, once enough observations have been made, it is possible
to switch back to classifying unsegmented images, which would
decrease classification errors due to bad segmentation.

3.1. Colour Segmentation

Apart from motion segmentation, a colour segmentation scheme
is required to generate a list of blobs and scene colours. This
allows the object colours to be represented as features while
retaining the spatial information (unlike histogram methods).

Various connected-region labelling algorithms have been
tested (recursive region growing among others), however, pyra-

mid segmentation[6] has provided the most promising results in
terms of speed and quality.

The input image is down-sampled by a defined number of
levels by means of Gaussian pyramid decomposition[2]. The
pyramid is then built upwards (to the largest image), establish-
ing links between a pixel on the current level and its candidate
father on the adjacent level, if certain thresholds are met[6]. In
this case, the thresholds are distances between pixel colour co-
ordinates which in terms of CIE Lab space relates to closeness
in perceived colour.

The output of the pyramid segmentation method (Figure 3)
is then processed into a list of image regions (connected com-
ponents), each representing a unimodal colour cluster in the im-
age. The CIE Lab co-ordinates of these clusters are then used
as features to train a neural network which can then classify
future image regions into a basic colour set. Several clusters
in this set can then be combined, by exploiting neighbourhood
information, to form a high-level person/object descriptors.

Figure 3:Pyramid Colour Segmentation.

4. Neural Network
As described previously, the base function of the system con-
sists of being able to correctly identify the set of target colour
clusters between observations. The classification process en-
tails providing a probability comparison between the set of tar-
get colours and the visible colour components in the latest im-
age. Since the feature data is generated by selecting Gaussian
colour clusters, a Gaussian kernel-based probabilistic network
seemed the logical choice.

4.1. Kernel Adatron

Several classification techniques could be easily applied to this
model, and one could argue that a simple K-Nearest Neighbour
classifier could easily do the job. The selection of the Kernel
Adatron in particular is based on the overall needs of the system.
Firstly, each model needs to be easily structured for global syn-
chronisation with network storage nodes. Secondly, a degree of
compactness is required both for speed in classification/updates
and in storage. Finally, since observed data may often fall near
the edge of the cluster group misclassification could cause in-
valid updates to be made, thus causing the system reliability to
degrade.

The kernel adatron (KA) is a simple implementation of a
support vector machine, which allows maximisation of the mar-
gin in the feature space, thus forming a non-linear decision
boundary in the input space[8]. Effectively, this provides an
optimal decision boundary between classes. In the implementa-
tion, two target classes are represented by positive and negative
unit Gaussians respectively. This allows a classification process
to simply sum the Gaussian weights and classify between the
two classes by the sign of the resulting probability (+1; -1). Fig-
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Figure 4:Kernel Adatron example for 2-dimension features

ure 4 shows an example of a constructed KA. The positive peak
identifies the current target class, while the negative peaks show
other classes. Regions where the graph is zero are unclassified.

The largest difference between the KA method as opposed
to the PNN (Probability Neural Network) is that, during train-
ing, the KA assigns and updates a set of importance weights (α)
which identify how close each kernel is to the decision bound-
ary (support vectors). The primary advantage to our application
here is that kernels with very small alpha values are not impor-
tant to decision making and can therefore be discarded for clas-
sification. This results in a pseudo-compression scheme for the
feature vectors, which constrains the models to a finite size and
therefore limits the load of the network. Effectively, the com-
pression works in a similar manner to an adaptive averaging fil-
ter, with the advantage that previous features are not necessarily
averaged by time but rather by importance to classification.

4.1.1. Implementation

One of the features of the Kernel Adatron is that it is ex-
tremely easy to implement since it relies on only a few matrix
operations. This implementation is extended from course
literature by Green J. (Soft Computing 1999, UCT Press)
which summarises theory presented in [8].

XT — (m x n) matrix of m input features (rows) with
n dimensions (cols).
T — (m x n) matrix of target values forn classes, each having
m features.
A — (m x n) matrix of alpha values forn classes, each having
m features.

The XT matrix is a maintained set of features which de-
termine the characteristics of each kernel.T assigns the
target values for each feature vector. Columns in theT
matrix represent each class, while row values identify whether
the respective feature belongs (+1) or does not belong (-1)
to the class. A typical target column will contain at least
one +1 value. TheA matrix has identical dimensions (and
representative form) to theT matrix, but instead maintains the
α weights (decision importance) for each feature (row) in the
XT matrix. If only one feature per class is stipulated, theA
andT matrices become square.

4.1.2. Training:

For brevity the calculation of Euclidean distance between the
input vectors has been omitted and the operationd2(x1, x2) is
defined as the squared Euclidean distance between the elements
of x1 andx2. The operation returns a symmetric matrix. For

reference see the implementation ofdist2 in the Netlab Matlab
toolbox (Bishop and Nabney 1997).

Training proceeds in the following manner (referenced
equations are defined below):

1. Calculate squared Euclidean distance matrix (Eqn 1)

2. Activate Gaussian kernels (Eqn 2)

While less thani iterationsAND m < 0.99 DO:

3. Calculate signed and weighted kernels (Eqn 3)

4. Updateα values based on learning rateη (Eqn 4)

5. Calculate margin - distance from decision boundary to
nearest point (Eqn 5).

D = d2(XT , XT ) (1)

K = e−1/(2σ).D (2)

While less thani iterationsAND m < 0.99

Z = K.A.T (3)

δA = η(1− Z.T ) (4)

m = 0.5
(
min(Z+)−max(Z−)

)
(5)

4.1.3. Classification:

The classification procedure is identical to training steps 1
through 3 except that the distance matrix is now calculated be-
tweenX andXT , whereX are the features to be classified.

4.1.4. Update:

Updating is simply a selection process where features classi-
fied positively in a class and meeting a similarity threshold are
updated. In addition, features which were unclassified (sum of
kernels = 0) and are significantly different from all other classes
are appended to theXT matrix. This addition obviously in-
cludes initialised updates to theA andT matrices as well.

5. Object Models
Once a reliable set of classified colour components is available,
more complex grouping of the components can be used to cre-
ate high-level visual object/person descriptors. Since several
objects can share similar colours and since not all colours may
always be visible, these descriptors cannot be represented by a
combined feature vector.

One idea is to use a voting system where each object votes
for a component based on basic region measurements, such as
aspect ratio and relative magnitude, as well as its neighbour-
ing colour relationships. Superposition of several separate deci-
sions combined with the component’s classification probability
can then provide a comparative measure, indicating to which
object model a colour component belongs.

6. Results and Discussion
Colour component tracking by means of kernel-based classifi-
cation has proved to be a highly effective method for locating
characteristic regions of both people and objects. The current
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implementation is capable of allowing a user to interactively se-
lect several target colours to be tracked. Naturally this process
can be automated to build models based on segmented or pro-
cessed images. Figure 5 shows two examples where a shirt and
a box have been selected for classification, though still images
are not an ideal demonstration medium.

Figure 5:Classification using unsegmented scene

As seen in the right-hand image, errors can occur in classi-
fication when the target colour is visible in more than one place.
Once the voting scheme has been completed, these outliers can
be eliminated. Also note that not all colours available on each
object were added to the model, thereby causing only a few
pieces to be classified.

Currently several camera servers allow images to be trans-
mitted to a processing client over a 100 Mbps LAN during test-
ing. Input frame rate varies between 5 and 15 fps depending
on network load. Processing involving feature extraction and
classification operates at an average of approximately 4 fps on
a 320 x 240 unsegmented colour image processed on a Pentium
III 450 MHz (though not all processes have been optimised yet).
Pyramid colour segmentation is performed using a CIE Lab im-
age as the input. It was found that a threshold of between 8
and 15 for pyramid linking (See Section 3.1) yielded reason-
able colour groupings.

Improved performance can be attained by using a motion
segmented image as the input (Figure 5 shows an example).
This reduces the processing required during pyramid colour
segmentation (less pixels to process) and reduces the number
of classifications necessary. In general, unsegmented input is
only useful for scenes where continual environmental changes
make segmentation unfeasible (e.g. reflective materials). On
the other hand, the flexibility of the system to operate on either
type of input may prove useful in applications such as tracking
using a Pan Tilt Zoom or mobile camera.

Figure 6:Classification using motion segmented scene

6.1. Issues to be resolved

One problem, currently being addressed, is that non-chromatic
or large chromatic regions can make an exact target identifica-
tion difficult. Generally, colours which are common to too many

objects will cause ambiguity when used in object descriptors.
A solution is to identify these colour components (by other fea-
tures) and filter them out from further decision processes, not
unlike removing a DC component from an electrical signal.

Another key issue is colour consistency between different
cameras. Since the entire goal of the system is to be able to cor-
rectly identify targets between multiple views, this can be ex-
ceedingly complex when colour measurements from two cam-
eras are decidedly different for the same object. In addition,
not only will each camera present a varied representation of the
same scene, but it is unlikely for them to be orientated iden-
tically, and therefore the environment’s lighting configuration
could also affect the way the camera perceives objects.

Testing has shown that certain vibrant colours are usually
detected between views, even without correction. In the general
case, however, a calibration scheme will be needed to ensure
that colour features match between views. Several automatic
methods have been reviewed which are aimed at providing
colour constancy[1], based on certain assumptions (e.g. Lam-
bertian reflectance), and independence from device gamma[3].
Most of these methods are aimed at offline processing for image
retrieval systems and are therefore not well suited to real-time
multi-camera environments. So far, the most promising solu-
tion seems to be to use a colour calibration object in order to
determine a linear transformation between the cameras[4].

7. Conclusions

In conclusion, a realisable multi-camera implementation based
on a distributed paradigm should prove to be a solid foundation
for data exchange and synchronisation.

Approaching the tracking problem from a classification
viewpoint in order to complement conventional tracking meth-
ods may prove a viable way of attaining a more robust person
tracking system.

Using CIE Lab colour features allows good comparison in
feature space. At present, pyramid segmentation shows the
most promise in providing a breakdown of colour components
both in terms of speed and quality.

A kernel-based classification approach was favoured since
the features are already grouped in a unimodal fashion. The
Kernel Adatron Support Vector Machine implementation is a
simple method that ensures optimum classification while also
shedding redundant features and allowing a compact class rep-
resentation.

Although the present implementation can correctly iden-
tify targets between different cameras, the accuracy depends on
lighting conditions and the perspective viewing angle of each
camera. For this reason a more robust colour calibration method
is needed to ensure colour constancy between multiple camera
views.

Finally, a large benefit is that the system can classify targets
without a motion segmented image, thereby extending its appli-
cation to other areas including: identifying targets or locations
with mobile cameras; and tracking targets with a Pan Tilt Zoom
camera.
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Abstract

This paper presents some ‘work in progress’ towards
a multi-camera person tracking solution. The tracking
system aims to combine observations obtained from
one or more cameras and a simple motion model to
optimally estimate the location of a person in the mon-
itored scene using an Extended Kalman Filter. Obser-
vations are made in image space but the tracking takes
place in world coordinates using the cameras’ calibra-
tion information. The novelty of this implementation
lies in the way the observations used by the Kalman
filter are obtained. The observation in image space is
done by finding the best match with a RGB-height his-
togram assuming an elliptical shape for the person. At
this stage, once the system is initialised, a person can
be tracked using two cameras at 4-5 frames per second
in a Matlab implementation that is robust to prolonged
partial occlusions in either or both views at the same
time. Although further testing is required this imple-
mentation looks promising.
Keywords: Person tracking, Kalman filter

1 Introduction

Robust person tracking in real-time presents quite a
difficult task that, if solved would find applications in
surveillance and monitoring. There are different ap-
proaches to solving the problem, each one, making
different assumptions about the tracked objects, the
scenes and whether cameras are static or not. There
is no real elegant solution at this point that has the
speed and robustness that surveillance system requires.
However tackling the tracking problem as a probabilis-
tic estimation problem seems to be, judging from the
literature, the most promising. Particle filters imple-
mentations such as ones by [2] and [6] and Kalman fil-

ter implementations such as ones by [1] and [10] seem
to be the ones with most success.

In this implementation the tracker/estimator is an
Extended Kalman Filter. The Kalman Filter is of-
ten referred to as an optimal estimator [5]. It is op-
timal in the sense that is lends itself very well to the
problem of combining multiple observations and a dy-
namic model. The Extended Kalman Filter enables es-
timations when there are non-linearities in the way the
observations and the system dynamics relate. This is
done at relatively low computational cost compared
with the particle filter, where more samples are re-
quired to be evaluated.

The other main divide in the different approaches
is whether the tracking takes place in the 2-D image
space (e.g. [1]) or in a 3-D world-view (e.g.[10]).
The second approach is suitable when the cameras are
static and calibration information is available. Since
this is the case for the tracking problem tackled here,
we can track in 3-D. This offers several advantages,
namely:

(i) Motion models with various constraints are eas-
ier to construct in world coordinates;

(ii) Occlusions are easier to resolve;

(iii) The definition of a common coordinate system in
the case of multi-camera tracking configurations
is made simpler.

A person being tracked is assumed to be a 3D ellipsoid
of known size with his/her feet on the ground plane.
The ellipsoid is chosen because it is always projected
onto image space as an ellipse, making things simpler.

Observations in the image plane of each of the cam-
eras are taken by comparing ellipse shaped image sam-
ples with available models for each of the tracked sub-
jects. The two most common approaches are: colour
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histograms (used by [1] and [2]) and appearance mod-
els (used by [10] and [3]). The first approach is scale
and orientation invariant, but loses all spatial informa-
tion. The second makes use of spatial information but
adjusting for scale and orientation changes over time
is difficult.

The approach used in this implementation is a sort
of compromise between the two. We bin colour infor-
mation in a(10×10×10) RGB space but we also add
a n bin discretised height (along the vertical axis of
the ellipsoid) dimension. We hence make use of some
of the spatial information, while retaining the ‘nice’
properties of a histogram.

Initialisation is a separate issue from the tracking
and will not be dealt with in this paper. Hence the
tracker presented here assumes that the initial 3-D lo-
cation of the tracked subject is reasonably close to the
truth and that a reasonably good colour-height model
is available.

2 The Tracking method

2.1 Method overview

Once initialised, the tracking process runs as follows,
each time a new image of the scene is received:

1. Some basic segmentation: A background model
(image) is ‘subtracted’ from the new image to
identify foreground regions.

2. Prediction in world view: The location of the
tracked person is predicted using the previous es-
timate of his/her location.

3. Projection to image space: The 3-D ellipsoidal
space occupied by the tracked person is projected
to the corresponding ellipse in image space.

4. Observations in image space: Using this predic-
tion as a starting point, a search of the best match
of the elliptical-template-shaped image samples
to an RGB-height histogram model is performed.

5. Update: The best match and the associated qual-
ity of the match, together with the predicted 3-
D location is used to compute the Kalman gain.
This Kalman gain weighs the contribution of the
measurement to make a new estimate of the per-
son’s location.

2.2 Segmentation

In this step a very basic background subtraction us-
ing an adaptive background model is performed. The
difference is thresholded and foreground regions are
labelled as shown in figure 1. Since the tracker does
not rely only on this segmentation, it is not crucial that
good segmentation is achieved but the information ob-
tained here improves the measurement substantially.

FIGURE 1: Thresholded background subtraction. The
foreground pixels are highlighted.

2.3 Prediction in world-view

For each person being tracked, the system uses a
single world-view model. This model describes the
x and y position and velocity (a 4-D state vector:
x = (x, y, ẋ, ẏ)T ), together with a measure of the
uncertainty in this vector (a4 × 4 covariance matrix:
N = diag(σx, σy, σẋ, σẏ)) in the chosen 3-D world
coordinate space. Each time a new frame is received
from one of the cameras,x follows a transitional
relationship of the form:

x(t + ∆t) = A(∆t) · x(t) + |∆t|v(t) (1)

And the observationsy:

y(t) = b(x(t)) + e(t) (2)

where

A =


1 0 ∆t 0
0 1 0 ∆t
0 0 1 0
0 0 0 1

,
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b is the ground-plane to image-plane transformation
function, ∆t is the time that has elapsed since the
model was last updated (when the previous frame,
from the same or a different camera, was received by
the system),v(t) and e(t) are noise sequences with
zero mean and covariance matrix:

E
(

v(t)
e(t)

)(
v(t) e(t)

)
=
(
N(t) 0

0 W(t)

)
This formulation allows asynchronous predictions to
be made and increases the uncertainty of the predic-
tion with ∆t. Hence, given an initial or a previous
estimate of the state vectorx̂(t − ∆t|t − ∆t) and the
associated uncertaintyP(t−∆t|t−∆t), the prediction
and associated uncertainty is given by

x̂(t|t − ∆t) = A(∆t) · x̂(t − ∆t|t − ∆t) (3)

P(t|t−∆t) = A(∆t)P(t−∆t|t−∆t)AT (∆t)+|∆t|N(t)
(4)

2.4 Projection to image space

2.4.1 Quadrics and conics

An ellipsoid is a particular configuration of a quadric.
A quadric is represented in homogeneous coordinates
by a symmetric4 × 4 matrix Q such that points in
space that are inside the ellipsoid will satisfy:

XTQX > 0 (5)

WhereX = (x, y, z, 1)T — the 3-D homogeneous co-
ordinates of points in world view.
It is shown in [8] that for a normalised projective pro-
jective cameraPn =

(
I 0

)
, the profile of a quadric

Qn =
(

A b
bT c

)
is a conicC described by:

C = cA− bbT (6)

Hence the points in the image,Y that satisfy (7) will
lie inside the projected ellipse.

YTCY > 0 (7)

whereY = (j, i, 1) - homogeneous pixel coordinates
of points in the image space.

To obtain the imageQn of a quadricQw in an ar-
bitrary projective cameraP = K

(
R t

)
, one has to

first computeH such thatPH =
(
I 0

)
, whereR

andt define rotation and translation transformations,

andK, sometimes described as the intrinsic matrix,
defines the scaling from metric dimensions to pixel di-
mensions.

OnceH is computed,Qn is calculated as follows:

Qn = HTQwH (8)

FIGURE 2: A quadric Q with its projection C on the image
plane

2.4.2 From a 3-D position to an ellipse in image
space

This process is broken down in the following steps:

1. Given the predicted position̂x(t|t − ∆t) and the
height of the personL, generateQw(t|t−∆t) that
will describe the vertical ellipsoid with centre at
(x̂(t|t − ∆t), ŷ(t|t − ∆t), L/2) and dimensions
(L/4, L/4, L).

2. CalculateH andQn usingP andQw(t|t − ∆t).

3. Calculate the corresponding conicC(t|t − ∆t)
using (6).

4. Find the points(ju, iu) in the image plane that
will be inside the ellipse by applying (7).

5. These are ideal, distortion-free pixel image coor-
dinates. The real, distorted pixel image coordi-
nates(jd, id) are calculated as follows:

ju = jd + jd(κ1j
2
d + κ1i

2
d) (9)

iu = id + id(κ1j
2
d + κ1i

2
d) (10)

whereκ1 is the first order distortion coefficient of
the lens.
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2.5 Observations in image space

The predicted image location obtained in the previous
step together with the foreground regions identified in
step 1 are not sufficient for robust tracking. To dis-
tinguish between the different foreground objects we
make use of the colour information contained in the
image together with some colour reference for each of
the tracked subjects.

2.5.1 Template matching

As mentioned in the introduction, we bin colour in-
formation in a(10 × 10 × 10 × n) RGB-height his-
togram. In the binning process only foreground pixels
within the ellipse shaped samples are counted. Figure
3 shows an example of such a sample and the corre-
sponding RGB-height histogram. The colours shown
are the calculated mean RGB values for each of then
segments. A valuen = 6 has been found to be satis-
factory for a number of tracking sequences.

FIGURE 3: Ellipse shaped image sample and correspond-
ing RGB-height histogram

The similarity measure between the model distri-
bution p(u) (generated on initialisation and updated
throughout the tracking process) and an image sam-
ple distributionq(u) uses the popular Bhattacharyya
coefficient ([1] and [6])

ρ[p, q] =
∫ √

p(u)q(u)du (11)

The largerρ is, the better the match. The next step
is to find the best matchρpeak, and its corresponding
positiony(t) = (jpeak, ipeak).

2.5.2 Finding the best match

Since the computation involved in the histogram repre-
sentation and matching is the bottleneck of the whole
tracking process, one would like to keep the number of
image samples required to findy as low as possible.

FIGURE 4: Surface plot ofρ and samples points

Mean-shift type searches [1], which usually don’t
require many iterations, cannot be implemented using
the chosen model representation because of the spatial
information it contains. So the 3 approaches that were
considered were:

(i) Multi-scale exhaustive search withinPp(t|t −
∆t)

(ii) n random samples from the normal distribution
N(I,Pp(t|t − ∆t))

(iii) The Simplex search method [4], implemented by
the Matlabfminsearchfunction with limited iter-
ations.

Good results were obtained using approach (iii), with a
20 iterations limit and the projected predicted location
picked as the starting point. But however, in more clut-
tered scenes, approach (ii) with as few as 20 samples
was found to be robust to mixing up people. Approach
(i) proved to be the most robust but required a lot more
than 20 samples.

Figure 4 shows the template matching outputρ(j, i)
in the neighbourhood of the image of a tracked subject.
Also shown are the samples that were taken from the
distribution(x̂p(t|t − ∆t),Pp(t|t − ∆t)).

2.5.3 Calculating the projected prediction uncer-
tainty Pp(t|t − ∆t)

The prediction uncertaintyP , is projected to image
spacePp(t|t − ∆t) by the Jacobian of the image to
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world transformation:

Pp(t|t−∆t) =

(
∂j
∂x

∂j
∂y

∂i
∂x

∂i
∂y

)
×P(t|t−∆t)×

(
∂j
∂x

∂j
∂y

∂i
∂x

∂i
∂y

)T

(12)
The uncertainty associated with the measurementy(t)
is scaled by the quality of the match found byfmin-
search:

W (t) =
1

ρ(y(t))
×
(

σj 0
0 σi

)
(13)

where a value of 5 pixels forσj andσi seems to be
good for this particular configuration.

2.6 Update

The update step can be summarised as follows:
Given an observationy(t), the predicted state
x̂(t|t − ∆t), and their respective uncertaintiesW(t)
and P(t|t − ∆t), make an optimal estimate of the
location x̂(t|t) and its associated uncertaintyP(t|t).
This is done using the Kalman filter formulation as
treated in [9] and [7]:

x̂(t|t) = x̂(t|t−∆t)+K(t)[y(t)− b(t, x̂(t|t−∆t))]
(14)

P(t|t) = P(t|t−∆t)−K(t)B(t)P(t|t−∆t), (15)

wherex̂(t|t−∆t) andP(t|t−∆t) were calculated in
the prediction step using (3) and (4).

Sinceb(t,x) is non-linear,B(t) is calculated by lo-
cally linearisingb atx = x̂(t|t − ∆t):

B(t) =
∂b(t,x)

∂x

∣∣∣∣
x=x̂(t|t−∆t)

(16)

This gives:

B(t) =

(
∂j
∂x

∂j
∂y 0 0

∂i
∂x

∂i
∂y 0 0

)
(17)

The Kalman gain is calculated as follows:

K(t) = P(t|t−∆t)BT (t)·[B(t)P(t|t−∆t)BT (t)+W(t)]−1

(18)
Figure 5(a) shows a close-up view, as seen from the
top, of the predicted person position, the two observa-
tions, and the optimal estimate together with their re-
spective uncertainties. Figure 5(b) and 5(c) show the
2 frames from which the observations were made and
the projected ellipse at the estimated location.

(a)

(b) Camera 1

(c) Camera 2

FIGURE 5: Views from camera 1 and 2 at that particular
instant with estimated position of ellipsoid projected back
onto the image
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3 Some results

Figure 6 shows the result of the tracking of one per-
son inside a room using two cameras. The ground
truth (done by hand) is shown as the dark line and the
estimates are shown by the triangles. This particular
sequence has an instance of complete occlusion from
camera 1 and partial occlusion from camera 2. Once
initialised, the tracker currently tracks a single person,
from one view, at roughly 4-5 frames a second. This
result is achieved on a Pentium 2.4 GHz, with image
size of384 × 288 with ellipses containing 1000-4000
pixels (roughly 1-4% of the total image area).

FIGURE 6: Tracking results for 115 frames

4 Conclusions

In this paper a 3D tracker making use of multiple
observations was presented. The use of an Extended
Kalman filter as the optimal estimator/tracker was
demonstrated. A novel 4 dimensional RGB-height
(along projected ellipse’s longer axis) histogram for
matching ellipsoidal-shaped templates was tested
and seems to be a good compromise between colour
histograms and appearance models offering the
advantages of each approach for representing the
subject being tracked. Further testing of the algorithm
still needs to be performed. There is a lot of scope to
improve on the current processing speed.
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Abstract

Magnetic Resonance Imaging (MRI) is fast becoming an indis-
pensable tool for the diagnosis of heart disease. Myocardial
tagging is a cardiac MRI technique that allows one to perform
a detailed kinematic analysis of the heart muscle. This allows
clinicians to non-invasively identify areas of damaged cardiac
muscle tissue. Myocardial tagging involves magnetically mark-
ing the heart muscle with a set of lines, and monitoring the de-
formation of these lines as the heart contracts. Harmonic phase
(HARP) analysis is a procedure that facilitates the rapid quan-
tification of material displacement and strain from tagged im-
ages. There is currently no reliable means of outlining the walls
of the heart muscle in tagged images, thus making any inter-
pretation of muscle strain prone to inaccuracies. This paper
presents a novel method of extracting the heart muscle contours.
The method is based on the fact that the harmonic phase of the
heart muscle in a tagged image behaves in an ordered manner
over time relative to the enclosed blood and surrounding cavi-
ties. This method exposes new prospects for research involving
kinematics of the heart, particularly of the right ventricle.

1. Introduction
Heart disease is a leading cause of death in the Western world.
In 2000, cardiovascular disease (CVD) caused 39% of deaths
in the United States [1], and in 2001 the CVD-related mortality
in the United Kingdom was slightly higher than this [2]. CVD
is also South Africa’s number one killer, being responsible for
19,8% of all deaths each year [3].

Over the past decade, magnetic resonance imaging (MRI)
has become a powerful diagnostic tool for heart disease. My-
ocardial tagging is a cardiac MRI technique that allows one to
measure strain and displacement of material points within the
heart muscle. The tagging involves using specialised MRI se-
quences to mark (ortag) bands of heart muscle tissue. These
tags are material properties of the tissue, and they can be seen
to deform as the heart contracts. If the deformation of the tags is
monitored, concepts from continuum mechanics can be applied
to determine strain and displacement fields, which in turn can
be used to identify the strains and wall motion abnormalities
associated with a number of heart diseases.

The MRI scanning process can capture a series of tagged
images undergoing deformation in a cine format. Two out of the
eight frame cine series used in this paper are shown in Figure 1,
which gives an example of a tagged image before the heart con-
tracts, at end-diastole, and after the heart has completely con-
tracted, at end-systole. The annulus in the centre of Figure 1(b)
is the left ventricle (LV), and the crescent-shaped cavity shown
on the left of this is the right ventricle (RV). The pleural cavity,

(a) (b)

Figure 1: Example of a tagged image showing the dark bands
of saturation (a) undeformed, at end-diastole, and (b) deformed,
at end-systole.

comprising the left lung in this image, is indicated above and to
the right of the heart.

These tag lines give an indication of motion and deforma-
tion in a direction orthogonal to the lines. A second set of tag
lines placed perpendicular to the first, can also be acquired, giv-
ing an indication of motion and deformation in two dimensions.
It is also possible to investigate motion and deformation in a
third dimension, but this requires further imaging planes and is
beyond the scope of this document. As is depicted in Figure
2, the tasks involved in analysing tagged images are typically
fourfold:

1. Identify the tag line intersections in each frame of a se-
ries of images, and track the motion of these intersec-
tions from frame to frame.

2. Represent the behaviour of the heart using a model. This
is done in order to quantify the motion of the tagged
points from one image to the next in a realisable man-
ner.

3. Generate triangular elements with corners corresponding
to the tag intersections. These triangles can be treated as
finite elements and the strain and rigid body displace-
ment can be determined by examining their deformation
and displacement respectively.

4. Outline the borders of the heart muscle, or myocardium.
This includes both the internal border, or endocardium,
and the external border, or epicardium of each ventricle.

Recently a technique has been developed for tracking tags
based on the concept of harmonic phase (HARP) [4]. The
HARP method is completely automated and is capable of de-
veloping strain maps at a pixel resolution.
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Figure 2: Tagged image of the left ventricle indicating the re-
quired image registration. Image adapted from [5].

It is the last of the above tasks that this paper addresses. De-
lineating the myocardium accurately is important for a number
of reasons. Firstly, clinicians often find it useful to quantify the
amount of myocardial wall thickening. Secondly, because of the
flow of blood within the ventricles and of air within the lungs,
the magnetic resonance (MR) signal of these areas is very noisy.
As a result of this, when developing strain maps, the values of
strain depicted within the blood and lungs will be completely
nonsensical and often elaborately large. A clinician could thus
easily be prone to making a misdiagnosis if it is unclear where
the borders of the myocardium lie.

This paper proposes a novel method of outlining the my-
ocardium based on excluding areas where the MR signal is be-
having in a random fashion, i.e. in fluid-filled areas such as
blood and lungs. This is achieved by tracking material points
(at a pixel resolution) in the images from frame to frame. Points
based within stationary tissue or within the myocardium behave
in a similar manner to neighbouring points. These points can
thus be distinguished from the areas in the blood and lungs by
their relatively high short-range correlations. Outlining the my-
ocardium is currently one of the final hurdles preventing my-
ocardial tagging from becoming a clinically acceptable method-
ology.

2. Harmonic Phase (HARP) Analysis
2.1. Overview

Harmonic phase, or HARP, analysis is a fast and elegant tech-
nique for processing tagged images. It was first proposed by
Osman and Prince [6], and has fuelled a considerable number
of research efforts since.

When looking at a tagged image in the Fourier domain, it it
seen that the original untagged image is modulated onto a num-
ber of spectral peaks, as can be seen in Figure 3(a). These peaks
are located at the tag frequency and integer multiples thereof.
By filtering out all but one of the two spectra corresponding to
the tag frequency, and then performing an inverse Fourier trans-
form, a complex image results. The magnitude of this com-
plex image is merely a crude version of the original untagged
image. It can be shown that the angle of this complex image
is a material property of the tissue, and can thus be related to
myocardial motion and deformation [4, 7]. This has the excit-
ing consequence that the resolution for the analysis of tagged
images is not limited to the tag spacing. In two dimensional
tagged images, where one is able to track motion in two dimen-

sions, material points in the myocardium can be tracked on a
pixel-by-pixel basis.

2.2. Myocardial tagging

Prior to acquiring a standard cine sequence of the heart, selec-
tive excitation can be used to produce a pattern of dark, satu-
rated lines of altered magnetisation. Currently, the most com-
mon form of myocardial tagging is the spatial modulation of
magnetisation (SPAMM) sequence [8]. Here, the tissue is spa-
tially modulated in a sinusoidal manner, where the dark lines
correspond to the troughs of the sinusoids.

A SPAMM sequence is immediately followed by a stan-
dard MRI cine sequence. A grid of tag lines can be obtained
by applying a further orthogonal SPAMM sequence prior to the
cine acquisition. It is important to note that the saturated lines
of magnetisation become less distinct with time, a phenomenon
known as tag fading. The time constant for this relaxation is
800 ms in myocardium, which is typically sufficient for the tag
lines to be visible throughout systole.

2.3. HARP images

The effect of simple SPAMM sequences can easily be described
mathematically [9]. It can be shown from this that, in the
Fourier domain, a SPAMM image is the summation of a base-
band spectral pattern and a number of sinusoidally modulated
patterns at integer multiples of the tag frequency [6].

Let end-diastole be considered to be at timet = 0, and
let every material point in the heart be marked by its position
p = [p1 p2] at this reference time. As the heart deforms, a
material point within the myocardium moves from its reference
pointp to a new spatial positionx = [x1 x2] at timet. This can
be characterised by the reference mapp(x, t). If I0(p(x, t))
is the intensity of this material pointp in the absence of the
tag pulse sequence, then the application of a SPAMM sequence
modifies this intensity according to the relation [10]:

I(p(x, t)) =

K∑
k=1

I0(p(x, t))ck(t)ejωT
k p(x,t) (1)

where the spatial frequenciesωk are the locations of the spectral
peaks, andK, which is a function of the SPAMM sequence,
represents the number of spectral peaks present in the Fourier
domain. The coefficientsck are derived from the parameters of
the SPAMM sequence, account for the fading of tag patterns.

The spatial frequencyωk (in radians per pixel) in the direc-
tion perpendicular to the tag lines, has magnitude

ωk =
2πwc

N
(2)

whereN is the number of pixels spanning the width of the
square image, andwc is the number of pixels between the zero
frequency and the centre of the selected spectral peak.

Equation 1 shows that the underlying image is modulated
by the SPAMM sequence, and that a SPAMM-tagged image is
the sum ofK complex harmonic images, each corresponding to
a distinct spectral peak identified by the frequency vectorωk.
The spectral peaks in the Fourier domain arise because the si-
nusoids in the SPAMM tag pattern amplitude modulate (AM)
the underlying image, acting as carriers that shift the underly-
ing spectrum into various positions.

The displacement fieldis defined as the transition from
the reference configuration to the current configuration, that is
u(x, t) = x − p(x, t). Using this relation in the phase compo-
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(a) (b)

(c) (d)

Figure 3: Bandpass filtering of the spectral content of the peak
situated at the fundamental tag frequency. (a) The Fourier do-
main representation of Figure 1(a) and corresponding bandpass
filter, (b) the magnitude image, (c) the phase image of the in-
verse Fourier transform of the filtered image, and (d) the phase
image derived from Figure 1(b).

nent of Equation 1, and another analogy from communications
theory, it is seen that Equation 1 represents a phase modulation
(PM) of the underlying carrier by a measure of displacement.
Thus if the phase of the information that is modulated onto the
underlying carrier can be quantified, so can the motion of any
material point within the myocardium.

An estimate of this phase image can be extracted by cap-
turing the spectral peak at the tag frequency using a two dimen-
sional bandpass filter with dimensions large enough to encom-
pass the maximum spreading of the energy around the peak.
Note that only one peak out of the symmetric pair is chosen,
otherwise there will be phase cancellation. The design of this
bandpass filter is a tactful process, and has been investigated
in detail [10, 11]. Performing an inverse Fourier transform on
this filtered image will result in a complex image with a phase
that depicts the tag positions. Figure 3 shows an estimate of
the bandpass filter, as well as both magnitude and phase images
of this complex image. Figure 3(d) is the phase image derived
from Figure 1(b).

2.4. Displacement fields

The phase in Figure 3(c) and 3(d) is wrapped from−π to π due
to thearctan operation. If the images are unwrapped, the mo-
tion of each pixel in the image can be uniquely defined in the
direction perpendicular to the tag lines. If two such unwrapped
images are acquired for orthogonal tagging planes, the two di-
mensional motion of each point in the image can be uniquely
tracked. Unfortunately, these phase images are too noisy to
unwrap directly. However, if the phase images from two suc-
cessive frames are subtracted from each other, and the motion

(a) (b)

Figure 4: Images used to construct a displacement field. (a) Mo-
tion in the left-right direction. Light pixels depict displacement
to the left and dark pixels depict displacement to the right. (b)
Motion in the up-down direction. Light pixels depict upwards
displacement and dark pixels depict downward displacement.

during this frame duration is less than half the tag spacing, then
phase unwrapping can easily be performed.

Assume that two phase imagesφk1(x, t) and φk2(x, t)
have been obtained with linearly independent spatial frequency
vectors ωk1 and ωk2 respectively. The subtraction of two
successive frames of phase images gives the wrapped image
4φk(x, tn′) = φk(x, tn+1) − φk(x, tn), with the unwrapped
version bring represented as4φ∗k(x, tn′). Heren is a discrete
frame number and the prime indicates the time segment span-
ning the framesn to n + 1. Thus for a series withF frames,
n runs from 1 toF and n′ runs from 1 to(F − 1). In the
context of this frame subtraction, the displacement field can
be more generally defined for each frame pair asu(x, tn′) =
p(x, tn+1)− p(x, tn).

In order to relate4φ∗(x, tn′) (in grey levels) tou(x, tn′)
(in pixels), two scaling factors are required. Firstly,κ is intro-
duced as the wrapping angle divided by the number of image
grey levels. This typically corresponds to2π/255. The sec-
ond constant, which converts radians into pixels, is simply the
inverse of the spatial frequency magnitudeωk, given by Equa-
tion 2. Thus the two dimensional displacementu2 = [u1 u2]
can be calculated according to

u2(x, tn′) = κ

[
4φ∗k1(x, tn′)/ωk1

4φ∗k2(x, tn′)/ωk2

]T

(3)

Equation 3 only holds if the motion between frames is less than
half the tag spacing, i.e.|ωkiu| < π for i = 1, 2 [10].

Figure 4(a) gives an example of4φ∗k1(x, tn′) for motion in
a horizontal direction. Light pixels indicate motion towards the
left and dark pixels indicate motion towards the right. Similarly,
Figure 4(b) depicts the corresponding4φ∗k2(x, tn′) for motion
in a vertical direction. Light pixels indicate upwards motion
and dark pixels indicate downwards motion. Note the clear ra-
dial contraction of the annulus-shaped left ventricle. The dis-
placement field vector plot can easily be derived from these two
images.

2.5. Determining strain

Strain can be described as the normalised change of fiber length
in a particular direction. Section 2.3 demonstrated that the tag
pattern phase is a material tissue property which remains con-
stant despite tag fading. As can be seen by comparing Fig-
ure 3(c) to Figure 3(d), it is the gradient of the phase that
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changes during deformation, doing so in a manner that is in-
versely proportional to the deformation.

Strain can be directly calculated for each frame using the
deformation gradient matrix, which is given byF (x, tn) =
∇xp(x, tn) where∇x is the gradient with respect tox.

Assume again that two phase images have been obtained
with linearly independent spatial frequencies. Ife ∈ R2 is a
unit vector in the image plane, then the apparent strain in the
direction ofe is given by [7]:

ε2(x, tn; e) = ‖[∇xφ(x, tn)]−1We‖ − 1 (4)

whereW = diag(ωk1, ωk2) and the Euclidian norm serves to
give a scalar value atp(x, tn) in the direction ofe. The vectors
e can for example be positioned in a circumferential direction
relative to a manually selected point in the centre of the left
ventricle.

3. Myocardial Contour Detection
3.1. Overview

The displacement fields and strain maps contain a vast amount
of information about the behaviour and condition of the heart in
question. Interpretation of these images is however made diffi-
cult by the inability to discern the myocardium from the lungs,
ventricular blood pools, and other surrounding tissues. The of-
ten large random values of strain depicted in the lungs and blood
pools could in fact lead to a dangerous misinterpretation of the
heart’s condition.

A very efficient method of outlining the myocardium was
devised by Osmanet al. [4]. It simply involves performing a
thresholding procedure on the magnitude image of the complex
Fourier-filtered image, such as that shown in Figure 3(b). The
resulting masks are crude and become progressively less accu-
rate with time.

Active contour models have also been used to extract en-
docardial contours from normal cine cardiac MRI images [12].
Processing times for this method are acceptable, and only a few
minutes are required to outline the left ventricular blood pool for
an 80 frame series. The author has found no records of active
contour models being applied to tagged images. This applica-
tion seems obvious because the active contour models can be
tuned to remain relatively unaffected by the discontinuities of
the tags.

Immediately after tags are applied, and before the blood in
the ventricles has had time to flow out of the imaging plane, the
tags show up clearly in the blood pools. This has the implica-
tion that the endocardium in the first few frames of a sequence is
greatly obscured by the tag lines in the blood, as is clear in Fig-
ure 1(a). Image processing methods based on image intensity
are completely powerless for these frames. Even marking the
myocardium manually, which is currently the method of choice
for an accurate outline, is impossible here.

3.2. Short-range correlations of cumulative displacement
fields

3.2.1. Cumulative displacement fields

A cumulative displacement field refers to the tracking of ma-
terial points through an entire sequence by adjoining displace-
ment field vectors end-to-end. For the purposes of this descrip-
tion, a forward mapx = x(p, t) is used instead of the reference
mapp = p(x, t) used previously. Let̂i1 and î2 be unit basis
vectors forp1 andp2 respectively. A forward map gives the

Figure 5: Cumulative displacement field for an eight frame se-
quence. Vector density reduced tenfold for display purposes.

present position of the particle that occupied the pointp at time
t = 0 relative to the referential coordinatesî1 and î2. A more
detailed description of these maps can be found in any contin-
uum mechanics text.

If all of the reference pixelsp = [p1 p2] lie on a uniform
grid at timet1 = 0, then they can be considered to lie on the de-
formed grid[x1(p, tn) x2(p, tn)] at timetn. The displacement
field is described in material coordinates byu(p, t) = x(p, t)−
p. Between two successive frames, this can be adapted to
u(p, tn′) = x(p, tn+1)− x(p, tn). Thus the displacement field
vectors for each frame differencetn′ originate at the deformed
grid position defined byx(p, tn). The cumulative displacement
field is shown by plotting[u(p, t1′), . . . , u(p, t(F−1)′)] on the
same axes. HereF is the number of frames in the cine series.
Figure 5 shows the cumulative displacement field for the eight
frame sequence used in this study. The contraction of the left
ventricle is depicted very clearly. Note that the vector density
has been reduced tenfold for display purposes.

3.2.2. Myocardium mask based on short-range correlations

A striking feature in Figure 5 is the chaotic behaviour of the
cumulative displacement vectors in the pleural cavity and blood
pools. In the pleural cavity, this is because no tags can be placed
in spaces containing air and hence any readings of harmonic
phase can simply be classified as noise. The tags initially placed
in the blood pools are washed away as blood is ejected from
the ventricles, resulting in similar nonsensical harmonic phase
readings for these areas.

It is proposed here that the chaotic behaviour of the lungs
and blood pools versus the more ordered behaviour of the my-
ocardium be used as a means of differentiating between these
areas. One way of achieving this is to identify short range cor-
relations between the vector components making up the cumu-
lative displacement fields.

This can be done here by calculating spatial derivatives
on the vector components for all the frames of a series. Vec-
tors behaving in a manner similar to their neighbours will have
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Figure 6: Image of the myocardium for the first frame based on
performing spatial derivatives on the vector components for all
the frames of a series.

low spatial derivatives, whereas random behaviour will result in
higher values.

The cumulative displacement field can be thought of as
two sets of three dimensional matrices containing the spatio-
temporal coordinatesx(p1, tn) andx(p2, tn) respectively, for
all imagesn = 1, . . . , F . One matrix thus contains coordinates
for the î1 direction, and the other contains coordinates for the
î2 direction. Note that the two sets of two dimensional matrix
entries corresponding tot1 simply describe the initial grid point
coordinates. The corresponding entries for the latter frames de-
scribe the coordinates of these (deformed) grid points at these
frames. The pair of three dimensional matrices thus portrays
the motion of the material area described by each image pixel
throughout the entire cine series. Using this representation, any
data analysis performed on a set of coordinates through all time
frames of a series can be mapped to the original position on the
first frame.

The myocardium mask for the first frame of a sequence can
be obtained by calculating

M(x(pk, t1)) ≈
F−1∑
n′=1

[(
∂u(pk, tn′)

∂ î1

)2

+

(
∂u(pk, tn′)

∂ î2

)2
]

(5)
for k = 1, 2, and summing M(x(p1, t1)) and

M(x(p2, t1)). In summary, the spatial derivatives with respect
to bothu(p1, tn′) andu(p2, tn′) are taken in botĥi1 and î2 di-
rections. The results are squared and summed for all(F − 1)
frame differences.

Figure 6 is the image that results when applying this method
to the full-resolution version of the cumulative displacement
field data set presented in Figure 5. A simple smoothing and
thresholding procedure can be applied to this image to give
a mask of the myocardium that can be used as a canvas for
the strain map of the first frame. The distinction between my-
ocardium and blood/lung is typically large enough to make the
threshold level relatively unimportant.

3.2.3. Tracking and error analysis

Tracking the myocardium mask fromt1 through totF is eas-
ily done given the two sets of three dimensional matrices
of x(p, tn). Because the displacement fields are calculated
to a sub-pixel resolution, rounding artifacts appear as stretch

(a) (b)

(c) (d)

Figure 7: Myocardium mask overlaid onto a summation of ver-
tical and horizontal tagged images. (a) Frame 1, (b) frame 3, (c)
frame 5, and (d) frame 7. The arrows indicate an ‘additional’
tag line that has arisen because of motion perpendicular to the
image plane.

lines on the subsequent masks. These can easily be removed
by scanning the image for small blocks of non-myocardium
sandwiched between myocardium, and labelling these as my-
ocardium. Figure 7 shows the myocardium outlines superim-
posed onto a summation of vertical and horizontal tagged im-
ages for four out of the eight frames of the sequence. Note
that the myocardium outline is completely invisible to the hu-
man eye for the first frame, when the tag lines appear in the
blood pools. The accuracy of tracking points using a cumu-
lative displacement field is calculated by comparing the phase
coordinates att1 (= 0) with those attF . The slope of the har-
monic phase image attF in the directionŝi1 and î2 is used to
give an estimate of the tracking error in pixels. This tracking
error is depicted in Figure 8. It is interesting to note that the
tracking error of the areas exhibiting chaotic behaviour is far
higher than that of the myocardium, adding further evidence to
the random nature of the harmonic phase in the lungs and blood
pools. For the data set presented in this paper, the mean track-
ing error and standard deviation are 4.52 and 5.00 pixels respec-
tively for the entire image, and 1.42 and 2.26 pixels respectively
for the myocardium (as defined by the spatial derivative mask).
The processing time required to calculate the full 464 by 464
pixel cumulative displacement field for eight frames was 109
seconds on a 1.6 GHz Pentium 4, with a further minute being
required to calculate the eight myocardium masks. A more ac-
curate method for tracking harmonic phase coordinates from
frame to frame has also been developed [4]. This method in-
volves using a Newton-Raphson iterative procedure to locate
the closest set of identical harmonic phase coordinates in the
subsequent frame. The accuracy obtained is about 0.1 to 0.2
pixels, but the processing time would amount to over an hour
for this data set [4].

55



Figure 8: Tracking error in pixels, represented on the first frame
of a eight frame sequence.

4. Discussion
Quantifying the precision of this method of outlining the my-
ocardium is made difficult by the inability of the human eye
or other processing methods to accurately undertake the task.
One method of quantifying the precision would be to acquire
a normal MRI cine series with the same spatial and timing pa-
rameters as a cine sequence with tags.

A shortcoming of the two dimensional HARP technique
presented here is that it applies only for apparent motion, i.e.
motion in the plane of the image. Motion perpendicular to the
plane of the image can not be detected, and only the component
in the plane of the image is portrayed on the displacement field.
For a mid-ventricular view of the left ventricle, this is not very
problematic, since the motion perpendicular to the plane of the
image is fairly uniform throughout the left ventricle [10].

The motion of the right ventricle is not this simple, and a
three dimensional analysis would be required for an accurate
study. The arrows in Figure 7(c) and 7(d) indicate a tag line that
has moved into the image due to out-of-plane motion. This has
resulted in a large portion of the right ventricle that has not been
identified. The three dimensional application of both HARP and
this new contour detection will be the focus for future work in
this area.

5. Conclusion
Despite the fact that the concept of myocardial tagging was de-
veloped almost fifteen years ago, it has still not found its way
into a routine clinical environment. Over a decade of extensive
research has honed the tagged image processing techniques, and
a complete strain analysis is now a relatively fast and accurate
procedure. Delineating the myocardium using methods based
on pixel intensities is not a trivial task, and no acceptable meth-
ods have evolved. The development of a suitable method would
be an important step towards the routine clinical use of myocar-
dial tagging for the analysis of cardiac strain.

The method introduced in this paper uses short range corre-
lations on cumulative displacement fields to discern between the
myocardium and its adjacent cavities. The processing times for
the technique are reasonable. Outlining the myocardium in the
first few frames is impossible using techniques based on image
intensity because of the presence of tag lines in the ventricu-
lar blood pools. The accuracy of the method still needs to be
verified on normal cine images.

Cardiac strain maps have the important potential applica-

tion of assisting in the diagnosis of ischaemic heart disease,
which is a leading cause of mortality in the Western world. Is-
chaemic areas of myocardium would not contract properly, and
would in turn be stretched by the surrounding healthy muscle,
leading to distinct strain patterns.

By nature of its thin walls and unruly kinematics, the be-
haviour of the right ventricle is notoriously difficult to analyse.
This difficulty is not restricted to MRI, but is a generalisation
for other imaging modalities as well. If this new contour detec-
tion method can be extended to three dimensions, it will provide
exciting prospects for the analysis of right ventricular wall mo-
tion.
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Abstract

An extension of the bilateral filter is described. The pro-
posed filter is a weighted median filter which adaptively
estimates the weights in a similar manner to that of the bi-
lateral filter. The proposed filter strikes a compromise be-
tween smoothing and preserving important detail.

1 Introduction

The bilateral filter was proposed by Tomasi and Manduchi
as an image denoising algorithm [12]. Image denoising is
a common preprocessing stage used to improve the visual
appearance of images, and to improve subsequent image
processing stages such as segmentation or motion estima-
tion. The bilateral filter is a non-linear filter which takes
into account local image information in order to build a
kernel which smoothes without smoothing across edges.

It is clear from the literature that there is a direct rela-
tionship between bilateral filtering and robust estimation
[13]. Also clear is the relationship between anisotropic dif-
fusion and robust estimation [2]. It is known that there is
a fundamental relationship between the bilateral filter and
anisotropic diffusion [1, 5, 10].

This paper considers a natural extension to the bilateral
filter. Instead of a weighted summation of the pixels in a
neighbourhood, the result is the weighted median of pixels.
The median filtering approach helps to prevent outlier pix-
els from unduly distorting the result. There are a number of
weighted median filters described in the image analysis lit-
erature (see [3] for some examples). These filters tend not
to be sufficiently data adaptive. For example, pixels across
a strong edge may still significantly influence the median.

The traditional bilateral filter uses the Gaussian kernel
for both spatial and range (or tonal) filtering. Replacing the
kernel offers the possibility of reducing computational time
without impairing performance severely.

This paper begins by describing the traditional bilateral
filter. The modifications are then described in detail. A
series of experiments comparing the proposed filter and the
original bilateral filter are described.

2 The traditional bilateral filter

The bilateral filter is a non-linear denoising filter. A Gaus-
sian kernel is used for domain and range filtering. This
results in data dependent filtering.

The bilateral filter simultaneously weights pixels based
on spatial distance from the centre pixel as well as distance
in tone (intensity for example). The domain filter weights
pixels based on their distance from the centre:

v(x − y) =
1

2
e
−
(x−y)(x−y)

2σ2
D , (1)

wherex andy denote pixel spatial positions. The spatial
scale is set byσD. The range filter weights pixels based on
the photometric (tonal) difference:

w( f (x)− f (y)) =
1

2
e
−
( f (x)− f (y))( f (x)− f (y))

2σ2
R , (2)

where f (·) denotes image tonal values (intensity or
colour). The degree of tonal filtering is set byσR. The
bilateral filter is then:∫

Rd f (y)v(x − y)w ( f (x)− f (y))dy∫
Rd v(x − y)w ( f (x)− f (y))dy

(3)

Note that kernels other than Gaussian kernels are not ex-
cluded. See Durand and Dorsey for an example of other
kernels applied to bilateral filtering [4].

Boomgaard and Weijer [13] generalise the bilateral filter
to space-tonal convolution. This is an attempt to address
a fundamental problem with bilateral filters. Noise affects
all pixels, even the centre pixel (f (x)) used as a reference
for the tonal filtering. Noise affecting the centre pixel thus
has a disproportionate effect on the result. Boomgard et al
propose replacing the centre pixel with some estimate of
the true value. What this may be is not specified. A similar
approach was suggested by Perona and Malik to reduce the
influence of noisy edges on anisotropic diffusion [9]. Per-
ona and Malik suggested low-pass filtering with a kernel of
small spatial extent. Again, Boomgaard et al use a Gaus-
sian kernel in their examples of spatial-tonal convolution.
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3 The modified bilateral filter

The traditional bilateral filter performs a weighted averag-
ing of a neighbourhood. Noise influencing the centre pixel
has a disproportionate influence on the range filtering. This
suggests the following modifications:

(i) Replacing the summation. In this paper, the pixels are
combined using a weighted median. Other methods,
for example stack filters [7, 14], are possible.

(ii) Exploring alternative kernels for both domain and
range filtering.

This provides, in theory, a number of advantages. A
simpler kernel than the Gaussian may be easier to com-
pute, leading to a performance speed tradeoff. Selecting
the median rather than the mean leads to a filter more toler-
ant of outliers and hence noise perturbed centre pixels. The
Gaussian kernel is of infinite extent, this leads to averag-
ing even when the weight allocated is small. Consider the
simple case of a step edge, irrespective of how small one
makes the domain or range sigmas, the step is rounded, or
smoothed. This is because all pixels contribute to the av-
eraging process, even though their weights might be small.
One can make a case that strong edges should be left intact.
This prompts the consideration of other kernel functions. A
similar argument is used by Black et al to justify the use of
alternate edge stopping functions for anisotropic diffusion
[2].

There appears to be no compelling reason to use ker-
nels from the robust statistical literature only. Maintaining
strong edges requires that the range kernel is of finite ex-
tent. In effect, any finite extent, low pass kernel will do.
The kernel is then selected based on the desired smoothing
as well as the computational requirements.

There is also no compelling reason for the range kernel
to be based on weighted differences between pixels only.

4 Potential kernels

Two factors are of interest: the degree of outlier rejection
by each kernel (or the degree of edge preservation), and the
spatial extent of the kernel which selects the spatial scale of
the filter. The following robust kernels are used [9, 2, 11]:

Andrew’s wave: g(x, σ ) =

{
sin(πx/σ)
πxσ |x| ≤ σ

0 |x| > σ

El Fallah Ford g(x, σ ) =
1√

1 + (x/σ)2

Gaussian: g(x, σ ) = e
−

x2

2σ2

Huber’s mini-max: g(x, σ ) =

{
1
σ

|x| ≤ σ
sign(x)

x |x| > σ

Lorentzian: g(x, σ ) =
2

2σ 2 + x2

Tukey bi-weight: g(x, σ ) =

1
2

(
1 −

( x
σ

)2
)2

|x| ≤ σ

0 |x| > σ

The following kernels are considered as well:

Cosine: g(x, σ ) =

{
cos

(
πx
2σ

)
|x| ≤ σ

0 |x| > σ

Flat g(x, σ ) =

{
1
σ

|x| ≤ σ

0 |x| > σ

The Flat kernel is simple to compute, and when used as
a domain filter allows for the effect of various range filters
to be considered in isolation.

The kernels are dilated to ensure that the kernels are at
the same spatial scale. The dilation is selected by forcing
the peaks (where these exist) of the various influence func-
tions (ψ(x) = xg(x, σ )[11]) to line up. This allows the
rejection of outliers to begin at (nearly) the same point for
each kernel. This results in selecting a scale factor (σR) for
the range filtering. Note that the El-Fallah Ford influence
function only asymptotically approaches one. There is thus
no extremum, which leads the choice ofσR to be 0.99 of the
maximum. It should be clear that selecting a larger value
for σR leads compressing the influence function, leading to
a resemblance to the Huber mini-max influence function.

TheσR values are shown in table 1.

TABLE 1: Kernel tonal (σR) and spatial extent.

Kernel σR 99% radius(pixels)

Andrews Wave 0.5 1
Cosine 0.5477 1
ElFallah Ford 10 20
Flat 1 1
Gaussian 1 3
Huber’s mini-max 1 20
Lorentzian

√
2 17

Tukey’s bi-weight 1
√

5
1

The spatial kernels are selected to be radially symmet-
ric.1 The spatial extent sets the size of the structures pre-
served or removed. Table 1 shows the spatial kernel radius
at which kernel values are less than 0.01% of the peak val-
ues. This then selects the spatial extent of the filter.

1Spatially separable kernels are expected to perform similarly.
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5 Experimental results

Some variants of the proposed filter are tested. It is quite
difficult to quantitatively compare denoising algorithms on
real world data. Without ground truth data a comparison
is impossible. The algorithms are first compared on artifi-
cial data (which to some degree resembles the real world
data). Noise is added, and the Peak Signal to Noise Ra-
tios (PSNRs) are compared. Several noise distributions are
considered: Gaussian and “Salt and Pepper” noise.

The Peak Signal to Noise Ratio (PSNR) is defined as [3]:

PSNR= 20 log
Peak value√

1
M N

∑M
y=1

∑N
x=1 ( f (x, y)− g(x, y))2

,

(4)
where f (x, y) denoted the original data (without noise
added) andg(x,y) denotes the filtered data.

This provides a measure of how different the filtered
noise added image and the original images are.

5.1 Creation of the artificial data

A series of points are randomly placed on an empty image.
The Voronoi tessellation [8] of the image is computed. The
centroids of the Voronoi regions are found. The distance
function from each centroid is computed. The distance
function is then inverted and Phong shaded [6] to yield
an artificial image of froth. An example artificial image is
shown in figure 1. While the bubble shapes and boundaries
are somewhat distorted, the individual bubbles and overall
effect are fairly realistic as compared to figure 2.

FIGURE 1: An example of artificial froth.

5.2 Experiments on artificial data

Artificial data was generated and analysed to provide a
quantitative measurement of the denoising performance of

the proposed filter.
A sequence of ten images was generated and noise

added. A range of kernels with differentσ values was ap-
plied and the results summarised in tables 2 and 3. The
first test added Gaussian noise with varianceσ 2

= 0.0016
(with the maximum pixel intensity in the image rescaled to
one). Tables 4 and 5 summarise the results for “Salt and
Pepper” noise. The noise parameters were 1% probability
of a pixel being Salt noise (or set to maximum intensity)
and 1% probability of a pixel being Pepper noise (or set
to minimum intensity). In the interests of brevity, only the
best and the fastest range kernels are shown for each noise
and domain filter type.

The traditional and proposed filter perform similarly for
the Gaussian noise added case. It is clear that Gaussian
domain and range kernels are less efficient than other alter-
natives, such as Flat domain and range kernels.

The situation for the “Salt and Pepper” noise is different.
The Gaussian domain and Tukey Bi-Weight range performs
very well for the proposed filter. The best performing ker-
nels for the traditional filter are the Cosine kernels for both
domain and range filtering. The Flat kernels again provide
a fast alternative with performance close to the best kernel
combination.

In contrast, a 3× 3 median filter yields a PSNR of
34.4dB on the Gaussian added noise, and a PSNR of
41.9dB for the “Salt and Pepper” added noise. In both cases
the proposed filter does better.

5.3 Experiments on real world data

Some real world data was analysed to provide a qualitative
understanding of the performance of the proposed filter.
The image is of a froth cell with interfering light sources.
These are: sunlight at an oblique angle leading to strip
highlights on the bubbles, and plant lighting leading to tiny
highlights visible on the large bubbles. Since highlights
are natural markers for the bubbles, an attempt is made to
remove the undesired highlights.

Figure 2 shows an example froth image, denoised ver-
sion and error image after iterating the traditional bilateral
filter four times. The domain and range sigmas are, 14
and 0.235 respectively. The kernel used for both domain
and range filtering is the Andrew’s Wave kernel. The error
image was enhanced by applying the gamma power law
(y = xγ ) using a gamma of 4. The error image is inverted
to make the detail more visible.

Figure 3 shows the result of applying the proposed bi-
lateral filter four times (the domain and range sigmas and
kernels are as before). Comparing the results of the two fil-
ters shows that the proposed filter does better at preserving
detail (compare the error images), yet is better at removing
the small point highlights. The traditional filter is seen to
remove structures by blurring or smearing.
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(a) An example image.

(b) Denoised by traditional bilateral filter.

(c) Inverted and enhanced error image.

FIGURE 2: The traditional bilateral filter on a froth image.

(a) An example image.

(b) Denoised by proposed bilateral filter.

(c) Inverted and enhanced error image.

FIGURE 3: The proposed bilateral filter on a froth image.
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TABLE 2: The traditional filter on Gaussian noise.
Range kernel PSNR σD σR Time(s)

Domain Filter: Andrews Wave
Cosine 34.41 4.0 0.1 5.1
Flat 34.35 4.0 0.1 3.0

Domain Filter: Cosine
AndrewsWave 38.39 7.3 0.1 48.1
Flat 37.69 7.3 0.1 22.4

Domain Filter: ElFallahFord
ElFallahFord 27.95 0.005 0.1 0.54
Flat 27.97 0.005 1.1 0.58

Domain Filter: Flat
AndrewsWave 37.56 4.0 0.1 17.3
Flat 37.00 4.0 0.1 8.5

Domain Filter: Gaussian
Cosine 35.99 1.3 0.1 18.2
Flat 35.87 1.3 0.1 11.4

Domain Filter: HuberMiniMax
Flat 36.48 0.2 0.1 8.2
HuberMiniMax 36.50 0.2 0.1 8.9

Domain Filter: Lorentzian
Flat 31.79 0.17 3.1 8.3
HuberMiniMax 31.80 0.17 0.1 8.7

Domain Filter: TukeyBiWeight
AndrewsWave 36.23 8.9 0.1 17.4
Flat 36.06 8.9 0.1 8.5

6 Conclusions

A natural modification of the bilateral filter is proposed.
The proposed filter is seen to provide a good compromise
between detail preservation and removing image structures
at the specified scale. Not surprisingly, the proposed filter
performs better for “Salt and Pepper” noise as compared to
additive Gaussian noise. The performance of the proposed
and original filters is seen to be similar for Gaussian noise.

It is clear that alternative kernels can provide a compro-
mise between speed and performance for both the tradi-
tional and proposed the bilateral filters.
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Abstract 

 
The application of adaptive filtering for the suppression of 
naturally occurring clutter in infrared images generated by 
a dual-band imaging sensor is investigated. Two natural 
occurring clutter types, namely sea and cloud clutter are 
examined in detail. The LMS FIR filtering technique is 
evaluated against these clutter types. By applying a 1 × 1 
(1 filter tap) adaptive filter on a per row basis to sea and 
cloud clutter scenarios, target signal-to-clutter-ratio gains 
of between 70 % and 180 % were obtained. 
 

1. Introduction 
 
The goal [1] of any target tracking system is to detect and 
track the target successfully under non-ideal, real-world 
situations. A tracking system utilizing an infrared sensor 
for target detection and tracking has to deal with changing 
target parameters (aspect angle, engine setting, velocity, 
acceleration etc.) and changing environmental conditions 
(clutter, temperature, etc.). Natural clutter backgrounds 
place heavy demands on tracking and detection 
algorithms, usually executed in the IR band. Examples 1 
are same-contrast tracking/detection (figure 1) and heavy 
clutter conditions (figure 2).  
 

  
Figure 1: The IR (left) intensity of the target is the 
same as the cloud’s IR intensity. The target is however 
clearly visible in the visual band (right). 
 
 
                                                 
1 All images generated by Kentron’s SIMIS simulation 
environment.  

 
Figure 2: A target over sea clutter. The target is visible 
in the middle of the IR image (left). 
 
An adaptive filtering technique (similar to [2] and [3]) is 
proposed here to lessen the impact of clutter on the 
detection and tracking algorithms, for both small and 
large targets, by adaptively combining images from both 
the IR and visual bands, formed by a dual-band infrared 
imaging sensor. 
 

2. Adaptive filtering 
 
Adaptive filters were first introduced by Widrow, Glover, 
et al [4] and are typically used in situations where the 
noise in the working environment is non-stationary. 
Normal Wiener filters are not suitable for these situations, 
since the filter frequency response is static and the noise 
itself can fall within the same frequency band as the 
signal.  
 
The basic principle of adaptive filtering is shown in figure 
3. The adaptive filter is used to filter the reference 
interference signal to match the interference in the signal 
source. The output of the adaptive filter is then subtracted 
from the source input signal. The filter is adjusted 
continuously to adapt to the changing noise environment.   
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Figure 3: The adaptive filter concept 
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The LMS FIR adaptive filtering technique is based on the 
premise that the input signal power is not affected when 
adjusting the filter to minimize the power in the output 
signal.  
 
This can be illustrated as follows. From figure 3 the 
output (z) is defined as: 

ynsz −+= 0 ,                      (1) 

 
with y the filter output. By squaring, we obtain: 

)(2)( 0
2

0
22 ynsynsz −+−+= .                      (2) 

 
By taking the expected value (mean) on both sides of 
equation 2, and assuming that the input signal is 
uncorrelated with the input noise and hence the output of 
the adaptive filter, we obtain: 

))(()()(

)((2))(()()(
2

0
22

0
2

0
22

ynEsEzE

ynsEynEsEzE

−+≈

−+−+=
(3) 

 
Thus the signal power is not affected when we adjust the 
filter to minimize the power in the output signal: 

)].)((min[)()](min[ 2
0

22 ynEsEzE −+=         (4) 

 
An adjustable linear combiner is used to realize the LMS 
FIR adaptive filter. Defining the time -indexed input 
vector Xj as: 

]...[ 21 njjjj xxxX = ,                       (5) 

 
and the weight vector W j (also time indexed) as: 

]...[ 21 njjjj wwwW = ,                       (6) 

 
the output of the filter is the matrix product of Xj and W j: 

T
jjj WXy = .                         (7) 

 
The error signal (e j) is defined as the difference between 
the desired behavior d j (signal + noise) and the output of 
the filter (y j): 

T
jjjjjj WXdyde −=−= .                         (8) 

 
The weight vector (W j) is adjusted by minimizing the 
MSE in the filter output signal (e j). This is accomplished 
by differentiating the MSE, setting it equal to zero and 
solving for the optimum weight vector (W*). This 
optimum weight vector is given by the Wiener-Hopf 
equation: 

PRW 1* −= ,                         (9) 
 
with R the autocorrelation matrix of the input signal (Xj) 
and P the correlation matrix of the input signal (Xj) and 
the desired behavior (d j). Matrix inversion is 

computationally intensive and therefore Widrow and Hoff 
suggested an estimation, which is based on a gradient 
descent method. The gradient descent method assumes 
that the instantaneous error (e j) is an estimate of the MSE. 
The new weight vector is now given by a recursive 
equation (10) that integrates the error over time, thereby 
converging the weight vector to the same point in space as 
the Wiener-Hopf equation. 

jjjj XeWW µ21 +=+ .                         (10) 

 
The µ-parameter controls the stability of the LMS FIR 
adaptive filter, as well as the conversion rate of the weight 
vector to the optimal weight vector for the current 
environmental situation. For guaranteed stability the µ-
parameter must conform to the following constraint: 

0
1

max

>> µ
λ

,                         (11) 

 
with λmax being the largest eigenvalue of the 
autocorrelation matrix (R).  
 

3. Natural clutter characteristics 
 
The most common clutter types encountered in the IR 
imaging environment are sea, cloud and ground clutter. 
Only sea and cloud clutter will be examined.  
 
4.1. Sea clutter 
 
The characteristics of sea clutter can vary widely due to 
the following: 

• Sun angle 
• Temperature 
• Time of day 
• Wind speed 
• Height above sea level.  

 
Figure 4 shows how different sea clutter looks at different 
sun angles.  
 
Sea clutter, however, does show good cross correlation 
between the IR and visual bands (figure 5 and 6). Good 
results can therefore be anticipated when using adaptive 
filtering to counter sea clutter. 
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Figure 4: The characteristics of the sea background 
changes dramatically in both the IR (left-hand 
column) and visual bands (right-hand column), with 
the difference in sun angle and time of day (07:00 
(top), 08:00 (middle), 09:00 (bottom).  
 
 

 
Figure 5: The two-dimensional histogram of the 07:00 
sea-clutter in figure 4. Notice the strong IR and visual 
band relationship. 
 

 
Figure 6: The cross correlation graph for the 07:00 sea 
clutter of figure 4. The IR and visual components of 
sea clutter shows a strong correlation.  
 
4.2. Cloud clutter 
 
The characteris tics of cloud clutter can vary widely due to 
the following: 

• Sun angle 
• Cloud type 
• Wind speed 
• Distance 

 
Figure 7 shows different cloud conditions, due to sun 
angle.  
 

 
Figure 7: Cloud IR (left column) and visual (right 
column) characteristics for different lighting 
conditions: backlit clouds (top and middle) and 
normal clouds (bottom). 
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Cloud clutter, like sea clutter also shows good cross 
correlation between the IR and visual bands (figure 8 and 
9). The smooth nature of clouds, however, results in a 
much more flatter cross correlation graph (compared to 
sea clutter). Reasonable results can also be expected when 
using adaptive filtering to counter cloud clutter. 
 

 
Figure 8: The two-dimensional histogram for the 
backlit cloud clutter in figure 7.  Notice the strong IR 
and visual band relationship. 
 

 
Figure 9: The cross correlation graph for the backlit 
clouds in figure 7. 
 

4. Implementation 
 
For the evaluation of the adaptive filtering technique a 
bank of adaptive filters (as in figure 10), was used. This 
architecture lends itself to an efficient parallel 
implementation for both line and matrix sensors.  
 
The sharp correlation between the IR and visual bands for 
the sea clutter (figure 6) indicates that the filter kernel for 
each adaptive filter should be as small as possible, as little 
cross-correlation information is available to the filtering 
process in the surrounding pixels of the pixel under test. 

A small filter kernel will also prevent the defocusing of 
the target pixels when filtering the IR images adaptively. 
 

Σ

Σ

Σ

Σ

FIR/IIR
Adaptive filter

(row 1)

FIR/IIR
Adaptive filter

(row 2)

FIR/IIR
Adaptive filter

(row 3)

FIR/IIR
Adaptive filter

(row N)

filtered(1,col)visual(1,col)

visual(2,col)

visual(3,col)

visual(N,col)

filtered(2,col)

filtered(3,col)

filtered(N,col)

IR(1,col)

IR(2,col)

IR(3,col)

IR(N,col)

+

-

+

+

+

-

-

-

...

 
Figure 10: The row adaptive filter architecture. Each 
row of the visual image is filtered independently with 
its own adaptive filter.    
 
The architecture in figure 10 was implemented in the 
simulation environment as an array of 1 × 1 (1 filter tap) 
adaptive filters and was evaluated against two different 
scenarios. The first being a cloud scenario where a side-
on target crosses a backlit cloud, and the second being a 
look-down scenario of a target over a sea background. 
100 frames of each scenario were used in the evaluation. 
A constant adaption factor (µ) of 100 x 10-12 was used, a 
factor 10 inside the constraints of equation 11.  
 
For each frame in the series a signal-to-clutter-ratio (SCR) 
(equation 12) as well as normalized delta between the 
target and background means were calculated (equation 
13): 

background

target

σ

µ
=SCR     (12) 
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target

backgroundtarget
norm µ

µµ
µ

−
=∆ ,   (13) 

with µtarget and µbackground the mean intensity of the target 
and background, and σbackground the background’s  standard 
deviation. 
 
The comparative SCR’s of the IR and filtered images 
measures the amount the adaptive filtering process 
compresses the variance of the background. An increase 
in the SCR for a target indicates that the energy of the 
surrounding clutter in the image has decreased. The 
comparative normalized delta mean measure estimates the 
improvement in contrast between the target and the 
background. A normalized delta mean close to 1.0 
indicates that the clutter signal’s mean is dwarfed by the 
target’s intensity. 
  
A median-based segmentation method was applied to the 
filtered image to identify the target pixels, and hence the 
background pixels as well. The target mean and 
background mean and standard deviation were then 
calculated for both the IR and filtered images. 
 

5. Results 
 
A sample (IR, visual and filtered images) from each of the 
two clutter scenarios is shown in figure 11. The SCR and 
normalized delta mean plots for each of the clutter 
scenarios are shown in figures 12 to 15. Table 1 
summarizes the results for the two clutter scenarios. 
 
  

 
Figure 11: Image samples from the cloud (left-hand 
column) and sea (right-hand column) clutter 
scenarios. A noticeable improvement in target clarity 
is observed, when comparing the IR (top) and filtered 
(bottom) images. The visual band image is in the 
middle. 

 
Figure 12: The cloud scenario’s IR and filtered SCR. 
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Figure 13: The cloud scenario’s IR and filtered 
normalized delta means. 
 

 
Figure 14: The sea scenario’s IR and filtered SCR. 
 

 
Figure 15: The sea scenario’s IR and filtered 
normalized delta means. 
 
 
 
 

Scenario SCR average 
improvement 

SCR Improvement 
factor 

Cloud clutter 5.0 ± 1.4 2.8 
Sea clutter 3.1 ± 0.5 1.7 
   
Table 1: Summarized results for the two clutter 
scenarios.  
 
 

6. Conclusion 
 
A large improvement (between 70 to 180 %) in the SCR 
for both the cloud and sea clutter scenarios (figures 12 
and 14) was seen, indicating that the energy in the clutter 
signals was attenuated dramatically.  
 
The normalized delta mean plots indicates that the clutter 
is all but eliminated, since the clutter mean drops to zero 
(i.e. normalized delta mean tends to 1), while target mean 
is preserved after the filtering process. 
 
The adaptive filtering technique shows great promise and 
the application of this filtering process to other clutter 
types, e.g. ground and man-made clutter should be 
investigated. 

 
7. References 

 
[1] Blackman, S., Popoli, R., “Design and Analysis 

of Modern Tracking Systems”, Artech House, 
1999, ISBN 1-58053-006-0 

 
[2] Soni, T., Zeidler, J.R., Ku, W.H., “Performance 

Evaluation of 2D Adaptive Prediction Filters for 
Detection of Small Objects in Image Data”, 
EDICS 1.3 

 
[3] Margalit, A., Reed, L.S., Gagliardi, R.M., 

“Adaptive Optical Target Detection Using 
Correlated Images”, IEEE Transactions on 
Aerospace and Electronic Systems, vol. 21, pp. 
394-405, May 1985.    

 
[4] Widrow, B., Glover, J.R., McCool, J.M., 

Kaunitz, J., Williams, C.S., Hearn, R.H., Zeidler, 
J.R., Dong, E., Goodlin, R.C., “Adaptive noise 
cancelling: Principles and applications”, 
Proceedings of the IEEE, vol. 63, no.12, 
December 1975. 

 
 

 
 

68



Biologically inspired signal transformations and neural classification of odours 
in an electronic nose 

 
Bashan Naidoo 

 
School of Electrical, Electronic & Computer Engineering 

University of Natal, 4041, South Africa. 
bnaido@nu.ac.za 

 
 

Abstract 
Electronic noses are targeted at determining odour character in a 
fashion that emulates conscious odour perception in mammals. 
Biological olfactory systems are reviewed with the purpose of 
extracting the organisational principles that result in successful 
olfaction. Principles of gas handling, chemoreception, and 
neural processing are considered in the formulation of an 
organisational framework. An electronic nose is then developed 
in accordance with the biologically inspired framework and is 
shown to produce significant performance gains by virtue of the 
biologically inspired signal-processing model. 
 
 

1. Introduction 
Odour is an abstract phenomenon that is difficult to define. 
Although related to chemical composition, odour is not defined 
by composition alone. For example, several pure gases (e.g. 
indole) adopt a very different odour character when 
concentration is changed. The change in character can be so 
drastic that the human subject falsely perceives a completely 
different substance. Furthermore, the relationship between 
olfactory appreciation and chemical composition varies over 
time and across individuals of a species. The olfactory sense 
does not discriminate chemical composition; instead it relates 
chemical odour to abstract conditions through association. 
 
Now a maturing discipline, the field of artificial olfaction has 
spun off a variety of commercial ventures. In their article “The 
how and why of electronic noses” [1] Professors Troy Nagel 
and Susan Schiffman provide a useful review of the state of the 
art and industry as it stood in 1998 at the commencement of this 
study. Current technology remains minimally influenced by 
biological system organisation. Most of the current research 
effort goes into sensor development while Principal Component 
Analysis (PCA) remains the most commonly utilised processing 
methodology. This paper proposes a more pervasive application 
of biological system organisation as a principal motivator of 
electronic nose design. 
 
The mammalian olfactory system is therefore reviewed with the 
purpose of extracting the organisational principles that result in 
successful olfaction. Although the study of biological olfaction 
already spans several decades, the research community is still in 
the process of establishing a definitive and globally acceptable 
model of olfaction. In the light of recent findings, a consensus 
of opinion is emerging, and many of the older theories on 
chemoreception and neural processing are falling by the 

wayside [2]. This paper presents aspects of the generally 
acceptable model of olfactory information processing. Major 
topics including pre-receptor processes, chemoreception and 
neural processing are touched on with the purpose of 
establishing a signal-processing model that can be expressed in 
engineering terms. A sample cheese odour discriminator is then 
deployed in line with the model.  
 
 

2. Olfactory organisation 
The biological odour-processing pathway may be decomposed 
into a complex sequence of processes. It is useful to arrange the 
various processes into four categories: 

• Pre-receptor events; processes that influence the 
availability of stimulus molecules at the detection 
surface [3]. 

• Chemoreception; the process of stimulus detection 
and electrical (neural) representation. 

• Low-level processing; transformation of the initial 
neural code. 

• High-level processing; selection, association and other 
higher-brain processes. 

olfactory cortex

amygdala

limbic system

cribriform plate

turbinates

olfactory bulb

olfactory epithelium

 
Figure 1: Simplified anatomy of the human olfactory system 
[Modification of the original image (uresp.wmf) from LifeART 
Super Anatomy 1, Copyright © 2002, Lippincott Williams & 
Wilkins, a Walters Kulwer Company.] 
 
 
2.1 Pre-receptor processes 
The process of conscious odour discrimination starts with the 
deceptively simple action of sniffing. Stimulus bearing air is 
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drawn via the nostrils, past the turbinate bone structures and 
over the olfactory epithelium. Individual stimulus molecules 
eventually reach the receptive surfaces thereby triggering a 
cascade of neural processes. This phase incorporates several 
processes that influence the spatial and temporal profile of 
stimulus delivery to the receptive surfaces.  
 
Sniffing and air flow-rate: Recent studies [4, 5] have 
characterised sniffing as an integral part of a larger feedback 
loop that regulates the olfactory process. Sniffs are modulated in 
frequency, duration and depth, indicating a temporal dimension 
in odour perception [5]. Odour detection is episodic, with a 
definite identification period that begins and ends with each 
sniff. The inhalation and exhalation transients are encoded in 
each detection cycle. The rate of change of stimulus 
concentration in the nose (as the stimulus is introduced and 
removed) may be more important than the absolute 
concentration itself [6].   
 
The sniff therefore defines a standard procedure for 
measurement. A standardised temporal measurement procedure 
was used to mimic a controlled sniff. Each measurement event 
captured the transient response to stimulus introduction and 
removal while delivering stimuli at fixed flow-rates over 
standard time intervals. Figure 2 illustrates a single odorant 
measurement event that spans 261 samples taken at 1Hz across 
six Taguchi gas sensors [7]. 
 

Figure 2: A measurement event (simulated sniff) across six 
sensors and 261 samples taken at 1Hz. 

 
Temperature, Humidity and Concentration: Apart from air flow-
rates, other factors such as temperature, humidity and 
concentration may also affect the detection process. In 
mammalian olfactory systems, temperature and humidity are 
regulated as air enters the warm, moist nasal cavity and passes 
over the turbinate bone structures and mucus membranes. With 
the electronic nose, environmental temperature and humidity 
were stabilised through the use of air-conditioning and a 
synthetic air medium (Afrox instrument grade Air Zero). 
 
Dynamic range control: The vast majority of odours result from 
complex mixtures of pure gases. The relative concentrations of 
gases in an odour mixture are a key factor in mixture 

classification. Where significant variations in total mixture 
concentration take place, it is believed that feedback signals 
from the brain cause compensatory adaptation in the olfactory 
sensor neurons. This is believed to extend the dynamic range of 
the detection mechanism [8]. It would be prudent to take 
reasonable steps to limit the concentration range over which the 
experiment is to take place.  
 
The concentration of stimuli was kept within sensory range to 
avoid saturation of the sensors. Electronic gas sensors do not 
have the wide dynamic range and adaptation mechanisms that 
biological systems possess. 
 
The receptive surface is physically isolated from the nasal 
airflow by a mucus layer that is typically 35µm thick.  Odorant 
molecules must dissolve into and traverse this aqueous layer for 
detection to take place. A typical odorant takes 300 milliseconds 
to traverse the mucus layer [9]. The layer is constantly replaced 
to prevent fouling of the detection mechanism.  
 
The most important phenomenon at the mucosal surface (from 
the electronic nose point of view) must be the differential 
sorption1 of odorants [10]. The detectable spatial distribution of 
odorants at the mucus surface is believed to be a result of 
turbulent stimulus flows imposed by the turbinate bone 
structures [4]. There is also clear evidence of temporal 
separation of odour mixture components. This is imposed by 
differential diffusion rates of component gases through the 
mucus layer [4]. The effect is similar to gas separation in the 
separation columns of gas chromatographs [11, 12]. It is clear 
that the temporal signature may encode aspects of mixture 
identity. Some commercial electronic noses now use gas 
separation columns. This study did not implement gas 
separation due to cost and complexity considerations. 
 
 
2.2 Chemoreception 
After traversing the mucus layer, molecules reach the olfactory 
sensor neurons where detection takes place as a reversible 
surface reaction.  
 
Detection method: In 1964 Amoore [13] discovered receptor 
proteins on the receptor surface that had structural 
characteristics that are complementary to those of the odorant 
molecules they detect. The odorant and its complementary 
receptor site form the basis of a  “lock and key detection 
mechanism”. This model has since been expanded and refined, 
but remains the generally accepted foundation of modern 
theories.  
 
Combinatorial coding: There are as many as 1000 distinct 
odorant receptor proteins in mammals. Each sensor neuron is 
known to express only one receptor protein [14]. Ressler, 
Sullivan and Buck have shown [15] that each receptor interacts 
with multiple odorants and that each odorant is detected by 
                                                 
1 Sorption is a generic term that refers to the process whereby 
sorbates (odorants) attach to sorbants (solid or semi-solid base 
material) either as a surface attachment (adsorption) or by 
migrating into the solid phase (absorption). Desorption is the 
reverse process where sorbates are liberated back into the 
atmosphere 
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multiple receptors. Taken at face value, this many-to-many 
mapping appears to contradict the unique binding requirements 
of the lock and key theory. Buck and Malnic et al [16, 17] 
explain that the receptors do not detect entire molecules, instead 
they detect smaller structural features in each odorant molecule, 
and individual structural features may be common to a diversity 
of odorants. Therefore, odorants that are described by multiple 
features are detected across multiple receptor types. 
 
After an odorant molecule binds with its complementary 
receptor protein, a complex electrochemical process is set in 
motion. This process, known as the transduction cascade, takes 
place entirely within the olfactory sensor neuron and is 
responsible for producing the neural (electrical) codeword. The 
transduction cascade is not considered further because practical 
emulation of receptor neurons is not currently possible. An array 
of six different Taguchi gas sensors with broad overlapping 
receptive fields was used such that it emulated array detection as 
found in mammalian olfactory systems.  
 
 
2.3 Orthogonal feature map 
Each sensor neuron projects its single axon (output) into a part 
of the brain called the olfactory bulb. along their way to the 
olfactory bulb, these axons converge to form the olfactory 
nerve. The sensory image presented in the olfactory nerve is a 
complex and dispersed depiction of a multitude of sensory 
events across the olfactory epithelium. The information is 
refined in the olfactory bulb to produce a clear and unique 
combinatorial map [15] for that odour stimulus. A brief look at 
olfactory bulb structure reveals some inner workings of this 
transformation.  
 
The first synaptic contacts in the olfactory pathway take place in 
the glomeruli of the olfactory bulb. Neural interactions in the 
bulb are complex and are still the subject of investigation. Only 
the core functionality is presented here. Figure 2.2 presents a 
partial depiction of olfactory bulb structure. Axons from the 
olfactory epithelium project into the bulb and terminate in 
prominent spherical structures called glomeruli. Each 
glomerulus is a collection of synaptic contacts between a single 
mitral or tufted cell and a multitude of axons from olfactory 
sensor neurons. Mitral and tufted cells propagate the sensory 
signal to higher processing levels in the brain, while 
periglomerular cells mediate inter-glomerular interactions. 
These lateral interactions serve to refine the sensory input [18] 
through processes of inhibition or excitation.  
 
A breakthrough discovery published in 1994 [15] showed that 
the randomly distributed sensor neurons projected their axons 
onto small and distinct subsets of olfactory bulb glomeruli, such 
that each glomerulus expressed axons for one receptor type 
only. Therefore, receptor types that are expressed in random and 
dynamically distributed sensor neurons later converge on 
specific locations in a discrete and fixed glomerular map. It was 
also shown that these glomerular maps are consistent across 
distinct individuals of a species [19].  
 
So what does this achieve? In the nose, an odour is coded by a 
unique combination of randomly distributed active sensor 
neurons. This distribution varies across individuals of a species 
and varies with time as the olfactory epithelium constantly 

regenerates. When a detection event is expressed along an axon, 
it is clear that detection has taken place, but there is no clear 
indication of stimulus identity because axons are associated with 
randomly mixed receptor types. When this signal reaches the 
olfactory bulb of the brain, the axon will terminate in a 
glomerulus that is distinctly associated with a single receptor 
gene. This glomerulus occupies a fixed position in an ordered 
spatial map of distinct glomeruli. By virtue of its stereotyped 
spatial location, the active glomerulus indicates a clearly 
categorised detection event. 

glomeruli

mitral & tufted cells

mucus layer

olfactory 
epithelium

cribriform plate

olfactory bulb

Olfactory 
sensor 
neuron

cilia

periglomerular cell

 
Figure 3: Schematic of selected epithelial and bulbar structures 
 
 
Each receptor protein detects a specific structural feature of an 
odorant molecule. Therefore, different structural features are 
mapped onto specific stereotyped locations on the olfactory 
bulb. The olfactory bulb therefore presents a combinatorial 
feature map called the bulbar map to the higher processing 
centres in the brain. Furthermore, given that the underlying 
receptor proteins each detect structurally unique features, the 
feature map may be regarded as orthogonal. It can be seen that 
the bulbar map describes each odour as a unique combination of 
archetypal bases. This is remarkably similar to the orthogonal 
discrete trigonometric transform (DTT) domain representation 
of measured signals, where signals are decomposed into linear 
combinations of unique basis vectors.  The two-dimensional 
Discrete Cosine Transform (DCT) was used to decompose the 
measured signal into a linear combination of 2048 orthogonal 
bases. This emulates the orthogonal transformation in the 
olfactory bulb. 
 
 
2.4 Subspace selection and classification 
The stereotyped bulbar map is projected directly to a region of 
the brain called the olfactory cortex. It is believed that the 
olfactory cortex is responsible for integrating spatio-temporally 
coded information from the olfactory bulb [20]. This spatial 
integration is clearly expressed in the structure of neural 
connectivity between the bulb and cortex. The cortex possesses 
an array of loci that are similar to the bulbar map.  
 
Studies of connectivity between bulbar and cortical maps have 
shown that individual bulbar outputs project onto multiple 
cortical loci [21], and each cortical locus receives multiple 
bulbar outputs [22]. 
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Figure 4: Summary of the simplified biological model and the engineering implementation. 

 
Based on the above experimental findings, it is assumed that 
each cortical locus receives a selection of bulbar outputs [3] that 
enables it to encode some rudimentary odour quality. It should 
be noted that the glomeruli code a detailed and elementary map 
of structural features in the odour molecule. Individual loci in 
the bulbar map are far too elementary to code odour quality. 
These structural features may be regarded as the building blocks 
of odour quality. Therefore, each cortical locus presents a 
feature subspace. That is, multiple orthogonal “building blocks” 
are integrated at each cortical locus to generate a higher-level 
representation of odour quality. 
 
In the electronic nose, a set of 8 transform coefficients was 
selected from the original 2048 DCT coefficients for final 
classification. The selection method was not based on any 
biological principle due to a lack of findings in this area. Rather 
a variance-based method was used [23]. The selection 
mechanism is subject to ongoing research and development. 
Any method that selects a subspace in which classification is 
simpler but still representative of the larger classification task 
may be regarded as appropriate. 
 
Classification: The value added cortical outputs then project to 
several parts of the brain [20]. The olfactory association 

pathway [3, 24] forms the basis of associative odour memories. 
This is where conscious discrimination and perception takes 
place. The limbic pathway is responsible for emotional and 
hormonal responses to odour stimuli. Electronic noses emulate 
the conscious discriminatory functionality of the olfactory 
association pathway. The discrimination mechanism in 
biological olfactory systems is a non-linear neural-network. A 
simple capacity-optimised, multilayer, feed-forward artificial 
neural network was used. 
 
A total of 560 cheese odour measurements were made across 7 
distinct cheese categories. A neural network was used to classify 
the raw measured data. The raw dataset was then processed in 
line with the signal-processing model and the processed dataset 
was also classified by neural network. The two classification 
results were compared to gauge the benefit, if any, of using the 
biologically inspired signal-processing model. In both cases, the 
same appropriately transformed training, validation and testing 
sets were used. Fixed random seeds ensured that the same 
training sequences were used in each training experiment. In 
each case, multiple neural networks were trained in the search 
for optimal hidden layer size. 
 

72



 
3. Results 

Figure 4 illustrates the simplified biological processing model 
and the electronic and software approximation of that model. 
The biologically inspired processing scheme is distinctly 
layered and may be summarised into the following levels: 
environmental regulation, sensing, orthogonal transformation, 
coefficient selection and classification.  
 
The DCT and artificial neural network used in this study 
produced the results shown in Table 1. It should be noted that 
other orthogonal transformations and classifiers can also be 
used. Two datasets were generated, raw data and fully processed 
data. Both were applied to capacity optimised neural network 
classifiers and the results compared. The raw dataset provides a 
control against which the fully processed dataset is compared.  
 

The data in Table 1 shows that the fully processed dataset 
produced better classification results in terms of greatly reduced 
training time and storage space, and improved classification 
rate.  
 
 

4. Conclusion 
The fully processed dataset produced the benefit of low input 
dimensionality while remaining representative of the larger 
problem. The final network produced the best result across all 
performance categories namely, classifier size, training time and 
classification rate. A classification rate of 99.11% was achieved 
across 560 odour measurements in 7 cheese categories. The 
optimised classifier trained in 36 seconds and required 5.74 KB 
of storage. The results clearly show that the biologically 
inspired signal-processing model has significantly improved 
system performance. 

  
Table 1: comparative result using capacity optimised neural networks to classify raw and processed data. 

 Original raw data Fully pre-processed data Result modification 
(Relative to raw data) 

Input space 
dimensionality 

1566 
(6 sensors x 261 samples) 8 DCT coefficients Dimensionality reduced to  

0.51% of 1566 
Neural network 

Hidden units 100 12 Hidden units reduced to 
12% of 100 

Training time 
(hh:mm:ss) 08:28:11 00:00:36 Training time reduced to 

0.12% of 08:28:11 
Network file 
size  (bytes) 

2,847,856 
(2.71MB) 

5,887 
(5.74KB) 

File size reduced to 
0.22% of 2,847,856 

Classification 
rate   (%) 97.32 99.11 Absolute increase 

1.79% 
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qt{�s���~����Z���-sf�t��{Zrx��vx������±Us�sH�>��r�~tqt�¦r��M��¸2{+�¦�����I��r�~tqt���
���+s�q|vGq|{+s�w¶rx�6q�qt{Zr�q]r#�t�Us�sH��{5����¯x�Zr��`qt{�r�qX���1qt~�r��Z������q�u
qtsf�!rx�-~|v9�|�2r5qtsH��sH�+{+vx������s-q¬��vx~|�����G���+±+Ñ¬sH�6q|sH��qtv���rx~�u

��vx�����Us�~tqt��~t±�r�qt��vx���H =�t����{«r9�@�����+�+�¦�t���9s�rx���«rx�+����qt���xs
�+v9���ts�rx�I��sH����rx�¤�-v9���xvx����q|��v9�¢� ��qt{§r`�@qt{+s�qts���s���{+vx�+s
���¦�-~|vx�+{+v9�+s�qt~�r��Z�t���Z�-s�~fÀ �¤�����+�����ts®~|sH�t�Zv9���tsx 1rx���©±Z�
q|{+s#��{�rx�+�+sH�+�����+�����tsG~|sH�t�Zv9���ts¤Ò Ó�ÔM 9��rx�����+¯��Îq��+�Î£��-���Îq
q|v��¦�tvx�¦r�qtsFqt{+s>�tvx�+~��-s¢v�w��+����qtv9~�q|��v9�=�;¸2{+s«�+~tv9±+��s��
�¦��w���~�q|{+s�~!�-v9�5�Uvx������sH��±���v�q|{+s�~��+{+sH�+vx��s��Zr§���Z��{
r9�5rx¯xsH���+¯«r����O���UsHrx�xs�~5��r�~|��rx±+������q¬�x X� {+�¦��{O����¯x{`q�±Zs
�Hr����tsH�´±����������+sH�|�®v9~�q|{+s¢Õ�vx��±Zr�~���s-Ö¡sH�6qf  qtvª��s���u
q|��v9�¨±+��q!r©w�s��¤�¹¸2{+s«Õ=v9��±�rx~|��s-Ö¡sH�-qkrx~t�¦��sf��� {+sH�
r��t�Zsfr��9s�~¤��s�����±ZsH~|r�qts����F�t�Zsfr�������vx����sH~�qt{�rx�¢�Z����rx�]���
v9~|��sH~@qtv�±Us5{�sHr�~��«r�±Uv��xs�qt{+s��+v9���ts5���>rk�+vx�¦�t��s������Îu
~|vx�+��sH�9q¤Ò ×�Ô¥�
�Gv���sH�xs�~f ¼q|{+�����¬q|�����Fv9�+���Fr�qtqts�����q���qtv������+~|v��xs�qt{+s
�Us�~tw�vx~|��r�����s�v�wcrk³�r����|�t��rx���5��º�qt�+~|s���v���sH�2�M³�²�²F�
±�r9��sf��q|s-º�q�u¥������s��Us��Z��s��`qØp��Ù�t����qtsH�Úqt~�r����+sH�Ûr��Z�
q|sH��qtsH�¢vx�¢�-vx���9s�~��tr�qt��vx��rx�����Us�sf��{�q|{�r�q�{�rx�@±Us�sH�¢�-v9~�u
~|�+��q|sH�¹±��¹rSqtsH��sH�+{+vx��s���{�rx�+�+sH�z�Ü¸2{+�¦�«���©rx�H�-v9��u
�+���¦��{+sf��±�������qtsH~t���+¯���vx~|~t����qtsf���trx���+��sf�c�Z�����+¯�r��Zv9���`u
�+v9����rx��r��+�+~|vVº�����r�qt��vx�S�¶»¡µ@�5����qtsH~�������{�rx�5q|{+s!vx�+s
q|{�r�q¤�2rx�@���tsH��±���·©r���¯krx���«ÝU{�vx�«����Ò Þ�Ô$qtvk~tsf�¬q|vx~|s
��vx~|~t�+�+qtsH�k����r�¯xsf����µØ³�²�²!u¥±�r9��sf�k����r9�t�t���Z��r�qt��vx�ks���u
¯9���+s!�2rx����{+v`��sH�ªr9���Îq�vxÖUsH~|��qt{�s�±Zsf�¬q��Us�~tw�vx~|��r�����s
w�v9~]qts�º�q�u¥�����+s��Us�����sH�`q p��dr��+�����¦��r�qt��vx��� Ò ß�Ô¥Ò à�Ô¥�$µá�-v9��u
�+~|s�{�s����t���9s������|�-�Z�t�t��v9�¢vxw�q|{+s��+~|vx�Uv9�tsH�«r���¯xv9~t��qt{+�4���
��sf�t��~t��±UsH�k����qt{�s�w�vx����v�� ���+¯���sf�6q|��v9�=�
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¸2{+sk�+~|vx�Uv9�tsH�§rx��¯9vx~|�Îq|{+�Û����sf��r¢��sHrx��q�u}�|°9�Zr�~|sH��uMsH~t~|vx~
±�r9��sf�F»¼µ&q|sH��{+����°`�+s�q|vk�����+~|v��xs�qt{+s��t��¯9��r���uMqtv�u¥�+v9���ts
~�r�q|��v¨�Mp�GÂG��v�wIr>�-v9~t~|�+��q|sH���t��¯9��r���±��������5���+�¦��{����+¯
q|{+sGs�ÖUsf�6q�vxw¼�����+�+�¦�tsG�+v9���ts�����r��®rx��r���vx¯9�+s�qts���s���{+vx���
�+s�q¬��v9~t�¡�Ø¸2{������+~|vx�Uv9�|r��G�¦����vxqt���Vr�qtsf�¨±��Oq|{+s¢w¶rx�6q
q|{�r�q�q|{+s�~|s¤�¦��r�����~tsf�6qG�-v9~t~|s��¦r�q|��v9�®±Us-q¬��s�sH��p+GÂìr��Z�
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�t�Zsfr��xsH~�u#~tsf�-vx¯9�+��qt��vx�>�Us�~tw�vx~|��rx���-sFÒ��VÔM�¢¾}�Or���rx��v9¯x�+s
�-v9�����+�+�¦��r�qt��vx���t����qtsH���]���Z��{�rx�X�+�¦r�����vx~�������r�~|�¤q|s���s-u
�+{+v9��� �t���¬q|s�������»��@¸�p+�- ¤�����+�����tsª��vx�¦��sªv��H�-�+~��«rx�
r«~tsf�����Îq�v�w�s���sH�-qt~|vx��r�¯9�+s-q|�������9q|s�~tw�s�~|s�����sx ���� ��q|��{+���+¯
�+v9���tsFr��Z�´r�qt��v`���+{�s�~|���!�+v9���ts§Ò ��Ô¥�¹²�vx~|s�v��9s�~f ���v`�¬q
�+v9���tsª�Hr�����s�����r�qt��vx�Ø�|��{+s���sf�¢r9�t�t�+��s§q|{�r�q«qt{+s��-v9��u
q|rx������r�qt���+¯��+vx�¦�ts@�t��¯9��r��¡�¦� rx�+�+�Îq|���9s#� ��qt{�r�³�r����|���¦r��
���¦�¬q|~t��±+��q|��v9����������s����+vx��u¬³�r��Z�t�t��rx�����`qtsH~�w�sH~tsH���-s¤�¦�G��s-u
¯x��sH�-qtsf�I� ��qt{+���5qt{+s �t����qtsH�Ø��sf����¯x���+{+����v`��v9�+{���w�vx~$~tsfr�u
�tvx���#v�w2�-vx���+��s-º���q¬��r�����qt~�rx�6q�r�±+�����Îq¬���®Ò ��Ô¥��¸2{����#qt{+�¦�
��qt�����´rx������q|vO�����xsH��qt��¯9r�qts!q|{+s¢��vx�`qt~|��±���qt��vx�´vxw����5u
�+�+�¦�t���9sI�+vx�¦�ts�qtv�p�� ������qtsH���HÀ��Us�~tw�vx~|��r�����sI��s�¯9~|r9�+r�u
qt��vx��w�v9~¼qtsH��sH�+{+v9�`�@���Us�sf��{I��������sX�+~tsH����v9���=��qt������sH��{�rV�xs
qtsH����sf�®q|v���¯9�+vx~|s@�Îq w�v9~ ~tsfrx�tvx�������¦�t�����t�tsH�!rx±Zv��9sx�
¸1v�����������qt~�r�q|s#{+v��¨qt{+s@����qtsH~���vx~|���� ��-v9���t����sH~ r��9sH�6q|vx~
�-v9���t����qt���+¯�vxw
	�����t�ZsHsH��{F�|r����+��sH��qt{�r�q#{�rV�9s¤±ZsHs��
���¦�¬q|vx~tqtsf� ±`�i�+v9���tsx� µ ����vx~������+¯ qtv;���`qts�~|�Uvx�¦r�qt��vx�
qt{�s�vx~|�x �q|{+s�~|s�s-º��¦�¬q���r5�+����°`�+s�	�qt{�u¥vx~���s�~2�Uvx�����+vx���¦r��
qt{Zr�q���rx�|��sf��q|{+~|vx�+¯9{Fr�����q|{+s��trx���+��sf��Ò�Ã-Ô¥��¾}����qtsHr9��vxw
���t����¯�q|{+s��|r����+��sH��rx�@q|{+s��Frx~ts9 =��s���q�r���������u¥vx~���s�~
������	!�����`qts�~|�Uvx�¦r�qt���+¯5�Zv9�����+v9����rx�=��sH�|�-~|��±UsH��±��
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� {+sH~ts ' # r�~|s§q|{+s����Îq|s�~>�-v�s�£�����sH�`q|�©r����)�;�¦�Fq|{+s
����qtsH~�vx~���s�~f�]��v���s��9s�~f +��������s¤��s¤{�rV�9s¤��{+v9�ts��*�+�,	« 
�Uvx���`��vx����rx�-�
���.� �Hr��+��v�qÐ��rx�|��qt{+~|vx��¯x{ rx��� q|{+s
�|r����+��sH�F�¶�z� sx�Øqt{+s¢��v��2u¥vx~���sH~��Zv9�����+v9�5�¦r��#����/1��¯x��~ts
Þx�-�½¸2{�����v9�+~�¯9v9r��¤�¦�!q|v¨�-vx���+�+qts©qt{�s0�1�2§��v�u
s-£�����sH�9q���������Ãf�¼qt{�r�q������+�����¦��scqt{+s2�|°9�Zr�~|s]v�w�q|{+scsH~t~|vx~
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� {+�¦��{C~|sH°`�+��~|sH�«��v9�������+¯Sw�v9~«qt{+sL���M��-v�s�£�����sH�`q|�
���&��Ãf�k���t���+¯´��r�~tqt�¦r��I�+s�~|����r�q|���9sH�H��¸2{+�¦������±Zsf��r��Z��s
�����������¦�tr�qt��vx�k~tsf°9����~|sH��q|{�r�q
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� {+�¦��{ ���Fr��ts-q�vxwZ�1��«sf°`��r�q|��v9���!� �Îq|{ìrx�!��r����
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rx���e	 ���®�MÄx�=~tsH�+~tsf��sH�`q|�¼� {�r�q1��s��Hr�����sf�@qt{+s����+±+w�~|rx�5s
fIg�h �.i ' 	 3kj;3 ��lB�����zpE/�Õ��6��¸2{����1qt{�s�sH�9q|��~|s��t�Us�sH��{5����¯�u��rx�]�¦�¤�+~|v���sH�|��sf��v9�©r fIg�h �.i ' 	 3 ±�r9���¦�H��¸2{����¤�¦�¤±Us-u�Hr����ts�q|{+s����t��r��]Þ`m����#w�~|rx�5s5v�w2Ó9Þnm®�|r����+��sH�@���#q|v`v
�t��v��¨qtv5�+~tv���sH�|�#�¶sx� ¯������������+¯�qt{+s������xs�~��ts�v�w$r�Ó+ÃfàI±��
Ó�ÃHà���r�qt~|�Îº��-��¿G�t���+¯kq|~t�¦r���u¥rx����u¥s�~|~tv9~H ¡��s���s-q|s�~|�5���+sf�
q|{�r�q�rx�Opo/$Õ´v�wp�!�|r����+��sH�I¯9rV�xs5q|{+s�±UsH��q�~tsf�����Îq��I���
q|s�~|���2vxw��t�ZsHsH�«�¶rx�Îq|{+vx�+¯9{�r�q�q|{+s¤s-º��Us����ts@v�w�r5�¦r�~|¯xsH~
���+��±ZsH~�v�w$���+±+w�~|rx�5sf�|�-�
/���¯x�+~|s¤Ã ±ZsH��v����������¦��r�qtsH�]{+v���r¤�t���`qt{+s�qt�¦������¯x�Zr��+�-v9~�u
~|�+��q|sH�¹±��ì�����+�+�¦��s��+vx�¦�tsO�2rx�«��s��+v9���tsH�¹�������+¯Sqt{+s
rx±Zv��9s-u¥�5sH�`qt��vx�+sf�§»¼µ ����qtsH~H�¨¸2{+s�v9~t��¯x����rx�2�t��¯x��rx� ���
r�����v��2uM��rx~t�����+¯����������tvx�¦��� {+�¦��{���s5�-v9~t~|�+��q|sH�!� ��qt{¢r
{+��¯x{+u¥rx�5������qt���+s®���5���+���ts�r�qZ�q�rPT!qtv¢¯xsH�+s�~�r�q|s�qt{+s
�����+�+�¦��s¤�-v9~t~|�+��q|sH���9s�~�����vx��� {�����{k��r9�]q|{+s��k��s���vx�¦��sf�
���t���+¯©qt{+sF�+~tv9�Zv`��sf�ªrx��¯9vx~|�Îq|{+� �¶�z� sx�CÀ �+s��+v9���tsH���xsH~�u
�t��v9�=À=���0/���¯9�+~ts�ÃV�6�kµG�I�Hr��©±Zs���sHs��= 1qt{+s������+�+�¦��s®���
rx��qtv9��r�qt�¦��rx������r�q�qtsH����r�q|sH�����M� sx�Xr��������+�+�¦��sG�+s-qtsf�6q|��v9�
w��+�Z�6qt��vx���¦���+v�qX�+sHsH��sf���6 �q|{����$�����+~|v�������¯�qt{�s ~tsH¯x��vx��rx�
p�#ÂO� {�����s�qt{+s2����~t~|vx�+�Z������¯G~|s�¯x��vx�Z�1rx~ts��`��~tqt��rx�����¤�+��u
r�ÖUsf�6qtsf�¼�¹��v���s��9s�~f cq|v�q�r��������+�+�¦��s«r�q�q|s�����r�qt��vx�´��rx�
v9�+����±Us«r9��{+��s��xsf�´r�q�qt{+s¢s-º��ZsH���tsFv�wIs�º+�-sH�|�t���9sF����¯�u
��rx�`�+s�¯x~�rx��r�qt��vx�� H� {+�¦��{I��vx�+�¦��±Us��-v9�+�`qtsH~t�+~|v������-qt���xsx�
¸2{+s���sH�+vx�¦�����+¯¤�Z�Îq|s�~���r9�]���5����sH�5sH�`qtsH�®���t���+¯5r���pE/�Õ
vxws���|r����+��sH� r��Z��rx�kv9~|�+s�~2v�w�×��
p�������s����ÎÖ¡s�~|s��`qI~|s�¯9��v9���G� �����]±Zs�r�ÖUsf�6q|sH�«±��F����ÖUsH~tsH�9q
�+v9���ts©��sH�xsH���H #��s>�-v9�5����qts©w�~�r���s©s��+sH~t¯9��sf��w�vx~�sHr9��{
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/���¯9�+~|skÃ�[��GsH�+vx�¦�t���+¯!vxw�r��©�����+�+�¦��s��-v9~t~|�+��q|sH�«��������u
�tvx�¦�+r��=�t��¯9��r��

w�~�r���s�r����«�-v9�5�Zr�~|s�q|{+s��Ðq|v�r�¯9��v9±�r���q|{+~tsf��{�vx�¦�¼��¾¥w
qt{�s�s��+sH~t¯9�I����qt{+sG���+~|~tsH�9qXw�~�r���s s�º���s�sf�+�$qt{����]qt{+~|sH�t{�u
vx�¦�¼ V��q1�¦��rx�|�t�+��sH�@qt{Zr�q�q|{+s]w�~�r���s]{Zrx�=±Us�sH�I����������r������
r�Ö¡sH�-qtsf�¢±�����vx�¦��s9 ={+s��Z�-s��ÎqI�¦�¤�+~|vx�Zr�¯9r�qtsf�!qt~�r����t��rx~�u
s��`q|���krx�-~|v9�|��qt{+sI���Îq|s�~��¶�z� sx�c�+v�����qts�~|���+¯������ZsH~�w�v9~t��sH�
�t������s�qt{+s�p+GÂd����{+��¯9{Z�6��¸2{+s¤s��+sH~t¯9������r5w�~�r���s����M� s9�
qt{�s�sH�+s�~|¯x�!v�w]��vx�¦��s5r����¢���Us�sf��{F�-v9��±+���+sH�Z���2rx�#��r���u
�-����r�qtsH�!�t�����+���®r9�

�e< �-IT�� j�� l��  ��4 $ & � ?4 � �;�`�
� {+sH~ts �e< �¦� qt{�s�w�~|rx�5s¤sH�+s�~|¯x�9 �r��Z�®q|{+s��t�+����r�qt��vx�
~|�+���$w�~|vx� m@qtv�Ó�ÃHà@±Zsf��rx����s2q|{+s�~|s�r�~|s Ó9Þnm@�|r����+��sH�]���
r�Þ`m5����w�~|rx��sH�¤�yw�v9~G�t�ZsHsH��{!�trx�5����sf��r�qIÃI�����
	f�����
��v���s��9s�~f V�Îw �e< ���$±Us���v��§q|{+���Xqt{+~|sH�t{+vx�¦�k���M� s9��q|{+s ��r�u
Ñ¬vx~|��q¬��v�w�w�~|rx��sH���6 �qt{�s�w�~|rx�5s��¦�2����qtsH~tsf�®���t���+¯�r5{+��¯9{�u
�Z��sH����q¬�§»¼µi����qtsH~�����vx~���sH~�q|v©�5v���sH~|r�qts�qt{+s��t�Us�sH��{
�t��¯9��r��¼��sH¯x~�rx�+r�qt��vx�=�$¸2{+s��Z��sH����q¬���¦���-v9�`qt~|vx����sf��±��®�ts-u
��sH�6q|����¯!rx�¢rx�+�+~|vx�+~|��r�qts����Îq|s�~¤v9~|��sH~H��¾}�¢¯9s��+sH~|rx�z ¡��v��
����qtsH~ vx~���s�~��2�tr9�-~|�Î�Z��sG�U��s����Îq¬�9 +� {+����s�{+��¯x{�s�~ vx��sH���+~|s-u
�ts�~|�xs@�Îqf�
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¸�r�±+��s�Ã���sH�+���-q|��q|{+s�sH°`��r��¡sH~t~|vx~�~|r�qtsH���¶Á]ÁcÂ�����v�w�v9�+~
±�r9��sH�����+sGrx~|��{+��qtsf�6q|�+~ts��¶r�±�±+~tsH����r�qtsH���2Õ1µ#�c�xs�~��t���]����wyu
w�s�~|s��`q®~|s��Z���Îq|��v9����vxw#q|{+s�»¼µÐ����qtsH~�rx��¯9vx~|�Îq|{+�!�S¸2{+s
�����������! #"%$&���&�'��(*),+.-/�102-/3*��),45$&(*670'�%��8�(#9���"�$&(;:���9%��9=<?>@6A>

�'B�"C��$D:����&(*$;ECFG-/)%����HJI%KMLN-/�&�M-/(

OQPSRUTWV?X�YNRUX�Z[PQY Y\Y\P^]`_ba
�2Õ�µ ×�� ��Ã
µIÃ ×�� Ónm
µ#Þ ×���Ã5�

¸1rx±+��s�Ã�[�ÁcÁcÂ�� w�v9~ ��r�~|��v9���2r�~���{+�Îq|sH�-qt�+~|sH�

��~���q�~|s�������qt��vx�¨�¶� {+�¦��{§��sk��rx����sH�>µG~|��{+��qtsf�6q|�+~tsFÃx Xvx~
�t�����+����µIÃV�Grx�+�+����sf��q|{+s5»¡µØ����qtsH~@� ��qt{�vx��q¤r������-v9��u
�+�+q|r�q|��v9��v�w$w�~�r���s¤s��+sH~t¯9��sf�� �� {�����s�µ#Þ5�Z��sf�Gr���r9�+r���u
q|���9sF�+~|v��-sH�+�+~ts�qt{�r�q!��vx���+��q|sH�®w�~|rx�5sFs��+sH~t¯9��sf�®r��Z�
��vx����r�~|sH��qt{+sH� qtv�r§�+�+���xsH~|�|r���qt{+~|sH�t{+vx�¦��q|vª�ts���sH�6q
q|{+s�r��+��~tv9�+~t�¦r�q|sI����qtsH~¤vx~���s�~f� /+~�r���s�sH�+s�~|¯x��sH��rx±Zv��9s
q|{+���¤qt{+~|sH�t{+vx�¦�Frx~ts�rx�|�tv�����r�qtsf��� �Îq|{©{+��¯9{©p+GÂ��H �r��Z�
q|{`�Z��q|{+s��§rx~ts��+v�q5����qtsH~tsf�O�t������s®q|{+sks-Ö¡sH�6q�vxw��+vx�¦��s
�¦��rx�|���+��sf�!�5���+����r��M��¸2{����Gqt{+~|sH�t{+v9����������q@±Us5°`�+��qts
{+��¯x{���vFqt{�r�q5��v��;p�GÂ�~|s�¯x��vx�Z�I���§� {+�¦��{§qt{�sk�t��¯9��r��
��qt~|s��+¯xqt{«���@~|s��¦r�q|���9s����k��v��Ørx����q|{+s��+vx�¦�ts5��qt~|s��+¯xqt{¢���
w¶rx��~|����{+��¯x{5r�~|s]�+vxq����¦�¬q�r��xsH�¤w�vx~�{+��¯x{�s��+sH~t¯9�5�¶�z� s�{���¯9{
p�#ÂG��w�~�r���sH�H�
¸2{+sf��s�~tsf�����Îq�����s�~|s¤vx±�q�r����+sH���Z�����+¯®r�q|sH��qt±UsH�Fv�w ÃI�9ß
��ÃxÃfÞ®��r���s�r����©Ä`�®w�s���r���sf���t�UsHr��9s�~��G�Z�����+¯�r�±Uvx��q�Þ+Ã
�tsH��vx���+��vxwGq|~|rx���+���+¯>�t�ZsHsH��{ ���M� s9�"�¢�ts��`qtsH���-sf�� �sHr9��{
�¦rx��qt���+¯©w�vx~�~|vx��¯x{+���OÓ©��sf�-v9���+����r�����à©��sf�-v9���+�����M� sx�
Ók��sH�`qts��Z�-sH��� vxwXqtsf�¬q|���+¯!�t�ZsHsH��{=��¸2{+�¦�#�¦�#±Zsf��r��Z��s�qt{+s
#¸2¾¬²�¾¬¸ì�+r�q�r�±�r9��s�{�rx�p�xÓnm��t�UsHr��9s�~��� �sHrx��{�vxw]� {+�¦��{
{�r9�@ÃIm5���ÎÖ¡s�~|s��`q ��sH�`qts��Z�-sH���¶�z� sx�cÞ5p�µá����sH�H �Ä5pJcd����sH�
rx���©Ó!p�¾G����sH���6��¸2{�s®p�µ ����sH�Irx~ts�����ÖUsH~tsH�`q@w�v9~IsHr9��{
�t�Zsfr��9s�~¤±+��q��t���5���¦r�~�w�vx~�r����]���UsHrx�xs�~��H =� {+s�~|sHr9����v9�5s
pJc�����sH��r�~|s�qt{+sk�trx��s�w�vx~5��v9��s®���UsHrx�xsH~|�H 1� {�����s�rx���
p�¾�����sH�Gr�~|s@���+��°`�+s�Ò�ÃfÞ�ÔM�c·¢s�q|{`�Z����sH�����+sH��qtv����ts�p�µ
rx���kpdc ����sf��w�vx~2qt~�r����+���+¯� �rx���kp�¾]����sH��w�v9~�q|sH��qt���+¯5w�vx~
q|s-º�q�u¥���Z��s��Us����+s��`q�~|sH��vx¯9�+�Îq|��v9�=�1¸2{�s qt{+~|s�s�p�¾�����sH��r�~|s
��vx���Hr�qtsH��r�q|sH�!q|vx¯9s-qt{�s�~�q|v�¯9s��+sH~|r�qts�r������+¯9��s�qtsH��q@����s
�t���Z�-s�qt{+sH~ts����@r�q|~|r9��s-u¥v�Ö«±Zs�q¬��sHs��F�Us�~tw�vx~|��r�����s�r��Z�
q|sH��q�u}��sf�t�t��v9�k�+�+~|r�qt��vx�«Ò�ÃfÓ�Ô¥�
»Xr�~�r���s�qts�~|�¦��w�sfr�qt��~ts©��s�q|�>�¶»�/Xp+�!��s�~|s¢���tsH�Sw�vx~�rx���
q|{+~tsHs�rx~|��{��Îq|sH�6q|�+~|sH�H �rx�¢��s����5r9�¢Ó`ÞVu¥�5��º�qt�+~|sª³�²�²
�t�Zsfr��9s�~tu�r��Z����v9~t�¦����v���s��¦�H�#¾}�«rx�+����qt��vx�� Zq|{+s5��v9~t�¦�
��v���s��¦����s�~|s��-~|sHr�qtsH�ª���t����¯§r�±Uvx��q�Þ9Ä`m9Ä«�tsH��vx���+��vxw
�t�ZsHsH��{«���M� s9�XÄ��ts��`qtsH���-sf�c�Us�~�sHr9��{®���UsHrx�xsH~�����r���v9~t�¦�
��v���s��feGÓ¤�tsH��vx�����1�Us�~���sH�9q|s�����s
eIÃP� �#�t�Zsfr��xsH~|���6��·¢s
��{+v`��s�r���v9~t�¦�«�5v���sH�c±�r9��sf�©r��`qt��u¥�t�UsHr��9s�~¤��v���s��������+¯
rx�+�+~|v9rx��{ª±Zsf��rx����s!vxw@���+{+sH~tsH�9q��Us�~tw�vx~|��r�����s!r9����r���u
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���������	� 
�� O O� V �������������
w¶�+r9��Ã u �9à9Än�+� ��ÃIm u}ß9Än� ��� �`Þ�à �xsH�
w�s��¦�Hm u}Þ9Þ`���+� ×9àxà u¥×�Ã9ÃIm�� Þ+ÃI� �xsH�
wÅÑ¬s�� m u|Ã9Ã5��à+�ÅÄ�ßxà u�ÃHà�m9Þ+� Þ�×�Ã �xsH�
���+r�± m u|ÃPmxà9ßxß+�ÅÄ�ÃP� u}ßxßB��ß�� ß9Ó � �+v
�#Ñ��t� m u¥àB�V×�Þ��ÅÄ`m9Þ u�ÃxÃP� ��Þ+��ÃP�9Ä �xsH�
��~tsH±Vm u|ÃVÞ�àx×B��� �V×9× u�ÃHÓx×`Þ�ß�� �`Ä�ß �xsH�
��~zÑ¬v�m u|Ã9ÃHß9Óxß+� ��Ã9Ã u�ÃIm`Þ�×x×Z� ßB��à �+v
���¶Ñ���Ã u|ÃH×9ß��9Þ�� m9Þnm u�ÃfÄnm ��Ó�� Äxà�× �xsH�
����qt�om u|ÃVÞxÞxÓxß+� àxàx× u�ÃfÞn�+ÃfÞ+� Óx×9Ó �xsH�
��� ±�q m u|ÃVÞ���×`Þ�� ��ß�Ã u�ÃImB��Ó �����xÄ�ß �+v
w¶�-��~ m u¥Ó9Óxß9Ó+� ��à9Ä u¥×B��ÃI��� à`Þ`m �xsH�
w¶��~��¼Ã u|Ãfß9Þ9Þ��ÅÞ`�xÓ u}Óxßx×9à�� ×9×9Ó �xsH�
wÅÑ�rx�^m u¥Ó�mxß�m+� àn�xà u}ÓxÓ��9Þ+� Ó`Ä`m �xsH�
wÅÑ¬~|sIm u}ÞnmxÓ9Ó+��ÃHÓ � u¬Þ�àB�V×Z� Þn�+Ã �xsH�
wÅÑ¬� ±Vm u|ÃVÞ��`m9Ä�� Óxß�m u�ÃIm9ß�×�m�� à�ÃHß �+v
w���rx�^m u¥Óx×�Ãfß+� àxß9Þ u¬ÞxÄ+Ã�×Z���`�+Ã �+v
w�~�r��!Ã u}à�×B��� Óx×9ß ß`Ä`�+� àn��� �+v
w¶����±=Ã �9Þ�×�� àxàxß u�Ã�×`à ��� × �+Ã �xsH�
��r�±�� m u¥ß9ß9Þnm+� �V×`Þ u�ÃIm`Þ`mxß�� àB� m �xsH�
��±�Ñ¬�om u|ÃPmnm`Ä`�+� �9Äxà u�ÃIm�Ã5��Þ+� ÄxÓnm �xsH�

¸�r�±+��s�Þo[�p+�-vx~|sH�=vx±�q�r����+sH��±��5À �����Zv`�¬q|vx~fÀ6w¶r����^m�r�¯`r������¬q
Þ`m5���¦�6qt�����2���t���+¯S�2Õ1µdrx���kµ#Þ

q|rx¯xsf�����!�-vx����rx~t�¦�tvx��� ��qt{��-v9���Zs�qt���+¯��5s�qt{+v���v9��v9¯x��sH�
��s9� ¯Z�$qt{+sI��vx{+v9~�q r����+~tv`rx��{Z�GÒ�ÃxÃ-Ô¥�
¸�r�±+��s§Þª�t{+v����kq|{+s>�t��vx~|sH�kvx±�q�r����+sH�á� {+sH� �t�UsHr��9s�~
w¶r����^m�r9�t�t�+��sH�Ðqt{+s&�¦��s��`qt��qt��sH� vxwOq|{+s&�����+�����¦����r��¦�
�t{+v�� ������q|{+s ��~��¬q��-vx���+����v�w¡qt{�s q|rx±+��s9�X¸2{+sH�ts��t��vx~|sH�
��s�~|s��Hr��¦�-�+�¦r�q|sH�®qt{����I[

� ����� � �C� 7 � ����� ���C�"!$#%� �zÄ9�

� {+sH~tsGqt{+sG��~|��qcq|s�~|�&vx��q|{+s#��s-wyq2{�rx�����t����s#v�w=����°`��r���u
��q¬���MÄx�=~tsH�+~tsf��sH�`q|�¡q|{+sc�����9s�����{�v`v���q|{�r�q1qt{+s�vx±��ts�~|��r�q|��v9�
��v9~��+q�qtsH~|rx���-sV�&� �2rx��¯xsH�+s�~�r�q|sH��±��5qt{+s��-�¦r�����r��`q'� �  
� {+sH~tsfrx�¤q|{+s��tsH��vx���«q|s�~|�é~tsH�+~tsf��sH�`q|�¤q|{+s®�����xs�����{+v�v��
qt{Zr�q��tvx��sHvx�+sXsH���ts����¦�¼ �r��Z�(# � �¦�=q|{+s��+sH�-�¦�t��v9��qt{+~|sH�t{�u
vx�¦�®w�vx~2qt{�sI���UsHrx�xs�~2� {+v`��s��¦��s��`q|�Îq¬����� ����rx����sH�«Ò¼ÃPm�Ô¥�
/+~|vx�C¸1rx±+��s�Þ+ ��ÎqX�¦�$vx±�����v9���1qt{�r�qcr9�1��q]���$������{�{Zr�~���s�~
w�vx~Irkw�sH��r���s��t�UsHr��9s�~�q|v���rx�+����{©rk�t���H�-sH�|��w��+�]���5�Uv9��u
qtv9~�r�q�q|r9���¢rx¯9r�������q�r���r���s�vx��s®��������s�qt{+sk�t��vx~|sH�¤rx~ts

��r����+�����¦r�~|¯xs2�+sH¯9r�q|���9s2�Vrx����sH�H 9r��Z��±U�$µ#Þ��-��sHrx~t���Iv9��q�u
�Us�~tw�vx~|��� �2Õ�µ�����qts�~|���Xv�wUqt{�s w¶r��¦��s�r9����s���q�r�����s�~�r�q|sx 
r�q«��sHr9�¬q¢w�vx~¢qt{+�¦�F�������������+��r��M�Ü¸2{+s§w�v9�+~�q|{C��vx���+���
��q|r�qtsH�c� {+s-q|{+s�~�µ#Þ������+~tv��9sH��qt{+s#�t��vx~|sH�$vx±+q|r����+sf���Z�¬u
���+¯ ��Õ1µI�$¾¥q�����qt{���������sfr�~Iq|{�r�q�µ#ÞF���5��~tv��9sH�,�`m«Æ
�¶�z� sx�dÃ�×¢vx��q�v�w�Þ`m9��v�w�r�����qt{+s��|�-vx~|sH�5�t{+v�� �O����¸�r�u
±+��s¤Þ��$��v���s��xsH~H xqt{+�¦�2��v�sH���+v�q���sHr���qt{�r�qcqt{�s#v��9s�~�r����
/�µ#Â¹�2rx�@r��¦��v������+~|v��xsH�!±�� � m!Æi��������s���v9��q#vxwXqt{+s
�|�-v9~tsf� ��sH~ts¤±Us���v��dqt{+s�rx����s���q�r�����s�qt{+~|sH�t{+v9���!vxw�u¬Ä���ß
����r����®��r9��s9�
¾}�`qtsH~tsf�¬q|����¯x���x �qt{�sIr�q�q�rx����rx¯9r�������q@À �����-qt���!À�w�~|rx�!Ã@�2rx�
�+�Z�����H�-sf�t��w��+�¤� {+sH� �2Õ1µ½�2rx�k���tsH�= @±���qF���Z���-sf�t��w��+�
� {+sH�«µ@Þ���r9�#�Z��sf�¼ =� {+sH~tsfrx�Gqt{+s�~|s��xsH~|�ts��¦�@qt~|�+s�w�vx~
À �����-qt���kÀ1w¶�t��±=Ã9��¸2{+�¦��v9±���sH~t��r�qt��vx�©�+~|vx����qtsf�«qt{+s�r���u
q|{+vx~�qtv����`qt~|v��+���-s]r ��s��>��sH�����t��vx�@w����t��v9�¤�5s�qt{+v���v9��v9¯x�
����� {�����{5�t��vx~|sH�=v9±�q|rx����sH�I�Z�����+¯#qt{+s�q¬��v@r�~���{+��qtsH�-qt�+~|sH�
rx~ts@rV�xs�~�r�¯9sH�¼����v���s��9s�~f �qt{����2��vx�+�¦�����`qt~|v��+���-s@s-º+�-sf�¬u
�t���9s���vx���+��q�r�q|��v9��r���v��xsH~t{�sHrx���¶�z� sx�1q¬��v#��v���s��¦����v9�+�¦�
{�rV�9s¤qtv®±Zs5�-~|sHr�q|sH�kw�v9~GsHr9��{����UsHrx�xs�~f Zr9����s����1r9� q¬��v
��vx~|�����5v���sH�����6 ¡� {+�¦��{F��vx��������rx�xs¤q|{+s5rx~|��{��Îq|sH�6q|�+~|s
�+�Zr�q�q|~|r9�6q|���9sx�#Gs��9s�~tqt{+sH��sf�t�H Uµ@Þ�~|sH�t�+��qtsH�����Frx� /�µGÂ
vxw�×Z��Ã � Æ¹�¶�xsH~|�t���¼×Z� �`Ä2Æ´w�vx~G�2Õ�µ#�*)� H� {+����{�q|~|rx���t��r�qtsH�
q|v®ÃHÓ`Ä����M� s9�2ÃHÓnmx×@u�ÃxÃP�xà`�$�-vx~|~|sH�6q|sH��w¶r��¦�tsGrx�H�-s��+q|r��Z�-sH�
v9��qGv�wXr5qtvxq|rx�=v�w]Þ�ß�m9Ä`�5�t�����+��r�qtsf�������Zv`�¬q|vx~Gr�q�q�rx�������
¾}�®qts�~|����v�w(/$Â�Â¤ `q|{+s�~|sG�2rx��vx�+����r��+�ÎÖ¡s�~|s�����sGvxw�vx�+s
w¶rx���ts�~|s¬Ñ¬sH�-qt��vx����r9��s2q|{�r�q���r9�]�-v9~t~|sH�-qtsf��� {+sH��µ#Þ��2rx�
���tsH���¶�z� sx���#v9��qcv�wXÃP�xß#w�vx~cµ@Þ��xsH~|�t���Xß¤v9��q]v�wXÃP�xß#w�vx~
�2Õ�µ@�6�
�Gv���sH�xs�~f �q|{+s¤qt~|�+sI�Uv�q|s��`qt�¦r��1v�wcµ@Þ���r9� �+���+s�~|�5���+sf�
±��kqt{+s�w¶rx�-q#q|{�r�q�r��+�+���xsH~|�|r�����sH�����t��v9�!qt{+~|sH�t{+v9�����2rx�
���tsH�;qtv �-vx�+��~t� v9~ª�+sH¯9r�qts¨�¦��s��`q|�Îq¬�;����rx�������������-s
�t�Zsfr��9s�~tu¥��sH�ZsH����sH�9q q|{+~|sH�t{+vx�¦�+����vx�����k~|sH°`�+��~tsIr��+sH��u
�¦��r�qtsH�á��rx����±+~�r�qt��vx�¨�ts-qk���drx�+�+�Îq|��v9�´qtvOqt~�r����+����¯ªr��Z�
q|sH��qt���+¯§�+r�q�r>��s�q|�H�¨¿���w�v9~�q|�+��r�qts����x �q|{+s�~|s!����q|v�v>����q�u
q|��s!�+r�q�r����OG¸2¾¬²�¾¬¸&w�vx~���v9��s®v�w���q5qtvF±Usk~tsf��sH~t�9sH�
s�º������Z�����xsH���®w�vx~ q|{+s��-v9���+��q|r�qt��vx��vxw$������sH�ZsH����sH�9q@��s-u
�����t��v9��qt{+~|sH�t{+vx�¦�+�H�á�#rx�ªqt{+�¦����v�q�±Us�s���q|{+sF�Hrx�tsx ��Îq
��vx�+�¦�k{�rV�xs�±Us�sH�k�Uv9�|�t��±+��sx +w�vx~ �����¬q�r�����sx �q|v�~|rx���ts#qt{+s
q|{+~tsf��{�vx�¦�+��vxw¤�tvx��s�vxw�qt{+sªÃ�×O�t�Zsfr��9s�~������S¸�r�±���s¢Þ
w�v9~1� {+v9�&À �����Zv`�¬q|vx~fÀ-w¶r����^m+À ���|�-v9~ts]��s�qtsH~t��vx~�r�q|sH��� {+sH�
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DFT log|S|s(n)
LPF

α − β
parameterisation

Cosine
Transform

S(   )w

PFS
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α
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to cepstrumAnalysis

LPC a(k) c(n)

LPCC

s(n)

ÞA�¡µ�Å)¦�¥�ù �m¼}�¡±g¢)°¸�¸·�¥J¨�ßÁÝÎà�àd¥�È}¯�¦Ã£�©�¯��¡²�«�¢)¦�²k©§¥0 � 
ß��¸«�¥0£¤¦D¢)¦�¥0¨k�Â©.¯��¸²b«+¢)¦�²k©§¥0 � : �¯�£¤¦�¯� :ª}Ä�±g²k¨k¥§°¡°¡�¸«)µ6¯��)¥#¢)¦�¥�

¢)¦�²}©§¥0 � �¥J¨½ �¢T¥§¥0©Ã�¹ ��¸µb«�£¤°rÆ
sn

Æ,£� �£?°¡�¸«�¥0£¤¦1©§²�±�ª)�¸«L£x¯��¡²�«"²�³
�Ó¯Ã �¢�£b |¯�´x£¤°¡Å)¥0 0Æ

sn−k

Æ� �ÅL©Ã�!¯���£x¯ �

sn = −

p∑
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ŝn =

p∑

k=1

aksn−k

¾ �HÀ

¼}�¡«�©�¥
G.un

¯�¥§¦�± ³º¦�²b± ¥0üHÅ�£x¯��¸²b«pëkÆR�Â Ë�¸µb«)²�¦�¥0¨ÁÆ,¯��)¥n¢)¦�¥�
¨k�Â©.¯��¡²�«n¥§¦�¦�²�¦

en

�¡ �¥§È}¢�¦�¥J � �¥0¨�£� �£�¨)� a¥§¦�¥§«�©§¥%ªL¥§¯|ÍD¥0¥§«l¯��)¥
¢)¦�¥0 �¥§«H¯� ��¸µb«�£¤°:£�«�¨�¯���¥!¢)¦�¥0¨k�Â©.¯�¥0¨"Í�£N´�¥§³º²�¦�± £� 6¨k¥§¢)�Â©.¯�¥0¨
ª}Äl¥0üHÅ�£¤¯��¡²�«	�k»

en = sn − ŝn
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Data GMM

modeling
LPCC
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GMM
Classification

LPCC
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Speech

Final

ScoreTraining data
is obtained during
PFS−GMM training

GMM decision as in fig. 1 

top N

No

speakers
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Abstract
This paper describes a method for improving the efficiency

of the language resource development process through boot-
strapping: iteratively combining machine learning and human
knowledge in a way that minimises the human intervention
required during the process. Applied to the development of
a 10,000-word pronunciation dictionary, it is shown that the
amount of human effort can be decreased to less than a quar-
ter of the effort typically required for the manual development
of a pronunciation dictionary, without sacrificing accuracy.

1. Introduction
Many speech processing and natural language processing tasks
require the availability of extensive language resources: pro-
nunciation dictionaries, large annotated text corpora, annotated
speech corpora or parallel text corpora. The development of
these resources involves significant effort, and can be a pro-
hibitively expensive task when speech and language technolo-
gies are developed for a new language.

Techniques that allow resources to be developed more
quickly and cost-effectively include the cross-language re-use
of information and bootstrapping approaches. For example,
when acoustic models are developed for a new target language,
an automatic speech recognition system can be initialised with
models from an acoustically similar source language, and these
initial models improved through an iterative process in which
audio data in the target language is automatically segmented
and used to retrain the models. The potential savings in ef-
fort achieved through such a process is aptly demonstrated by
Schultz [1].

Bootstrapping approaches are applicable to various lan-
guage resource development tasks, specifically where an au-
tomated mechanism can be defined to convert between vari-
ous representations of the data considered. In the above ex-
ample, two representations are utilised: annotated audio data
and acoustic models, and the mechanisms to move from one
representation to the other, are well defined through the phone-
alignment and acoustic modelling tasks respectively.

We apply this general approach to the task of creating a
pronunciation dictionary, using word/pronunciation pairs and
grapheme-to-phoneme (G2P) rules as alternative representa-
tions of the same information. In our approach we focus on sim-
plifying and minimising the human intervention required during
the bootstrapping process.

The remainder of the paper is organised as follows: Sec-
tion 2 provides background on the grapheme-to-phoneme con-
version problem. Section 3 describes our bootstrapping ap-
proach to the creation of pronunciation dictionaries utilising
G2P rules as an intermediate representation. Section 4 provides
an overview of experimental results.

2. Grapheme-to-phoneme conversion
An accurate model for letter-to-sound conversion is required
for various speech processing tasks, including speech synthesis
and large vocabulary speech recognition. Typically modelled
through explicit pronunciation dictionaries, the relationship can
also be described using various letter-to-sound formalisms, in-
cluding explicit grapheme-to-phoneme mapping rules [2], neu-
ral networks [3], decision trees [4] and instance-based learn-
ing [5]. A letter-to-sound conversion mechanism is valuable,
not only in the absence of pronunciation dictionaries but also
to accommodate speech technology on small devices (with as-
sociated memory constraints) or to deal with out-of-vocabulary
words in speech synthesis.

The results when applying appropriate versions of the dif-
ferent formalisms mentioned above are comparable, with slight
variations in performance under specific conditions. For ex-
ample, neural networks provide stronger generalisation ability
than decision trees, and perform more consistently across mis-
matched test sets, while decision trees typically outperform neu-
ral networks where training and test data are closely matched.
[6]. Kohonen’s Dynamically Expanding Context (DEC), ini-
tially applied by Torkkola to the G2P problem [7], is a popular
instance-based learning algorithm that predicts phoneme real-
isation based solely on grapheme context. Variations of DEC
typically perform as well, or better, than similar decision tree
approaches.

Grapheme-to-phoneme conversion mechanisms can either
be defined on a per-grapheme level, or for a combined ‘chunk’
of graphemes. In the first case it is typically necessary to align
each grapheme to a specific phoneme prior to rule extraction.
This can be done manually, or through a forced Viterbi align-
ment, inserting graphemic or phonemic nulls as required [4].
(See section 3.3.)

2.1. DEC

The bootstrapping system described in this paper utilises a
variation of DEC as its rule extraction mechanism. In DEC,
each rule specifies a mapping of a single grapheme to a sin-
gle phoneme for a given left and right graphemic context, i.e
is of the form: (grapheme, context) → phoneme. Each word
in the training dictionary is aligned with its pronunciation on
a per-grapheme basis, as illustrated in Table 1. Rules are ex-
tracted by finding the smallest context that provides a unique
mapping of grapheme to phoneme. If an n−letter context is
not sufficient, the context is expanded to either the right or the
left. This ‘specificity order’ influences the performance of the
algorithm. Different orderings are illustrated in Table 2 as ap-
plied to grapheme ‘s’ in the word ‘interesting’. Context 1 is
expanded symmetrically on a right-grapheme-first basis, con-
text 2 is expanded symmetrically on a left-grapheme-first basis,
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and context 3 favours the right context on a 2:1 basis.

Table 1: Word alignment and rule extraction in DEC

Alignment examples r o s e→ r O z 0
r o w s→ r O 0 z
r o o t→ r u 0 t

Rule examples o in context -o→ u
o in context -se→ O
o in context o-→ 0

Table 2: Different examples of context expansion order in DEC

size context 1 context 2 context 3
0 s s s
1 st es st
2 est est sti
3 esti rest esti
4 resti erest estin

3. Approach
In this section, we describe our approach to the development of
a pronunciation dictionary, both at the process level and with
regard to the specific algorithms utilised.

3.1. Process: User perspective

The system is developed to allow a speaker fluent in the target
language to develop a pronunciation dictionary without requir-
ing expert linguistic knowledge. The system predicts a pronun-
ciation and presents the human with an audio version of the
word: the human acts as a ‘verifier’ and provides a verdict with
regard to the accuracy of the pronunciation (correct, wrong, or
uncertain). If the word is wrong, the verifier can either provide
the correct pronunciation or flag the phones that are considered
wrong. This process is repeated (with increasingly accurate pre-
dictions) until a pronunciation dictionary of sufficient size is
obtained.

Figure 1: Correcting the predicted pronuncations

The dictionary correction task as presented to the verifier

Figure 2: General bootstrapping system concept

is shown in Figure 1. This is one task within an experimental
environment that allows a user to manipulate and generate the
various resources involved (the rule set, word list and pronun-
ciation dictionary) as required. Per experiment, the system logs
the history of all activities and archives the intermediary data
resources for further analysis.

3.2. Process: System perspective

The general bootstrapping system concept is illustrated in
Figure 2. Extracted rules are used to generate additional
word/pronunciation pairs, which in turn are used to extract bet-
ter rules. Errors are flagged when information is presented to
the verifier as a list of word/pronunciation pairs. The system
is initialised with an initial small rule set or a small transcribed
wordlist. If neither is available, the system will predict ran-
dom pronunciations, which, when corrected, form the basis for
further bootstrapping. Currently all verification is done by a hu-
man verifier, but data-driven approaches to error identification
can be included in the general system, if additional data (such
as acoustic information in this example) becomes available.

The overall process consists of the following steps:

• The system analyses its current understanding of the task
(number and type of pronunciations from the overall
word list that are correct, wrong and uncertain) and gen-
erates an optimal list of words to be considered next.

• For each of the words on the above list, the sytem gener-
ates a new pronunciation using its current G2P ruleset.

• The system creates a ‘sounded’ version of each word us-
ing the predicted pronunciation and standard IPA sound
samples, and records the verifier’s response.

• Based on the status of each of the words in the newly ver-
ified word/pronunciation list, the system extracts a new
G2P ruleset.

• The process is repeated until a sufficient number of cor-
rect words are obtained.
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3.3. Extracting and applying G2P rules

In order to extract G2P rules, words and pronunciations are first
aligned using iterative forced Viterbi alignment. Phonetic nulls
are inserted where required (that is, where a single phoneme is
produced from more than one grapheme). Graphemic nulls are
not used, but graphemic exceptions that can map to more that
one phoneme (such as x→ k s) are replaced with two pseudo-
graphemes (as in [8]). The initial probabilities for Viterbi align-
ment are obtained from words and pronunciations that have
equal length.

DEC is used to extract rules of the form (left context,
grapheme, right context) → phoneme. Two variations on tra-
ditional DEC are implemented:
• Using a sliding window at each context-level, and
• Removing redundant rules.
DEC, as applied by Torkkola [7] expands the context one

letter at a time, either favouring the right- or left-hand side ex-
plicitly. We use a sliding window that first considers all possi-
ble contexts of size n, before continuing to consider contexts of
size n+1, which prevents rules with unnecessarily large contexts
from being extracted. In contrast to the DEC context expan-
sion of Table 2, a sliding window applied to grapheme ‘s’ in the
word ‘interesting’ would result in the context ordering indicated
in Table 3.

Since multiple rules of the same context size may apply to a
single grapheme-to-phoneme mapping (such as re,s,ti→ s and
ere,s,t → s), contexts that are already served by existing rules
are removed to prevent over-specialisation. Because all con-
texts of each size are considered, the order in which contexts
are expanded (for a specific context-level) becomes less signif-
icant than in standard DEC. In all experiments, a symmetric
right-first expansion scheme is used (as also in Table 3).

Table 3: Context expansion order in shifted DEC

order size context order size context
1 0 s 2 1 st
3 1 es 4 2 est
5 2 sti 6 2 res
7 3 esti 8 3 rest
9 3 stin 10 3 eres

Generating a new pronunciation is a simple procedure: each
grapheme in the word is considered in turn, and the rule describ-
ing the largest matching context is used to predict the phoneme
to be generated.

3.4. Choosing an optimal word list

An aim of our system is to minimise the number of words a
user needs to correct. To achieve this, the system grows its un-
derstanding of pronunciations-in-context systematically: ensur-
ing that it achieves certainty on as many contexts of size n as
possible, before continuing to a context of size n+1. For each
iteration, it chooses a minimal set of words that covers as many
of the contexts in question as possible. The context ordering is
chosen to be similar to the one utilised in the G2P extraction
mechanism.

4. Experimental results
The approach has been verified in an experimental environment
using an existing pronunciation dictionary. The dictionary acts

as the verifier, in order to obtain an accurate indication of the
process itself, uninfluenced by human error. The pronunciation
dictionary used is a hand-crafted dictionary of German words,
and consists of 22,000 words and their pronunciations, sepa-
rated into a 20,000 word training and 2,000 word test set. Re-
sults reported are all based on the full test set.

4.1. G2P accuracy

First, the accuracy of the G2P rule extraction mechanism is con-
sidered. In all experiments the size of the maxiumum context al-
lowed when extracting rules is not restricted, and the same word
training order is used. If DEC is not allowed to grow a con-
text beyond word boundaries and conflicting rules are ignored
(DEC-conflict) the performance of the algorithm decreases for
larger training corpora, especially if rules regarding the context
surrounding a grapheme early or late in a word are important. In
order to remove this effect, the version of DEC (DEC-grow) that
was implemented allows a context to grow towards the oposite
side if a word boundary is encountered. The shifted window
version of DEC (DEC-win) outperforms1 this version of DEC
(DEC-grow) consistently, as illustrated in Figures 3 and 4.
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Figure 3: Word-level accuracy: different DEC variations
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Figure 4: Grapheme-level accuracy: different DEC variations

When redundant rules are removed (DEC-win-opt) perfor-
mance is similiar to DEC-win, but fewer rules are required to
achieve the same accuracy. An analysis of the extracted rules
is shown in Table 4. The number of rules of each size (the

1Word-level accuracy measures the number of words that are com-
pletely correct, while grapheme-level accuracy is measured as the num-
ber of correct grapheme mappings minus deletions, divided by the total
number of graphemes tested.
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size of the context that specifies the rule) is given, as extracted
from different sized training dictionaries, using DEC-win. For
the 10,000-word dictionary, the size of the ruleset obtained via
DEC-win and DEC-win-opt is compared.

Table 4: Number and size of rules: DEC-win

Dict size: 10 100 1000 10,000 10,000 (-opt)
Rule size rules rules rules rules rules

1 32 32 32 32 32
2 24 90 141 134 128
3 5 85 671 1877 1688
4 7 265 3099 2793
5 23 996 931
6 4 202 190
7 3 73 73
8 37 37
9 17 17

10 7 7
11 1 1

Total 61 214 1139 6475 5877

4.2. Cost-effectiveness

The amount of time required for the various tasks depends on
the skills and motivation of the transcriber and verifier. In Ta-
ble 5 we list rough estimates for relevant times, based on ob-
servations in our laboratory. These estimates can be used to
predict the effectiveness of the proposed approach compared to
that of manual development for pronunciation dictionaries of
various sizes. This is illustrated in Figure 5, which shows the
predicted amount of human effort required (in hours) as a func-
tion of dictionary size when applying DEC-win-opt. Additional
to the assumptions listed in Table 5, it is assumed that in both
approaches each word is verified by a second human verifier.

Table 5: Assumptions: approximate effort required per task

Agent Activity Approximate
effort

Manual
transcriber

Transcribe the pronuncia-
tion for a given word

90 s

Manual
verifier

Verify and possibly correct
a transcribed word

60 s

Bootstrap
verifier

Listen to and verify a cor-
rectly predicted word

15 s

Bootstrap
verifier

Listen to and correctly
sound an incorrectly pre-
dicted word

30 s

The relative benefit of bootstrapping increases for larger
pronunciation dictionaries. For a 10,000 word dictionary, the
bootstrapping approach requires 23% of the effort of the man-
ual approach (98 hours, compared to 417).

5. Conclusion
A bootstrapping approach to the generation of language re-
sources holds much promise for the accelerated development
of Human Language Technologies, especially in the develop-
ing world. We have demonstrated that such an approach can
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Figure 5: Effort required: Manual vs Bootstrapped

significantly reduce the amount of effort required to develop a
pronunciation dictionary.

Our process is demonstrated using an existing pronuncia-
tion dictionary. We are currently evaluating this same process
on the development of a new pronunciation dictionary (for lan-
guages where such a resource is not available). This will allow
us to measure the performance of these techniques in a realis-
tic context; and to develop credible estimates for the amount of
effort required to produce pronunciation dictionaries for all the
languages of South Africa.
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Abstract 
This paper introduces ongoing work for a master’s 

thesis on a new method of providing and presenting 
continuous student feedback in a virtual classroom 
environment.  The method prioritizes and reduces video 
transmitted as feedback from a student to a teacher, based 
on estimates of facial and facial feature motion.  The 
motion estimates are also used to estimate class activity. 
An experimental system using the method is currently 
being developed and implemented using the Java 
Multimedia Framework  (JMF).  
 

1. Introduction 
Distance education is a formalized teaching system 

specifically designed to facilitate communication between 
a teacher and learner, not located at the same location, 
through the use of technology.  Virtual classrooms as a 
form of distance education has many advantages, 
including low cost, accessibility and the potential to 
increase the standard of education by giving more 
students access to highly qualified teachers.  
Unfortunately, before the benefits of distance education 
can be fully exploited there are still some factors that need 
to be addressed.  These include computer illiteracy, 
resistance to change, recognition of qualifications 
obtained online, cost to students, limited interaction 
between students and teachers as well as the quality of 
audio and video due to limited bandwidth. 

The main focus of the proposed system is on improving 
the interaction between students and teachers by 
providing the teachers with feedback from students.  
Current systems provide student feedback in the form of 
opinion polls, online quizzes and questions.  Each of these 
feedback methods require the student to give conscious or 
intentional feedback – the unintentional feedback through 
gestures, expressions and body language that teachers in 
conventional classrooms use to determine lecture pace 
and the students understanding of coursework, is lost. 

The proposed system will use the unintentional 
feedback from the students to prioritize video 
transmission from student to teacher.  The teacher is then 
presented with video or regularly updated images of the 
students from which they can derive all the information 
available to them in conventional classrooms. 

During the development of the system the focus will be 
on the real-time extraction of information from the video 
monitoring a student, establishing a suitable metric for the 
prioritizing of the video, as well as the development of a 
protocol to control the transmission of video from a 
student’s terminal while using less bandwidth than 
conventional systems. 
 

2. System Overview 
The proposed virtual classroom will consist of a teacher 

and student terminals.  The terminals will be connected 
via a server responsible for the coordination of data 
between the teacher and student terminals.  Both the 
student and teacher terminals will be capable of sending 
and receiving real-time audio and video streams using 
various standards and compression schemes.  This will 
enable performance comparisons between various 
standards while providing the scalability needed to allow 
the system to work on both local area networks  (LANs) 
and the Internet. 

Teacher
Terminal

Server Student
Terminal

Student
Terminal

Student
Terminal

Teacher
Terminal

Server Student
Terminal

Student
Terminal

Student
Terminal

 
Figure 1:  System overview 

A custom developed protocol will handle the 
coordination of audio and video between the student 
terminals, the server and the teacher terminal. 

The system will be implemented using the java 
multimedia framework  (JMF).  “JMF provides a unified 
architecture and messaging protocol for managing the 
acquisition, processing, and delivery of time-based 
media.” [8]  It has built-in support for various video 
(H263, MPEG,  MJPEG, QuickTime etc.) and audio 
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standards (MP3, G711, GSM etc.).  Transmission of 
audio and video using the real-time protocol is also 
provided for most of these standards with automatic audio 
and video synchronization.  It allows the creation of 
customised effects, codecs, multiplexers, renderers etc. 
and supports DirectX rendering.  Conversion between 
different formats in the processing chain as well as 
threading between the processes is handled automatically.  
JMF’s comprehensive media framework significantly 
decreases the development time of a system and makes it 
ideally suited for use in the development of an 
experimental system.   

One drawback of such a flexible framework may be 
execution speed.  JMF tries to address this issue by 
providing performance packs (native code) targeted at 
specific operating systems, but actual JMF performance 
still needs to be investigated.  Using different virtual 
machines or compiling the code to native code could 
provide performance gains.  

A few videoconferencing and education systems have 
already been implemented using JMF.  (See [9] and [10]) 
 
2.1 Student Terminal 

The student terminal is responsible for presenting the 
audio, video and other content transmitted from the 
teacher terminal.  The terminal consists of a computer 
containing the developed software, a headset 
incorporating a microphone and a webcam to capture live 
video of the student.  The video will be used to monitor a 
student and provide indirect and direct feedback to the 
teacher. 

 
3. Monitoring a Student 

The following graph (Fig. 2) represents the procedure 
used to allow the monitoring of a student.

 
 Capture video using webcam  
 

�  

 Convert frame into binary image  
 

�  

 Group connected pixels  
 

�  

 Remove noise (irrelevant groups)  
 

�  

 Transmission decider  

Figure 2:  Monitoring a student 

Each step of the procedure will be discussed in more 
detail in the following sections. 

Table 1:  Symbols and their meanings 

Symbol Meaning 
( , )r f p  Red component of a pixel p on frame f. 
( , )g f p  Green component of a pixel p on frame f. 
( , )b f p  Blue component of a pixel p on frame f. 
( , )I f p  Resulting binary value of pixel p on frame f. 

w  Frame width. 
h  Frame height. 
( )I p  Binary value of pixel located at position p. 
( )x p  The group number of pixel p. 
( )s m  Size of group m. 

 
3.1 Capture video using webcam 

Video is captured from a USB webcam pointed at a 
student at a resolution of 352 x 288 pixels.  The video 
capture frame rate is set to 15 frames per second. For best 
results the webcam should be placed in such a way that 
the student's face covers most of a captured video frame. 

In order to allow rapid development and increased 
flexibility, JMF was customized. It now allows the 
programmer to specify different processing methods for 
each custom defined region on the video frame instead of 
one method for the entire frame – reducing the processing 
requirements of the system.  In order to create new 
processing methods the programmer now only has to 
specify the processing required on a single pixel.

 
3.2 Convert frame into binary image 

Each captured frame is converted into a binary image 
using the difference between the current and previous 
frames.  If the luminance of a pixel on the current frame 
has increased from the previous frame it is given a binary 
value of 1, otherwise it is 0.  In the implementation a 
binary value of 1 corresponds to a white pixel and a 
binary value of 0 to a black pixel. 

   

 

( , ) ( 1, ) and
( , ) ( 1, ) and ( , ) 1 
( , ) ( -1, )

otherwise ( , ) 0

r f p r f p

g f p g f p I f p

b f p b f p

I f p

> − �
�> − =�
�> �

=

 (1) 

 
This method is very fast to compute, but it relies on the 

assumption that the student’s face is large compared to 
the background and that the lighting on the student would 
stay uniform for the period between successive frames.  
Under these conditions most of the luminance differences 
between frames can be attributed to student movement. 
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(5.1a) (5.1b) 

(5.1c) (5.1d) 

(5.1e) 

  

 
(5.2a) (5.2b) 

 
(5.2c) (5.2d) 

(5.2e) 

 

 

(5.3a) (5.3b) 

 
(5.3c) (5.3d) 

(5.3e) 

  

 
(5.4a) (5.4b) 

(5.4c) (5.4d) 

(5.4e) 

 
 Figure 5:  Examples illustrating the previous frame (a), current frame (b), binary image of frame difference before 

noise removal (c), after noise removal (d) and after pixel grouping (e).  Different colours indicate different groups. 
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3.3   Group connected pixels 

Region labelling  (blob colouring) is used to identify 4-
connected components.  Components with the same 
region label are grouped. 

 
3.4 Remove noise  (irrelevant groups) 

Each group has a size property that can be used to 
remove noise.  The size of a group is defined as the 
number of pixels belonging to the group. 
 

 0

( ) ( ) where, 

( ) 1 if ( ) ,  otherwise ( ) 0

w h

k

s m J k

J k x k m J k

×

=

=

= = =

�  (2) 

 
  A group of pixels can be removed if the size is below 

( 1t ) or above ( 2t ) a certain threshold.   
 

 1 2( ) 1 for ( ( ))x p t s x p t= − < <  (3) 
 
In this implementation  (Fig. 5) the threshold was set to 

relatively small values ( 1 21 and 100t t= − = ) to filter out 
small changes on the image due to speckle noise caused 
by the lighting used in the room.  This method could 
prove useful if the size range of a group / object to be 
filtered out is known. Setting the group number of a pixel 
to –1 will filter it out. 

 
3.5 Transmission decider 

The next step is to rank the frames based on the 
importance of the movement displayed on it. In this 
preliminary work the rank is directly proportional to the 
number of groups on the frame.  The number of groups on 
a frame can be defined as  

 
 max( ( ))n x p=  (4) 
 

Another possibility would be to base the rank on the 
amount of movement, or movement in specific parts of 
the frame such as the eyebrows. 

 The rank will then be used to prioritize transmission of 
video from students. The student terminal performs a 
computation on the ranks of the frames between 
transmissions (for example an average or some statistical 
parameter) and sends this value to the server when 
requested. The server then requests updated video from 
the student terminal with the highest rank.  On request of 
the server the student terminal would start transmission 
for a predefined time or until a significant and relatively 
long succession of low ranked frames was transmitted. 
Variable bit rate video transmission or a flow control 
system similar to that of TCP could be created using this 
rank.  For example, when network congestion occurs, the 
system could choose to transmit only high-ranking 

frames.  As the congestion is cleared the transmission 
threshold on the frame rank is decreased until normal 
transmission occurs or satisfactory video quality is 
received  (purposefully saving bandwidth).  This could 
increase the perceived quality of the transmission.  The 
frames to be transmitted are encoded and transmitted 
using normal low bandwidth video compression 
techniques. 

 Another application of the ranking could be to give the 
teacher an indication of class activity.  If the whole class 
suddenly show more activity the teacher could try and 
assess if there is a reason for it, such as boredom or 
incomprehension of the teacher’s last statement. As 
expression recognition techniques become more advanced 
this information could also be provided to the teacher.  

 
4.   Results 

Currently, the monitoring process is carried out on a 
large section (200 x 200 pixels) of the frame and proved 
especially effective in picking up movements of the 
eyebrows (Fig. 5.1, 5.2 and 5.4).  Some detail may be lost 
during grouping (Fig. 5.4c and Fig 5.4d), but this can be 
reduced by using a smaller value for 2t  in equation 3. 

Experiments using the number of groups, as a rank, 
showed promising results for bandwidth saving, but more 
research needs to be conducted to assess its true potential.  
A variable threshold on the transmission of a frame was 
used and the number of frames to attempt to transmit was 
specified as half the original amount of frames.  If more 
frames are transmitted the transmission threshold is 
dynamically increased.  If less was transmitted the 
transmission threshold is dynamically decreased.  Since 
head movement resulted in a high ranking due to the 
creation of many groups (Fig. 5.3), almost all frames 
containing head movement was transmitted.  Transmitted 
frames were encoded using the H263 standard.  

  The monitoring process (encoding, transmission and 
analysis) runs at approximately 8 fps (frames per second) 
with occasional drops to 4 fps on a 2GHz Pentium 4 
machine with 512 MB RAM while executed in the 
development environment  (Borland JBuilder 9).  It is 
believed that better execution times can be achieved by 
optimisation of the source code, execution outside of the 
development environment, using another virtual machine 
or compiling the code to native code. 

 
5. Future Work 

The student monitoring system will be further refined 
and used to develop a protocol to transmit the video from 
the student to the server terminal using less bandwidth 
than conventional systems.  A user interface will also be 
developed to allow the teacher to view video from all the 
students in his/her virtual classroom.  The success of the 
system will then be evaluated and documented as part of a 
master’s thesis. 
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Abstract
A watershed-based segmentation approach that uses

iterative bilateral smoothing with an adapting photomet-
ric similarity parameter for pre-filtering is adopted for the
segmentation of rock scenes. But the resultant segmented
images also contain non-rock watershed regions which are
not desired for measuring rock sizes. A proximity-based
classifier is applied for the removal of the latter using fea-
tures that can be divided into rock shape, edge strength
and region intensity characteristics. Subset feature selec-
tion based on Thornton’s seperability index is used to re-
move redundant and irrelevant features. We achieve fi-
nal classification rates of 89.91% using a simple k-nearest
neighbor Classifier.

1. Introduction

It is desired to segment a scene of rocks on a conveyor belt
in order to facilitate accurate measurement of rock size
distributions. The Machine Vision system under construc-
tion has possible applications in control and optimization
of milling machines. We define a rock size to be the pro-
jected surface area of a rock due to the constraint imposed
by the 2D nature of an image. Based on this assumption, a
rock scene can be accurately segmented by applying a ro-
bust edge detector to find rock boundaries. A wide range
of edge detectors have been implemented and improved
but they are not suitable as they require cleaning and join-
ing of the detected pixels.

A method of choice for many image segmentation ap-
plications is the watershed transform [1], since it over-
comes the shortcomings of traditional edge detectors and
provides a continuous trace of detected edges. In this
approach, an image intensity map is viewed as a topo-
graphical landscape where intensity minima are catch-
ment basins and the ridges are the watersheds [2]. The ob-
jective is to search for the watersheds by region-growing,
growing catchment basins from a predefined set of local
minima until each pixel in the image belongs to one of
the labelled catchment basins. Formal definitions and im-
plementations can be found in [1]. A transformation of

an original image to a gradient image followed by an ap-
plication of the watershed transform should ideally find
rock edges in an image. The general shortcomings of this
approach are over-segmentation and sensitivity to noise.
These can be overcome by careful implementation of a
pre-filtering scheme and a procedure for selecting a set of
predefined local minima.

Linear pre-filtering methods such as a gaussian filter
are not suitable for this application since they blur sur-
faces and edges equally. Instead, edge preserving tech-
niques such as anisotropic diffusion and bilateral filtering
are used. These approaches smooth across surfaces while
treating edges as outliers and thus preserving them [3],[4].
Anisotropic diffusion is an iterative procedure based on a
nonlinear anisotropic version of the heat diffusion equa-
tions proposed by Perona and Malik [3]. It is highly iter-
ative and this is not a desirable property for real-time ap-
plications. On the other hand a Bilateral filter is relatively
non-iterative and the filtering is based on spatial closeness
and photometric similarity of pixels [4]. The key issue
with these approaches is deciding how significant an edge
should be for it to be considered an outlier [3]. Work has
been done in [3] to address this issue.

However, these approaches fail when there are cracks
across rock surfaces. As a result the watershed lines
follow these cracks giving rise to a rock splitting phe-
nomenon. In this work rock splitting is overcome using
a combination of iterative bilateral filtering with an adapt-
ing photometric similarity parameter followed by a hier-
archical analysis of a stack of thresholded watershed im-
ages. In this framework, watershed lines which are likely
to represent rock boundaries are retained and the rest are
discarded. A proximity based classifier is then used to
eliminate spurious regions.

This paper is organized as follows. In the next section
we describe the pre-processing which is involved. In sec-
tion 3, the overall watershed based segmentation method
is described. This is followed by the classification of wa-
tershed regions in section 4. Results are presented in sec-
tion 5. Finally conclusions are drawn in section 6.
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2. Preprocessing

In this section we describe the early image processing op-
erations which are used to achieve rock location estima-
tion. This stage is necessary for predefining a set a min-
ima for the watershed transform. It is divided into adap-
tive thresholding, distance transform and peak detection
by h-domes operations.

2.1. Adaptive Thresholding

An adaptive threshold is computed as the mean of the
neighborhood pixel intensities for each pixel in the orig-
inal image. The key parameter is the neighborhood size
which is critical for the detection of a limited range of
rock sizes. In this work, we use a 2-window approach
where the smaller window of size 25x25 is used for de-
tecting small rocks and the larger one of size 95x95 is used
for detecting larger rocks in a 240x240 image. A logical
or operation is then applied to combine the results. The
resultant output together with the original image is shown
below.

Figure 1: The original image and its thresholded version

2.2. Applying a Distance transform (DT)

The result of the previous operation usually contains con-
nected white areas which are supposed to be separated ar-
eas. To resolve this, we apply a distance transform (DT)
to the inverted version of the thresholded image so that the
locations of the local maxima of the DT output are the ap-
proximate blob centers. Rock locations can be estimated
by extracting the peaks of the distance transform (DT).

2.3. DT Peak extraction by h-domes

At this stage we aim to extract the peak locations of the
distance transform. This is achieved using theh-domes
operation which is based on gray-scale reconstruction by
dilation. Gray-scale reconstruction literature can be found
in [5]. The sequence of operations commences with a ver-
tical down shift of the DT by a constanth, followed by
a grey-scale reconstruction by dilation of the original DT
using the shifted version. The drawback of this procedure
is its sensitivity to theh-parameter. If set too high, small

blobs are missed and if too low, large and non-circular
blobs are split. One approach for solving this is to com-
pute the centroids of white areas for the correction of in-
correct splitting during segmentation. Markers obtained
by both methods are shown below.

Figure 2: The blob centroids and distance transform peak
locations

3. The watershed-based segmentation of
Rock Scenes

The watershed-based segmentation approach consists of
an iterative bilateral pre-filter with an adapting photomet-
ric similarity parameter, a watershed transform for finding
rock edges and a scheme for finding watershed lines that
are most likely to be rock edges. The overall structure is
shown in figure 3. In this structure, the input signal is the
original image, F1 denotes the first filtering operation, G1
is the gradient operation on the first filtered image, DM is
the marker image from the distance transform, CM is the
marker image containing centroids of white areas and W1
is the first watershed transformation.

Figure 3: Segmentation algorithm structure
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3.1. Bilateral filtering

3.1.1. Theory

In this application, a filter that preserves edges is required
as these are indicators of rock boundaries. The Bilateral
filter obeys this requirement. It performs a combination
of both domain and range filtering operations based on
spatial closeness and photometric similarity respectively
[4]. A Bilateral filter as defined by Tomasi and Manduchi
has the form:

h(x) = k−1x
∫ ∫

f(ξ)c(ξ, x)s(f(ξ), f(x))dξ (1)

where the normalization term is

k(x) =
∫ ∫

c(ξ, x)s(f(ξ), f(x))dξ. (2)

A pixel value atx is replaced with a linear combination of
similar and nearby pixels. The termsc(ξ, x) ands(f(ξ, x))
are the closeness and photometric similarity functions of
the Euclidean distance between their arguments respec-
tively. Both functions should generally decrease with in-
creasing distance. A common case is where these func-
tions are defined as Gaussian functions of the Euclidean
distances.

3.1.2. Gaussian Bilateral filtering

In this version, the spatial closeness and photometric sim-
ilarity function are defined as Gaussian functions of their
arguments as shown below.

c(ξ, x) = e−1/2(d(ξ,x)/σd)2 (3)

where
d(ξ, x) = ‖ξ − x‖ (4)

is the Euclidean distance betweenξ andx. The photomet-
ric similarity is defined as:

s(f(ξ), f(x)) = e−1/2(δ(f(ξ),f(x))/σr)2 (5)

where
δ(f(ξ), f(x)) = ‖f(ξ)− f(x)‖ (6)

is the absolute difference of the intensity valuesf(ξ) and
f(x). This implementation of the bilateral filter requires
prior values of the space parameterσd and the similarity
or range scale parameterσr. The space parameter has lit-
tle effect on the preservation of edges, it only imposes a
closeness constraint so that pixels far away from the kernel
center have little influence on the kernel weighted mean.
On the other hand, the value photometric similarity pa-
rameter is critical and can be estimated using the global
gradient variation as defined in [3] for the anisotropic dif-
fusion technique.

σr = 1.4826medianI(‖∇I −medianI(‖∇I‖)‖) (7)

where‖∇I‖ is the gradient magnitude of the image I. A
more accurate estimate of this parameter can be achieved
by computing the local gradient variation in predefined
neighborhoods and interpolating to cover the whole im-
age. A criterion for an optimal similarity parameter is rock
edge preservation and surface crack smoothing. This re-
quirement cannot be met using a single filtering operation
nor iterated filtering where a single value forσr is used
because there is a trade-off on the magnitudeσr. As a
cure for this, an iterative bilateral filter with an adapting
σr value is proposed.

3.1.3. Iterative Bilateral filtering with an adaptingσr pa-
rameter

In this approach, the image is effectively filtered n-times
with the range scale parameterσr estimated each time us-
ing equation 7 and weighted accordingly. The weights
increase monotonically from the first to the last filter-
ing operation so that the resultant n-images exhibit fewer
cracks as one moves from the first to the last filtered im-
age. Multi-scalar techniques are usually performed in the
domain direction to facilitate the detection of a wide range
of object sizes. In this application the domain scale is kept
constant and the range scale parameter is varied to detect
edges of various strengths. This scheme forms the first
stage of our watershed-based segmentation approach as
shown in figure 3.

3.2. The gradient Watershed Transform

A gradient watershed transform can be classified as an
edge detector because it locates regions of high gradients
given a gradient as the input image. Its main drawback is
over-segmentation which is usually due to the inaccurate
determination of markers. In this work, we use the out-
puts of the pre-processing algorithm as the set of markers
as shown in figure 3 . A parallel watershed scheme is then
applied to the filtered images as shown in figure 3.

3.2.1. Multiple Watershed Analysis

This approach considers a collection of n-binary water-
shed images as containing a population of edge samples
which is likely to contain the desired combination of edge
samples. A summation of the n-binary watershed images
followed by a multi-level thresholding procedure is firstly
executed. The n thresholds are integers with the minimum
threshold being 1 and the maximum being n. The output is
a stack of n binary watershed images with the bottom level
image containing all the watersheds from the n-images
and the top image containing the watersheds which are
most likely to be rock edges but have poor pixel connec-
tivity. The underlying assumption is that a watershed line
is likely to be a rock edge if it survives most of the thresh-
olding. The watershed image from the centroid markers
has highly merged regions and is placed at the top of the
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stack as shown in figure 3.
The evaluation algorithm collects regions starting

from the highly merged regions at the top of the stack to
the highly split regions at the bottom. The selection crite-
rion is:

(
Ablob

Aregion
> φ) ∩ (C > ρ) (8)

whereAblob is the area of the corresponding white area
in the thresholded image,Aregion is the area of the wa-
tershed region of interest,ρ ranges between 0 and 0.75,φ
ranges between 0.5 and 0.8, and C is the circularity of the
region of interest which is calculated as:

C =
4πAregion

P 2
(9)

where P is the perimeter of the region. The final output of
the segmentation algorithm is shown in figure 4.

Figure 4: Segmentation output

4. Classification

As can be seen in figure 4 that the segmentation output
contains spurious regions in addition to rock regions. The
purpose of a classifier in this context is to discriminate
between rock and non-rock regions. In this section we
present the adopted methodology for data collection, fea-
ture descriptions, feature subset selection results, a brief
description of the knn classifier and its application to the
problem.

4.1. Methodology

A data set consisting of 20 segmented images is assem-
bled. The data set has 2415 regions or ”potential rocks”,
an average of 120 regions per image and the number of re-
gions per image ranges between 86 and 146 regions. The
data set is partitioned into training, validation and testing
sets with proportions as shown in table 1. The labelling
of examples is performed manually using the author’s dis-
cretion and thus an element of human error is expected.

Table 1:Data partitioning .

Partition Images Regions Fraction of actual rocks
Training 10 1117 22.74%

Validation 5 644 13.35%
Testing 5 654 12.69%
Total 20 2415 17.52%

4.2. Feature extraction

Eleven features are measured and can be broadly divided
into rock shape, edge and gray level characteristics.

• Centroid to boundary distance variancefeature
is measured by firstly finding the centroid of the re-
gion c and its boundary pixel coordinatesb. This
measure is computed as the variance of the dis-
tances fromc to each of thebi pixels.

• Proportion of dark interior pixels feature is com-
puted as the ratio of the number of detected dark
interior pixels of the region to the total area of the
region.

• Proportion of dark boundary pixels feature is
computed as the ratio of the number of dark bound-
ary pixels to the region perimeter.

• Proportion of thresholded area to region area
feature is computed as the area of the regions in the
the adaptively thresholded image to the area of the
corresponding region of interest.

• Average interior gray level feature is computed
as the ratio of the total gray level on a small disk
around the region centroid to the area of the disk.

• Average boundary gray levelfeature is computed
as the ratio of the total boundary gray level to the
perimeter of the region.

• Average interior gray level gradient feature is
computed as the ratio of the gray level gradient on a
small disk around the region centroid to the area of
the disk.

• Average boundary gray level gradientfeature is
computed as the ratio of the gray level gradient on
the boundary to the perimeter.

• Boundary and interior gray level absolute differ-
enceis computed as the absolute difference of the
boundary and interior gray level features.

• Boundary and interior gradient absolute differ-
enceis computed as the absolute difference of the
boundary and interior gradient features.

• Interior gray level variance is computed as the
variance of the gray levels inside the region.
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4.3. Feature subset selection

Proximity based classifiers are sensitive to irrelevant and
redundant features [6] which impair the separability of the
data in the feature space. Feature subset selection proce-
dures attempt to remove such features and thus improve
the separability of the data. In this work, we use Thorn-
ton’s separability index as an optimization objective func-
tion such that the feature set with the maximum separa-
bility index is sought. A separability index of unity rep-
resents the case where the classes are separate with no
overlap while a zero index represents total mixing of the
classes. An evaluation of the separability index function
is carried out for all the 2047 possible combinations of
features using equation 10.

si =
Σn

i=1(f(xi) + f(x′i) + 1)mod2
n

(10)

Wherex′ is the nearest neighbor ofx andn is the number
of training examples or points. After these evaluations, the
feature combination with the maximum separability index
is selected. Table 2 shows the maximum separability in-
dex when all the features are present and after the optimal
combination was selected on the training set. A set of 6
of the 11 features consisting of the centroid to boundary
distance variance, proportion of dark interior pixels, aver-
age interior gray level, average boundary gray level, dif-
ference of interior and boundary gray levels, and the dif-
ference between interior and boundary average gradients
are retained as the optimal feature set.

Table 2:Table of separibility indices.

All features Optimal features

78.25% 82.45%

4.4. Classifier training

This subsection provides a brief description of the k-
nearest classifier and the training results.

4.4.1. The K-nearest neighbor (knn)

A query point is assigned a label of the majority of its k-
nearest training points. The majority vote is achieved by
averaging the labels of the k-nearest training points so that
the negative effect of erroneous points in the data is can-
celled. Euclidean distance is commonly used for quanti-
fying distance in an N-dimensional space. The parameter
k is an odd integer and is selected by cross validation on
independent data.

4.4.2. Finding the optimal k-value

A range of k-values between 1 and 25 are preselected and
for each value the knn algorithm is executed for the la-

belling of the validation data set whose labels were pre-
determined manually for comparison purposes. The per-
centage accuracy is recorded as the percentage of points
which are correctly labelled and is plotted in figure 5. The
k-value with the highest accuracy is selected as shown in
table 3.

Table 3:The optimal k-value.

k-value percentage accuracy

13 90%

Figure 5: Training results

5. Results

5.1. Testing for generalization

The performance of the knn is evaluated on independent
test data to test its generalization to new unseen data. The
test set consists of 654 feature vectors from 5 images.
Classification rates of 89.9 percent are achieved using a
k-nearest neighbor with the k-value of 13. The visual re-
sults of classifying the regions on the 5 images are shown
in figure 6. A visual comparison of the manually classi-
fied regions and the knn classified regions shows that the
classifier has generalized well. The results of applying

Table 4:Generalization accuracy

k-value classification accuracy

13 89.91%

other classifiers to the test data set are shown in table 5.
It can be seen that the regularized least squares classifier
(RLSC) outperforms all the other classifiers on this data
set.
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Table 5:Performances of other classifiers

PNN SVM RLSC

91.59% 90.07% 92.35%

6. Conclusions

Based on the above findings and results, the following
conclusions can be drawn.

• The rock scene segmentation algorithm does trace
the rock edges as required. However, the problem
of quantifying its performance is not tackled.

• The knn classification results show that the selected
set of features is effective and confirms 89.9 percent
of the target labels.

• A comparative evaluation of various classifiers
shows that RLSC outperforms the other approaches
on the test set.
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ABSTRACT 
 

In this paper, an efficient method of extracting video objects 
from video sequences is presented. This method is based on a 
background registration technique, which provides reliable 
background information based on accumulated frame 
difference. First, the frame difference between consecutive 
frames is obtained using a novel thresholding technique that is 
described in the paper. The background information is then 
compared to the current input frame and the frame difference 
mask and is used to generate an object mask. A morphological 
gradient filter is used to suppress the effects of shadows that 
may appear in sequences. Some MPEG-4 sequences are tested 
as examples to verify the validity of the algorithm. Results show 
that the automated thresholding method in combination with the 
background registration technique give good segmentation 
results. 
 

1. INTRODUCTION 
 

ith the release of MPEG-4 and MPEG-7, video coding 
and representation has shifted from block and pixel based 

methods to object based methods [1]. This transition paves the 
way for a new range of content-based functionalities such as 
object manipulation, scene decomposition and object-based 
compression. Video segmentation is the methodology that 
extracts video objects from video sequences providing MPEG-4 
encoding systems with shape information required for object 
based encoding. 
Despite the extensive research [2 – 9], video segmentation and 
object tracking still pose a challenge to researchers, making 
automatic and accurate segmentation of moving objects a major 
problem. Video object segmentation methods can be 
classified into four primary categories: morphological 
watershed based segmentation [2], [3], change 
detection [4] – [6], colour segmentation [7], [8], and 
segmentation based on hybrid techniques. 
The morphological watershed technique is a popular tool for 
video segmentation. Once the image is segmented into 
homogeneous regions using watershed algorithm, motion 
vectors of each region is computed via motion estimation 
techniques. This motion information can then be used to 
identify similarly moving regions and merge them to provide an 
object mask. Both the watershed segmentation and motion 
estimation techniques increase processing time due to the 
computational complexity involved. 
Change detection based segmentation techniques use the 
difference of consecutive frames to compute a frame difference 
mask, which provides temporal information. This highlights 
changes between consecutive frames and provides for a means 
of estimating moving objects. In contrast to the watershed 
techniques mentioned above, change detection methods are less 

computationally intensive. However a major shortfall of change 
detection based techniques is their susceptibility to noise, which 
may corrupt the frame difference mask. The frame difference 
mask cannot easily detect stationary objects, while moving 
objects may cause uncovered background regions to be 
occluded. The presence of moving shadows also causes the 
change detection algorithms to identify them as object regions. 
Colour segmentation uses techniques similar to watershed 
segmentation but takes into account colour information for the 
sequence. This is then used to segment the image into several 
colour homogeneous zones. Coupling this with motion 
information derived from motion estimation then generates the 
object mask. Once again, this method uses motion estimation 
and this is computationally rigorous resulting in slower 
processing speed. 
Our segmentation approach is based on the work of Chien et al 
[9]. The approach incorporates a background registration 
technique developed to solve the stationary object 
problem and uncovered background problem that may 
cause occlusions. The background difference, which is 
the difference between current frame and registered 
background, is combined with frame difference to 
determine the initial object mask. This is then refined 
by post-processing to provide a more accurate object 
mask. A morphological gradient filter is incorporated to 
reduce the effect of shadows. 
In this paper, we present the method of segmenting a video 
sequence using change detection and background registration, 
as outlined above. The structure of this paper is as follows. 
Section 2 gives an overview of the algorithm, describing in 
detail the frame differencing, background registration, and 
object detection steps. Section 3 is devoted to the suppression of 
shadow effects. Experimental results are then shown in Section 
4 and a conclusion follows. 
 

2. SEGMENTATION ALGORITHM 
 

Our segmentation algorithm assumes a stationary background in 
the input video stream. This makes it particularly suitable for 
applications such as video conferencing, traffic monitoring and 
remote visual surveillance, where the camera is fixed. It has 
been shown [5], [10], that global motion estimation and 
compensation can compensate for background changes due to 
camera motion. We thus assume that our input sequence has 
been properly compensated using such techniques. 
The segmentation algorithm primarily relies on change 
detection. Changes between two consecutive frames indicate 
presence of motion in the sequence. However the frame 
difference alone does not provide adequate information for 
segmentation purposes. The frame difference provides us two 
parts from the scene, videlicet the changing part and the 
stationary part. Since the characteristics of the changing parts 

W 
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are unpredictable, it is difficult to obtain adequate object 
information from this alone. If the background is stationary the 
characteristics of the stationary parts are more consistent and 
thus reliable. 
The proposed segmentation scheme comprises of several steps 
as illustrated in Fig. 1. The subsections that follow describe 
each of these steps further. 

Figure 1. Flowchart of segmentation algorithm 
 

2.1. Frame Difference 
 

Let the intensity of each pixel in the sequence of images under 
test be I(x,y,n), where x and y denote the spatial pixel locations 
in the frame and n denotes the frame number. FD(x,y,n), the 
frame difference mask is computed as in equation 1. 
 

FD (x,y,n) = I(x,y,n) – I(x,y,n–1) (1) 
 

Each pixel is then binarized by thresholding, using equation 2. 
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The reason for thresholding the difference is to eliminate the 
effects of noise. Pixels that have an absolute difference value 
greater than or equal to a threshold value, THFD, are set to 
indicate foreground regions. Pixels with an absolute difference 
value less than THFD are regarded as potential background 
regions.  
 

2.1.1. Threshold Selection Strategies 
 

The value for the threshold THFD as chosen by Chien et al. was 
based on an empirical significance test technique [4]. Using the 
absolute value for the frame difference as the test statistic and 
assuming no change in the current pixel, the frame difference 
obeys a zero-mean Gaussian distribution N(0, σ2) with variance 
σ2. The probability density function for which is given by: 
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Here HO denotes the null hypothesis i.e. that there is no change 
at the current pixel. σ2 is twice the variance of the assumed 

Gaussian camera noise. The unknown parameter σ can be 
estimated offline or recursively online from unchanged regions. 
The noise model is defined based on the following assumptions: 
all pixels in the neighbourhood have changed only because of 
noise (hypothesis HO), and each frame of the sequence is 
affected by additive Gaussian noise. Under these assumptions, 
the noise model for the sum (FD/σ)2 computed in a small 
sliding window, is described by a χ2-distribution[12]. The 
threshold value THFD is then decided upon by the required 
significance level, α, as follows 
 

α = Prob(|FD| > THFD | HO) (4) 
 

In the submission [11], Rosin et al. describe a method for 
estimating the frame difference threshold value using simple 
methods from robust statistics. The difference image D(x,y) is 
computed using: 
 

D(x,y) = |I(x,y,n) − I(x,y,n–1)| (5) 
 

This is then used to determine the median, MED as shown in 
equation 5. The median absolute deviation, MAD is then 
determined for every pixel as illustrated in equation 6. 
 

MED = median(D(x,y)) (6) 
 

MAD = |D(x,y) − MED| (7) 
 

The threshold THFD can then be computed using 
 

THFD = MED + 3 x MAD x 1.4826 (8) 
 

Here, 1.4826 is a normalization factor with respect to a 
Gaussian distribution. Results with this technique were 
satisfactory, as shown in Fig. 2. The binary frame difference 
mask shown in Fig. 2(c) was generated from the original frame 
shown in Fig. 2(a). The relationship in (8) assumes that less than 
half the image is in motion, thus equating the median to typical 
noise values. The original frame shown in Fig. 2(b) contains 
three distinct objects covering approximately over half the 
image. The resulting binary frame difference mask is shown in 
Fig. 2(d), indicating a poor threshold choice due to the 
assumption above. This assumption makes the method less 
robust to scenes with multiple objects with varying motion. 
 

  
(a) (b) 

  
(c) (d) 

Figure 2. Frame difference mask example. (a) and (b) Original 
frames, (c) acceptable thresholding, (d) poor thresholding 

 

2.1.2. Threshold Selection as Implemented 
 

We have implemented a novel, computationally efficient 
method of adaptive thresholding. After frame differencing as 
computed in equation 1, the frame is split into K equally sized 
rectangular windows, W1, W2, … ,WK. 
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The choice of window size depends on the following 
assumptions. Firstly, the noise affecting the image should be 
spatially distributed over the entire image region and not 
localized in only a few regions. This is valid if the noise 
affecting the image is considered to be white Gaussian. 
Secondly, the size of the windows should be such that at least 
one of the K windows lies completely on the background region 
and does not border or enclose any objects.  
We consider each window Wi, as a sample set containing m 
pixels. For each sample Wi, we hypothesize that the sample 
mean is zero when that sample contains only stationary 
background pixels. By empirical testing we have verified this as 
true. For each sample Wi, we compute max(Wi) and min(Wi) 
where max(α) is a function that returns the maximum positive 
difference value and min(α) returns the maximum negative 
difference value for the given sample α..   
When the zero mean hypothesis holds, the maximum and 
minimum represent the maximum deviation from the sample 
mean. For each Wi, we then compute the absolute maximum 
deviation MDWi as shown in equation 9. 
 

MDWi = max(max(Wi), |min(Wi)|) (9) 
 

Based on our second assumption that at least one sample lies 
completely in the background region, the sample with the 
smallest maximum deviation is most likely to consist only of 
stationary background pixels. 
Since the maximum deviation gives us an indication of the 
variation of pixel values due to noise, we can use this value as a 
threshold for eliminating noise pixels. This choice, however, is 
sub-optimal.  
An optimal approach would be to compute the sample mean and 
variance and use these to compute the threshold as in Rosin[11].  
This approach is generally favoured as it is more robust against 
outliers. However, an inherent problem with such global 
thresholding methods is that in scenes that contain different 
motions, some of the changes due to motion are eliminated 
during thresholding.  An example of this is indicated in Fig. 
2(d). To avoid this problem, we choose a sub-optimal threshold 
and remove the residual noise in subsequent steps. Through 
empirical testing, we have observed that computing the 
threshold as in equation 10 is more effective at eliminating 
noise without losing change information due to motion. 
 

( ))min()max(min
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Fig. 3 shows the distribution of pixels taken from two samples 
from an absolute frame difference image. The dotted line 
represents the pixel distribution of a sample that lies in the 
object region and the solid line corresponds to the sample that 
meets the minimum range condition in equation 10. The peaks, 
marked 1 and 2 were used to compute THFD, peak 1 had a 
negative value of –2 while peak 2 had a positive value of 3. The 
threshold was computed to be 5 and is shown in Fig. 3 by a 
horizontal line labelled r. Observe that r is approximately twice 
the value of peak 2 in the absolute difference frame. 
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Figure 3. Illustration of the distribution of window elements in 

Object (dotted line) and Background regions (solid line). 
 

Thus if we set our threshold THFD, according to equation 10, we 
allow for noise of about twice the maximum deviation in WTHFD, 
the window containing the least maximum deviation. Since we 
are unaware of the amount of noise in the other background 
windows, we assume that it is less than THFD. Observing the 
distribution in the object window shown in Fig.3, we see that 
the object does surpass the threshold determined by THFD. Fig. 
4 shows the results of frame differencing using the thresholding 
as computed above. The original images are shown in Fig. 2(a) 
and 2(b) while their binary equivalents are shown in Fig. 4(a) 
and 4(b) respectively.  
 

  
(a) (b) 

Figure 4. Binarized Frame difference mask examples 
 

2.2. Background Registration 
 

The background registration step is needed to establish an 
accurate stationary map of the background. This application 
requires reliable background information for change detection 
purposes. As shown in Fig. 1, the background registration map 
that is generated in this step is used to compute the background 
difference mask for the purposes of object detection. A 
stationary map is used to keep track of how pixels across the 
image vary with time. Whenever a pixel is marked as changed 
in the frame difference mask, the corresponding pixel in the 
stationary map is reset to zero. When a pixel is marked 
unchanged, the corresponding pixel in the stationary map is 
incremented by one. Thus the stationary map represents the 
number of consecutive frames that any particular pixel has been 
marked as unchanged. The higher the value in the stationary 
map, the more likely it is that the pixel is part of the 
background. 
Pixels that belong to the background region have a high 
tendency to remain unchanged. Thus once a pixel’s map value 
reaches a user-defined limit, denoted by L, that pixel is 
considered as valid background pixel. Its value is then copied to 
the background registration mask.  
 

2.3 Background Difference 
 

The goal of this step is to generate a background difference map 
based on the available background information and the current 
frame. Since it takes at least L frames before reliable 
background information starts being generated, this step is only 
executed after the first L frames have elapsed.  
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The procedure for generating the background difference mask, 
denoted by BD(x,y,n), is similar to that used to generate the 
frame difference mask. The pixel-wise absolute value of the 
difference between the current frame and the background 
registration mask is compared to a threshold value, THBD. THBD 
is also user defined. If the difference value is greater than the 
threshold, the corresponding pixel is marked as an object pixel. 
Otherwise it is regarded as a background pixel. 
 

2.4. Object Detection 
 

An initial binary object mask is generated in this step. 
Depending on whether the background registration mask is 
available or not, one of two possible approaches are taken. As 
mentioned above, the background difference mask is only 
available after the first L frames have elapsed. Thus the object 
mask generated before the first L frames relies solely on the 
frame difference mask. Table I shows the criteria for creating 
the initial object mask, OM(x,y,n), before the first L frames 
using only the binary frame difference, BFD(x,y,n).  
 

TABLE I: Object Decision up to L Frames 
 

Frame Difference Region Description 

BFD(x,y,n)=0 Background 
BFD(x,y,n) = 1 Object 

 

After L frames have elapsed, adequate background information 
is available. The background difference mask, in conjunction 
with the frame difference mask can be used to generate the 
object mask more accurately. Table II illustrates how this is 
achieved.  
 

TABLE II: Object Decision after L Frames 
 

Background 
Difference 

Frame 
Difference 

Region  
Description 

BFD(x,y,n)=1 Moving Object  BD(x,y,n)=1 
BFD(x,y,n)=0 Still Object 
BFD(x,y,n)=0 Background 

BD(x,y,n)=0 
BFD(x,y,n)=1 Uncovered Background 

 

In the first two rows of Table II, the value of the background 
difference is significant, thus they are both termed as object. 
However the frame difference mask defines how the two object 
regions are classified. If the frame difference is also appreciable, 
then the object is designated as moving. If the frame difference 
value is small compared to the threshold, then the object is 
regarded as stationary.  
In the last two rows of Table II, the background difference value 
is lower than the threshold and thus both cases are designated as 
background regions. The frame difference in the third row is 
less than the threshold, thus implying that particular pixel is 
definitely part of the background. If however, the frame 
difference is significant, as shown in the last row of Table II, 
then this region is regarded as uncovered background region as 
adequate background information is unavailable. In both these 
cases, the particular pixel is set to 0 on the object mask.  
The initial object mask generated in this step will have noise 
regions due to camera noise and irregular object motion. Fig. 
5(a) and 5(b) show the initial object masks for two sequences. 
The original images are shown in Fig. 2(a) and 2(b). Noise 
regions are present in both the object region and the background 
region. One also notices that the object boundary is irregular 
and not very smooth. The next step is to eliminate the noise 

regions and smoothen the boundary between the object and 
background. 
 

  
(a) (b) 

Figure 5. Initial object mask examples (a) Hall Monitor 
sequence containing noise in the background region 
(b) News sequence containing noise in object region 

 

2.5. Post Processing 
 

There are three key areas that can be improved by the use of 
post processing. These are: 
• Elimination of noise in the foreground region. 
• Elimination of noise in the background region. 
• Smoothen the edges of the object region. 
The noise in the background region is significantly small 
compared to the entire background region. This is also the case 
for the object region. Noise in the object region is also 
significantly less as compared to the rest of the object region 
itself. A simple procedure for eliminating the noise is described 
below. 
Firstly a connected-component labelling algorithm [12] is used 
to identify the various connected regions. Then the regions 
identified as having sizes below a user-defined threshold are 
discarded, thus remaining with only significantly sized objects. 
There are two passes required to eliminate the noise, one to 
eliminate noise in the background region and the other to clear 
the object region affected by noise.  
Lastly, a close and an open operation [12] are applied to the 
image to smoothen the edges. These are done with a 3 × 3 
structuring element. The small size of the structuring element 
ensures that the object shape information is preserved. Fig 6(a) 
and 6(b) show the result of applying the post processing 
methods described to the initial object masks shown in Fig. 5(a) 
and 5(b). The original images are shown in Fig. 2(a) and 2(b).  
 

  
(a) (b) 

  
(c) (d) 

Figure 6. Effect of post processing. (a) and (b) are binary 
images, (c) and (d) show the segmented objects 

 

3. ELIMINATION OF SHADOW 
 

Shadows cast by a moving object can be difficult to detect and 
eliminate. Thus far, moving shadows are detected as foreground 
regions by our implementation, as can be seen in Fig. 6(c). This 
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is due to the fact that the shadow region is detected as being 
significantly different from the background region and thus 
regarded as foreground. There has been extensive research in 
the detection and analysis of shadows [11]. Most of the shadow 
elimination schemes proposed are effective albeit they are also 
complex and computationally demanding. For the purposes of 
our application, a less intensive implementation would be 
desired such that it may be implemented for real time systems. 
In our application, a simple method [9] was used to reduce 
shadow effects. It is observed that the rate of change of 
luminance in shadow region is small compared to that around 
the object edges. Thus a morphological gradient filter can be 
applied to the images to compute the rate of change of 
luminance. Applying the gradient filter as a pre-processing step 
to the main algorithm hence ensures that the shadows are not 
included in the object region. The gradient filter also rejects any 
changes due to varying illumination within the sequence if these 
are gradual. Actual implementation of the gradient filter was 
implemented using equation 11. 

 

 
(11) 

Where G is the gradient image that is fed into the segmentation 
algorithm, I is the input image luminance matrix and B is a 3 x 3 
kernel used for the morphological operation. 
There are, however, limitations that arise when using this 
method for shadow elimination. These are highlighted below. 
• This approach assumes gradual change in the shadow 

region; this would be applicable only for non-textured 
regions. Shadows that fall on textured regions may prove 
difficult to discard due to the presence of strong edges. 

• There is a loss of information when the gradient operator is 
applied. Thus object regions with weak edges or low 
texture are prone to degradation due to the gradient 
operation. 

• The thresholding technique developed earlier, in Section 
2.1.2, results in a poor frame difference mask due to the 
gradient operation on the input image. This can be 
overcome by implementing the thresholding before 
application of the gradient filter. 

• The gradient operation causes the segmented objects to 
dilate in size. Eroding the final object mask can restore the 
original size of the segmented object. 

The result of applying the gradient filter to the segmentation 
algorithm is shown in Fig. 7(a) and 7(b). Comparing the result 
in Fig. 7(b) with the result achieved in Fig. 6(c) illustrates the 
effectiveness of this shadow rejection technique. 
 

  
(a) (b) 

Figure 7. Effect of gradient filter: (a) and (b) Shadow removal 
in Hall Monitor sequence 

 

4. RESULTS AND DISCUSSION 
 

Sequences under varying noise conditions were tested using the 
proposed automatic threshold decision algorithm. Tests did not 
take into account any colour information, i.e. they were 
performed exclusively on the luminance frames. Since we were 

dealing with QCIF sequences of size 176x144, it was observed 
through empirical testing, that for the purposes of thresholding, 
the image could be subdivided into any number of windows 
between 50 and 100 without causing severe impact on the 
results. The actual choice of window size depends on the size of 
objects, type of noise etc. For the purposes of this application, 
all difference images were subdivided into 64 equally sized 
windows, each comprising of about 400 pixels. For all the 
results shown, THBD was set to twice the value of THFD 

computed. Segmentation results on QICF sequences from 
MPEG-4 test sets are shown in Fig. 8. The parameter L was set 
to 10 for the results obtained in Fig. 8(a) – 8(c) while it was set 
to 20 for the results obtained in Fig. 8(d). 
Fig. 8(a) and 8(b) show segmentation results for 
sequences Akiyo and News respectively. The original 
sequences contained minimal noise, thus optimal 
segmentation results can be achieved effectively. These 
sequences also contained negligible shadows, thereby 
eliminating the need for the gradient filter. The Hall 
Monitor sequence, shown in Fig. 8(c) is a noisy sequence but as 
simulation results indicate, the segmentation algorithm performs 
satisfactorily. This sequence also contained shadows due to 
indoor illumination, which were successfully removed using the 
method described in Section 3. Results from the Silent Voice 
sequence are shown in Fig. 8(d). This sequence contains rapidly 
moving shadows on a textured background. As mentioned in 
Section 3, this makes the shadow removal more difficult. In this 
case the gradient operation helps in removing most of the 
shadow regions albeit resulting in a jagged object boundary. 

5. CONCLUSIONS 
 

In this paper object segmentation using background registration 
and automatic thresholding has been presented. The automatic 
thresholding is simple to implement and provides satisfactory 
results for frame differencing used in background registration. 
This was verified by the simulation results presented herein. 
Future work includes adapting the algorithm for fast moving 
shadows and providing motion compensation for non-stationary 
camera input. 
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(a) 

     
(b) 

     
(c) 

     
(d) 

Figure 8. Segmentation results for MPEG benchmark sequences (a) Akiyo, (b) News, (c) Hall Monitor and (d) Silent Voice. 
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Abstract 
    

In this paper we present a novel derivation of the 
polynomial time approximate Least-Squares Graph 
Matching (LSGM) algorithm for solving the attributed 
graph matching (AGM) problem. Here the algorithm 
is shown to follow from a Bayesian inference 
framework. This algorithm is robust against random 
differences existing between the two graphs to be 
matched. However, mathematical analysis of the 
algorithm shows that it is only suitable for solving 
full -graph matching problems. 

 
Key-Words: - Graph matching, Attributed relational 
graphs, Least-squares matching, Combinatorial 
optimisation, Bayesian inference. 
 

 
1.  Introduction 
    

Attributed graphs, introduced by Tsai and Fu [1], have 
proven to be very useful for structural description of 
objects. In turn, structural descriptions of objects enable 
objects to be compared, classified and matched based 
on their structural descriptions. This approach has 
proven to be very useful in many applications of 
computer vision where, typically, it is required to match 
objects from different images usually acquired from 
different sensors located at different positions [2].  
     
The problem of matching attributed graphs is an 
instance of the graph isomorphism problem which is 
combinatorial in nature with NP computational 
complexity (consult reference [3] for the relevant 
definitions). Several algorithms have been proposed to 
perform graph matching during recent years. Tsai and 
Fu [1] proposed a tree search technique but due to the 

combinatorial nature of the problem this approach is 
impractical for all but the smallest of graphs. Other 
proposed algorithms include relaxation algorithms   
[4, 5], a symmetric polynomial transform algorithm 
[6], a linear programming algorithm [7] and an eigen-
decomposition (EGM) algorithm [8]. These are all 
polynomial time algorithms for matching weighted 
graphs and not suited for sub-graph matching.  
 
 
Recently, Gold and Rangarajan [9] proposed the 
Graduated Assignment Graph Matching (GAGM) 
algorithm which combines graduated non-convexity, 
two-way assignment constraints and sparsity to 
achieve large improvements in accuracy and speed in 
comparison to other matching algorithms. The 
computational complexity of the GAGM algorithm is 

( ')O mm  where m  and 'm  are the number of edges 
in the two graphs.  Van Wyk, Durrani and Van Wyk 
[10, 11] recently proposed a Reproducing kernel 
Hilbert space Interpolator-based Graph Matching 
(RIGM) algorithm for solving attributed full- and sub-
graph matching problems. The complexity of this 

algorithm is 3( )O n  where n  is the number of 
vertices of the largest of the two graphs. The particular 
attribute of the RIGM algorithm is that it memory 
requirement is particularly small. Several more new 
graph matching algorithms have recently been 
proposed [12]. 
 
The outline of the paper is as follows. Sections 2 and 
3, respectively, review AGM preliminaries and 
Bayesian inference followed by the Bayesian-based 
derivation of the LSGM algorithm in section 4. 
Section 5 presents numerical results followed by the 
conclusion. 
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2.  AGM Preliminaries 
     

The focus of this paper is on matching of undirected 
and directed attributed graphs. An attributed graph 
having n  vertices, r  edge attributes per edge and s  
attributes per vertex will be represented by the symbol 
    

1 1( , ,{ } ,{ } )r s
i i j jG V E = == A B  

    

where V  is the set of vertices of the graph G , r  is 

its set of edges, A Ri
n n∈ ×  is the edge attribute 

adjacency matrix associated with the i th edge and 

B Rj
n∈ ×1  is the vertex attribute vector associated 

with the j th vertex. A weighted graph is a special case 

of an attributed graph for which  r = 1  and s = 0 . 
 
Consider a reference graph and duplicate graph 

represented by 1 1' ( ', ',{ ' } ,{ ' } )r s
i i j jG V E = == A B  and 

1 1( , ,{ } ,{ } )r s
i i j jG V E = == A B , respectively. The 

number of vertices of G ' is n V': | '|=  and that of G  is 

n V: | |=  where we shall assume without loss of 

generality that n n'≥ . Attributed Graph Matching 
(AGM) refers to the process of matching each vertex of 
G  uniquely with a vertex of G ' such that the 
correspondence between attribute values is as 
consistent as possible. The criterion defining this 
consistency is a cost function which we shall introduce 
shortly. Full-graph matching (FGM) refers to matching 
of two graphs having the same number of vertices (i.e. 
n n'= ) whereas sub-graph matching (SGM) refers to 
matching G  to some sub-graph of G ' (i.e. nn >' ). 
G  is isomorphic to a sub-graph of G ' if there exists 
an n n× ' permutation sub-matrix P  such that  
    

T
ii PPAA '= ,        ri ,,1 �=  

and 

jj 'PBB = ,           sj ,,1 �=  

 

where A Ri
n n∈ × , B Rj

n∈ ×1 , A R' ' '
i

n n∈ ×  and 

B R' '
j

n∈ ×1 . By modelling non-idealities in the 

construction process of the duplicate graph by additive 
noise the above relationships may be expressed, more 
realistically, as  
    

i
T

ii NPPAA ε+= ' ,          ri ,,1 �=  
   

and 
   

jjj MPBB ε+= ' ,           sj ,,1 �=  

    

where N i  is an n n×  noise matrix, M j  is an n × 1  

noise matrix and ε  is related to the noise power and 
is assumed to be independent of the indices i  and j . 
Now the general AGM problem can be expressed as 
the combinatorial optimisation problem, 
 

1 1

min ' '
r sq qT

i i i j r j j
i j

W W +
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∑ ∑

P
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where ⋅  represents some norm, P ∈ Per ( , ' )n n  

where Per ( , ' )n n  denotes the set of all n n× '  

permutation sub-matrices and { }W i i
r s
=
+
1  is a set of non-

negative weights satisfying 
 

1
1

=∑
+

=

sr

i
iW . 

 
Typical values for q  are 1 and 2. The above 

minimisation problem is combinatorial in nature due 
to the constraint placed on the argument P , namely 
that it must be a permutation sub-matrix. In summary, 
the inexact attributed graph matching problem 
(attributed sub-graph matching problem, respectively) 
is about finding the permutation matrix (permutation 
sub-matrix, respectively) that minimises the above 
cost function. 

 
3. Bayesian Inference 
     

In the context of inference or hypothesis testing 
Bayes’ theorem is usually considered in the following 
form 
   

prob(hypothesis|data, )

    prob(data|hypothesis, ) prob(hypothesis| )

I

I I

∝
×

 

     

where prob( | )A B  is the probabilit y that event A  

occurred given that event B  has occurred. Here I  
represents all implicit and explicit relevant 
background information at hand. The quantity 
prob(hypothesis| )I  is usually called the prior 
probability; it represents our state of knowledge (or 
ignorance) about the truth of the hypothesis. In the 
context of the above form of Bayes’ theorem this is 
then modified by the data (or the experimental 
evidence) through the likelihood function, 
prob(data|hypothesis, )I , to obtain the posterior 

probability, prob(hypothesis|data, )I , which 
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represents our state of knowledge of the truth of the 
hypothesis in the light of the available data. 
 
For those instances where the hypothesis is 
parameterised by a set of parameters, say { }iH=H  
we may express the posterior probability as 
prob( | data, )IH . For these cases the hypothesis 
maximising the posterior probability (density) is 
obtained by solving the equation 
     

prob( | , )data I∇ =H H 0  
     

for the parameter values { }iH . 

 
 

4. LSGM Algorithm via Bayesian 
Inference 

     
4.1   Bayesian Framework 
For the purpose of matching two attributed graphs, say 

1 1' ( ', ',{ ' } ,{ ' } )r s
i i j jG V E = == A B  (the reference 

graph) and 1 1( , ,{ } ,{ } )r s
i i j jG V E = == A B  (the 

duplicate graph) by means of Bayesian inference, we 
write Bayes’s theorem for the graph matching problem, 
namely 
     

prob( | , ') prob( , ' | ) prob( ).G G G G∝ ×P P P  
     

subject to Per( , ')n n∈P . 
 
We have, until now, not made any assumption about 
the distribution of the errors in the expressions in 
Section 2 relating the two graphs. Assuming all these 
errors to be independent and identically distributed 
normal random variables and adopting a policy of 
naïveté expressed by the uniform prior probability 
density, yields the following expression for the 
posterior probability density function 
     

)(e)',|( PP JGGp −∝  

where 
     

2 2

2
1 1

( ) ' '
r s

T
i i j jF

i j

J
= =

= − + −∑ ∑P A PA P B PB   (1) 

    

with 
F

⋅  the Frobenius matrix norm and 
2

⋅  the 

Euclidean vector norm. Assuming ε  to be known    
[13, pp. 28, 54, 69], the posterior pdf maximisation 
problem to be solved here can be expressed as the 
following constrained minimisation problem, 
 

Per ( , ')
min ( )

n n
J

∈P
P . 

     

This is precisely the minimisation problem that needs to 
be solved for obtaining the approximate least-squares 
graph matching algorithm.  
 
4.2  The LSGM Algorithm [14, 15] 
Inspection reveals that the argument of the Frobenius 
norm in the expression for J ( )P  is not linear in the 

matrix P  thereby complicating the analysis. 
However, for the case n n'=  this difficulty can be 
circumvented by transforming (1) using the following 
identity 
    

FF

T '' PAAPPPAA −=−            (2) 
    

which holds for any orthogonal matrix P  and hence 
also for any P ∈ P er ( , ')n n . This now gives the 
equivalent cost function  
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i i j jF
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J
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= − + −∑ ∑P A P PA B PB .       (3) 

     
For the case n n'>  the identity (2) becomes the 
following  inequality 
     

2 22

2
( )

2

' ' '

'                           (4)

T
jF F

j R

T

F

σ∉
− = − +

≥ −

∑AP PA A PA P a
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for P  any element of Per( , ')n n . Here 

σ : { , , '} { , , '}1 1� �n n→  is the sub-permutation 

induced by P , )(σR  is its range and a 'j  is the j th 

column vector of A '. It is evident for the case n n'>  

that, if P  minimises *( )J ⋅  and J * ( )P = 0 , then P  

also minimises J ( )⋅ . However, if P  minimises 

*( )J ⋅  but *( ) 0J ≠P  then P  does not necessarily 

minimise ( )J ⋅ . Conversely, even if P  minimises 

( )J ⋅  and ( ) 0J =P , there is no guarantee that P  

minimises *( )J ⋅ .  Despite this problem that occurs for 

the case n n'>  we shall proceed with our 
investigation of the minimisation problem based on 

*( )J ⋅ . 

 
The next step is to solve this new minimisation 
problem. Firstly, observe the following equivalence, 
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E A P P A E M PA A= − ⇔ =' ( ) ( )'        vec vec
 

where M RA A '
' '∈ ×nn nn  has the form 

    

M M MA A A A' '= +  
with 

[ ] :, ( ) m od ( ) m od ,M A i j i n i i n ja− − + − − +=1 1 1 1  

     

for i n n= 1, , '�  and j n= 1, ,�  , )(: ija=A  and 

 

[ ][ ] : '' ,( ) m od ( ) , ( ) ( ) m od
M A i i n n j j i i n n

a− + − + − − − += −1 1 1 1 1 1
 

     

for i n n= 1, , '�  and j n= 1, , '� . All remaining 
elements of these two matrices are zero. Using this 
equivalence and defining p P: ( )= vec  we obtain 
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The matrix '
'

nnn

k

×∈ RNB  is defined by 

     

[ ] jjnii b':)1(,' =−+BN ,    )(: jb=B  

     
for i n= 1, ,� , and j n= 1, , '�  and all remaining 
elements zero. Now, using the standard least-squares 
procedure we obtain the solution to the unconstrained 
minimisation problem as 
     

�

p X y= −1                               (6) 
     

assuming X  to be invertible and consequently  
     

J z T
* (

�

)
�

p y p= − . 
      
By expressing an arbitrary p  in terms of the 

(unconstrained) optimal solution as p p p= +
�

δ  we 
now obtain 
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where we have used the Spectral Decomposition 
Theorem for symmetric matrices, v i  is the 
normalised eigenvector corresponding to the 
eigenvalue λi  of X  and 
     

cos ( ) :θ δ
δ

δi

T
ip

p v

p
=

2

. 

    

The above implies that we need to study the 
eigenvalues of X . Since any matrix of the form 

M MT
 is symmetric with non-negative eigvenvalues 

we conclude that the eigenvalues of X  are non-
negative. We shall assume that the eigenvalues of X  
are strictly positi ve. 
 
Now, consider the constrained minimisation problem 
 

* *

devec( ) ( , ' )

ˆmin ( ) ( ) min T

Per n n

J J
δ

δ δ
∈

= +
p p

p

p p p X p     (8) 

 
where devec( )⋅  is the inverse operation of vec( )⋅ . 
The assumption about the positi vity of the eigenvalues 
of X  implies that the quadratic form in (8) is positi ve 
definite. Also, note that  
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2 2 2
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Now, for small values of the noise magnitude 
parameter  ε , the unconstrained solution 

�

p  will be 

close to the vec( )oP , with oP  the original 

permutation sub-matrix. This implies that the distance 
(as defined by the norm) between 

�

p  and any other 
vectorised permutation sub-matrix will be large, e.g. 

for ε = 0  either δp
2

2
0=  or δp

2

2
2≥ . 

Therefore, we expect for small ε  that δp
2

2
 in (7) to 

be much more sensitive to perturbations in p  [for 

devec( ) Per( , ')n n∈p ] than the '
1{cos }nn

i iθ =  are. 

Thus, if for small ε , we consider these cosines each 
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to be constant, then the cost J * ( )p  in (7) is 

minimised by minimising δp
2

2
. From (9) we see that  

    

( )m in
�

m ax
�

.
( ) ( )

p
p

p
p

p p p p
d evec P e r(n ,n ') d evec P e r(n , n ')∈ ∈

= + −δ
2

2

2

2
2n T

    

By Schwarz’s inequality p pT �

 is maximised when p  

and 
�

p  are collinear. Since p  may only contain 0 and 1 

as components, clearly p pT �

 is maximised if the 1-

components of p  coincide with the largest (positive) 

components of 
�

p  subject to d evec (p )  being an 

n n× ' permutation sub-matrix. Thus, we have to 
maximise the sum of n  of the components of 

�

p  
subject to the condition that the positions of these 
components coincide with the 1-components of a 
vectorised n n× ' permutation sub-matrix. This 
constrained maximisation problem, namely 
    

~ : a rg m ax
�

( ) ( , ')

p p p
p

p

=
∈d evec P e r n n

T                    (10) 

     

can be solved by means of the (maximising) bipartite 
matching algorithm [11] applied to the matrix 

�
�

)P p: = d evec ( . The n n× ' permutation sub-matrix 
~

: ( ~ )P p= d evec  produced by the bipartite matching 
algorithm satisfies 
    

~ � ~ � �

p p P P P P− ≡ − ≤ −
2 F F

 
    

for all P ∈ P er ( , ')n n  and hence it is the closest 

permutation sub-matrix to 
�

P  in the Euclidean sense. 
This completes the derivation of the LSGM algorithm. 

    
4.3  Computational Complexity 
Because matrix inversion of an m m×  real matrix has 

a computational complexity of O m( )3  and because 

the inversion of an n n n n' '×  matrix is required in (6) 

the complexity of this LSGM algorithm is O n n( ')3 3  

compared to )'( 22nnO  for the GAGM for matching 
of complete graphs. 

     
4.4   Sub-Graph Matching 
To see that the LSGM algorithm is deficient as a sub-
graph matching algorithm consider the equality in (4) 
but expressed in terms of column vectors of the 
matrices A  and A ', namely 
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iiF
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The right most term can be interpreted as a constraint 
placed on the original norm (the first term). The cost 
function J * ( )⋅  in (3) contains the sum of expression 
of this kind and when minimised these constraints 
promote certain column vectors to be matched to 0 . 

 
5.   Numerical Results 
    
In order to evaluate the performance of the LSGM 
algorithm the following procedure was used. Firstly, 
the parameters 'n , n , r , s  and ε  were fixed. For 
every trial a new reference graph was generated 
randomly with all attributes distributed uniformly 
between 0 and 1. An 'nn ×  permutation sub-matrix 
P  was generated randomly and then used to permute 
the rows and columns of the attribute adjacency 
matrices of 'G . This operation also discards certain 
rows and columns when nn >' . Next, an 
independently generated noise matrix (vector, 
respectively), weighted by ε , was added to each edge 
attribute adjacency matrix (vertex attribute vector, 
respectively) to obtain the duplicate graph G . The 
elements of each noise matrix/vector were uniformly 
distributed in the interval ]2/1,2/1[− . The reason 
for using uniformly distributed noise instead of 
normally distributed noise as assumed in the 
derivation was because conventionally graph matching 
algorithms have always been evaluated using 
uniformly distributed noise. The different graph 
matching algorithms were then used to estimate an 
approximation to the original permutation sub-matrix, 
P . 
     
Figure 1 shows the performance of the LSGM 
algorithm compared to the performance of the EGM, 
GAGM and RIGM algorithms for 10'=n , 10=n , 

3=r  and 3=s . The probability of a correct vertex-
vertex assignment was calculated for each value of ε  
based on 500 trials. The superior performance of the 
LSGM algorithm is evident. Comparison of the cost 
associated with the solution produced by the LSGM 
algorithm to the cost associated with the actual 
permutation sub-matrix used to permute and prune 'G  
showed that the LSGM’s solution starts to deviate 
from the actual permutation sub-matrix for values of 
ε  greater than 0.4. This is the point where the 
hypotheses upon which the derivation of the algorithm 
is based start to break down.  
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Similar result were obtained for other values of 'n , 
n , r  and s . 
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Figure 1. Probabilit y of correct vertex-vertex matching 

vs. ε  for (10,3,3) attributed graphs. 
 
 

6.   Conclusion 
     
A novel derivation of the approximate least-squares 
algorithm for the matching of attributed graphs was 
presented. The approach taken was that of Bayesian 
inference. The computational complexity of this 

polynomial time algorithm is )'( 33nnO . The 
numerical analysis of the LSGM algorithm showed that 
it generates the correct solution up to large 
deformations (corresponding to an ε -value of 0.4) of 
the reference graph. Even though this algorithm is 
deficient as a sub-graph matching algorithm it was 
found to perform sub-graph matching with at least 
some degree of success. 
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Abstract
A Single-Pass Joint Probabilistic (SPJP) framework for contex-
tual correspondence matching is presented. A salient feature
of the SPJP approach is that inferred probabilities are not only
constrained over all objects in the reference image, but are also
constrained over all objects in the input image.

Keywords: Contextual Correspondence Matching, Joint Proba-
bilistic Techniques, Graph Matching

1. Introduction
Representing the structural descriptions of objects by weighted
graphs, reduces the problem of contextual correspondence
matching to finding error-correcting graph or sub-graph isomor-
phisms, also referred to as the graph matching problem. The fo-
cus of this contribution is the derivation of a Single-Pass Joint
Probabilistic (SPJP) framework for graph matching.

A number of researchers proposed probabilistic frame-
works for graph-based contextual correspondence matching:
Peleg [1] was the first to derive an analytical updating rule for
correspondence matching based on elementary probability the-
ory. However, the work of Christmas et al. [2] on the theoreti-
cal underpinning of probabilistic relaxation, using the Bayesian
framework, signalled a breakthrough. A non-iterative exten-
sion to the work of Christmas et al. was presented by Kittler
et al. [4]. Finch et al. [10] on the other hand proposed a
Bayesian framework for matching based on Delauney triangu-
lations. Williams et al. [6] applied this methodology to multiple
graph matching with Bayesian inference and an extension was
presented by Finch et al. In Finch et al. [5] and Cross and Han-
cock [7] the graph matching process is described as a two step
EM-like process, but once again the probability models under-
pinning their method were computed using a simple model of
uniform matching errors and only sparse graphs were matched.

The framework presented in this paper differs significantly
from previous probabilistic approaches for contextual corre-
spondence and graph matching in the following aspects: (1)
Instead of directly inferring P (θi = θk,), the probabilities of
associating a vertex in the input graph with a vertex in the ref-
erence graph, our main focus is on the inference of the joint
probabilities P (θi = θk,θj = θl) from which P (θi = θk)
are inferred. (2) Similar to the work of Kittler et al. [4], the
SPJP approach is non-iterative. (3) Conventional probabilistic
methods only constrain the probability of a vertex in the input
graph being associated with a vertex in the reference graph over
all the vertices in the reference graph. To further minimize the
possibility of false matches the SPJP approach also constrains
the probability of a vertex in the input graph being associated
with a vertex in the reference graph, over all the vertices in the
input graph. (4) The SPJP framework does not rely on the use
of compatibility functions specified in terms of the face-units

of the graph under match or Bayesian edit distances based on
these notions.

2. Notation
Say an input graphs has n vertices represented by

Ω = {θ1, ..., θn} .

The objective is to calculate the probability of a vertex θi in the
input graph, being associated with a vertex θk in a reference
graph having n̄ vertices, represented by

Ω =
{
θ1, ..., θn̄

}
.

In our framework it is assumed that n̄ ≥ n and that the proba-
bility values P (θi = θk) are constraint by∑

k

P (θi = θk) = 1, (1)

and ∑
i

P (θi = θk) = 1, n = n̄ (2)

0 ≤
∑

i

P (θi = θk) ≤ 1, n̄ ≥ n. (3)

Equations 1 to 3 represent the enforcement of two way as-
signment constraints in a probabilistic framework where the
P (θi = θk) aren’t restricted to assume binary values. Previ-
ous Bayesian frameworks were in general not able to enforce
constraint 2 or 3.

For each pair of vertices θi and θj , i �= j, we assume there
are s binary measurements corresponding to the attributes of the
edges of the input graph:

Aij =
{

A
(1)
ij , ..., A

(s)
ij

}
, i �= j, i, j = 1, ..., n.

3. Bayesian Reasoning Framework
As usual we will assume that the conditional probability density
function

p(Aij |θi = θk, θj = θl) (4)

corresponds to the compatibility coefficients calculated be-
tween edges of the input and references graphs using edge at-
tributes. See for example Kittler et al. [4] , Christmas et al. [2]
or Faugeras and Price [12]. We will now investigate how Eq. 4
relates to the joint probabilities

P (θi = θk,θj = θl). (5)

Our approach drastically differs from previous approaches in
the sense that we do not try to estimate or calculate the prob-
abilities P (θi = θk|Aij) directly. Instead our main computa-
tional focus is on the inference of the joint probabilities P (θi =
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θk,θj = θl) using a novel optimization procedure from which
all P (θi = θk) are estimated using a simple weighted summa-
tion process. It is important to note that to infer P (θi = θk,),
the probabilities of associating a vertex in the input graph with
a vertex in the reference graph, our framework only relies on
edge attributes. Self edges (self arcs) and vertex attributes are
not considered. As a consequence p(Aij |θi = θk, θj = θl)
and P (θi = θk,θj = θl) where i = j or k = l are un-
defined in our framework and the independence assumption, i.e.
P (θi = θk,θj = θl) = P (θi = θk)P (θj = θl), holds. Ob-
serve that according to Bayes’ theorem

P (θi = θk, θj = θl|Aij) =

p(Aij |θi = θk, θj = θl)P (θi = θk,θj = θl)∑
k,l p(Aij |θi = θk, θj = θl)P (θi = θk,θj = θl)

, (6)

where i �= j or k �= l. Since all p(Aij |θi = θk, θj = θl)
are fixed (via some compatibility calculation) the only way to
maximize the a posteriori probability P (θi = θk, θj = θl|Aij)
is by adjusting the joint probabilities P (θi = θk,θj = θl), i.e.

P (θi = θk, θj = θl|Aij) = max
P (θi= θ̄k,θj= θ̄l)[

p(Aij |θi = θk, θj = θl)P (θi = θk,θj = θl)∑
k,l p(Aij |θi = θk, θj = θl)P (θi = θk,θj = θl)

]
(7)

where i �= j or k �= l subject to the constraints associated with
P (θi = θk,θj = θl) given by∑

k,l,i�=j,k �=l

P (θi = θk,θj = θl) = 1 (8)

0 ≤
∑

i,j,i�=j,k �=l

P (θi = θk,θj = θl) ≤ 1 (9)

0 ≤ P (θi = θk,θj = θl) ≤ 1. (10)

Constraints 8 to 10 were derived using Eqs. 1 to 3 and the fact
that P (θi = θk,θj = θl) = P (θi = θk)P (θj = θl). Finding
the constraint joint probabilities P (θi = θk,θj = θl) which
maximize P (θi = θk, θj = θl|Aij) over all i, j can be formu-
lated as the following constrained optimization problem:

min
∑

i,j,k,l

(
p(Aij |θi = θk, θj = θl) − P (θi = θk,θj = θl)

)2

(11)
with respect to P (θi = θk,θj = θl) where i �= j or k �= l,
subject to Eqs. 8 to 10.

3.1. Joint Probability Inference

Since it can be shown that the sets
{
P (θi = θk,θj = θl)

}
k,l

(satisfying the constraints given by Eqs. 8 and 10) and{
P (θi = θk,θj = θl)

}
i,j

(satisfying the constraints given by
Eqs. 9 and 10) are both closed and convex, an easily imple-
mentable Projection Onto Convex Set (POCS) methodology can
be used to solve Eq. 11. The following observation was used in
our formulation to reduce complexity: Since P (θi = θk,θj =
θl) = P (θj = θl,θi = θk) when our graphs are undirected, not
all the joint probabilities P (θi = θk,θj = θl) need to enter Eq.
11. In fact we only need to consider the indices in the set

{i, j, k, l}j=i+1,...,n l=k+1,...,n̄ (12)

where i = 1, ..., n and k = 1, ..., n̄. Our optimization problem
then becomes

min
P (θi= θ̄k,θj= θ̄l)

∑
i,j,k,l, i�=j,k �=l(

p(Aij |θi = θk, θj = θl)

2
− P (θi = θk,θj = θl)

)2

(13)

subject to Eqs. 8 to 10 where i = 1, ..., n, k = 1, ..., n̄ and

i, j, k, l ∈ {i, j, k, l}j=i+1,...,n l=1,...,n̄

in Eq. 13. The pseudo-code for a constraint enforcing POCS
methodology, derived in [13] for a different purpose, which
solves Eq. 13 is given by algorithms 1 and 2. Pi,j,k,l denotes
P (θi = θk,θj = θl) in algorithm 1.

Algorithm 1 Solving Eq. 13:

begin initialize:
k = 1, δ > 10−3

p = [P1,2,1,2, ..., P1,n,1,2, P2,3,1,2, ..., Pn−1,n,1,2,
P1,2,1,3, ..., P1,n,1,3, P2,3,1,3, ..., Pn−1,n,1,3, ...,
P1,2,n̄−1,n̄, ..., P1,n,n̄−1,n̄, P2,3,n̄−1,n̄, ..., Pn−1,n,n̄−1,n̄]

η =
∑n−1

i=1 (n − i)

η̄ =
∑n̄−1

k=1 (n̄ − k)
while

(
δ > 10−3 and k < η̄

)
ph = p
p ← Tr (p)
p ← Tc (p)

δ = (ph − p)T (ph − p)
k ← k + 1

end while
end

The notation p(i : j : k) indicates that we select every j–th
element from the vector p, starting with the i–th element and
ending with the k–th element. The operation [s,d] = sort [p̄]
indicates that we sort the elements of p̄ in ascending order,
where s is the sorted vector and d is a vector containing the
pre-sorted positions of the sorted elements.

Algorithm 2 Pseudo-code for calculating Tr (p) :

begin
for i = 1 : η

φ = sum [p(i : η : η(η̄ − 1) + i)]
σ = η̄
p̄ = p(i : η : η(η̄ − 1) + i)
[s,d] = sort [p̄]
for j = 1 : η̄

s(j) ← s(j) + 1−φ
σ

if s(j) < 0
s(j) = 0
φ ← φ − p̄(d(j))
σ ← σ − 1

end if
p̄(d(j)) = s(j)

end for
p(i : η : η(η̄ − 1) + i) = p̄

end for
end

When η = η̄, the approach used to calculate Tc (p) is sim-
ilar to that which we used to calculate Tr (p). The next algo-
rithm is for the case η < η̄:
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Algorithm 3 Calculating Tc (p) when η < η̄:

begin
for j = 1 : η̄

φ = sum [p(η(j − 1) + 1 : ηj)]
if φ > 1

σ = η
p̄ = p(η(j − 1) + 1 : ηj)
[s,d] = sort [p̄]
for i = 1 : η

s(i) ← s(i) + 1−φ
σ

if s(i) < 0
s(i) = 0
φ ← φ − p̄(d(i))
σ ← σ − 1

end if
p̄(d(i)) = s(i)

end for
p(η(j − 1) + 1 : ηj) = p̄

end if
end for
end

3.2. Marginal Probability Inference

After obtaining the constraint joint probabilities P (θi =
θk,θj = θl) the desired probabilities P (θi = θk) can be in-
ferred using the following proposition:

Proposition 1 Given that the joint probabilities P (θi =
θk,θj = θl) satisfy constraints 8 to 10 and assuming all
P (θi = θk) satisfy constraints 1 to 3, then since the indepen-
dence assumption holds (i.e. P (θi = θk,θj = θl) = P (θi =
θk)P (θj = θl) ) the probabilities P (θi = θk) are inferred by
the summation process

P (θi = θk) =

∑
j,l,j �=i,l�=k P (θi = θk,θj = θl)

n − 1
. (14)

Proof: Observe that by using the independence assumption it
follows that

∑
j,l

P (θi = θk,θj = θl) = P (θi = θk)


∑

j,l

P (θj = θl)


 ,

(15)
where j �= i and l �= k. However, by assumption∑

l

P (θj = θl) = 1 (16)

and Eq. 14 directly follows.

Proposition 2 The probabilities P (θi = θk) obtained using
proposition 1 will satisfy constraints 1 to 3 if the joint probabil-
ities P (θi = θk,θj = θl) satisfy constraints 8 to 10.

Proof: Observe that
∑

k,l,i�=j,k �=lP (θi = θk,θj = θl) = 1 and
that

∑
j,k,l,j �=i,k �=lP (θi = θk,θj = θl) = n−1 which implies

that
∑

k

∑
j,l,j �=i,l �=kP (θi=θk,θj=θl)

n−1
= 1. Eq. 1 is therefore

satisfied. Similarly 0 ≤ ∑
i,j,k �=l,i�=jP (θi = θk,θj = θl) ≤

1 and
∑

l,i,j,l�=k,i�=jP (θi = θk,θj = θl) ≤ n̄ − 1 which

implies that 0 ≤ ∑
i

∑
j,l,j �=i,l �=kP (θi=θk,θj=θl)

n̄−1
≤ 1. Eq. 3 is

therefore satisfied since n̄ ≥ n.

3.3. Final Assignment

Once all P (θi = θk) are inferred, the most appropriate θk for a
given θi is obtained by

max
θk

{P (
θi = θk

)}k=1,...,n̄. (17)

Except when there are many edges with identical attribute
sets, it is highly unlikely that the same θk will be assigned to
more than one θi as P (θi = θk) will satisfy constraints 1 to 3.
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Figure 1: Thirty nine lines extracted from a simulated rooftop
image.
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Figure 2: Twenty lines selected at random from the rotated and
translated reference image with a noise factor of 10.

4. Simulation Results
To test the performance of the SPJP framework a line matching
experiment was conducted. Rotated and translated versions of
figure 1, such as figure 2, were matched to the original image.
Lines were used to represent the vertices of a graph: Binary
relationships between lines were used as edge attributes. The
differences in orientation between lines, line length ratios and
distances between line midpoints were used. Refer to Li [19]
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Figure 3: Matching 39, 20 and 10 translated and rotated input
lines to 39 reference lines using the single-pass SPJP algorithm:
Estimated probability of a correct vertex-vertex matching ver-
sus noise magnitude.

for more information on the derivation of translation and ori-
entation invariant line features. For all our experiments best
results were obtained using the compatibility function proposed
by Faugeras and Price [12] with a roll-off parameter of 0.1 to
estimate the conditional density functions.

For our experiment, all 39 lines depicted in figure 1 were
used to construct a reference graph. Duplicate graphs having
39, 20 and 10 vertices were constructed using a random selec-
tion of rotated and translated lines extracted from a translated
and rotated versions of figure 1. To test the robustness of the
algorithms against line endpoint anomalies, noise was added to
the x and y coordinates of every line endpoint of the translated
and rotated image. Noise values were obtained by multiply-
ing a random variable—uniformly distributed on the interval
[−1/2, 1/2]—by the noise magnitude parameters specified in
table 1. Every line endpoint was therefore displaced by a value
in the interval [0, ρ] in an arbitrary direction, where ρ is the
maximum line endpoint shift given by table 1. Refer to figure 2
for an example of an input image with a noise factor of 10.

The estimated probability of a correct vertex-vertex assign-
ment reported in figure 3 was calculated for a given value of
noise magnitude by averaging the results from 50 trials. As
expected, algorithms incorporating a multi-pass approach and
which in addition utilize vertex features outperform the SPJP
algorithm. The performances of the Faugeras-Price Relaxation
Labelling (FPRL) algorithm described in Ref. [12] and the
Probabilistic Relaxation Labelling (PRL) algorithm of Christ-
mas et al. [2] when matching 20 input lines to 39 reference lines
are shown in figure 4. Line length in pixels was used as an addi-
tional vertex feature for each line and best results were obtained
using the Faugeras and Price [12] compatibility function.

5. Conclusion
A novel probabilistic framework for performing attributed full-
and sub-graph matching was presented. The SPJP approach is
highly suited to contextual correspondence problems where an
iterative algorithm is undesirable. From the derivation of the
joint probabilistic framework it is clear that the formulation in-
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Figure 4: Matching 20 translated and rotated input lines to 39
reference lines using multi-pass techniques: Estimated proba-
bility of a correct vertex-vertex matching versus noise magni-
tude.

herently makes provision for input graphs with missing vertices.
Future work will concentrate on strategies for handling spurious
edges in the input graphs. A possible drawback of the proposed
framework is that it is based on edge attributes only, making no
provision for the incorporation of vertex attributes. Future work
will also include the incorporation of vertex attributes.
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Abstract
The National Online Vehicle Identification System (NO-
VIS) uses metallurgical fingerprints as features to ver-
ify the identity of a vehicle as proposed by De Kock in
his South African patent [1]. The candidate algorithm
selection process, initial classification results for a lim-
ited dataset as well as a recommendation of the most ap-
propriate algorithms for use in the NOVIS project were
presented in [2, 3]. This paper extends the results pre-
sented earlier by using the recommended algorithms to
perform various experiments to extract the optimal veri-
fication threshold. Results are presented from the experi-
ments as conducted on a much larger and more appropri-
ate dataset. Verification results are excellent, indicating
the power of metallurgical fingerprint as unique features.
Keywords: metallurgical fingerprint, Fourier transform,
wedge-ring detector, nearest-neighbour classifier.

1. Introduction
The NOVIS (National On-line Vehicle Identification
System) project1 investigates the feasibility of using the
so-called metallurgical fingerprints (unique features as
extracted from various locations in and around the vehicle
e.g. the engine block and welding signatures on doors) as
features to verify vehicles [4, 5, 6, 3, 7, 8].

It is envisioned that the NOVIS system will be a useful
tool in combating vehicle theft by maintaining a reposi-
tory of vehicle identities and features as well as verifica-
tion software. Traffic centers will be equipped to capture
images from a vehicle, extract the feature vectors, com-
municate with the repository where verification will be
done, where after the verification result is returned to the
center. The reasoning for using these kind of features is
to be able to still verify the identity of a vehicle even if
number plates or other common identifying marks have
been removed.

Using metallurgical fingerprints as features to verify
the identity of a vehicle is quite a novel approach (as
illustrated by the fact that a South African patent was
awarded [1] to the concept). Vehicle verification is nor-
mally done through number plate recognition [9, 10] or

1The support of this work by DACST Innovation Project #23216 is
gratefully acknowledged.

engine and chassis numbers. Unfortunately these identi-
fying features are easy to remove, thus masking the true
vehicle identity.

This paper presents results obtained from experiments
conducted on an extended dataset of 100 vehicles (as
compared to the 8 vehicles in the initial experimental pro-
cess (as described in [2, 3])). The previously suggested
approach uses features extracted from the frequency do-
main through a wedge-ring detector [11] from histogram
equalized images.

In Section 2 we describe the metallurgical fingerprints
and present sample images of them. This is followed in
Section 3 with a description of the approach we used to
calculate the optimal threshold. We also present and dis-
cuss various results including verification results. Finally,
we present a conclusion in Section 4.

2. Metallurgical fingerprints
During the manufacturing of the various components of
a motor vehicle, unique features are introduced. These
may be the varying texture created by the casting process
of the engine block or various welding signatures on the
doors and other areas of significance. In total five differ-
ent locations on a vehicle were used to extract the met-
allurgical fingerprints. These locations are: the left and
right hand sides of the engine block, a welding as well as
a glue region on the vehicle chassis and finally a welding
region from the left hand side front door.

Figures 1 to 5 depict typical images of these five loca-
tions.

3. Experimental approach and results
As reported in [2, 3] an extensive process was followed
to determine the most appropriate image preprocessing
and classification algorithms for use with the metallur-
gical fingerprints. It was recommended that a nearest-
neighbour classifier [12] with features extracted from the
frequency domain [13] using a wedge-ring feature extrac-
tor [11] on histogram equalized images [14] be used for
classification, from where a verifier could be constructed.
Unfortunately, results reported earlier used a very small
dataset (only 200 images as obtained from eight vehi-
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Figure 1: Location 001 – Left hand side on head

Figure 2: Location 002 – Right hand side on head

Figure 3: Location 003 – Weld on chassis

Figure 4: Location 004 – Glue on chassis

Figure 5: Location 005 – Left hand side front door
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cles), thus preventing the realistic testing of both clas-
sification as well as verification experiments. The expe-
riments reported in this paper were conducted on a newly
generated dataset consisting of 2500 images (100 vehi-
cles) allowing for more realistic results.

The following subsections present the approach fol-
lowed to build a verifier as well as results on classification
experiments and verification experiments using a dataset
consisting of 100 vehicles (each vehicle having 5 samples
for each of the 5 locations for a total of 2500 images).

3.1. Experimental approach

The characteristics of each location vary greatly between
locations. As such, feature vectors optimally separat-
ing locations in feature space will also have different di-
mensions (varying numbers of wedges and rings). Clas-
sification experiments were conducted to determine the
feature vector combination (in terms of the number of
wedges and rings) with the highest correct classification
for each location. These results are presented in Sec-
tion 3.2. Using these optimal feature vector dimensions a
set of experiments were conducted to determine the veri-
fication threshold for each location. Results are presented
in Section 3.3 depicting the False Reject Rate (FRR) and
False Accept Rate (FAR) from which the various opti-
mal thresholds are extracted [15, 16]. These thresholds
(a different one for each location) are then used in a final
verification experiment (Section 3.4).

3.2. Classification

The classification experiments were conducted on a
“leave-one-out” scheme where 5 different experiments
were conducted for each location, but with each experi-
ment using a different sample as test sample and the other
four as training samples. Results presented are averaged
over the five “leave-one-out” experiments. Experiments
were conducted for a varying number of wedges and rings
(resulting in a different length feature vector) for each lo-
cation to determine the optimal feature vector length for
each location.

Figures 6 to 10 display the average classification re-
sults while varying the dimension of the feature vector
(by changing the number of wedges and rings) for each
location.

From Figure 6 the optimal feature vector length for lo-
cation 001 is 48 (21 wedges and 27 rings) with a classi-
fication rate of 92%. The optimal feature vector dimen-
sions as well as classification results are presented in Ta-
ble 1.

3.3. Threshold calculation

Using the optimal feature vector lengths from the spe-
cific wedge-ring combination for each location, the dis-
tance between each vehicle’s “a,b,c,d” samples and the
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Figure 8: Location 003 – Classification
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Figure 9: Location 004 – Classification
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Figure 10: Location 005 – Classification

Location 001 002 003 004 005
Wedge/Ring 21/27 35/27 15/19 15/11 15/19
%Correct 92 95 95 95 94

Table 1: Best classification results for each location and
wedge-ring combination

“e” sample were calculated. Then using these distances
and a varying threshold, the False Accept Rate (FAR) and
the False Reject Rate (FRR) were calculated to determine
the Equal Error Rate (ERR) which results in the optimal
threshold for each location [15, 16].

Figures 11 to 15 depict these ratios. By perusing the
graphs the various optimal thresholds for each location
are 0.033, 0.027, 0.017, 0.08 and 0.018.
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Figure 11: Location 001 – False Reject Ratio (FRR) /
False Accept Ratio (FAR)

3.4. Verification

Using the various thresholds for each location a verifica-
tion experiment was conducted. A vehicle was accepted
as being correctly verified if three or more locations were
correctly accepted. Using this criteria all 100 vehicles
(the “e” samples for each location) in our training set
were correctly verified, while only three out of 9900 pos-
sibles were falsely accepted. Experiments were also con-
ducted on a test set which was generated separately from
the training set. Results were exceptional with all vehi-
cles in the test set correctly verified.

4. Conclusion
This paper presented new results as obtained from a new
and much larger dataset for the NOVIS project using the
approach proposed in [2] (it was recommended that fea-
tures as extracted from the frequency domain using a
wedge-ring feature extractor on histogram equalized im-
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Figure 15: Location 001 – False Reject Ratio (FRR) /
False Accept Ratio (FAR)

ages be used). This paper extends the results as presented
previously by performing additional experiments to de-
termine the optimal thresholds for the various locations.
Using these thresholds, excellent verification results were
obtained with all vehicles being correctly verified. These
excellent results illustrate the power of the metallurgical
fingerprints and its applicability to uniquely verify the
identity of a vehicle.

5. References
[1] S. De Kock. Method of identifying a vehicle, Au-

gust 2000. South African Patent 2000/3961.

[2] L. Coetzee and E.C. Botha. Image analysis and pro-
cessing for an automatic vehicle identification sys-
tem. In Proceedings of the Twelfth Annual Sym-
posium of the Pattern Recognition Association of
South Africa, volume 12, pages 77–82, November
2001.

[3] L. Coetzee and E.C. Botha. Development of a pro-
totype national on-line vehicle identification sys-
tem (NOVIS) based on metallurgical finger print-
ing and digital imaging. NOVIS Fourth Progress
Report. Experimental Analysis of Image Processing
Algorithms. Technical Report 2001/001, RE@UP,
Pretoria, South Africa, March 2001.

[4] S. de Kock, L. Langenhoven, and M.B. Cor-
tie. Development of a prototype national on-line
vehicle identification system (NOVIS) based on
metallurgical finger printing and digital imaging.
First Progress Report. Technical Report C2955M,
MINTEK, Randburg, South Africa, April 2000.

[5] E.C. Botha. Development of a prototype na-
tional on-line vehicle identification system (NO-
VIS) based on metallurgical finger printing and dig-

135



ital imaging. NOVIS Second Progress Report. Im-
age Processing Algorithms. Technical Report LGI
2000/006, LGI, Pretoria, South Africa, Sep. 2000.

[6] S. de Kock, M.B. Cortie, D.L. Cortie, and
G. Glover. Development of a prototype national on-
line vehicle identification system (NOVIS) based
on metallurgical finger printing and digital imaging.
Third Progress Report. Technical Report C3151M,
MINTEK, Randburg, South Africa, Feb. 2001.

[7] L. Coetzee and E.C. Botha. Development of a pro-
totype national on-line vehicle identification sys-
tem (NOVIS) based on metallurgical finger printing
and digital imaging. NOVIS Sixth Progress Report.
Setup and demonstration of the image processing
software of NOVIS. Technical Report RE2002/002,
RE@UP, Pretoria, South Africa, May 2002.

[8] L. Coetzee and E.C. Botha. Development of a pro-
totype national on-line vehicle identification sys-
tem (NOVIS) based on metallurgical finger print-
ing and digital imaging. NOVIS Seventh Progress
Report. Academic Publications. Technical Report
RE2002/05, RE@UP, Pretoria, South Africa, June
2002.

[9] S. K. Kim, D. W. Kim, and H. J. Kim. Recognition
of vehicle license plate using a genetic algorithm
based segmentation. In Proceedings of ICIP’96,
Lausanne Switzerland, Sept 1996.

[10] P. Comelli, P. Ferragina, M. N. Granieri, and F. Sta-
bile. Optical recognition of motor vehicle license
plates. IEEE Transactions on Vehicular Technology,
44(4):790–799, Nov 1995.

[11] D. E. Glover. An optical fourier/electronic neuro-
computer automated inspection system. In Interna-
tional Conference on Neural Networks, pages I–569
– I–576, San Diego, July 1988. IEEE.

[12] R. O. Duda and P. E. Hart. Pattern classification
and scene analysis. Wiley, New York, 1973.

[13] W. K. Pratt. Digital Image Processing. John Wiley
& Sons, Inc., 1978.

[14] D. H. Ballard and C. M. Brown. Computer vision.
Prentice Hall, Englewood Cliffs, New Jersey, 1982.

[15] J. M. Naik. Speaker verification: A tutorial. IEEE
Communications Magazine, pages 42–48, Jan 1990.

[16] A. K. Jain, F. D. Griess, and S. D. Connell. On-
line signature verification. Pattern Recognition,
35(12):2963–2972, December 2002.

136



Articulated Tree Structure from Motion —
A Matrix Factorisation Approach

Carl Scheffler, Konrad H. Scheffler, Christian W. Omlin

Department of Computer Science
University of the Western Cape

7535 Bellville, South Africa�
cscheffler, kschef, comlin � @uwc.ac.za

Abstract

We present a matrix factorisation approach for 3D reconstruc-
tion of articulated objects from monocular images. Previ-
ous factorisation methods can solve for multiple independently
moving objects, but fail in the articulated case because of a rank
deficiency in the input matrix. By extending the shape and mo-
tion matrices used in the case of independent objects, we derive
a reconstruction algorithm for articulated motion. The recov-
ered 3D shape includes information about the structure of each
articulated segment and the point of rotation of each segment
relative to its parent segment. Preliminary experiments on syn-
thetic data indicate that noise tolerance compares favourably to
that reported for the case of independently moving objects. We
also present results quantifying the effect of input noise on the
reconstruction accuracy.

1. Introduction
It is possible to use an image sequence to reconstruct the 3-
dimensional shape and motion of objects in the sequence. This
structure-from-motion (SFM) problem has been solved for the
simple case of reconstructing a single rigid object [1] and later
extended to handle multiple independent rigid objects [2, 3, 4]
and a single elastic object [5, 6]. We present a factorisation
approach for the case of articulated motion.

3D reconstruction has been applied to tracking and building
models of human faces [5] and building a model of a building
exterior [7]. We are developing an articulated reconstruction al-
gorithm as part of a larger system to be used for tracking and re-
constructing articulated human motion. The system will be used
for vocabulary acquisition of South African Sign Language.

Here, we assume that 2D tracking has already taken place,
using a method such as discussed in [8, 9, 10]. The tracking
algorithm accepts an image stream as input and yields the 2D
coordinate paths of points on the image. We address the prob-
lem of reconstructing the 3D coordinates of these tracked points
for the case of articulated motion.

The matrix factorisation approach to performing this recon-
struction has the following general steps:
� place the observed 2D point coordinates in an observa-

tion matrix, � ;
� model the underlying motion as �����	� , where � is

the motion matrix and � the shape matrix;
� find initial values for the shape and motion matrices us-

ing the singular value decomposition (SVD) and known
rank constraints on the matrices — these rank constraints

depend on the type of motion (e.g. rigid or non-rigid) be-
ing observed;

� solve for � and � using additional constraints on the
shape and motion matrices as imposed by the nature of
3D shape and motion.

The matrix factorisation approach to solving the SFM prob-
lem has been used in the cases where the observed motion is
caused by
� a single rigid object [1],
� multiple independently moving rigid objects [2, 3, 4],

and
� a single elastic object [5, 6].

The ranks of the observation matrices in these cases are 4, 
��
and �� , respectively, where � is the number of independent ob-
jects for the second case and � the number of basis shapes re-
quired to model the elastic motion of the third case.

We describe articulated tree motion and show how the ma-
trix factorisation approach can be adapted to solve for this case.
An articulated tree is a single object consisting of a number of
segments. Each segment is assumed rigid and its motion de-
pendent on exactly one parent segment. See Figure 1 for an
example.

Left−upper−arm

Left−lower−arm

Left−thumb

Left−index−finger

Shoulders

Right−upper−arm

...

Left−hand

...

Figure 1: An articulated tree.

A child segment is attached to its parent at exactly one point
and exhibits free 3D rotation around that point. If the parent
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segment undergoes rotation or translation, the point of rotation
of the child segment — and, hence, the position and orientation
of the child segment — changes accordingly. The child segment
does not exhibit translation independent of its point of rotation.

An object of this nature can be described using a tree struc-
ture with parent-child relationships in the tree describing seg-
ment connectivity.

Articulated tree motion is a degenerate case of the second
case listed above (rank � 
�� ). The existence of degeneracies is
mentioned in [4] and discussed in [3]. However, no solution is
presented.

In the remainder of the paper, we describe the structure
of the shape and motion matrices that allow for articulated re-
construction (Section 2), derive an algorithm that performs the
reconstruction (Section 3), provide experimental results on the
performance of the algorithm (Section 4), discuss future work
(Section 5) and conclude with a discussion of the results (Sec-
tion 6).

2. Matrix Structure
In the matrix factorisation approach, the ������� observation
matrix ( � ) is factored into a �����
	 motion matrix ( � ) and
an 	���� shape matrix ( � ). Here, � is the number of observed
data frames, � the number of observed points and 	 the rank
of the observation matrix. Each row pair in � contains the��������

-coordinates of a tracked point on a frame of input.
We first present the existing models for rigid motion before

extending them to the case of articulated motion.

2.1. Rigid Objects

Assuming the weak-perspective camera model, rigid motion of
a single object can be modeled as � � �	� with 	 � 
 ; see
[1]. Each ��� 
 row pair in � — corresponding with the motion
in a single frame — has the form

������� ������� ��!#" �����%$������'& �
(1)

where ( is the frame number under consideration, � �)� � is the
weak perspective scaling constant, " ����� contains the first two
rows of the rotation matrix and $*�)� � the translation of the object.

The shape matrix � has the form

� �

+,
-

��./�103242526��7�8.9�:0;24252<�=7> . > 0 24252 > 7? ? 24252 ?
@ A
B �

(2)

where each
��DC:�E�4C:� > CF�

describes the 3D coordinates of a single
point.

In the case of multiple independently moving rigid objects,
we have 	 � 
*G with G the number of objects; see [3, 4]. Each �H� 
*G �

matrix � ����� is of the form

�I��� � �KJ � �����. � ��� �0 24252 � �����L/M �
(3)

where each � �����C
is of the form described in (1). � has the block

structure

� �

+,,,
-
� .

� 0
. . .

� L
@ AAA
B �

(4)

where each � C is of the form described in (2). Empty matrix
entries are zero.

2.2. Trees

Articulated tree motion can be modeled with 	 �  �ON ?
. Here,

� is the number of segments in the articulated object. Each�H�   �PN ? �
row pair in � has the form

� ��� � ��� ��� � J "��)� �. "Q��� �0 RSR4R "Q�����T $U��� � M �
(5)

where " ��� �C
contains the first two rows of the rotation matrix for

segment V and $ ����� contains the translation of the root segment
— the segment with no parent.

The shape matrix has the form

� �

+,,,,,,,
-
� . WX.�Y 0ZW'.�Y [ R4R5R W'.�Y T

� 0 W 0\Y [ R4R5R W 0\Y T
� [ R4R5R W [5Y T

. . .
...
� T] 7=^ ] 74_ ] 74` R4R5R ] 7Sa

@ AAAAAAA
B

2
(6)

Here each b�#� C
matrix � C contains the coordinates of the V th

segment in its local coordinate system. The local coordinate
system of a segment has origin at the segment point of rotation,
i.e. the local motion of a segment can be described as a rotation
only. Each X�'� C

matrix
WPc Y C

describes the relationship be-
tween segments V and � (see below for details). The notation]Dd

for a length e row vector of ones will be used throughout
the rest of the paper. Finally, � C

is the number of points in seg-
ment V such that f C � C ��� , the total number of points in the
object.

If segment V has parent segment � ,W d Y C � W d Y c g e � ? 24242S �Hh ? �\�W c Y C � i c Y C � ] 75j
andW d Y C � k � [=l*74j � g e �  �mN ? �n242S2S Voh ? �\2

(7)
Here i c Y C

is the 
� ?
column vector describing the point of

rotation of segment V in the local coordinate system of parent
segment � . From this definition, notice that the columns of anW�c Y C

are all equal.
The structure and motion of any articulated tree can be de-

scribed using shape and motion matrices of the form described
here.

2.3. Forests

The articulated tree case can be extended to allow articulated
forests. A forest is simply a collection of trees, i.e. a number of
independently moving objects where each object is undergoing
articulated tree motion.

The motion matrix is now of the same form as in (3), except
that each � C

is an articulated tree motion matrix and G is the
number of trees in the forest. The shape matrix has the same
form as in (4) but with each � C an articulated tree shape matrix.

Since each � C has  � C N ?
rows where � C is the number

of segments in tree V , the number of rows in � (and columns in
� ) is 	 ��pf C � C NqG . Subsequently, the observation matrix
� has rank 	 in the non-degenerate case.

Note that a rigid object is simply an articulated tree with
one segment. If each articulated tree in the forest has one seg-
ment, the observation matrix will have rank �GrNsG � 
�G .
This means that the articulated forest simplifies to the case ofG independent objects, as discussed in [3, 4].

Because articulated tree motion has fewer degrees of free-
dom than independent object motion, the observation matrix of
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the former has lower rank — ��XN ?
as opposed to 
�G . This

shows that the articulated tree formulation is a degenerate case
of G independently moving objects. In contrast, the articulated
forest formulation is a generalisation thereof.

2.4. Limitations

A limitation of this matrix factorisation method is that the as-
signment of points to segments — both the number of points per
segment and the order of the points and segments — can not be
computed automatically.

In [4] the assignment of points to independent objects was
computed using a symmetric matrix, � , which contains a non-
zero entry at ( � V if and only if points ( and V belong to the same
object. By reordering the rows and columns of � such that it
has a block-structure, the point-to-object assignment is discov-
ered.

This method fails in the case of articulated motion. The
derivation of the structure of � is based on the assumption that
� has the block-structure in (4), which does not hold for (6).
Thus far, no analogy to the � matrix has been found for this
case.

Currently, we circumvent this problem by annotating the
first frame of an image sequence by hand. In practice, this is
feasible since tracked features need to be grouped in one frame
only, with reconstruction being performed automatically from
there. We are exploring automatic segmentation solutions in
ongoing work.

3. Algorithm
We present here a reconstruction algorithm for the articulated
tree case, under the assumption that observed points have been
assigned correctly to their respective segments. Because of the
known point-to-segment assignment, the observation matrix can
be written as

��� ! � . � 0325242 � T &
where the index of a segment is greater than that of its parent
segment. This also implies that � .

is the root segment.
Each of these sub-matrices now represent the motion of a

single, rigid segment. Reconstruction of the articulated tree
takes place segment by segment, from left to right in the motion
(5) and shape (6) matrices. We use the method for reconstruc-
tion of a single, rigid object as originally proposed in [1].

Firstly, we reconstruct the root segment. This yields " .
, $

and � .
in (5) and (6). The translation $ is reconstructed in the

first step, since the root segment is the only segment that can
undergo free translation. All other segments are attached to a
parent segment and can undergo rotation only.

Next, we reconstruct each of the remaining segments. De-
spite the fact that each segment can undergo rotation only, we do
find that the rigid reconstruction algorithm yields a translation
component. This is due to two factors.

The first is that the rigid reconstruction algorithm chooses
an arbitrary coordinate system for the shape matrix. However,
for articulated motion, we want the origin of the coordinate sys-
tem to be at the point of rotation of the shape. The rigid recon-
struction algorithm yields �� � and we want

� C ���� C N�� C � ] 75jD2
(9)

Here � C is a Q� ?
vector that adjusts the origin of the shape

matrix.

The second factor is that the point of rotation of the seg-
ment moves in the global coordinate system. As the parent of a
segment moves, the point of rotation of the child moves with it.
This movement is described by (5) and (6). For segment V

� C � C���.�
�	� . " � W � Y C N " C � C N�
 �

(10)

where
W � Y C is as defined in (7) and 
� $ � ] 74j

is a matrix
with columns equal to the global translation.

From (10):

� C h�
 � " C � C N C���.�
�	� . " � W � Y C (11)

Next, we perform rigid reconstruction on the left hand side to
get

� C h�
 � �" C �� C N �
 C*2
(12)

Here �" C
, �� C and �
 C

are the reconstructed rotation, shape and
translation matrices for segment V and �
 C � �$ C � ] 74j

.

The origin of �� C is still incorrect and we write

� C � �� C N�� C
(13)

with � C ��� C � ] 74j
.

From the equality of (11) and (12)

�" C �� C N��
 C � " C � C N�� C�� .�
��� . " � W � Y C��#�

(14)

and then, from (13)

�" C � C N �
 C � " C � C N � C�� .�
��� . " � W � Y C � N �" C � C:�

(15)

Next, we factor
W � Y C , � C

and �
 C
based on their definitions

�" C � C N �$ C ] 7 j � " C � C N � C���.�
�	� . " � i � Y C ] 7 j � N �" C � C ] 7 j:2

(16)

Now we can see that �" C � " CD�
(17)

yielding the required rotation matrix and

�$ C � � C���.�
�	� . " � i � Y C�� N �" C � C �

(18)

� ! " . " 0 R4R4R " C &
+,,,,,
-

i .�Y Ci 0\Y C
...i C���.�Y C� C

@ AAAAA
B �

(19)

which is an overconstrained system that allows us to solve fori � Y C and � C . From this
W � Y C and � C are constructed. With " C

,
� C and

W � Y C , we have all the parameters for segment V .
To summarise, the reconstruction algorithm consists of the

following steps
� Reconstruct " .

, � .
and $ . This yields the global trans-

lation.
� For each observation sub-matrix � C � V � � �  �4252424� � :
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– Subtract the global translation from � C
– Reconstruct " C

and �� C
– Calculate i � Y C and � C from the overconstrained

system (19)

– Calculate � C ���� C N�� C � ] 75j
An algorithm for reconstruction in the articulated forest

case will not be described in detail. However, note that the
block structure described in Section 2.3 (see also (4)) allows for
finding a point-to-tree assignment by using the � matrix, as in
[3, 4]. Knowing this assignment, each tree can be reconstructed
independently using the method above.

4. Experiments
For the experiments presented here, sets of 3D points were gen-
erated and projected onto a 2D plane to conform with the weak-
perspective camera projection. The advantages of this are that
no 2D tracking is required and the point-to-segment assignment
required by the algorithm is generated together with the point
data. Errors can also be introduced in a controlled fashion and
the effect on the reconstruction analysed.

Two data sets were generated. The first approximates a hu-
man arm with a hand and fingers, second approximates rigid
shoulders with upper and lower arms (Figure 2). The first object
consists of 8 segments and a total of 50 points and the second
object of 5 segments and 150 points, both over 50 frames.

Uniform random noise varying between 0.1% and 5% of
the image size was introduced. During each reconstruction run
new random noise was added to the clean dataset, with 100 runs
performed per noise level.

Figure 2: The shoulders dataset with 5 segments, each consist-
ing of 30 points.

The accuracy of the reconstruction was tested by comparing
the distances between the real and reconstructed points in each
segment. Since the reconstruction algorithm outputs the shape
matrix in an arbitrary global coordinate system, the output of
the algorithm is adjusted by rotating and scaling it to match the
real (known) shape matrix as closely as possible. The mean of

the Euclidian distances between all vertices is then taken as the
reconstruction error.

This method for calculating the reconstruction error is use-
ful when comparing the reconstruction accuracy for different
levels of noise in the same input, but not when comparing accu-
racy between different objects.

4.1. Results

The reconstruction algorithm produced visually acceptable re-
sults for all error rates up to 1%. Figure 3 shows the recon-
structed shape of one segment from the second data set for dif-
ferent noise levels.

e = 0
e = 0.01 e = 0.025

Figure 3: One reconstructed segment from an input with 0%,
1% and 2.5% noise. The first image shows how points were
placed in a spiral on a cylinder, with no noise, there is no re-
construction error. The second image shows the reconstruction
with 1% noise and the cylinder is still clearly visible. With 2.5%
noise, the third reconstruction shows serious deformation.

A 1% noise level means that in a � ? �q��� ? � image, er-
roneous displacements of up to 5 pixels can be handled. This
compares well with [4] and [3] where Gaussian noise with a
variance of 2 pixels was described as typical large noise levels
on a � ? �b��� ? � image.

Figures 4 and 5 display the accuracy vs. error rate of the
reconstructions. Note that the datapoints approximate a straight
line on the logarithmic axes. This implies that the reconstruc-
tion error is a polynomial function of the input error, since����� � � e ����� � N	��
 � ���� � d

.
In our experiments e�� ? 2 ?��

for the arm data set and e��? 2 ? � for the shoulders data set. The growth of the reconstruction
error with increasing noise appears to be approximately linear.

5. Future work
Although initial tests indicate that the reconstruction algorithm
works well on synthetic data sets, tests on real video data have
yet to be performed. This will test the robustness of the sys-
tem and indicate whether the noise tolerance reported here can
handle real data.

In addition, we plan to address the automatic point-to-
segment assignment problem. This would allow the reconstruc-
tion process to be fully automated. Various motion segmenta-
tion algorithms [11, 12, 13, 14] are being explored.

Further improvements to be explored include creating a
real-time variation on the algorithm presented here, and creating
a system that uses feedback from the reconstruction algorithm
to the 2D feature tracker.

A real-time implementation would consist of an approxima-
tion to the articulated tree using an initial batch of input frames,
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Figure 4: The reconstruction error for various input error rates
on the arm data set.
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Figure 5: The reconstruction error for various input error rates
on the shoulders data set.

followed by refining. When points are lost and acquired by the
2D feature tracker, they are assigned to their segments auto-
matically by using the rank-4 constraint on the observation sub-
matrix of each rigid segment. Each video frame after the initial
batch is then used to iteratively update the current 3D recon-
struction approximation.

Another possibility for a real-time implementation is to ex-
plore whether the method used in [15] for rigid reconstruction
can be adapted to perform sequential reconstruction on an ob-
servation matrix with rank greater than 4.

Adding feedback from the reconstruction algorithm to the
2D tracker could improve the accuracy of both the tracker and
the reconstruction considerably. The tracking of video data is
still a challenging problem — the occurrence of depth discon-
tinuities and uni-directional textures limit the effectiveness of
the tracker. By using an estimate of the articulated tree, the po-
sitions of the tracked vertices can be adjusted to better satisfy
the constraints imposed by articulated tree motion. In [5, 6], a
method based on rank constraints is used to do just this for the
case of an elastic object.

6. Conclusions
We have proposed a method for performing 3D reconstruction
of articulated motion using a matrix factorisation approach.

Matrix factorisation has been applied to rigid motion and
multiple independent rigid motion in the past; here we success-
fully handle articulated motion within the same framework. The
formulation presented here allows for the reconstruction of all
articulated segments and, in addition, provides the points of ro-
tation of all segments.

Articulated tree motion was discussed as a special, degen-
erate, case of independent rigid object motion. The articu-
lated tree formulation was then generalised to handle articulated
forests — independently moving articulated trees. This gener-
alisation was shown to be a generalisation of independent rigid
motion also.

Experiments on synthetic data sets indicate good recon-
struction even with large input noise (1%). This error rate is
similar to that reported in previous work for the case of inde-
pendent rigid object motion.
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Abstract 
 
In this paper we describe an approach taken towards applying 
human motion capture to low bit-rate video. Our objective is to 
generate parameters defining a person’s motion, and with these 
parameters to create a model of a human performing the same 
movement. A video sequence of a person walking is obtained 
from multiple CCD cameras. Key points on the person’s body 
are tracked in 3D without the use of markers or sensors. Spatio-
temporal tracking is done by the method of least squares 
matching. A simple model is fitted to the tracked points in each 
frame, and the pose is described by the parameters defined in 
the MPEG-4 standard.  
 
 

1.  Introduction 
 
Human motion capture is a topic that deals with the analysis of 
images involving humans. The interest in this field has grown 
significantly in the late nineties, a fact that is evident from the 
increased number of publications in this field as well as the 
visible impact the research has had, in particular, within the film 
industry. From movies such as Terminator 2, Titanic and The 
Lord of the Rings to name a few, it is evident that human 
motion capture played a crucial role in creating the special 
effects that elevated these movies to such a high status. The film 
industry is but one application area of human motion capture. 
Applications range from virtual reality and animation, to smart 
surveillance systems, advanced user interfaces, motion analysis 
and model-based coding.  
 
The human motion capture domain can be broken down into 
three sub-categories: face analysis, gesture recognition and body 
analysis. Face analysis deals with face detection/recognition, 
face tracking and recognition of facial expressions. The 
application of face analysis is found in virtual reality and 
teleconferencing among others. Gesture analysis is in general 
concerned with the tracking of hands and fingers. A lot of 
research in this area is directed at developing systems that can 
understand and generate sign language. Body analysis looks at 
the large body movements. Some of the applications requiring 
tracking of the whole body include security systems and 
counting people. Precise human tracking finds the exact posture 
of the limbs of a human body, looking at the person as a 
complex articulated object, rather than a single body. The last 
area of body analysis deals with recognition of human motion 
and the analysis. This is particularly relevant in medical and 
sport applications. 

This research focus’ on body analysis. Our objective is to 
extract the pose of the subject in each frame and apply it to low 
bit-rate video. Instead of sending each frame across a channel, 
we transmit parameters that fully describe the person’s pose. On 
the receiving end, these parameters are applied to a model that 
will represent the original pose. The standard MPEG-4 
framework and parameters are used to describe the pose. 
MPEG-4 is object-based and has defined two sets of parameters 
for the animation of the body. 
 
In this investigation emphasis is placed on the least squares 
matching (LSM) algorithm to track points in 3D since the 
tracking of key points is fundamental to the success of the 
project. This method was introduced by Ackermann [1], and 
later developed by Gruen [6]. LSM is used to find 
corresponding points in different views and subsequent frames.  
 
 

2.  System Definition 
 
Several criteria can be used to describe the different approaches 
to the problem. Most systems are application specific and 
dependant on assumptions/conditions taken to simplify the 
problem. In order to establish a system one needs to first 
determine whether active or passive sensing is to be used. With 
active sensing, sensors are placed on the subject as well as the 
surroundings that transmit and receive generated signals 
respectively. This approach is obtrusive, and in some 
applications unfeasible. Passive sensing is based on “natural” 
signal sources, e.g. visible light, and hence no wearable devices 
are required. Although the amount of processing required 
increases as the sensor complexity decreases, with today’s 
powerful off the shelf computers, it is possible to implement 
complex and computationally demanding algorithms. 
 
For our application, we take the route of passive sensing. With 
passive sensing there are several other criteria that define the 
system [4]:   
 

• Sensor modality (visible light, infra red, range) 
• Sensor mobility (stationery vs moving) 
• Sensor placement (centralised vs distributed) 
• Sensor multiplicity (monocular vs stereo) 
• Dimensionality of tracking (2D vs 3D) 
• Model (stick figure, volumetric, statistical) 

 
Three synchronised CCD cameras are used as sensors that are 
permanently mounted relatively close to each other. As 
described in [9], one static camera does not allow the recovery 
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of the 3D structure of the environment. With two cameras, one 
cannot use the geometric constraint (epipolar constraint) alone, 
but must introduce other constraints such as continuity, order 
and unicity to resolve matching ambiguities. The introduction of 
a third camera reinforces the geometric constraint and greatly 
simplifies the matching process. Such a stereo system is called 
trinocular.  
 
Regarding tracking dimensionality, some 2D systems have 
successfully tracked constrained types of human movement. 
However, it is unlikely [5] that for more complex and 
unconstrained human movement, systems using these types of 
features exclusively would succeed. When dealing with human 
movement, one will always have to deal with self-occlusion. 
Self-occlusion together with arbitrary movement makes the 2D 
tracking problem extremely difficult. As a result, existing 
systems need to assume a priori knowledge of the type of 
movement and/or the viewpoint under which it is observed. 
 
The key points that are tracked in this research are the locations 
of the major joints. To these points we will fit a simplified 
model of the human body, the skeleton model, also known as 
the stick-man model. 
 

   
Figure 1  Stick-man model 

 
The human body is a complex articulated object. Should one try 
to fully describe it mathematically, the result would be very 
large and difficult to solve system. For this particular reason, 
simplified models are used. The level to which the model is 
simplified is subjected to the application. While virtual reality 
requires detailed models, we are concerned with just the pose, 
for which the stick-man model is a sufficient representation. 
Even for detailed animations however, the skeleton is an 
important part of the model. The multi-layered approach 
adopted by [3] uses a skeleton, to which ellipsoidal meatballs 
are attached, simulating muscle and fat tissue. A polygonal 
surface fits over the meatballs as a representation of skin to 
produce realistic animations of human bodies. The advantage of 
the layered method is that once the character is constructed, 
only the motion of the skeleton needs to be determined for the 
final animation. 
 
 

3.  Least Squares Matching 
 
The least squares matching technique, as described by [6], is an 
approach in which the optimum match is defined by a 

transformation of one array into another, which minimises the 
remaining grey value differences.  
 
Although this method is used to match three images, for 
explanatory purposes we consider only two views, a left and a 
right view of a stereo pair. Discrete functions are assigned to the 
two images f(x,y) and g(x,y) representing the left and right view 
respectively. One view is chosen as the template, say f(x,y), and 
the other, g(x,y) as a search image. Ideally, when the two image 
regions are identical, we get 
 
 ( , ) ( , )f x y g x y=                                               (1) 
  
The two images will not be the same due to radiometric 
(illumination differences) and geometric (different camera 
orientation) distortions, as well as any noise. Thus a true error 
vector is added as shown in equation 2. 
 
 ( , ) ( , ) ( , )f x y e x y g x y− =                                         (2) 
 
A six parameter affine transformation is used to relate the two 
conjugate patches, allowing for rotation, shifting, scaling and 
shearing. (a11, b11) are the shifts, (a12, b21) the scales, and (a21, 
b12) the shears. 
 

 11 12 0 21 0

11 12 0 21 0

x a a x a y
y b b x b y

= + +

= + +
                                               (3) 

 
Equation (2) must be linearised to produce the observation 
equations 
 

0 0
0

11 12 21 11 12 21

( , ) ( , ) ( , )

,

{ , , , , , }

i i
i i

where

g gf x y e x y g x y x y
x y

x ydx p dy p
p p

i da da da db db db

∂ ∂
− = + ∂ +

∂ ∂

∂ ∂
= ∂ = ∂

∂ ∂

∈

∂

          (4) 

   
 
by defining 
 

 
0 0( , ) ( , ),x y

g x y g x yg g
x y

∂ ∂
= =

∂ ∂
                         (5) 

 
(4) becomes 
 

 

0

11 0 12 0 21

11 0 12 0 21

( , ) ( , ) ( , )

x x x

y y y

f x y e x y g x y
g da g x da g y da
g da g x db g y db

− =
+ + +

+ + +

    (6) 

 
 
rearranging and grouping the terms: 
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11 12 21 11 12 21

0 0 0 0

0

[ , , , , ,
[ , , , , , ]

( , ) ( , )

T

i x x x y y y

]

i

x da da da db db db
A g g x g y g g x g y

l f x y g x y

=
=

= −

                  (7) 

 
we arrive at: 
 
                                                          (8) ( , )e x y Ax l− = −

1

 
and, assuming 
 

 2
0( ) 0, ( )TE e E ee σ −= = P                                   (9) 

 
the system can thus be seen to be a Gauss-Markov estimation 
model. 
 
We omit the radiometric shift parameter rs in equation (6) to 
avoid radiometric correction at this time, as it would interfere 
with original radiometric calibration of the system [7]. The 
function g(x,y) contains stochastic quantities, a fact which is 
ignored in order to allow the use of the Gauss-Markov model. 
This should not have significant effects on the results [6]. 
 
Minimising the sum of the square of the differences between the 
grey levels in the template and search patches, the unknown 
parameters in x are determined in equation 10. 
 

 1ˆ ( )T Tx A PA A Pl−=                                                   (10) 
 
with the variance factor and residual vector given by: 
 

 
2
0

1

ˆ

Tv Pv
r

v Ax l

σ =

= −
                                                               (11) 

 
The final solution has to be attained iteratively due to the 
nonlinearity in (2). After each step, parameters are updated,  
 
                                                                 (12) 1 0a a da= +
 
the search image is re-sampled and the matrix A and vector l are 
re-evaluated. It is sufficient to resample the image using bilinear 
interpolation from the surrounding 4 pixel values [1]. 
Convergence occurs when ∆→0.  
 
 

4.  Input Data 
 
The video sequence is acquired with three synchronised CCD 
cameras, resulting in a triplet of grey-level images per frame. 
Multiple views allow us to infer 3D information of the scene. 
Increasing the number views increases the system accuracy and 
robustness. 
 
In order to be able to attain accurate 3D information from the 
three views, we need to calibrate the system, so that we can 
obtain the relationship between image coordinates and world 

coordinates. The calibration process finds the necessary intrinsic 
and extrinsic parameters of each camera (intrinsic parameters – 
focal length, effective pixel size, image centre coordinates and 
radial distortion coefficient; extrinsic parameters – rotation 
matrix and translation vector). The method we have adopted is 
that of [8]. The method requires the cameras to observe a planar 
pattern from at least two different orientations. The procedure 
consists of a closed-form solution, followed by a nonlinear 
refinement based on maximum likelihood criterion. 
 
Finally, the pixel coordinates of an image point are linked to the 
world coordinates of the corresponding 3D point by the 
perspective (pinhole) model. The world coordinate system is the 
3D position relative to a predetermined reference point. 
 
 

5.  Tracking 
 
The least squares algorithm is used to refine an initial estimate 
of correspondences to sub-pixel accuracy. In the first frame, key 
points are selected manually. The initial estimate of 
correspondences is achieved by performing correlation 
matching along epipolar lines to provide an approximation 
within a few pixels. This initial approximation is important, 
because both the matching reliability and convergence of least 
squares algorithm depend on it. With three views, the centre 
image is chosen as the template, and the left and right as search 
images. 
 
The tracking algorithm is similar to that of [2]. Considering a 
single point somewhere in the template image, we define a 
small patch (15x15 pixels) around it. Using spatial LSM we find 
the corresponding points in the left and right search patch 
(Figure 2a). Looking at each view separately, we predict the 
positions in the subsequent frame. With temporal LSM we find 
the exact position of the point in each of the three views in the 
next frame (Figure 2b). Finally, working with the point in frame 
i+1 of the template image, spatial LSM is performed to find 
corresponding points in the search images again (Figure 2c). If 
this result is acceptably close to the result of the temporal LSM 
of the left and right view, that point is considered to be exactly 
tracked. However, if the difference is too large, the matching 
process repeats with modified parameters, e.g. larger search 
area.  
 

 
(a) 
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(b) 

 
(c) 

Figure 2  a) Step one, b) step two, c) step three of the 
tracking process 

 
Once the point is tracked, its trajectory, velocity and 
acceleration can be obtained. Despite good matching results, 
false trajectories may occur. To filter the false trajectories out, 
the velocity and acceleration information is used. If, instead of a 
single point we track whole surfaces for the key parts of the 
human body, we get clusters of trajectories. As we consider the 
human body as an articulated moving object, the resulting 
vector field of trajectories must be locally uniform, i.e. the 
velocity vector must be nearly constant in sufficiently small 
regions at a particular time. Thus single trajectories are 
compared to local mean values of the velocity vector. Should 
the difference be too large, the trajectory is disregarded. 
 
 

6.  MPEG-4 for Human Body Animation 
 
The MPEG-4 standard has defined two sets of parameters for 
the animation of the human body. These are the Body Definition 
Parameter set (BDP), and the Body Animation Parameter set 
(BAP). The BDP set defines the set of intrinsic properties of the 
person. It transforms the default body to a customised body with 
its body surface, body dimensions and if required the texture. 
The BAP set defines the extrinsic properties that determine the 
pose of the body. As the bitstream of BAP’s is received, 
animation of the body is produced.  
 
We intend to use the BAP set which contains the parameters 
that define the skeleton. Although the MPEG-4 defined skeleton 
is of much higher complexity than our stick-man model, it is our 
intention to work within the MPEG-4 standard when 
investigating the applicability of our system to low bit-rate 
video. 
 
 

7.  Conclusion 
 
In this paper we have presented the approach that was taken 
towards tracking key points in 3D to capture human movement, 

and applying it to low bit-rate video. A key element in our 
research is the method of least squares image matching. The 
input to the system consists of a video sequence with three 
views per frame, and the desired output is the model generated 
from derived pose parameters. Future work may look at model 
based tracking, where the model aids the tracking process. This 
helps the system deal with occlusion. With this approach the 
model would have to be more realistic, i.e. volumetric, to 
estimate the person’s dimensions. These parameters are defined 
in the BDP set. In order to improve the automation of the 
system, an initialisation stage needs to be added to make rough 
initial estimates that will then be refined by the LSM method. 
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Abstract
Gesture recognition avoiding the extraction of features is pre-
sented. A new nonlinear minimum norm template matching
technique based on the theory of Reproducing Kernel Hilbert
Spaces is introduced. Promising results are obtained and future
work highlighted.

Keywords: Gesture Recognition, Featureless Processing, Non-
linear Template Matching

1. Introduction
Gesture recognition has become a popular computer vision re-
search field. The primary goal of gesture recognition research
is to create a system which can identify specific human ges-
tures and use them to convey information or control a device.
A distinction has to be made between static and dynamic ges-
ture recognition. Static gesture recognition involves the iden-
tification of hand gestures using classical image processing
techniques, based on segmentation and feature extraction. Dy-
namic gesture recognition approaches often involve hand, arm
or body gestures to characterize the motion of a particular body.

The emphasis of this paper is on static gesture recognition
based on a new nonlinear template matching framework derived
from the theory of Reproducing Kernel Hilbert Spaces. Our the-
oretical framework is presented in section 2. The experimental
procedure used is outlined in section 3 and our experimental
results are discussed in section 4. Section 5 concludes our pre-
sentation and highlights future work.

2. Theoretical Framework
2.1. RKHS of Polynomials

In this section, Reproducing Kernel Hilbert Space (RKHS) in-
terpolator theory is summarized for the special case required
for our application. For a more general discussion on RKHS
interpolators, the reader is referred to [1] and [2].

Consider the space of all real-valued multi-variable polyno-
mials of degree n in the variables {xi}N

i=1 and let x := (xi).
We use the symbol Vn to denote this space. An element of this
space is a function F : R

N→ R. With the members of Vn, the
Hilbert space Hn is constructed by introducing an inner prod-
uct, (F, G)Hn

and a real-valued function K : R
N × R

N→ R

such that
K(x, ·) ∈ Hn, (1)

and
(G, K(x, ·))Hn

= G(x). (2)

A function K satisfying Eqs. 1 and 2 is defined as the reproduc-
ing kernel of the space Hn, making Hn an RKHS as explained
in [3], [4] and [5]. Equation 2 implies that point evaluations
on the possibly non-linear function G, become the evaluation

of linear functionals on Hn. In the next subsection we demon-
strate how this property allows one to use orthogonal projection
methods in Hn to solve an interpolator problem.

2.2. Orthogonal projection in an RKHS

Suppose we have an unknown function F : R
N → R,

of which we only have a set of acquired input-output pairs,
{(xi, yi)}m

i=1 . By assumption, these input-output pairs are re-
lated by

(F, K(xi, ·))Hn
= F (xi) = yi , i = 1, . . . , m , (3)

called the interpolative constraints. Here m denotes the num-
ber of available input-output pairs. The minimum norm inter-
polator, say F̃ , as an element of the RKHS Hn, subject to the
interpolative constraints, has the form

F̃ (x) =
m∑

i=1

Ci K(xi,x) , i = 1, . . . , m . (4)

Note that the approximant F̃ is linear in the unknown parame-
ters {Ci}m

i=1. Requiring that the above expression for F̃ satisfy
the interpolative constraints, produces a system of linear Eqs.
which is solved for the weights {Ci}m

i=1. The following theo-
rem, stated by Zyla and De Figueiredo [4] for Bochner spaces,
but adapted here for our purposes, formalizes this result:

Theorem 1 [4] Given that the input-output map F̃ to be iden-
tified belongs to Hn, and assuming that we are provided with a
set of test input-output pairs

{(xi ∈ R
N , yi)}m

i=1 (5)

where xi, i = 1, . . . , m, are linearly independent elements
of R

N , the problem has a unique minimum norm solution ex-
pressed by

F̃ (x) =
m∑

i=1

Ci K(xi,x) , i = 1, . . . , m . (6)

The coefficients Ci are given by the expression

C = G−1y (7)

where

C := (C1, ..., Cm)T ,

y := (y1, ..., ym)T

and the Gram matrix, G is given by

G := K(xi,xj) = (Gij) i, j = 1, . . . , m.
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Refer to Luenberger [6] for conditions under which the
Gram matrix is invertible. If the Gram matrix is found to be
ill-conditioned or badly scaled (as is the case for our applica-
tion) one can resort to the pseudo-inverse, but keep in mind that
the RKHS results will then only hold approximately. Theorem
1 will now be used for the derivation of our matching frame-
work. It will be assumed that there exist a Minimum Norm Tem-
plate (MNT) associated with each class which can be inferred
using k Desirable Image Templates (DITs) and m−k Undesir-
able Image Templates (UITs) where m ≥ k. For the application
considered in this paper the DITs will be instances of a gesture
belonging to a specific class. The UITs will be instances of
gestures not belonging to the DIT class (i.e. instances of ges-
tures from all the remaining classes). For simplicity it will be
assumed that the DITs and UITs are all square, have equal di-
mension and are represented by Xi ∈ R

N̄×N̄ .
To derivation of an MNT for each class is summarized by

the following steps:

1. Choose a kernel.

2. Define the test input-output pairs, i.e. the DITs and
UITs.

3. Calculate the interpolator coefficients which together
with the DITs and UITs will yield the MNT.

2.3. The test input-output pairs {(xi ∈ R
N , yi)}m

i=1

For the DITs (i.e. i ≤ k) the yi values in Eq. 5 are normally
chosen equal to a large value, say γ. The rest of the yi val-
ues for the UITs are set to −γ. Each xi is simply set equal to
vec (Xi) ∈ R

N where vec (·) is the matrix vectorization oper-
ator and N = N̄2.

2.4. Reproducing kernel K(x, z) examples

Although the theory is general enough for also using other re-
producing kernels we will only focus on three types of kernels,
namely the linear kernel

K(x, z) = xT z, (8)

the polynomial kernel,

K(x, z) =
(
1 + xT z

)d

, d ≥ 1, (9)

and the polynomial kernel without cross terms

K(x, z) =

1 +
d∑

β=1

(
xβ

1 zβ
1 + xβ

2 zβ
2 , ..., xβ

Nzβ
N

) , d ≥ 1.

(10)

2.5. The minimum norm template

Once the interpolator coefficients are obtained an MNT can be
inferred for each class. When using the linear kernel it is easy
to show that the MNT has the form

x̃ =

m∑
i=1

Cixi (11)

and that K(x̃, · ) will satisfy

K(x̃,xi )

{
> 0 for i = 1, ..., k
< 0 for i > k

.

Figure 1: Exemplars from the 10 different classes.

When the DITs and UITs are linearly separable, the suit-
ability of using devec(x̃) ∈ R

N̄×N̄ as an object template is
obvious. Here devec denotes the inverse of vec.

When our input training pairs are not linearly separable we
will resort to polynomial kernels. First consider the kernel given
by Eq. 9. For simplicity we will consider the case where d = 2.
By using similar arguments as for the linear kernel case it can
be shown that

x̃ =
m∑

i=1

Cix̄i, (12)

where x̄i =
[[

1 xT
i

] ⊗ [
1 xT

i

]]T
and ⊗ denotes the Kronecker

Tensor Product. Similar to the linear case,

x̃T x̄i =

{
> 0 for i = 1, ..., k
< 0 for i > k

.

These results can be readily extended for cases where d > 2.
When d = 3 for example we have

x̃ =

m∑
i=1

Ci

[[
1 xT

i

]
⊗

[
1 xT

i

]
⊗

[
1 xT

i

]]T

.

The polynomial kernel without cross terms given by Eq. 10
can be seen as a compromise between the linear kernel and the
polynomial kernel given by Eq. 9. The Minimum Norm Tem-
plate (MNT) for this case can be expressed as a concatenated
vector given by

x̃ =

[
m∑

i=1

Ci,
m∑

i=1

Cix
1
i ,

m∑
i=1

Cix
2
i , ...,

m∑
i=1

Cix
d
i

]T

(13)

where xd
i denotes that every element of xT

i is raised to the
power d. Once again

x̃T x̄i =

{
> 0 for i = 1, ..., k
< 0 for i > k

,

where x̄i := [1xi x2
i ...x

d
i ].
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Figure 2: Training exemplars for class 2.

3. Experimental Procedure
To test our methodology we used 10 image classes. An exem-
plar from each class is given in figure 1. For each class twelve
training exemplars and 12 test exemplars were used to derive the
minimum norm template and test the methodology. As exam-
ples figures 3 and 5 show the test exemplars for classes two and
three. Figures 2 and 4 show the training exemplars for classes
two and three.

An MNT was constructed for each class using the polyno-
mial kernel without cross terms with d = 5. The 12 training
exemplars from each class were used as the DITs and the re-
maining 108 training exemplars from the nine remaining classes
were used as the UITs. As it can be shown that the classes are
not linearly separable we have not implemented the linear ker-
nel. The polynomial kernel yielded a marginal improvement
in performance, but at a considerable increase in computational
complexity. For the DITs (i.e. i ≤ k) γ was chosen as 1E3 and
for the UITs α was chosen as -1E3.

Once we have obtained the MNT x̃T x̄ was computed for
each of the 120 exemplars in the test set. If a positive value was
obtained when comparing to a test exemplar a match was regis-
tered and if a negative value was obtained a mismatch was regis-
tered. Note that using this procedure enabled us not only to cal-
culate the number of matches for an MNT derived for a specific
class with test exemplars of the same class, but it also enabled
us to calculate the number of mismatches with test exemplars
belonging to the remaining nine classes. We used the number
of matches for an MNT (derived for a specific class) with test
exemplars of the same class to yield a percentage we termed
the Probability of Detection (PDET). The number of matches
for a template derived for a specific class with test exemplars
belonging to the nine remaining classes was used to calculate a
percentage we termed the Probability of a False Alarm (PFA).
PFA can be interpreted as an estimate of the probability of clas-
sifying an exemplar not belonging to the class of the MNT in-
correctly (i.e. as belonging to the class of the MNT). PDET on
the other hand can be interpreted as the probability of correctly
classifying an exemplar belonging to the class of the MNT. It is
important to note the PFA expressed as a percentage is not equal
to (100-PDET) since an MNT can register a match with an ex-

Figure 3: Test exemplars for class 2.

emplar belonging to the same class as well as with an exemplar
NOT belonging to the same class.

We have compared our method with a feature-based K
nearest neighbour approach. After segmentation 13 features
were extracted namely

1. segmented area

2. convex hull

3. euler number

4. centroid

5. convex image

6. bounding box parameters

7. convex area

8. diameter

9. major axis length

10. minor axis length

11. orientation

12. eccentricity

13. filled area

However, to improve accuracy, feature subset selection was
performed using Thornton’s Separability index. As pointed out
by Green [7] Thornton’s separability index is defined as the
fraction of a set of data points whose classification labels are
the same as those of the nearest neighbour. Alternatively it can
be viewed as a measure of the degree to which inputs associ-
ated with same outputs tend to cluster together. The value for
the separability index will be close to 1 for a set of data points in
which those with opposite labels exists in tight, well - separated
clusters. As the clusters move close together and points from
opposing classes begin to overlap, the index will begin to de-
crease. The best separability index of 0.78 was obtained when
using only four features, namely

1. major axis length

2. width of bounding box

3. height of bounding box

4. euler number
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Figure 4: Training exemplars for class 3.

Table 1: Estimated PDET for each class
Class Estimated PDET (percentage)

1 75
2 83
3 83
4 100
5 91
6 58
7 92
8 75
9 100
10 75

4. Experimental Results
The PDET performance figures are given by table 1 and the
PFA performance figures are given in table 2. The performance
of the K nearest neighbour approach for K = 3 and K = 5 are
given in tables 3 and 4. For the K nearest neighbour approach
selected features were not orthogonalized.

From the results it is obvious that the our featureless ap-
proach performed better than a feature based K nearest neigh-
bour approach. An interesting feature of the proposed method is
the exceptionally low PFA figures which are all below two per-
cent. All the PDET figures are ≥ 75 percent, except for class
six. An exemplar from class six is shown in figure 6.

5. Conclusion
A promising gesture recognition technique avoiding the extrac-
tion of features was presented. This technique, based on the
derivation of an MNT using interpolator coefficients, DITs and
UITs, showed promising results. Future work will focus on
the improvement of robustness and recognition against cluttered
backgrounds.
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ABSTRACT 
This paper presents a robust and recursive means of tracking 

and modeling faces in near-field video sequences.  An Extended 
Kalman Filter is coupled with a generic wire-frame face model 
and a correlation based 2D tracking process, providing a 
recursive means of recovering simple camera geometry, head 
pose and object structure.  Head pose parameters are used to 
animate the texture-mapped face model and the estimated 
structure is fed back to constrain feature tracking in the next 
frame. 

1. INTRODUCTION 
Model Based Video Coding (MBVC) has become a topic of 

much interest in low bit-rate video research, as it has the 
potential to provide more efficient and increased compression 
when compared with conventional transform coding methods 
for video signal-processing.  MBVC attempts to increase coding 
efficiency by using knowledge of a scene’s content and 
describing real world geometry using 3D model objects.  The 
principle of the compression is to then generate a parametric 
model of the image seen at the emission end and to transmit 
only the characteristic parameters describing how the models of 
real world objects change in time.  These differential parameters 
are then used to animate the model of the image at the reception 
end [1].  Hence a more analytical approach to video 
compression can be achieved, with much lower bit-rates and 
hence good potential for real-time video transmission.   
 

These principles can be applied to the extraction and re-
animation of a head in live video feed.  In terms of re-animation 
complexity, this research only attempts to deal with the real-
time estimation of motion parameters that describe the 6 degree-
of-freedom (6-DOF) movement applicable to a human head 
(seen as a rigid object with 3 translational and 3 rotational 
freedoms).  A 3D model of the head can be generated using a 
standard parametric face model known as CANDIDE [2].  
Tracking points will be initialised on major corresponding 
vertices between the 3D face model and facial features of the 2D 
live image (a rigid feature constraint here limits the locations at 
which tracking points can be initialised).   This will be done 
using an augmented reality technique [1] which requires a 
projection of the 3D mesh used to model the head into the live 
2D image.  The selected rigid feature points are automatically 
assigned to vertices of the model and the face is texture mapped 
onto the model.  Patches around the feature points are taken 
from the rendered 3D model, matched against the incoming 
video, and fed through a Structure From Motion (SFM) kalman 
filter [3] to update the pose information of the 3D model. 

2. MOTION ESTIMATION 
A Structure From Motion solution aims to recover object 
structure and relative 3D camera-object motion as the  

 
parameters necessary to describe a rigid object in a monoscopic 
video sequence. This solution also recovers camera focal length.  
The framework for such a system consists of a 2D tracking module 
and an estimator module.  The tracking module delivers 2D point 
measurements of tracked features to the estimator module, which 
outputs an optimal estimate of the aforementioned structure and 
motion parameters.  Before the tracking process can begin, an 
initialisation process is required to provide the locations of the 
features to be tracked.    

 
The system will be “manually” initialised from a frontal position.  

A generic face model is aligned to match with a head-on view of the 
face in a live video sequence.  Feature points are manually chosen at 
significant contours of the face (corners of eyes, nose and mouth 
tips) that satisfy the rigidity constraint required for structure 
estimation.  Once all feature points have been initialised and a partial 
structural correspondence set, pixels from the video are then texture-
mapped onto the model.  The system is now ready to begin the 2D 
tracking process. 

3. 2D FEATURE TRACKING 
Having determined the locations of facial features in the image, it 

is now possible to define a number of tracking windows on the face 
which will be used for template matching via sum-of-squared-
difference (SSD) correlation.  This method of feature tracking relies 
on the minimisation of an objective function, which uses the squared 
sum of the differences in intensity values as a measure of the match 
between template and source image. A linear motion approximation 
has been chosen to describe the behaviour of the image patch under 
small translation, scaling and rotation perturbations.  The model of 
this motion can be represented as: 

( ; , , ) R( )f x u xs s uθ θ= +   (1) 

Given an image I  at t(x,0) 0s= , the primary goal is to findµ  

that minimises an objective function ( )µO , defined [4] as: 

( ) ( )( )
2

( ) ( ), ,0f x, x
x R

I Iµ µ τ
∈

= −∑O
2

)

  (2) 

Here (f x,µ  is the aforementioned motion of the image patch, 
parameterised by vector µ  which allows for translation, rotation 
and scaling as in (1).  In other words ( , , ,x yT T sc )aleµ θ= .  

Ultimately template tracking is achieved by when an optimal result 
(in a least squares sense) has been found for the template motion in 
each frame. 

4. STRUCTURE FROM MOTION 
Structure from Motion has traditionally relied on conventional 

object to image transformations, and tend to be under-determined in 
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the number of state parameters to measurements.  A 
reformulation of this approach [3] has been shown to converge 
reliably as a stable recursive estimation problem.  By remapping 
the data in a new parameterised representation, what was 
essentially an under-constrained problem becomes uniquely 
solvable with no numerical “ill-conditioning”. 

 
The objective of SFM is to recover 3D structure, motion and 

camera geometry.  These form the internal state vector, , of 
the system under observation.  These internal states are to be 
recovered by observation measurements of the system. 

x

4.1 Camera Model 
One internal state parameter that undergoes a change from 

standard representations [3] is the camera geometry, represented 
by its focal length.  Instead of trying to estimate focal length to 

describe the camera, an estimate of 1
f

β=  will be used.  This 

allows a re-parameterisation of the standard camera imaging 
model [5] from: 

C

C C

Xu f
Yv Z

  
=   

   
   (3) 

where the coordinate system origin is at the center-of-projection 
(COP), to: 

1
1

C

C C

Xu
Yv Z β

  
=    +   

    (4) 

where the coordinate system is now fixed at the image plane and 
β , rather than f , is the camera parameter.  This relation is 
shown in Figure 1. 

Fi
gure 1: Model of central projection; the coordinate origin is now 
placed at the image plane rather than the centre of projection 
(COP) 

 

4.2 Structure Model 
The structure of points on the 3D object are now represented 

with one parameter per point, instead of the standard , ,X Y Z  
spatial location.     The mapping of this 3 Cartesian form to one 
parameter is shown in (5) where α  is the new representation of 

structure and and are the coordinates of the point in the image 
plane when tracking is initialised. 

u v

Z

, Z

3)

R

C X

C Y

C Z

X t
Y t

Z t


= +



, )NX Yt t β

2

( 1 1,u v=

)i

(1 )
(1 )

X u
Y
Z

αβ
αβ
α

+   
   = +   
   
   

v

)

  (5) 

For a discussion on the mathematical implications of this re-
parameterisation, see [3]. 

 

4.3 Translation and Rotation Models 
Translation in the object reference frame has been adapted to a 

representation given by ( , ,X Y Zt t t β .  True translation can then be 
recovered post-estimation by simply dividing out the focal length 
parameter from t β . 
 

A three-parameter incremental rotation, defined 
by ( ,X Yω ω ω

0 1 2( , , ,q q q q

, will be used to represent inter-frame rotation (i.e. 
the change in rotation between the object in frame k-1 to k).  
Incremental Euler angles centered about zero do not over 
parameterise rotation and are approximately independent, and 
therefore can be used reliably in a system linearisation such as that 
required in the EKF [3].  The incremental rotation computed at each 
frame step is then combined into a global quaternion vector 

 that is used to represent global rotation [6].   

)

 
This global rotation solution will then be combined with the 

translation model to arrive at a coordinate frame transformation 
equation (6), where  is a 3× matrix representing global rotation 
made up of the four quaternion components.  This demonstrates that 
any feature point in the object frame may be represented in the 
camera frame. 

3

1 X
1

Z
R

β β β

     
     
     
     
     

  (6) Y






5. STATE VECTOR PARAMETERISATION 
The final representation of the internal state vector (7) has a total 

of 7 N+ parameters, where is the number of feature points to be 
tracked. 

N

1( , , , , , , ,...,x Z X Y Zt ω ω ω β α α=  (7) 

At each time step, there is also a measurement or observation 
vector of size  with the following form: y N

2 2, , ,..., ,y Nu v u v         (8) )N

where ( ,iX Y are the positions of a feature point currently being 
tracked in the image. 

Image 
Location 
(u,v,0) 

3D 
location 
(X, Y, Z) 

Image Plane 

Z 
COP 
(0, 0, -f) 

X α f 
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6. EXTENDED KALMAN FILTER 
The Extended Kalman Filter provides a stable and accurate 

real-time solution for this SFM problem.   
Standard references for Kalman Filtering include [7], [8] and 
[9].  The recursiveness of the approach captures both the cause-
effect and dynamic nature of the tracking, offering a 
probabilistic framework for uncertainty representation. 
 

The dynamic model of the Kalman filter will be represented 
by a linear transformation relation, represented as: 

( ) ( )x( ) (x t t t t w t)A+ ∆ = ∆ +   (9) 

Here A  represents the transfer matrix between the current and 
next state, and is an error term, modeled as Gaussian 
distributed white noise. 

( )w t

 
The observation at each time step is a set of  2D 
measurements. These are analytically a nonlinear function of the 
state vector: 

N

( )( ) ( ) ( )y h xt t= + v t

)

  (10) 

The nonlinear function h x is defined by a combination of 

equations (4), (5) and (6). The uncertainty in the model is 
expressed with the addition of random variable v t , modeled 
as Gaussian distributed white noise. 

( ( )t

( )

7. SYSTEM OVERVIEW 
A brief discussion on the system integration process and the 

significance of feedback follows.   
The system begins with the initialisation of feature points to 

image templates, tying model vertices to these selected features 
(corners of eyes, tips of the mouth and one on each side of the 
nose).  The Kalman filter is then initialised with the structure 
and pose of the 3D head model, which has been aligned to the 
selected features.   

 
The correlation-based feature trackers begin by tracking in a 

nearest neighbour sense and search within a local region for the 
facial features. The Kalman filter iteratively computes an 
estimate of the rigid 3D structure that could correspond to the 
motion recovered by the set of 2D SSD trackers.  This global 
estimate is weighted using the noise characteristics and residual 
of the individual 2D trackers.  The EKF’s estimated 3D 
structure is filtered according to model geometry, and then used 
along with the estimated motion and focal length to predict the 
position of the 2D trackers in the next time step.  Correlation-
based searching is repeated at the next frame, starting at the 
latest EKF position estimate, as well as starting at the original 
destination of the feature track.  The best match of these two 
searches is then fed back into the Kalman filter as the 2D spatial 

observation vector and the loop continues.  Two searches will be 
performed for each SSD tracker since the EKF’s prediction may 
possibly perform worse than straight nearest-neighbour searching 
before structural convergence.  The feedback from the adaptive 
Kalman filter allows us to maintain a sense of 3D structure, and 
enforces a global collaboration between the separate 2D trackers. 

8. CONCLUSION 
The system presented here characterises a global estimation 

framework, providing a robust and recursive means of recovering 
head pose parameters.  2D tracking combined with feedback from a 
SFM framework, allows for improved tracking accuracy under real-
time constraints.  With the addition of a 3D model, it will be 
possible to further constrain structural estimates, and hence improve 
tracking accuracy.  Implementation of this system is currently at the 
point of coding a working SFM Kalman filter.  The initial 
implementation will rely on a synthetic data set, composed of feature 
projections using known system parameters.  This is similar to work 
done in [7].  This will make it possible to gauge accuracy and speed 
of convergence of the Kalman filter against a set of ground-truth 
results.  Data will be presented at the conference to demonstrate the 
significance of these results to the global tracking system to be 
developed. 
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Abstract 
 
One of the methods used for face recognition is 
based on the eigenspace approach. In this paper, this 
method is expanded into an eigenface, eigenmouth, 
eigeneye, and eigennose algorithm. Results are 
numerically compared with results from Oerder and 
Quintiliano et al. The results presented in this paper 
are shown to be more realistic because of the more 
efficient application of the eigenfeature algorithm. 
 

1. Introduction 
 
The importance of machine recognition of faces is 
fueled by an ever increasing need for new security 
systems. A lot of effort has been done on methods 
based on the eigenspace approach. In this paper, the 
FACE database developed by Oerder [2] will be 
used to numerically evaluate the eigenfeature 
method. Comparisons are made with the results of 
Oerder [2] and Quintiliano et al. [3]. 
 

2. Proposed approach 
 
The proposed approach allows automated face 
recognition with fragments of face images. The 
eigenface concepts are expanded to eigenmouth, 
eigennose and eigeneye algorithms. It is expected 
that this could increase the recognition rate of faces, 
by splitting the face into regions and using high 
recognition results in one area to guide the 
recognition of the remaining areas, even if one or 
more of these areas are occluded. 
 

3. Face database 
 
The database used is the FACE database developed 
by Oerder at the Rand Afrikaans University [2]. This 
database consists of 42 classes with images of 
256x256 pixels. For evaluation and tests, 32x32 
pixels fragments were extracted from the face 

images, in three situations: (1) with the left eye, (2) 
with the nose and (3) with the mouth. The regions 
are predefined and not manipulated in any way to 
create either artificially good or bad results. No other 
pre-processing, such as normalization or 
equalization, was performed on the images.   
 
A total of 1491 test images were used, containing 
frontal and profile images, partially occluded 
images, images with different head orientations and 
camera angles, different facial details and 
expressions and different lighting. A few examples 
of FACE images are given in figure 1. 
 

 

 

 
Figure 1: 5 examples from the FACE database 
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4. Methodology 
 

4.1.  Training the model 
A set of M = 42 images was used for training. This 
set consists of one image of each person, all taken 
under the same conditions of lighting, head 
orientation and facial details. Every image is 
identified as Γi (i = 1, …, M) and the extracted 
fragments of images are NxN square matrices with N 
= 256 for the eigenface algorithm and N = 32 for the 
eigenmouth, eigeneye and eigennose algorithms. 
The software Khoros Pro [1] was used to perform 
the extractions and following calculations. Figure 2 
shows an example of a workspace in Khoros Pro. 
 
First, all M images are transformed into column 
vectors, with dimension N2x1. So, the image vectors 
for the eigenface algorithm have dimension 
65536x1, the image vectors for the eigenmouth, 
eigeneye and eigennose algorithms have dimension 
1024x1. Then, we calculate the average features of 
the image set, adding all the images and dividing the 
result by the amount of images 

1

1 M

i
iM =

Y = Gå . 

Once the average features Ψ are calculated, a new 
group of images Φi is set up, obtained from the 
difference between each image of the training set 
and the average features: 
 

( 1,..., )i i i MF = G - Y = . 
 
From the new set of M images, the matrix A, of 
dimension N2xM, is set up by placing the vectors Φi 
in the columns of the matrix A 

 
, ;i j j iA = F ,1

A

. 
 
From the matrix A, the covariance matrix C, with 
dimension N2xN2, is set up in the following way 

TC AA= . 
 
As the dimension of the covariance matrix is very 
big, a matrix L, with dimension MxM, is formed by 

TL A= . 
 

The eigenvectors of C are calculated from the 
eigenvectors of L, by a linear combination of the 

original image space with the eigenvectors of L, in 
the following way 

U AV=  
 

with V the matrix of dimension MxM, having the M 
eigenvectors of L as its columns; similarly, U is the 
matrix of dimension N2xM having the M 
eigenvectors of C as its columns. Figure 3 shows a 
few examples of eigenfaces, eigenmouths, eigeneyes 
and eigennoses corresponding with the 2 largest 
eigenvalues of U. For each algorithm, 5 different 
matrices Uk (k = 1, …, 5) are formed, respectively 
containing the eigenvectors corresponding to the  M’ 
= 3, 7, 10, 20 and 42 maximum eigenvalues of C. 
The following training and test steps are performed 
five times, once for each of these matrices Uk. 
 

 
Figure 2: Example of a Khoros Pro workspace 
 
After the eigenfeatures are extracted from the 
covariance matrix of the image set, training stage 
takes place. Therefore each training image is 
transformed into its eigenfeature components by the 
operation 

, 1, ..., ; 1, ...5)( ) (T
i k k i i M kU = =W = G - Y . 

 
4.2. Face recognition from eigenfeatures 
The eigenfeatures are used to represent each face, 
mouth, eye or nose we try to recognize. Similar to 
the training stage, each test image Γ is transformed 
into its eigenfeature components by the operation 

1, ..., 5)( ) (T
k k kUw == G- Y . 
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For each vector Ωi (i = 1, …, M), the Euclidean 
distance between ω and Ωi is calculated as follows 

2 2
, , 1, ..., , 1, ..., 5)|| || (i k k i k i M ke w = == - W . 

 
An image is classified as belonging to class i when 
the minimum εi,k is below some chosen threshold θ.  

  

 
 

 

 
 

 

 
 

 
Figure 3: 2 examples of eigenfaces, eigenmouths, 
eigeneyes and eigennoses corresponding with the 2 
largest eigenvalues of U 

 
4.3. Calculating thresholds 
There is a maximum distance within which the new 
vector must lie to be compared to the training 
vectors to ensure recognition. In this study, a 
different threshold is used for each class. The 
thresholds θi (i = 1, …, M) define the maximum 
distance allowed between the new face submitted for 
recognition and each class. The M thresholds are 
calculated in the following way 

{ } ( , 1, ..., )max || ||i i j i j Mq == W - W . 

 
5. Results 

 
All presented results were obtained using the same 
42 training images and 1491 (test set 1) or 1449 (test 
set 2) test images. Tables 1, 2, 3 and 4 present the 
results obtained with the eigenface, eigenmouth, 
eigeneye and eigennose algorithm, respectively. The 
image is considered recognized when the Euclidean 
distance is ranked up to the third place and is inside 
the defined threshold.  
 
 
 

Nr. of 
eigenvectors

M’ 

Test set 1 
(training samples 

included) 

Test set 2 
(training 
samples 

 excluded) 
 success rate success rate 

3 48.8 % 47.3 % 
7 55.0 % 53.7 % 

10 55.5 % 54.2 % 
20 55.7 % 54.5 % 
42 55.6 % 54.3 % 

Table 1: Results obtained with eigenface algorithm 
 

Nr. of 
eigenvectors

M’ 

Test set 1 
(training samples 

included) 

Test set 2 
(training 
samples 

 excluded) 
 success rate success rate 

3 27.1 % 25.0 % 
7 27.4 % 25.3 % 

10 27.4 % 25.3 % 
20 27.6 % 25.5 % 
42 27.5 % 25.4 % 

Table 2: Results obtained with eigenmouth 
algorithm 
 

Nr. of 
eigenvectors 

M’ 

Test set 1 
(training 
samples 

included) 

Test set 2 
(training 
samples 

excluded) 
 success rate success rate 

3 25.2 % 23.8 % 
7 25.9 % 24.1 % 

10 25.9 % 24.3 % 
20 26.0 % 24.3 % 
42 26.0 % 24.3 % 

Table 3: Results obtained with eigeneye algorithm 
 

Nr. of 
eigenvectors 

M’ 

Test set 1 
(training 
samples 

included) 

Test set 2 
(training 
samples 

excluded) 
 success rate success rate 

3 29.0 % 26.9 % 
7 29.2 % 27.1 % 

10 29.2 % 27.1 % 
20 29.2 % 27.1 % 
42 29.2 % 27.1 % 

Table 4: Results obtained with eigennose 
algorithm 
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Nr. of 
eigenvectors  

M’ 

Test set 3 
(test set as defined  

in Oerder [2]) 
 success rate (only 1st rank) 
1 (Oerder [2]) 2.21 % 

3 21.3 % 
7 27.8 % 

10 29.1 % 
20 30.4 % 
42 30.4 % 

Table 5: Comparison with results of Oerder [2] 
 

eigenface eigenmouth Test set 1 
(training 
samples 

included) 
Denys 
& Nel 

Quintili-
ano 

 et al. 
[3 ] 

Denys 
& Nel 

Quintili-
ano 

 et al.  
[3 ]  

Nr. of 
eigen- 

vectors 

success rate  
(up to 3rd rank) 

success rate 
(up to 3rd rank) 

~ 8 % 48.8 % 88.3 % 27.1 % 
17 % 55.0 % 93.3 % 27.4 % 

86.7 % 
85.8 % 

25 % 55.5 % 96.7 % 27.4 % 86.7 % 
~ 42 % 55.7 % 98.3 % 27.6 % 85.0 % 
100 % 55.6 % - 27.5 % - 

eigeneye eigennose Test set 1 
(training 
samples 

included) 
Denys 
& Nel 

Quintili-
ano 

 et al.  
[3 ] 

Denys  
& Nel 

Quintili-
ano 

 et al.  
[3 ]  

Nr. of 
eigen-

vectors 

success rate 
(up to 3rd rank) 

success rate 
(up to 3rd rank) 

~ 8 % 25.2 % 84.2 % 29.0 % 74.2 % 
17 % 25.9 % 83.3 % 29.2 % 78.3 % 
25 % 25.9 % 84.2 % 29.2 % 79.2 % 

~ 42 % 26.0 % 87.5 % 29.2 % 80.8 % 
100 % 26.0 % - 29.2 % - 

Table 6: Comparison width results of Quintiliano et 
al. [3] 
 
Table 5 and 6 give a comparison between the results 
obtained in this study and the results from Oerder [2] 
and Quintiliano et al. [3], respectively. The results in 
table 5 were obtained with the same test set as 
defined by Oerder, the number of test images was 
reduced to 1312 images from the FACE database. 
The results in table 6 were based on the complete 
test set of 1491 FACE images in our study, 

Quintiliano et al. used 120 images from the Yale 
Face Database. 
 

6. Discussion 
 
In our study, the pure statistical recognition rate, i.e. 
the recognition rate that would be obtained based on 
chance alone, is 7.2 %, in the study of Quintiliano et 
al. [3], the pure statistical recognition rate is 20 %. 
 
The recognition rates obtained in this study are 
higher than those obtained by Oerder [2], although 
the same training and test set of images was used. 
One reason for this is the number of eigenvectors 
used. Oerder classified the images based on the one 
eigenvector corresponding with the maximum 
eigenvalue. In this study, a minimum of 3 
eigenvectors was used. As expected, the recognition 
rates increase as the number of eigenvectors 
increases.  However, as explained in Turk & 
Pentland [4], it is not necessary to use all the 
available eigenvectors, the performance of the 
algorithms does not improve significantly when 
more than 10 eigenvectors are used. 
 
The results obtained in this study differ significantly 
from those obtained by Quintiliano et al. [3]. The 
main reason for this is that the theory of eigenfaces 
[4] was applied differently by these authors.  They 
used the complete test set of 120 images to build the 
covariance matrix and extract the eigenfeatures, 
while we use a specific training set of 42 images. In 
our study, the majority of the test images were not 
used during training. In tables 1 to 4, it can be seen 
that if the training images are included in the test set, 
the overall recognition rates increase. These rates 
will increase tremendously if all test images were 
encountered before in the training set. 
 
Quintiliano et al. [3] used images of size 243x320 
pixels for the eigenface algorithm and 64x64 pixels 
for the eigenmouth, -eye, and -nose algorithms. 
Thus, they retain about 5 % of the pixel values. In 
this study, only 1.6 % of the pixel values was 
retained in the eigenmouth, -eye, and -nose 
algorithms. Poorer results would be expected as the 
amount of pixels decreases, which explains the 
bigger drop in performance in our study, when the 
eigenface algorithm is compared with the other 
eigenfeature algorithms. 
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7. Conclusion 
 
Our results are more realistic than those from 
Quintiliano et al. [3] because different sets of images 
are used for training and testing. In contrast with 
Quintiliano et al. [3], the performance drops 
substantially when the eigeneye, -mouth or -nose 
algorithm is used, compared with the eigenface 
algorithm. 
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Abstract*

This paper describes the process of optimising statistical 
feature extraction algorithms for use in object recognition. 
The focus is on real time implementation of these 
algorithms on applicable processors. Different processors 
were evaluated, of which the TigerSharc was chosen to be 
discussed in this paper. One single and two double 
window features are discussed for object of interest 
recognition. It is demonstrated here that a large 
improvement in the execution time can be obtained by 
implementing several optimisation techniques in C, some 
seemingly inconsequential. Also demonstrated, is the 
improvement the use of assembly language can make. 

1. Introduction 
 
Before object recognition on an image can be 
implemented in a system, the algorithm must be real-time 
implementable. In [1] and [2] possible features are 
discussed for detecting point objects in simulated images, 
and example IR (infrared) images1 are shown in Figure 1. 
From the original features tested, only three will be taken 
as examples for the purpose of this paper. Ways of 
optimising the code used for feature extraction, and 
benchmarking of the old and new code, are also 
discussed. 
 
The three example features selected are: (1) Maximum 
Grey Level [2] (a single window feature), (2) Average 
Gradient Strength [2] (a double window feature) and (3) 
Variance Ratio (a double window feature). They are 
reviewed in section 2 to provide a basis for the 
optimisation discussion that follows in section 3. 

2. Features 
 
Two classes of features were used, namely single-window 
and double window features. Double-window features are 
calculated using parameters derived from both an inner 
(target) and an outer (local background) window, while 

 
* P.O. Box 7412, Centurion, 0046, South-Africa. E-mail: 
cecilia.lombard@kentron.co.za 
1 All images courtesy of Kentron’s SIMIS environment. 

single-window features are calculated by only operating 
on the target window. Please note that the outer window 
is "donut"-shaped, i.e. it excludes the region of the inner 
window. 
 

Figure 1 : Simulated IR images illustrating the objects 
with low and high cluttered backgrounds. 

 

Image

Outer Window

Inner
Window

Figure 2: The feature extraction procedure, showing 
the direction of movement of the sliding window(s) 
across the image. 

The feature extraction procedure is shown in Figure 2. 
The sliding window(s) moves across a grey scale image 
from pixel to pixel, from left to right and from top to 
bottom. At each new pixel position the three features are 
calculated over the window(s). 

2.1. Maximum Grey Level 
This feature searches through the inner window for the 
highest grey level value. Thus, in the IR example, if there 
is a part of the object that is significantly warmer than the 
rest of the object and the background, the value at that 
point will be the value assigned to this feature. An 
example image, and the features obtained from that 
image, is shown in Figure 3. 
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a. IR image b. Maximum Grey Level

c. Average Gradient Strength d. Varaince Ratio  
Figure 3: An image and the three features obtained 
from it. 

2.2. Average Gradient Strength 
This feature described by [2] relies on the occurrence of 
sharper internal detail in man-made objects when 
compared to natural objects, even if the average intensity 
of the man-made and natural objects is similar. The 
average gradient strength of the local background is 
subtracted from the average gradient strength of the object 
region to prevent large regions of background that 
exhibits a larger than normal variation, from yielding a 
high value for this feature. 

 
In [2] the feature is calculated as 
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and ),( lkGout  is defined similarly. Here outn is the 
number of pixels in ),( jiNout  and inn is the number of 
pixels in, ),( jiNin  where outN and inN respectively 
denotes the target and local background windows. 

2.3. Variance Ratio 
This simple feature is given by: 
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where outσ and inσ respectively denotes the standard 
deviation values calculated for the local background and 
target windows. 

 

3. Optimisation 

3.1. Feature extraction 
In the direct implementation for generating the features 
every feature value calculated uses every pixel in the 
sliding window for the calculation; for double window 
features every pixel in both the windows are used. Since 
adjoining windows overlap completely except for one 
column or row, this means that many of the calculations 
are repeated. If information from the calculation of the 
previous (adjoining) value of a feature was saved and 
transferred, it could be used for the new calculation, thus 
saving a large amount of processing time. 
 
It was decided to implement this by, for each row, doing 
the complete calculation for the first window and then to 
calculate the next value in the row from that value and the 
third value from the second value and so forth. This 
means that when the window is shifted to the next pixel in 
a row, the only change to the window is that a new 
column of pixels, on the right of the window, needs to be 
taken into account, and that an old column of pixels on 
the left of the window needs to be removed.  This overlap 
between adjoining windows is shown in Figure 4. 
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Figure 4: The new window that includes the new 
column and excludes the old column. 

3.1.1. Maximum Gray Level 
In the direct method, each time that this feature is 
calculated, every pixel inside the window is searched to 
check if it is higher than the running maximum. 
 
In the less processor intensive implementation the 
previous maximum and the position of that maximum is 
passed to the new calculation. If the old maximum lies in 
the overlap region then its value is compared to the values 
of the new column and then the new maximum is found. 
If the old maximum lies in the discarded column of the 
previous window, then the whole of the new window is 
searched. 

3.1.2. Average Gradient Strength 
This feature calculates the sums of the variations between 
consecutive pixels over both the inner and outer windows, 
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in both the vertical as well as the horizontal directions for 
each. These sums are then used to calculate the feature 
value. 
 
Because the four sums are linear combinations of the 
values in the sliding windows, the ones obtained for the 
previous pixel can be used as a basis for calculating the 
value for the new pixel. By the same reasoning as in 
section 3.1.1., the gradients associated with the new 
column/s need to be added to the previous gradient total 
and the old column/s needs to be subtracted. The outer 
window must have two columns added and two columns 
subtracted because of the "donut" shape of the window. 

3.1.3. Variance ratio 
The formula for calculating the standard deviation: 
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- with n the number of values in the window, ix the 
gray level pixel values in the window and x the average 
of the values in the window - represents a problem. The 
non-linearness of the square in the formula coupled with 
the fact that the average changes from window to 
window, makes the implementation of an optimisation 
method similar to the ones used for the other features 
impossible without an approximation. 
 
The approximations implemented for the total calculation 
were found to be too inaccurate (they also became more 
and more inaccurate the farther from the start point in a 
row). The only optimisation that could be used was the 
calculation of the average value of the new window using 
the previous average. 
 
Another optimisation technique that was evaluated was to 
use the ratio of the variances, and not the ratio of the 
standard deviations of the two windows. In other words 
this would entail removing the calculation of two square 
roots for every feature value calculated. 

3.2. Processor-specific optimisation 

3.2.1. Number format 
The TigerSharc processor is a native floating-point 
processor; in other words non-floating-point numbers are 
simulated with floating-point numbers. This means that 
extra processing power is required to handle these 
numbers. 
 
However, if assembly language optimisation is used, four 
8-bit integers could be processed in parallel instead of one 
32-bit floating-point number. 

3.2.2. Indexing 
When using numerous for-loops with memory indexing 
inside the loops it makes sense to minimise any 
calculations needed to address a specific memory space. 
For example, using two indexes to address a value in a 
two-dimensional matrix - for example the image - seems 
natural, but the processor uses only one index, hence 

every time a double index is used it has to be converted to 
a single index, which uses unnecessary processing power. 
 
Another place in for-loops (in C) where processing power 
could be saved is at the test for ending a for-loop. The 
syntax for a for-loop in C is as follows: 

for (x = a; x <last;x++) 
where 'a' is the start value of the index, 'x'; the test is 
'x<last' and each time the loop executes 'x' is incremented 
by one ('x++'). If 'last' was a calculation, for example 
'5*a-3', that calculation would be executed once for every 
time the loop executes, but if 'last' was a pre-calculated 
variable the calculation itself would only be executed 
once. 

3.2.3. General functions 
There are several math functions in C that were written 
for the general case. When calculating the variance ratio, 
for example, a square needs to be calculated. This was 
originally done with the power function in C's math 
library. The power function is a general function in the 
sense that it is able to handle any power function, not just 
to the power of two. Hence it needs added logic to handle 
that, increasing the processing power overheads 
enormously. 

3.3. Assembly language optimisation 
From the benchmarks it was determined that the most 
processor-intensive feature to calculate is the variance 
ratio. For this reason it was decided to focus on the 
variance ratio when implementing the assembly language 
optimisation. 
 
The formula for the standard deviation, on which the 
variance ratio is based, is discussed in 3.1.3. In terms of 
code the math then looks something like this: 
 
a. For an area calculate the average:  
 Avg = (sum of pixels / number of pixels) 
 
b. Calculate the standard deviation of the window as 
follows: 

Pixel_std_dev = (pixel_value - Avg)^2 
Std_Dev = Sqrt( (sum of Pixel_std_dev's) / 
(number of pixels-1)) 
 

The development of a decent assembly implementation of 
the variance ratio subroutine relies on the following steps: 

• Find the assembly instructions required to 
implement the function 

• Optimize for multi-function instructions (i.e., in 
a CPU (Central Processing Unit) core optimize 
for multiple arithmetic units, and for the use of 
SIMD (Single Instruction/Multiple Data) where 
possible)  

• Add software pipelines where applicable.    
• Exploit the CPU architecture to account for 

multiple cores, and optimize the use of memory 
and the I/O (Input/Output) subsystem. 
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3.3.1. Assembly Instructions Required 
For the purpose of this exercise the processing is divided 
into two subroutines, i.e. the average calculation and the 
standard deviation calculation. Both will code efficiently 
in assembler, although it will be required to pass over the 
window twice. Please note that the code assumes that the 
data is available in internal memory. It is not concerned 
with the availability of I/O resources to move that data - 
the CPU sequencer will sort that out. 
 
3.3.1.a. Average 
 
/* Average Subroutine 
/*  
/* Author WA Smit 
/* Date : 15 Sept 2003 
/* 
/* Syntax : Avg(Pointer to offset in image,Num_Rows, Width) 
/* Returns sum of the rows, C has to divide by number of pixels. 
/* 
/* Description : 
/* 
/* this routine sums the number of rows as assigned, and across 
the width as assigned. It returns /* the sum of a number of pixels 
equal to (Num_Rows x Width) pixels. 
/*  
/* Save regs 
/* 

[J6+J1]=XR0;; 
[J6+J1]=XR1;; 
[J6+J1]=J2;; 
[J6+J1]=J4;; 

/* Calculate number of pixels 

XR0=XR8*XR12;; 
J4=XR4;; /* Setup DAG 
J2=1;; 
XR4=0;; /* Zero sum reg 
XR8=0;; /* Zero data reg 

/* Setup loop 

LC0=XR0;; 
AVG_LOOP: 

XR1=[J4,+J2];XR4=XR4+XR1;; 
IF NLCOE JUMP AVG_LOOP;; 

/* Value is returned in XR4 

J2=[J6-J1];; 
J4=[J6-J1];; 
XR1=[J6-J1;; 
XR1=[J6-J1];; 

Return;; 

The cycle budget is then as follows: 
 
• Save registers - 4 cycles 
• Set up DAG's (Data Address Generator)2 - 3 cycles 
• Zero assembly variables - 2 cycles 
• Set up loop - 1 cycles  

 
2 Note: In [3] the DAG is called the IALU (Integer 
Arithmetic Logic Unit) 

*** Inner loop start 
• Fetch data word and add to window total - 1 cycle * 

number of pixels 
*** Inner loop end 
• Restore registers - 4 cycles 
 
The total number of cycles required is then: 
 
Cycles overhead: 14 cycles (overhead)  
 
Inner loop: Cycles required = 1 *number_pixels 
(Please note that the inner loop by inference uses a 
software pipeline. Please refer to the std_dev description 
below for a description of a software pipeline.) 
 
The above routine does not explicitly accommodate the 
optimization for calculating the average value of 3.1.3.  
and Figure 4 above. The routine does lend itself to be 
used in that way however, if the calling parameters are 
changed slightly. 
 
When the total number of cycles needed to complete the 
variance ratio subroutine was calculated for the results 
(section 5.), the above optimisation was included. 
 
3.3.1.b. Standard Deviation 
This routine is in essence the same as the Average 
routine, with the difference that the calculation per pixel 
is more complex. 
 
/* StdDev Subroutine 
/*  
/* Author WA Smit 
/* Date : 15 Sept 2003 
/* 
/* Syntax : StdDev(Pointer to offset in image,Number of pixels, 
Average) 
/* Returns sum of standard  of the rows, C has to divide by 
number of pixels and get the square /* root 
/* 
/* Description : 
/* 
/* this routine calculates the standard deviation of the number of 
rows as assigned, and across the /* width as assigned. It returns 
the standard deviation of a number of pixels equal to 
(Num_Rows /* x Width) pixels. 
/*  
/* Save regs 
/* 

[J6+J1]=XR0;; 
[J6+J1]=XR1;; 
[J6+J1]=XR2;; 
[J6+J1]=J2;; 
[J6+J1]=J4;; 

J4=XR1;; /* Setup DAG 
J2=1;; 
XR4=0;; /* Zero sum reg 
XR0=[J4+J2];; /* Start the pipeline 

/* Setup loop 

LC0=XR8;; 
STD_LOOP:  
XR0=[J4+J2];XR1=XR0-XR12;; 
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XR2=XR1*XR1; XR4=XR4+XR2;; 
IF NLCOE JUMP STD_LOOP;; 

XR4=XR4+XR2; /* End the pipelline 

/* Value is returned in XR4 

J2=[J6-J1];; 
J4=[J6-J1];; 
XR2=[J6-J1];; 
XR1=[J6-J1];; 
XR0=[J6-J1]; 

Return;; 

The cycle budget is then as follows: 
 
• Save registers - 5 cycles 
• Set up DAG's - 2 cycles 
• Set up assembly variables - 2 cycles 
• Set up loop - 1 cycle  
*** Inner loop start 
• Fetch data word  
• Subtract window_average 
• Multiply result with self 
• and add to window total 
*** Inner loop end 
• Return std_dev - 1 cycle 
• Restore regs - 5 cycles 
 
Number of cycles overhead: 16 cycles 
 
Inner loop: 
 
It is clear that the inner loop requires some optimization. 
It is proposed that the inner loop use two steps. In the first 
step the data is fetched and the subtraction is done. The 
second step is then a multiply-add to complete the 
processing. It is further proposed that a software pipeline 
be used, thereby ensuring a average throughput of 2 
cycles per pixel for the inner loop. A software pipeline is 
needed as the data that is fetched from memory only 
becomes available for processing in the next cycle. 
The pipeline then looks something like this: 
 
Fetch_n;Sub_empty  

Fetch_n+1;Sub_n Mult_n;Add_n 
Fetch_n+2;Sub_n+1 Mult_n+1;... 

Etc. 

The inner loop cycles then become: 2 * number pixels 

3.3.2. Multi-function Instructions 
Already done in 2.1 

3.3.3. Software Pipelines 
Already done in 2.1 

3.3.4. CPU Optimizations 
The selected processor is a super scalar CPU with two 
independent cores. In theory the number of cycles 

required should be half of what is required for a single 
core. In practice there is doubts on the ability of the 
CPU's I/O subsystem to support all the data transfers 
required. When the issue is pursued, the following is 
found: 
 
Required per cycle: 
 
Average 
Data words: 2 * 32 bit (one in each core - the accumulated 
total is stored in a register in each core) 
 
Instructions 
2 * 128 bit. This however for the first iteration of each 
loop only, as the data thereafter resides in the instruction 
cache of each core. I.e. ignore.    
 
Standard deviation 
Much the same situation as Average. 
 
It appears then that the CPU efficiency depends only on 
the ability of the programmer to arrange the data in 
memory in such a way that each core has free access to its 
data. It is therefore advised that the internal memory 
blocks be arranged as follows:  
 
Block 0 : Program    
Block 1 : Image  
Block 2 : Image 
 
It is further proposed that the image size be restricted to a 
size that can fit into a single memory block and that these 
two blocks be swapped between the DMA (Direct 
Memory Access) subsystem and the cores. The cores can 
share a single 128-bit bus to move their data.    
 
Under these conditions full efficiency can be achieved. 

3.3.5. Cycle Calculations  
When all the cycles that are required to execute the 
assembly portions of the variance ratio function are 
added, and the optimization for the average routine is 
included, it is found that the assembly version executes 
four times faster than the C version. If the data variables 
are reduced to 8 bit variables, and SIMD in the selected 
processor's CPU cores are exploited it should be possible 
to achieve a speedup of 10 to 16 times, depending on the 
availability of data on the CPU internal busses. 

4. Results 
Several optimisation techniques were tested within the 
different functions and is indicated by number in the 
results table (Table 1): 

1. Calculating feature values from previous values 
within a row. 

2. Removing the square roots when calculating the 
variance ratio feature. 

3. Using floating-point numbers for all important 
variables. 

4. Minimizing indexing calculations. 
5. Replacing general functions with simple, direct 

implementations. 
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6. Assembly language optimisation. 
The main function calls three functions, of which each 
calculates one feature. A 250 MHz clock was assumed. 
 
It was found that when the square roots are removed from 
the variance ratio function the execution time decreases, 
but the differentiation between object and non-object 
points also decreases. The square roots were re-
implemented because of this, but with one square root 
instead of two and the times were found to increase very 
little. 

5. Summary 
 
A large improvement was obtained in the execution time 
of the feature extraction algorithm after implementing 
several optimisation techniques. The final execution time 
obtained for a 300 x 300 image is still fairly long, but a 
large improvement is expected if the assembly language 
optimisation was applied to the whole algorithm. 
Techniques to designate areas with high probabilities of 

containing objects, before calculating the features in those 
areas, could also be implemented and tested. 
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Optimisation technique used: 
Nr. Main 

Function
Maximum Grey 
Level Function 

Average Gradient 
Strength Function

Variance Ratio 
Function 

Image size 
(pixels) Clock cycles 

Time (with 
250MHz 

clock) 
1 none none none none 75 x 75 674 613 951 2.698s 
2 3 3 3 3 75 x 75 413 187 080 1.65s 
3 3 1,3 1,3 3 75 x 75 401 949 529 1.6s 
4 3,4 1,3,4 1,3 3,4 75 x 75 394 393 244 1.578s 
5 3,4 1,3,4 1,3 3,4,5 75 x 75 17 927 667 717ms 
6 3,4 1,3,4 1,3,4 3,4,5 75 x 75 17 239 121 68.96ms 
7 3,4 1,3,4 1,3,4 2,3,4,5 75 x 75 17 170 666 68.68ms 
8 3,4 1,3,4 1,3,4 2,3,4,5 76 x 76 18 288 312 73.2ms 
9 3,4 1,3,4 1,3,4 1,2,3,4,5 75 x 75 10 649 574 42.6ms 
10 3,4 1,3,4 1,3,4 1,2,3,4,5 100 x 100 35 988 467 144ms 
11 3,4 1,3,4 1,3,4 1,2,3,4,5 300 x 300 695 121 824 2.78s 
12 3,4 1,3,4 1,3,4 1,3,4,5 75 x 75 11 285 175 45.1ms 
13 3,4 1,3,4 1,3,4 1,3,4,5 100 x 100 36 066 750 144.3ms 
14 3,4 1,3,4 1,3,4 1,3,4,5 300 x 300 703 335 799 2.81s 
15 3,4 1,3,4 1,3,4 1,2,3,6 300 x 300 345 373 203 1.38s 
16 n/a n/a n/a 1,2,3,4,5 300 x 300 523 148 685 2.09s 
17 n/a n/a n/a 1,2,3,6 300 x 300 173 400 064 0.694s 

Table 1: Benchmarking results obtained with different optimisation techniques.
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Abstract
Drug resistance behavior of Human Immunodeficiency virus
(HIV), which is the result of rapid evolution and mutation, is
one of the key factors influencing the failure of medical treat-
ments in combating the epidemics. The ability to predict drug
resistance of HIV mutant is useful in administration of drugs
that will prolong viral suppression and help reconstruct patient’s
immunity. One such approach is genotypic testing, which is
based on the genetic sequence of HIV strain extracted from the
individual patient. This approach has the extra advantage that,
interpretation of the result is not dependent of the testing pro-
cess and hence is well suitable for computerized expert systems
[?]. Furthermore previous research has shown that machine
learning can be used to predict the drug resistance of an HIV
strain based on the genetic sequence of HIV protease or Reverse
Transcriptase mutant.

In this research the HIV resistance will be predicted based
on the reverse transcriptase. To accomplish this Support Vec-
tor Machine (SVM), state-of-the art machine learning technique
will be used. Support Vector Machine is a recent addition to the
machine learning techniques, which is based on the principle
of structural risk minimization. The principle of structural risk
minimization have given SVM the ability to give a good gener-
alization as it minimizes the expected error on the test set rather
than other machine learning technique, which use the princi-
ple of empirical risk minimization (minimizing training error).
Besides the ability of support vector machines to transform the
data from input space to a feature space, where it can classified
linearly have given SVM a superior quality as a pattern recogni-
tion tools. Using hold-out and cross validation model selection
method the Radial Basis Function has given a reasonable cov-
erage and accuracy (The exact value will be disclosed later).

1. Introduction
The Human Immunodeficiency virus (HIV) has infected mil-
lions of people and is spreading at a very high rate. One of the
reasons for the failure in combating the epidemics is the drug
resistant behavior of the virus, which results in part from its
fast mutation rate. HIV drug resistance testing and the subse-
quent optimal drug administration, has shown a positive result
in prolonging viral suppression and reconstructing patient’s im-
munity. Phenotypic testing and genotypic testing are two ap-
proaches for testing HIV drug resistance. Phenotypic testing
measures drug resistance of an HIV strain directly using a lab-
oratory procedure. Genotypic testing is based on the genetic
sequence of HIV strain extracted from the individual patient.
The genotypic approach has gained a lot of interest because it
is cost effectiveness, easy to do and allow for a more rigorous
result interpretation. Objective result interpretation has made
genotypic testing an ideal application for computerized expert

systems[2].
Machine learning techniques have been used to solve prob-

lems that cannot be solved using the traditional algorithmic ap-
proach. They are useful when the relation between the input
and the output is not defined properly, the data to be processed
is enormous in size and is very hard to analyze manually.

Support Vector Machine (SVM) is a recent addition to the
machine learning technique [12]. Although SVM is still new a
technique, it has shown outstanding performance as a tool for
pattern recognition. While other machine learning techniques
use the principle of empirical risk minimization, which mini-
mizes the training error and this suffers from over-fitting, SVM
employ the principle structural risk minimization, which min-
imizes the upper bound on the test error and thus allow good
generalizations. Furthermore, the ability of SVM to transform
the data from input space to a feature space is also accountable
for its success. SVMs outperform neural network and other ma-
chine learning techniques when the set of training data is limited
[16]. SVMs have been applied successfully to several kinds of
classification problems and have consistently performed better
than other non-linear classifiers like neural network and mixed
Gaussian[17].

The genetic sequence of the reverse transcriptase HIV mu-
tant extracted for a patient is used to conduct the experiment.
Once the sequence is converted to an appropriate vector form,
hold-out and 10-fold cross validation method is used to se-
lect the best model. The Radial Basis Function have found to
perform better.Furthermnore by tuning the diagonal parameters
and doing the training on a large example sets even better result
can be achieved.

The structure of the document is as follows. In section 2
a brief introduction to the HIV biology and the drug resistance
problem is given. Moreover previously carried our research in
predicting HIV drug resistance are addressed. Section 3 gives
an overview of Support Vector Machine. In this section we will
show how the solution to a simple linear separable problem can
be extended to a real-world complex problem. Section 4 gives a
complete detail of the experiment and presents the results found.
Conclusion is given in section 5. In this section the limitations
of this research and further research is also pointed out.

2. HIV and the drug resistance Problem
The Human Immunodeficiency Virus (HIV) is a retrovirus,
which shares many important characteristics with all other
retroviruses and yet has some special features [3]. The infor-
mation content of tha HIV virus is contained in its genome as a
sequence of bases or nucleotides represented by a string order
of four characters A, C, U and G. The HIV genome is a sin-
gle stranded RNA molecule, 9 kilobase in length, containing 9
different genes encoding 15 different proteins [4].
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During HIV, replication the RNA molecule of the virus is
transcribed into a DNA molecule, which then integrates into
the host genome. Two proteins that are critically important in
the viral replication process, are the protease (PR) and reverse
transcriptase (RT). Protease is responsible of processing thegag
and pol genes, which are initially expressed as the precursor
polyproteinsGagandGag-Pro-Pol, into their mature stage im-
mediately after budding. Reverse Transcriptase on the other
hand is responsible for synthesizing the cDNA from the viral
RNA. HIV reverse transcriptase (RT) has no reliability when it
synthesizing cDNA from the RNA. The mean misincorporation
is one out every 1000 bases. HIV mutants result from the high
rate of viral replication and RT infidelity which is largely due
to the lack within viral reverse transcriptase of 3’-to-5’ proof-
reading ability that preserves the genetic composition of double-
stranded DNA genomes [5]. HIV mutants are genetically dis-
tinct viral variants that evolve from the parent virus during in-
fection [7]. With possible occurrence of double mutations, it
have been estimated that single point mutation occurs at the or-
der of104 to 105 in untreated HIV infected individual [6].

This fast evolution and rapid mutation have given the virus
the ability to acquire drug resistance. Drug resistance is one of
the main reasons for the failure of medical treatments in com-
bating the epidemics. When a patient went under therapy and
the treatment fails, the probability that the person can get further
efficient treatment deteriorates because of the virus acquires re-
sistance [8]. One solution to the drug resistance problem is to
test for drug resistant behavior of HIV strains extracted from
the patient and administer the multi-drug combinational therapy
according to the results. But still this solution is not optimal be-
cause the number of approved drugs is limited and moreover the
number of drugs that can be given in combination is limited to
three or four due to the side effect [7].

There are two approaches to test drug resistance of an HIV
strain [9]: Phenotypic testing and Genotypic testing. Pheno-
typic testing is a method used to see the effect of the drug by
measuring the replication of the virus in the presence of drug
or combination of drugs. while genotypic testing relies on the
genetic sequence of the HIV virus and theoretical knowledge
of specific mutation and related drug resistance. “The primary
objective of genotyping is to detect specific mutation in well-
defined regions of the Reverse Transcriptase and Protease genes
of HIV genome known to confer resistance to antiretroviral
drugs” [9]. Phenotypic testing is expensive, time consuming
and requires a specialized laboratory but has the advantage that
interpreting the result is easy. On the contrary genotypic test-
ing is less expensive, fast and can be carried out anywhere with
the appropriate tools. Furthermore, the fact that interpreting the
result of genotyping is independent of the process makes geno-
typing is an ideal application for a computerized expert system
[2]. But has the disadvantage that interpreting the result is dif-
ficult due to the plethora of drugs resistant mutants. Although
drug resistance testing has proved useful in predicting therapeu-
tic failure and suggests multi-drug combinational therapy have
been effective in prolonging viral suppression and help recon-
struct patient’s immunity [6] but the solution is still far from
optimal.

The first research carried out to address this problem using
computerized expert system was conducted by [8]. [8] have in-
troduced the AI system, CTSHIV that uses the scientific knowl-
edge about HIV drug resistance to customize treatment to an
individual patient. The success of the system, which suggests
optimal drug or combination of drugs, relays on the prediction
of drug resistance of the HIV strain extracted for the patient.

Other research, which was successfully in predicting HIV drug
resistance, is by [14]. [14] used Neural Network to predict the
drug resistance of an HIV mutant based on the Protease amino-
acid sequence and have found 69% coverage and 68% accuracy
on a single network.

3. Support Vector Machine
SVM is a statistical learning technique developed by [10] to
perform variety of supervised learning and function estimations
task. SVM uses Structural Risk Minimization (SRM) as an un-
derlying concept, which minimizes the upper bound on the risk
or test error. SVM have been proved to be a better measure for
good generalization than Empirical Risk Minimization (ERM).
Furthermore, SVM have the ability to transform the data from
input space to high dimensional feature space that is nonlinearly
related to the input space [11]. These underlying concepts have
made SVM a powerful tool for pattern recognition. In a simple
terms SVM can be described as a hyper-plane that maximize
the distance (margin) between the positive and the negative ex-
amples. But real-world problems are not easily separable using
a linear hyper-plane. In such a case the input data is mapped
to a feature space using an appropriate kernel function where
it is separated by a linear hyper-plane. This linear hyper-plane
corresponds to a non-linear hyper-plane in the input space. The
material covered is adapted from [1]

Given a set of training examples(x1, y1), (x2, y2), . . . ,
(xl, yl) ∈ RN × {±1} generated independently and iden-
tically distributed with unknown probability, the task of the
SVM learning algorithm is to find an optimal hyper-plane that
maximize the distance between between the hyper-planes that
passes through points in the negative and positive examples (left
and right of the optimal hyperplane) that are close to the opti-
mal hyper-plane and parallel to the optimal hyper-plane. Let
F = {φ(x)|x ∈ X} be the mapping function of the data from
input space to a feature space. Hence the optimal hyper-plane
is:

yi(φ(xi).w + b) > 1− ξi ξi > 0 i = 1, . . . , l (1)

Wherew is the normal of the hyper-plane,b is a threshold value
andξi is positive slack variable introduced to associate further
cost as a penalty for misclassification whenever necessary.

Given a new datax to classify, a label is assigned according
to its relation to the decision boundary, and the decision func-
tion is:

fw,b = sign(w.φ(x)− b) (2)

The problem of finding the optimal margin is finding the hyper-
plane which minimizes the number of training errors (misclas-
sification cost). i.e.

Minimise W (w, Ξ) =
1

2
‖w‖2 + c(

lX
i=1

ξi)
k (3)

subject to (1).

The optimization problem presented in equation (3)can be
solved using Quadratic Programming (QP) optimization. But
in order to generalize the solution (linearly and non-linear
SVM), Lagrangian multipliers are used [13]. By introduc-
ing a positive Lagrangian multiplierΛ = {αi, . . . , αl} and
Γ = {µi, . . . , µl} for each inequality constraint in equation
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(1) the optimization problem can be written as:

LP (w, b, Λ, Ξ, Γ) =
1

2
‖w‖2 −

lX
i=1

µiξi + c(

lX
i=1

ξi)
k

−
lX

i=1

αi(yi(φ(xi).w + b)− 1 + ξi) (4)

The saddle point of the Lagrangian, which will be determined
by minimizing equation (4), the primal functional formLP ,
with respect tow andb and maximize with respect toΛ ≥ 0
is the solution to the optimization problem. Choosingk = 1,
which have the advantage that neitherξi not their Lagrangian
appears in the dual form, the optimization problem is reduced
to maximizing the dual functional formLD:

LD(w, b, Λ) =
X
i=1

αi − 1

2

X
i,j

αiαjyiyj(φ(xi).φ(xj)) (5)

subject to
lX

i=1

αiyi = 0 (6)

with solution given by

w =

lX
i=1

αiyiφ(xi). (7)

The Karush-Kuhn-Tucker (KKT) theorem of optimization the-
ory, which guarantees the existence of a solution to the opti-
mization problem and the set of necessary and sufficient condi-
tions [11] points out that at the saddle point all points that lie on
the hyper-planes that pass through the positive and negative ex-
amples, which are close to the optimal hyper-plane, and having
Lagrangian multiplierαi > 0,satisfy the constraint the equality
(1). Such points withαi > 0 are called Support Vectors (This
is where the learning technique got it name from). All the other
training points haveαi = 0 and satisfy the inequalities (1).
Hence the decision function 2 can equivalently be expressed as:

f(x) = sign(

lX
i=1

yiαi(φ(x).φ(xi))−b) i = 1, . . . , l (8)

It can be noted from the above equation that the classifier is
defined in terms of the training points, but not all the training
points contribute to the classifiers. Only those withαi > 0
(Support Vectors) defines the classification. In other words the
expression is evaluated in terms of the dot product between the
pattern to be classified and the Support Vectors(xi). And the
sign of the function is used to classify the pattern to the respec-
tive class.

Lets define a functionk(x, y) = φ(x).φ(y) called ker-
nel function. wherex, y ∈ X and φ is the mappingX to
F . The kernel function allows us to compute the dot prod-
uct without computing the mapping. To make the argument
strong One needs to show is that the kernel function really
represents the dot product in the feature space. This can be
accomplished using Mecer’s Theorem, which guarantees that
there is a mappingΦ in F for any given kernel [11]. Some
of commonly used kernels are the Polynomial Kernel of degree
dk(x, y) = (x.y + 1)d, The Gaussian Radial Basis Function

(RBF) k(x, y) = exp(−‖x−y‖2
2σ2 ) and the Sigmoid kernel (with

gain k and offsetΘ k(x, y) = tahk(k(x.y) + Θ) [11]. Using
kernel functions, the decision functions 8 will have the form:

f(x) = sign(
X
SV

yiαik(x, xi)− b)) i = 1, . . . , l (9)

It can be noted from the above equation that by using a kernel
function SVMs can classify non-linear data with out the need
to transform the input space to a high dimensional feature space
explicitly.

The implementation chosen for this experiment is
SV M light [17], which is a C implementation Vapnik’s support
vector machine. The model used to perform the classification is
RBF and a reasonable but not optimal value is recorded.

4. Experiment and Result
4.1. Data

As pointed out by [9] and mentioned in the previous chapters
that HIV mutants occur frequently due to the fast replication
and error-prone nature of the Reverse Transcriptase, which is an
enzyme, encoded by the Polymerase (pol) gene of the virus and
which is in charge of the replication of the virus. For this reason
and availability of the sequence, the genetic sequence of the
reverse transcriptase HIV mutant extracted from 400 patients
with approximately 50% resistant and the rest non-resistant will
be used to test to conduct the experiment. The data is supplied
by our cooperatives (which will be disclosed later).

4.2. Complete SVM method

The complete SVM method can be described as follows: The
primary step is converting the genetic sequence to an appropri-
ate vector form. This is done by dividing the genetic sequence
into codons and converting these codons into a numeric rep-
resentation. Each codon will be assigned a numerical value
as follows. ‘A’ will be represented by 0, ‘C’ by 1, ‘U’ by
2 and ‘G’ by 3. The numeric value of the codon will be the
sum of the numeric representation of the each nucleotide mul-
tiplied by 4i, wherei is the position of the nucleotide in the
codon. For example, the codon is ’AUG’ will have numeric
value0 ∗ 42 + 2 ∗ 41 + 3 ∗ 40, which is 11.

Once the data is hold-out and k-fold cross validation
method (for this experimentk = 10). The model selection
started with a simple dot-product to higher degree polynomial
and more complex kernels. In our experiment the Radial Basis
Function have given a reasonable accuracy and coverage. The
accuracy and coverage yet recorded are not optimal and the ex-
periment is still going and is in its first phase. The reason for
the recorded accuracy and coverage is the number of features
representing the data and small size of examples. With more
examples and diagonally tuning the accompanying parameters
better result than [14] is expected to be recorded.

5. Conclusion and further work
The conclusion will be presented after the research is com-
pleted, which will be at the end of October 2003.
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ABSTRACT  
 
In helping people to access information the use of speech 
technology presents a very attractive alternative to other 
methods. In South Africa, there are many people who 
cannot access computer information due to language and 
educational level, yet over 15 million of these people own 
or use cellphones. This paper discusses the work we are 
doing to enable these users to access information using 
their speech. We looked at three ways in which the system 
can be implemented and chose an implementation that will 
have fewer requirements in terms of the cellphones users 
can use.  We used the HTK toolkit to experiment with 
system and found that the idea is practical. The next step 
would be to design the complete system. 
 
1. INTRODUCTION 
 
This is a work in progress paper covering the work that I will 
be doing towards my Masters degree. I will be looking into a 
technology that will assist in solving the digital divide.  
 
One of the goals of the South African government is to 
provide services to its citizens via internet technology. 
Everyone agrees on one thing: someday, in the future, we’ll be 
talking with computers as easily as we do with humans [1]. 
For the past couple of years, the South African government 
has voiced the intention of offering services of an e-
government organization a body where information can be 
accessed at any time by phone or Internet, with public Internet 
kiosks provided for universal access [2]. This is seen as a 
process that will enrich and benefit the citizens.  
 
 SITA, the state information technology agency is tasked with 
the development of such a service. According to SITA, the 
current model of state services requires that users be 
integrators of services. That is a user wanting to start a 
business has to go to over three departments to get the go 
ahead. For example the user might need to visit the South 
African Revenue Services (SARS) to ensure that their tax 
status is correct, visit a police station or the justice department 
to confirm that they have no criminal record, and maybe also 
go to the Department on Trade to register a close corporation 
and may be go to another department for zoning issues where 
the business is going to be located. The citizen must do all this 
and it is inefficient and wastes time. In the model where the 
government is the integrator the use will be presented with one 

point of contact where all the forms could be filled and the 
citizen could save on transport costs and time. It will also be 
easier for the government to have records of the citizen’s 
activities. 
 
All this is wonderful if the citizens can access the information 
and make use of it. In South Africa where the majority of the 
people have no access to computer technology and are not 
fluent in English this may present a problem and contribute to 
increasing the digital divide between the haves and the have 
nots. SITA’s method of enabling citizens to access this 
information is by building kiosks in all public places such as 
schools, libraries, shopping malls and other public places. This 
system will provide a center of excellence in SITA for the 
skills needed to support clients in the e-Government effort. It 
will also facilitate the integrative deployment and use of the e-
Government concept throughout the Government [3]. The 
ideal of having kiosks will cost by building the kiosks. As well 
if kiosks ideal is to be implemented most probably people in 
the rural areas might not be reached by the services that will 
be offered by the kiosks because the kiosks would not be build 
every where. Lack of experience in some individuals will 
cause them to have fear in experimenting using the kiosk 
because they would not want to look inexperienced to others.  

In this study we propose to use speech technology to help 
enable SITA’s plans. We note that the cellular technology has 
grown so much in the country. Looking at the availability of 
the cellphone to the citizens of South Africa, we see the 
opportunity of facilitating the e-government by using the 
technology that already exists and that most people are 
comfortable with which could even allow them to speak in 
their own languages. 

Now speech technology has matured to the point where it can 
be considered for practical applications. The two areas of 
speech technology that we will need in order to satisfy the 
requirements for speech access are the automatic speech 
recognition (ASR) and the text-to-speech (TTS) systems. The 
ASR is still experiencing active development and works well 
in noise free environments. TTS is use to speak out the text. 
TTS is more matured than ASR although it sounds like a 
computer. Work is being done to make systems that are 
natural sounding. Our major challenge is the set-up of the 
system. The system can be set-up in at least three different 
ways. This is discussed in Section 2 in detail. The other 
challenge is the performance of the systems. We have done a 

181

mailto:slupembe@crg.ee.uct.ac.za
mailto:Daniel@eng.uct.ac.za


preliminary test, which is discussed in Section 4. It shows that 
there is a possibility of getting a working system. The factors 
that are likely to impact on performance are the noise in the 
GSM channel. The areas of research that can be explored are 
discussed in Section 5.  
 
2. RESEARCH ISSUES 
 
There are two main issues, the implementation and the 
performance of the system. Therefore, the objective of this 
project is to implement the SITA’s vision of e-government 
plans by providing a system that uses voice input via 
cellphone to access government information for the citizens of 
South Africa. The research will be on how this speech 
technology can be implemented considering the capability of 
speech processing power of a cellphone. There are several 
ways in which the proposed cellular GSM phone access to the 
e-government can be done:  
 
2.1 Possible implementations 
 
A typical speech recognition system can be divided into two 
main functional blocks, the front-end (FE) and the back-end 
(BE). The front-end transforms the input speech to a sequence 
of feature vectors. The back-end has a recognition engine, 
which takes the feature vectors and outputs the recognized 
speech as text. Hence there are three basic ways how speech 
recognition systems can be implemented in cellular networks 
(see Figure 1). 

1. Speech recognition in the phone 
2. Speech recognition at the base station 
3. Distributed speech recognition. 

 
handset                 network      service                      2.1.3 Distributed speech recognition 
                                                station 

Figure 1: speech recognition systems 

These methods are discussed further in this document. 

2.1.1    Speech recognition in the phone  

 In the first scheme (Figure 1a) the whole speech recognition 
system is built in the handset. However, in practice the 
resources in a handset cannot support large vocabulary 
continuous speech recognition.  Even though it possible to 
perform recognition in the cellphone but the processors need 
to be considered for all variety of cellphone available. The 
processing power on cellphones is expected to increase over 
time but considering our project, it is not expected that people 
should start buying new cellphones. However, at the moment 
existing cellphones have enough computational power to 
support on-board small-vocabulary speech recognition 
systems.  The general guideline is that a system with a 
minimum of a 40-50 MIPS processor can typically provide 
enough processing horsepower for real-time voice recognition 
and can still perform other system function. The table below 
shows the estimated RAM and ROM usage to perform 
recognition in the cellphone. 
 
Features Description ROM 

usage 
RAM 
usage 

Recognitio
n only 

Topics 
compiled 
offline 

Applicable for 
command and 
control 
environment 

1.21M 70K 

Recognitio
n only 

Runtime 
topic 
compilation 

For command 
and control 
environments 
and voice 
enabling 
dynamic 
content (e.g. 
WAP) 

1.8M 80K 

 
 
2.1.2 Speech recognition at the base station 
 
In the second scheme (Figure Ib) the whole speech recognition 
system is located in a network server. Now, even if a high-
quality microphone is used in the handset, the quality of 
speech is degraded by noise and distortion in the 
communication channel. One of the problems encountered in 
this approach is that artifacts are introduced in the speech 
through the use of codecs. Although these artifacts do not 
affect speech intelligibility, they have a definite impact on 
speech recognition performance. 
 

 
The third scheme (Figure 1c), referred to as distributed speech 
recognition, is the one, which will most likely yield successful 
applications in the near future. In the DSR scheme the front-
end is built in the handset and the backend is located in a 
network server. The front-end feature extraction needs 
relatively little memory and can run on low-power CPUs used 
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in handsets. In order to obtain high-quality features from 
speech, it would be recommendable to use high-quality 
microphone and a high sampling rate in the handset. Also in 
practice, the features need to be compressed before 
transmission. However, it is expected that the compression 
does not affect the system performance. As the feature data is 
transmitted with full error correction through the cellular data 
channel, the back-end sees the speech just as high quality as a 
monolithic speech recognition system including both the front-
end and the back-end. The network server will be a shared 
multi-user server to minimize the costs. According to the 
above discussion it should be obvious that currently the DSR 
scheme provides the best cost/performance ratio for large 
vocabulary speech recognition applications implemented in 
cellular networks [4]. 
 
The performance of speech recognition systems receiving 
speech that has been transmitted over mobile channels can be 
significantly degraded when compared to using an unmodified 
signal. The degradations are as a result of both the low bit rate 
speech coding and channel transmission errors. A Distributed 
Speech Recognition (DSR) system overcomes these problems 
by eliminating the speech channel and instead using an error 
protected data channel to send a parameterized representation 
of the speech, which is suitable for recognition. The 
processing is distributed between the terminal and the 
network. The terminal performs the feature parameter 
extraction, or the front-end of the speech recognition system. 
These features are transmitted over a data channel to a remote 
"back-end" recognizer. The end result is that the transmission 
channel does not affect the recognition system performance 
and channel invariability is achieved. The particular front-end 
used is called the Mel-Cepstrum which has been used 
extensively in speech recognition systems. 
 
3. DISCUSSION ON THE IMPLEMENTATION 
 
Method (2) which refers to speech recognition been done at 
the base station is the ideal for this project. The reason behind 
is that looking at the method (1), which implements the whole 
speech recognition system in the handset, in practice the 
resources in a handset cannot support large vocabulary 
continuous speech recognition, so the lack of processing 
power will be an issue. Method (3), which refers to distribute 
speech recognition, is the one, which will most likely yield 
successful applications in the near future but is not an ideal for 
our project because cellphones will have to be modified by 
building the front-end of the speech recognition in the handset. 
 
We propose to implement the method (2), which performs the 
speech recognition at the base station after the speech has been 
transmitted through GSM voice communication channel. 
 
4. EXPERIMENTAL SETUP 
 
First, the PC Soundcard Interface for mobile was built. This 
allowed the connection from the cellphone to the soundcard 
microphone input. When testing the system the presence of 
noise in the speech that has been transmitted through GSM 
and recognized was noticed. 

  
HTK version 3.2 is the software package that will be used to 
achieve the research study for building the recognition system 
that uses Hidden Markov Models (HMMs). Front-end model 
commonly known are MFCC, PLP, and LPCC. For the 
purpose of good performance, MFCC feature extraction 
method will be used because research was done and it showed 
that MFCC is the feature extraction method with good 
performance and is the choice for many Automatic Speech 
Recognition (ASR)[5]. The TIMIT database of speech files 
was used to train and test the system for the purpose of the 
research. The speech files in TIMIT are sampled at 16kHz 
with 16 bit samples. 
 
Two categories of experiment were conducted, recognition of 
clean data and recognition of data that has been transmitted 
through GSM voice communication channel. This data was 
transmitted through two cellphone and recorded back in the 
computer due to unavailability of database with GSM data. 
One cellphone was used to transmit speech signal from TIMIT 
and the other was used to receive the signal and record them 
through computer. These files were recorded at 16kHz. The 
TIMIT database of speech files transmitted through GSM 
voice communication channel was used for the purpose of 
experiments of the performance of GSM data. 
 

===HTK Results Analysis=== 
   
----------- Overall Results ------------- 
SENT: %Correct=66.15 [H=127, S=65, N=192] 
WORD: %Corr=92.86, Acc=92.22 [H=1457, 
D=21, S=91, I=10, N=1569] 
========================================= 
 
----------- Overall Results ------------- 
SENT: %Correct=6.19 [H=12, S=182, N=194] 
WORD: %Corr=24.92, Acc=11.36 [H=395, 
D=131, S=1059, I=215, N=1585] 
========================================= 
  
5. POSSIBLE WAYS FOR IMPROVEMENT OF 

THE RECOGNITION 
 
The areas of work that will be investigated and implemented 
to improve the performance of the system are: 
 

• Channel normalization 
• Robustness 
• Noise cancellation techniques 
• Explore better feature extraction methods 
• Combine some of the above methods  

 
One of the first approaches will be on noise cancellation 
techniques. This will involve looking at the front-end of the 
speech recognition. It has been shown that the robustness of 
the MFCC feature extraction process can be improved by 
using noise compensation methods [6].  
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6.     CONCLUSION 
 
In this paper it has been shown that GSM speech recognition 
is poor compare to clean speech. Performance of even best 
performing clean speech recognition systems degrades 
significantly when they are used to recognize speech that has 
been transmitted through GSM voice communication channel 
and this poor performance is mainly due to GSM channel 
noise [7]. 
  
In solving the digital we recognize the cellular phones as a 
useful tool. In South Africa, recent reports show that over 15 
million South African own cellphones. This is attractive, as it 
will enable the government e-service to succeed. Our project 
will investigate possible ways of making this possible. We see 
speech technology as one way to tackle this. Since cellular 
phones are generally available and using voice input/output 
makes it universally applicable. If success in the project is 
reached, there is no question that the citizens will appreciate 
since complicated instructions that users have to enter will be 
entered via voice input after dialing the appropriate number, 
where they can interact with the system, for instance in a case 
where one want to know where to register for voting, as well 
finding when will one get their pension by providing their ID 
number.   
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