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Abstract

In a previous paper [1] the authors discussed the mer-
its of proximity based classifiers such as RBF-networks
and nearest neighbour classifiers. We also pointed out
the often neglected fact that the metric used to measure
the distance between exemplars has a huge influence on
the performance of the trained classifier and indicated
the need for a fully automated metric learning procedure.
One such procedure is the Variable kernel Similarity Met-
ric (VSM) learning procedure introduced by Lowe in [2].
This procedure was generalised to produce the gener-
alised variable kernel similarity metric (GVSM) learning
algorithm. Finally GVSM was compared to VSM on a
synthetic data set. In this paper we will outline the appli-
cation of these data pre-processing techniques to improve
the performance of a nearest neighbours classifier on an
aircraft identification task.

1. Introduction

The classification task that we will be discussing consists
of determining the make and model of an airborne
vehicle on being presented with infrared images of that
vehicle. A wide range of applications for a system that
can perform this task reliably exists, notably avoiding
friendly fire and preventing the use of military weapons
against civilian targets.

2. Preliminaries

For the rest of the papersti will denote the known proba-
bility (ie. 1 or 0) that sample numbert ∈ 1, 2, . . . , T falls
in classi ∈ 1, 2, . . . , I andpti will denote the estimated
probability that sample numbert falls in classi based on
the training set excluding samplet. Similarly stki will
denote the known probability that thek-th nearest neigh-
bour of sample numbert from the training set falls in
classi. xt andctk will denote the feature vectors of the

t-th sample and it’sk-th nearest neighbour respectively.

3. K-nearest neighbour classification

The K-nearest neighbour technique uses the following
expression to determine the probability that a sample be-
longs to classi

pi =
∑K

k=1 nkski∑K
k=1 nk

.

In the most basic form of the method allnk coefficients
are set to 1 and it becomes a simple vote. A slightly more
sophisticated method attaches more importance to closer
neighbours by determining the weightntk assigned to
each neighbour using a kernel centered atxt. In this case
we will use a Gaussian kernel:

nk = e−
d2

k
2σ2 .

The width of this kernel is determined byσ. If σ is too
small, the truly nearest neighbour will dominate the de-
cision and generalization will be poor. If it is too large,
the method will fail to capture significant changes in the
output. In generalσ may be chosen smaller, the more
densely the data is sampled. Since the density of data
varies over the input space, fixed values ofσ will not nor-
mally perform well. In order to make the width of the
window vary with the density of available training sam-
ples,σ is set to some multiple of the average distance to
the M nearest neighbours. It is better if only a fraction
(e.g. M = K

2 ) of the nearest neighbours are used so the
kernel becomes small even when only a few neighbours
are close to the input.

σ =
r

M

M∑
m=1

dk.



The difference between VSM and GVSM lies in a single
equation. While VSM uses the expression

d2
k =

D∑
d=1

w2
d(xd − ckd)2

to define the distance between a samplex and it’s k-th
nearest neighbourck, GVSM uses the more general ma-
trix norm

d2
k = (x− ck)T A(x− ck) (1)

whereA is a positive definite symmetric matrix. For
the case whereA is a diagonal matrix, this is exactly
equivalent to VSM.

4. GVSM optimization

The first complication that arises when attempting to
optimize a matrix norm is the fact that the matrix must
be constrained to be symmetric positive definite.

A necessary condition for a matrixA to be a symmet-
ric positive definite matrix, is that it can be expressed as
A = LT L whereL is upper triangular with positive diag-
onal elements. A sufficient condition forA to be symmet-
ric positive definite, is that it can be written asA = LT L
whereL can be any non-singular matrix. Therefore ifL
is a non-singular upper triangular matrix

A = LT L, (2)

is a necessary and sufficient condition forA to be
positive definite.

ExpressingL as

L =


L11 L12 L13 . . . L1d

0 L22 L23 . . . L2d

0 0 L33 . . . L3d

...
...

...
...

...
0 0 0 . . . Ldd


allows us to optimize the various elementsLuv assured
in the knowledge thatA will be a symmetric positive
definite matrix and that all symmetric positive definite
matrices can be obtained in this way. Although VSM
learning uses conjugate-gradient descent to minimize the
cross validation error over the training set we have only
implemented a gradient descent method with a primitive
form of line search for use with GVSM. However
convergence is still attained within a reasonable time for
most problems.

The cross validation error is defined as

E =
∑

t

∑
i

(sti − pti)2.

The derivative of this error can be computed with respect
to each of the parameters to be optimized to obtain

∂E

∂Luv
= −2

∑
t

∑
i

(sti − pti)
∂pti

∂Luv

where

∂pti

∂Luv
=
∑

k(stki − pti)∂ntk/∂Luv∑
k ntk

and

∂ntk

∂Luv
=

ntk

2σ2

(
d2

tkr

Mσ

M∑
m=1

1
dtm

∂d2
tm

∂Luv
− ∂d2

tk

∂Luv

)
, (3)

∂d2
tk

∂Luv
=
∑

o

∑
p

(xto − ctko)(xtp − ctkp)
∂Aop

∂Luv
,

∂Aop

∂Luv
=


2Luv if o = p = v
Luo if o 6= p = v
Lup if p 6= o = v
0 if p 6= o 6= v

.

In order to optimize the parameterr we simply use the
derivative ofntk with respect tor

∂ntk

∂r
=

ntkd2
tk

rσ2

in place of equation 3. For ad-dimensional input space
GVSM optimizesd(d+1)

2 + 1 parameters as opposed to
thed + 1 parameters optimized by VSM, which implies
more power to select an appropriate metric, but also more
potential for overfitting the data set. Thus VSM would
be more appropriate if the size of the data set is small
relative to the dimensionality of the input. On the other
hand GVSM optimizes very few parameters compared to
an equivalent neural net, which seems to indicate that the
overtraining problem should not be excessive.

5. Data set description

The available image set consists of 7200 images in total
made up of 1440 simulated images1 of five different
combat aircraft. This group of five contains 4 fixed wing
aircraft of which one has twin thrusters and a rotary wing
aircraft.

Each set of 1440 images contained 720 images in
which the target appears against a blue sky background
and 720 in which clouds are present. Each target is
shown at 4 different viewing distances, 5 different
pitches and 36 different headings.

1All images are courtesy of Kentron’s SIMIS image generation en-
vironment.



Since the focus of this study was on classification
rather than segmentation, it was assumed that a suitable
segmentation system is available. It is a simple matter
to remove the clouds from the picture if a suitable
segmentation algorithm is available. For this reason all
experimental work was performed on the images taken
against a clear sky.

Secondly all training was performed using the
close-up images (500m). Separate testing was performed
for each of the viewing distances.

6. Data set preprocessing.

Due to the very high temperature of the plume behind an
attack aircraft, the intensity of this part of the image is
so high that very little else is visible. Some examples of
these images are shown in figure 1. This difference in
intensities will also cause the plume to be the dominant
factor in determining the value of any linear transform
type feature extracted from the image. Therefore unless
we wish to attempt classification based on the differences
among the plumes associated with different aircraft,
some preprocessing is necessary.
A logarithmic transform is used to accentuate small
variations at the low end of the scale while suppressing
the variations at the high end of the scale. This causes
the fighter body to become clearly visible as can be seen
in figure 2. Note that almost no surface detail is visible
and we are basically dealing with a silhouette.

What is also very noticeable in this set of images
is the fact that the rotary wing aircraft appears against
a much lighter background than the other targets. This
is due to the way that the images are normalized. In all
the other images the background is the coolest part of
the image. In the image of the helicopter however, large
parts of the vehicle are colder than the background and
this causes the background to appear lighter. While it is
less noticeable, this kind of variation also occurs in the
images of the fighters. This causes the extracted features
to vary immensely from one image to the next when the
background level changes. In order to combat this effect
the image is normalized so that the background is at zero
implying that parts that are colder than the background
are assigned negative intensities. While this does not
directly impact on feature extraction, it does complicate
visualization . For this reason it was decided to use the
absolute values of the intensities after normalization.

7. Classification using moments of Hu

The first features that were extracted in an attempt to
perform the classification, were of the class of geometric

moments. Specifically we chose to calculate the mo-
ments of Hu, since these have the desirable properties of
being invariant under translation, rotation and scaling.

This also led us to consider, the properties one
would expect the extracted data-set to have. The most
important observation that we made is the fact that we
can parameterize the data. The fact that the origin of
the data is various pictures of the same object taken
at various angles imposes an ordering on the extracted
points. Furthermore in the limit as the angle increments
between pictures tend to zero one would expect the
corresponding data points to form a continuous locus in
feature space (or in the case where we haven-parameters
ie. n degrees of freedom ann-dimensional manifold in
feature space).

This observation is useful for two reasons. Firstly it
enables us to evaluate the adequacy of our training data
before commencing with time consuming training of a
classifier. We do this simply by assessing the continuity
of the locus formed by the data points. One way to do
this would be to construct a cubic spline using half of
the data points and evaluating how accurately the other
half are predicted. Alternatively we could perform the
same test in a leave-one-out fashion. If a specific point is
predicted poorly, more data is required in that region.

The second reason why continuity is important to us,
is that we could use it to boost classification performance
as demonstrated by Nayar[3]. Clearly if a spline can
predict the positions of data-points accurately, it can be
used to generate additional training data. We save effort
since we do not need to generate the images, nor do we
need to extract the features, we can simply predict where
the features will lie for a specific training point. In the
limit we can eliminate all training points and simply
classify by finding the nearest locus. This emulates
the performance of a nearest neighbour classifier with
infinite training data.

Of course all of this is subject to the condition that
we have sufficient training data to estimate a reasonable
approximation of the underlying locus.

In order to evaluate the classifier, the data set was
divided into two. This division was not done at random,
but by allocating images to the training and test sets in
alternating order. This ensures that the training data is
evenly distributed in parameter space (as would be the
case in a functioning system). It also provides a worst
case estimate, since the test points are at the unique set of
locations where the distance to the nearest training point
(in parameter space ie. in terms of angle of rotation) is a
maximum.



Figure 1: Unprocessed images showing the five aircraft in the image set at a distance of 500m.

Figure 2: The images in figure 1 after pre-processing.

The moments of Hu based classifier was evaluated
only on the images taken at a distance of 500m. The
achieved results are summarised in table 1.

Preprocessing methodClassification accuracy

None 78%
Splines 84%
V.S.M. 85%
Splines & V.S.M. 88%
G.V.S.M. 85%
Splines & G.V.S.M. 89%

Table 1: Results of classification based on moments of
Hu.

8. Principal components analysis

While using the moments of Hu as features resulted
in fairly good performance (especially when used in
combination with one or more boosting algorithms), it is
clear that better performance would be possible if more
powerful features are used.

It has been reported in the literature that, based on
empiric results, Zernike and especially Pseudo-Zernike
moments have better information-packing and noise
immunity properties than the moments of Hu. However
neither of these can lay claim to any kind of optimality.
For this reason it was decided that it would probably
be better to investigate the Karhunen-Loève transform

(also known as Principal components analysis or PCA)
since it can be shown analytically to be optimal from an
image reconstruction point of view. A description of the
algorithm is given in [4].

The PCA transform is a linear transform and there-
fore the computational load at run-time is exactly the
same as for the moments of Hu or any other linear
transform. However, the processing power required
to calculate the transform itself (at design time) is
significantly higher. This makes the direct calculation
of the PCA transform on standard desktop hardware
impossible for all but the smallest images.

Luckily some indirect ways have been found to
calculate the transform. The approach that was followed
for this project is that due to Murakami and Kumar[5].

8.1. Attaining invariance

Using the first 10 eigenimages (shown in figure 3) to ex-
tract 10 features results in 100% classification accuracy
on the training set. However, by using PCA rather than
the moments of Hu, we have lost the attributes that made
the moments of Hu desirable in the first place, namely
invariance under image scaling translation and rotation.

This section is devoted to normalizing the images
from which features are extracted so as to remove any
variation in translation, scaling and rotation before the
features are extracted, thereby simulating an invariant
feature.



Preprocessing method 500m 1000m 2000m 5000m

None 96.67% 94.44% 90.67% 54%
Splines 98.44% 95.78% 91.78% 53.56%
V.S.M. 97.78% 95.33% 91.78% 57.56%
Splines & V.S.M. 98.89% 96.44% 92.89% 56.44%
G.V.S.M. 97.78% 95.33% 93.56% 59.78%
Splines & G.V.S.M. 98.44% 96.22% 93.78% 59.78%

Table 2: Results of classification based on PCA features.

Cancelling the effects of translation and scaling are
easy if we have a suitable segmentation system as was
assumed in section 3. We merely identify the bounding
box of the object and rescale it to a known resolution.
In this case the resolution was chosen to be100 × 100.
This has the added advantage of greatly speeding up
eigenimage calculations and feature extraction.

Rotation presents a slightly tougher problem. We
need some measure of the orientation of the image so
it can be rotated to a known position. In addition this
measure should be fairly robust to quantization noise.
We also expect to introduce some significant additional
quantization noise, during the rotation itself especially
on images of low resolution. Additionally there will
be some error in the determination of the orientation,
especially in low resolution images.

The chosen measure of orientation is the angle be-
tween the x-axis and the major axis of the ellipse with the
same second moments as the image. We can calculate
this orientation using the following formula.

φ =
1
2

tan−1

(
2Iyx

Ixx − Iyy

)
where Ixx, Iyx and Iyy are the second order central
moments of the image.

Once the orientation is known we simply counter-
rotate the image to set the orientation equal to zero. In
order to minimize the information loss due to quantiza-
tion errors, the image is scaled to a set size at the same
time as it is rotated. This image is then segmented again,
and scaled isotropically to fit into a 100x100 bounding
box. The image is placed in the center of the box and
the features are extracted. Note that the eigenimages are
calculated from images which were processed in exactly
this way.

The resulting classifier was evaluated on images at
each of the viewing distances. The results are shown in
table 2.

9. Conclusions

The first obvious conclusion to make is that the features
deduced by PCA are vastly superior to the moments of
Hu, both in terms of information content and relative
scaling. In the case of PCA almost no scale change
was induced by VSM scaling, whereas quite large
scale changes resulted when VSM were applied to the
moments of Hu data-set. The reason for this seems to be
that the relative magnitudes of the moments of Hu are
arbitrary, whereas the relative magnitudes of the PCA
features represent their importance in reconstruction the
original image. While we cannot directly equate impor-
tance in reconstruction to importance in discrimination,
our results indicate that a strong correlation does exist.
The fact that the default scaling is probably close to
optimal makes PCA features poor candidates for VSM
and GVSM boosting.

In spite of this, we note that in almost all cases all
of the boosting methods tested had a positive impact on
the classification performance. Moreover, combining
more than one method increased this impact. It seems
wise to conclude that data preprocessing methods are
worthwhile, especially if we consider that they do not
add to the runtime complexity of the classifier at all.

Lastly we point out that, in seeming agreement with
the results that were reported on synthetic datasets[1],
VSM learning tends to outperform GVSM slightly at
low noise levels (500m and 1000m images), but with
increasing noise the situation reverses dramatically.
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