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Comparing SVM and GMM on parametric
feature-sets

Daniel J. Mashao

Abstract— State of the art speaker identification systems use the
Gaussian mixture models (GMM) classifier. Support vector ma-
chines (SVM) offers a competing classification algorithm. Both
classification methods have been evaluated on speaker recogni-
tion tasks and have shown to produce uncorrelated errors with
sometimes similar performance. In this paper their performance
is compared on different parametric feature-sets, in particular on
their response to spectral compression in the feature-sets. It was
found that both classifiers respond to spectral compression, with
the SVM performance levelling off at higher compressions. Even
though for the limited dataset used SVM performance was better
than that of GMM, the SVM required several orders of magnitude
more in computation time as compared to GMM.

I. INTRODUCTION

Feature-sets play an important role in the performance of a
speaker recognition system. The ideal features would be those
that are able to extract information about the speaker without
being confused by what the person is saying. In the cepstral
domain the vocal tract configuration and the vocal tract exci-
tation can be separated to some extent. It is for this reason
that all state-of-the-art (SOTA) speech recognition systems uses
feature-sets coefficients that are computed in this domain. The
other important characteristic of the features sets is that there
is usually some spectral compression applied on them. The
mel-frequency cepstral coefficients uses the mel-scaling com-
pression which is the compression derived from studying the
response of the nerve cells on the basilar membrane. It is known
that spectral compression impacts on the information that is
contained in the feature-sets. The classification engines on the
other hand uses the information contained in the feature-sets to
perform their tasks.

State of the art speaker recognition systems uses the Gaus-
sian mixture models (GMM) classifier. The GMM classifier
is simple to design and to compute its parameters. Recently a
new machine learning classifier has been applied on different
problems. This classifier is called the Support Vector Machine
(SVM). The SVM works counter intuitive to how previous sys-
tems have been designed. The purpose of using feature-sets is
motivated by the desire to reduce the dimensionality of the data
so that it can be manageable. The SVM increases the dimen-
sionality of the data so that it can separate it better in some
higher dimensional space where a simple hyperplane can be
used to classify the data. This contrast with the GMM which is
essentially based on vector quantisation techniques where the
aim is to reduce the dimensionality of the data and find some
few parameters that can be used to model a talker.

There has been some research work on evaluating speaker
recognition systems using the support vector machine (SVM)
classifier. Most of the work is, however, in speech recogni-
tion systems [3], [2], [1], [6]. The SVM approach is generally
more expensive to compute than the GMM models. As we have
shown in [4] the SVM does outperform the GMM when the
amount of training data is limited. However, with more data the
GMM approach is better. This can be easily explained, since
with GMM when more data is available, the estimates of model
parameters are better, whereas in the SVM case more data may
not change the location of support vectors. The reported exper-
iments are where the performances of both classifiers is about
the same, the aim is not to make classifier to compete, rather
to see how they respond to spectral compression in the feature-
sets.

In this paper a brief discussion of the GMM will be made. The
section on the SVM and the parametric feature-sets is repeated
here for completeness. It was first included in a paper on SVM
response to spectral compression done earlier. The following
sections will discuss the feature-sets and finally the experiments
and conclusions.

II. GMM

GMM is the current SOTA classifier for speaker recognition
systems. The GMM works by creating a model of the speaker
using the speaker’s utterances. Each speaker is modelled by
λ = {p, µ, Σ} where p are the weights that are used to assign
to the Gaussians means µ of the features and Σ is the diago-
nal variance of the features. In the implemented system, each
speaker has 30 centroids in the feature-space, therefore more
correctly the model for each speaker would be λ = {pi, µi, Σi}
for i=1,...,30. The EM algorithm can be used to estimate the
model parameter, but the K-means algorithm works as well and
is much faster to compute.

Using the K-Means algorithm the centroids becomes the means
µi and all the feature vectors surrounding the centroid provides
the Σi terms. The value of pi is computed by counting the
number of feature vectors in the particular centroid divided by
the number of all feature vectors in the training data.

Speaker identification is achieved by computing the likelihood
of an unknown utterance on the speakers models. In a task
with S speakers, given an unknown speakers utterance X =
{x1, x2, ..., xT }, the log likelihood is calculated as

ŝ = arg max
1≤s≤S

T
∑

t=1

log p(xt|λs)
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where and T is the number of frames from the utterance and xi

is the ith feature vector from the ith frame, and

p(xt|λs) =

M
∑

i=1

pibi(xt)

where bi(xt) is the Gaussian and computed as

bi(xt) =
1

(2π)
D

2

√

|Σi|
exp{−

1

2
(xt − µi)

T (Σi)
−1(xt − µi)}

This method of classification differs from the approach that is
used in the SVM method. This is discussed next.

III. SUPPORT VECTOR MACHINES

This section is from [8] and included here for completeness.
SVM classifiers operate in a way which at first may seem
counter-intuitive. Ultimately, classification involves dimen-
sionality reduction, but the SVM first performs an implicit non-
linear projection of the data into a feature space of very high,
or even infinite, dimensionality, where it finds a linear or hyper-
plane decision boundary. Over-fitting is controlled (and good
generalisation guaranteed) through the principle of structural
risk minimisation, as elaborated by Vapnik and others[12]. The
empirical risk of misclassification is minimised by maximising
the margin between the data points and the decision boundary.
In practice this criterion is softened to the minimisation of a
cost factor involving both the complexity of the classifier and
the degree to which marginal points are misclassified, and the
tradeoff between these factors is managed through a margin of
error parameter (usually designated C ) which is tuned through
cross-validation procedures.

The nonlinear projection of the data is performed by means of
a ’kernel’ function. The commonest kernel (and the one used
in this work) is the Gaussian (or "radial basis function") kernel,
defined as K(x, y) = e−|x−y|2/(2σ2), where σ is a scale param-
eter. The decision function is a weighted linear sum of these
Gaussian functions located at each data point (in this it resem-
bles an extreme case of a Gaussian mixture model). However
the support vector algorithm finds a sparse expansion in which
most of the weighting coefficients are zero (only those closest
to the decision boundary, the "support vectors" are nonzero).
The parameter C mentioned above sets an upper bound on the
value of any given coefficient, limiting local distortion of the
decision boundary by noisy data point or outliers. Careful tun-
ing of σ and C is needed to optimise the predictive accuracy of
the classifier.

The data used in these experiments is 32 dimensions. The scale
parameter σ2 = 32000 and error margin parameter is the de-
fault C = 100 in the SVMTorch package which is used for the
experiments. The parameters are chosen after a limited number
of experiments.

IV. PARAMETRIC FEATURE-SETS

This section is taken from [8]. It is repeated here for complete-
ness. The usual method of calculating the feature-sets is called
the mel-frequency cepstrum coefficients (MFCC). The MFCC
feature-sets are computed as shown in Figure 1. The input
speech signal is sampled appropriately, then converted into the
spectral domain via a discrete Fourier transform. In the spectral
domain the log magnitude of the complex signal is obtained and
finally an inverse discrete Fourier transform is performed on the
samples. The resulting samples are called cepstral coefficients.
Cepstral is a play on the words spectral in reverse. If the inverse
discrete Fourier transform was done without the log magnitude
section then the results would have reverted back to the time
domain.

The advantage of working in the cepstral domain is that the
pitch which is specific to the speaker is separated from the vocal
tract configuration which determines what the person is saying.
This is because in the time domain the speech signal is a con-
volution of the impulse function and the vocal tract parameters
s(t) = w(t) ∗ v(t), where s(t)is the output speech signal and
w(t)is the impulse train and v(t) is the vocal tract configuration.
In the frequency domain S[ω] = W [ω]V [ω]. By taking the log
magnitude the function is simplified as a sum and the two quan-
tities can be easily separated. The pitch tends to have a higher
quefrency than the vocal tract parameters that are changing very
slowly as a result a low pass filter is sufficient to separate the
signals. In addition to the Fourier transform it is known that
the ear is sensitive to frequencies differently, that is a difference
between 700Hz and 800Hz is more noticeable than a difference
between 3000Hz and 3300Hz. To capture this sensitivity a mel-
scale compression is applied on the feature-sets in the spectral
domain. The most popular approximation of the mel scale is by
O’Shaughnessy[9] which is

Fmel = 2595 log(1 +
fin

700
)

where Fmel is the frequency in mels and fin is the input fre-
quency in hertz. As discussed by Umesh et al[11] there are
many other functional approximations of the mel-scale com-
pression with minor operational differences although using tri-
angular filters is the most common implementation. In the case
of mel-scale a filter block is added between the Log Magnitude
Frequency and the IDFT block. The filters are shown in Figure
2. The filters are linear up to 1000Hz and then become logarith-
mic in keeping with our hearing. The MFCC contains important
characteristics such as the separation of a pitch from the vocal
tract configuration. The vocal tract configuration contains the
phonemes (basic speech units).

The parametric feature sets (PFS) works similar to the MFCC
and can simulate the mel compression when certain combina-
tion of parameters is used. It is flexible and easier to visualise
the impact of the parameters using the PFS than using the tradi-
tional mel-scale. The implementation of PFS is defined by two
parameters α and β related as in the following formula

A ·

α
∑

i=1

βi−1 =
N

2
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Fig. 3. Comparison between mel-scale compression and PFS compression
with α = 4.0

where N is the size of the analysis window and A is a con-
stant, which represents the first region of the spectrum, the next
region of the spectrum is Aβ and so on. The spectral sam-
pling is the same within a region and since the regions grow
bigger exponentially when β > 1 a spectral compression is
therefore created. The α term is the number of divisions or re-
gions. The mel-scale compression can be seen as having many
regions given that the first region is linear and thereafter the
filters are logarithmic.

The PFS can generate mel-scale compression but it is flexible as
it allows other spectral compressions to be evaluated. Two ear-
lier papers have shown how spectral compression can affect the
performance of the speech recognition systems[7], [11]. Figure
3 shows different compressions that are obtained when differ-
ent β parameters are used with α = 4. Notice that the mel scale
compression is closer to α = 4, β = 2.0. This is true only
because the window of N = 320 samples is used. Approxima-
tions depends on the window length.

The algorithm of the PFS is a follows; Sample the input speech
signal as in the case of MFCC parameters. In the spectral do-

main apply the log magnitude and filter the log spectra using
a low pass filter. This removes the high frequencies. Sample
the log spectra using the α and β parameters. Figure 3 shows
the compression that is achieved for various β parameters. It
can be seen that with β = 1 there is a uniform sampling of the
spectra and as β increases the lower frequencies are sampled
more than the higher frequencies. Finally like in the MFCC the
actual coefficients are obtained in the cepstral domain using the
discrete cosine transform. The PFS has been used in conjunc-
tion with the GMM to produce one of the highest performance
on the NTIMIT database.

V. EVALUATIONS

In this section the database used for the experiments and the
experiments performed are discussed.

A. Database

The NTIMIT database is used for the experiments. This
database is derived from the TIMIT database. TIMIT stands
for Texas Instruments (TI) and Massachusetts Institute of Tech-
nology (MIT), these are the two organisations that developed
the database. The database consists of 630 speakers from all
over the USA. The speakers are classed according to the region
of the USA where they grew up as this is assumed to be an
important factor in determining ones accent. All the speakers
speak American English.

Each speaker spoke ten utterances. All the utterances are dif-
ferent across speakers except utterance 0 and 1, which are com-
mon. These common utterances were not used in the results
reported in this paper. Utterances are on average three seconds
long. Current state of the art speaker identification systems have
no problem with the TIMIT database[10]. That is when using
8 utterances to train a speakers’ model and just using the other
2 utterances for evaluations, current PFS and MFCC based sys-
tems can correctly identify all the 630 speakers in the database.
As such the TIMIT database is no longer used for evaluation of
speaker identification systems.

The NTIMIT database is the noisy version of the TIMIT. The
NTIMIT database was passed on the telephone network in the
USA. It is not a simulation but an actual speech through the tele-
phone network. The best speaker identification performances
on the NTIMIT database is around 70% and not 100% as in the
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Fig. 2. Filters used to achieve mel-scale compression

case of TIMIT. The NTIMIT database represents a challenge
due to unpredictable channel noises. In the reported experi-
ments only Region 1 train speakers database is used which has
38 speakers. The main hindrance from using the SVM algo-
rithm takes is that it takes very long time to enrol the speakers
(make the models) and for evaluations.

B. Experiments

As shown in [4] the performance of an SVM based classifier
system and that of the GMM based system is about the same
when about 9 to 12 seconds of training data is used. Therefore
these experiments are performed in that region. The cost of of
computing a single data point in the with SVM on a 3.0GHz
Pentium IV system is about 50 hours when an average of 9
seconds is used to train the system and 6 seconds is used for
evaluations. For the GMM system it takes less than 3 minutes,
which means the SVM takes over 3 orders of magnitude times
the time taken by the GMM.

The other differences between the systems have to do with op-
timisation parameters. In general for GMM no additional pa-
rameters have to be tweaked for better performance. The Gaus-
sian kernel SVM on the other hand presents two parameters that
have optimal values in a non-linear space. The work by Keerthi
and Lin[5] shows the curve as shown in Figure 4. After some
non-exhaustive experiments we decided to choose σ2 = 32000
and C = 100 using the SVMTorch package. Unfortunately
these parameters also contribute to the excessive computational
time that the SVM classifier needs. There is no linear relation-
ship between the training time and performance.

Figure 5 shows the performance of the system when it is trained
on utterance 2,3, and 4 of the New England region of the
NTIMIT train database. Utterances 8 and 9 are used for test-
ing. The use of utterance 8 and 9 for testing is a ’tradition’ used
by researchers using the NTIMIT database. Figure 6 shows
the performance when different utterances are used for train-
ing and the same utterances 8 and 9 used for testing. Al-
though the performance characteristics are different it is clear
that from the mel-scale compression (α = 4.0, β = 2.0) to
(α = 4.0, β = 4.0)the SVM classifier always beats the GMM
classifier. It is also interesting to note that after β = 4.0 the

Good Regionlog (std)

log (C)

overfittingunderfitting

underfitting

Fig. 4. Relationship of C and σ
2 parameter for the Gaussian SVM kernel

performance of SVM does not change. One may have expected
the performance of both the SVM and GMM to go towards zero
at this high compression ratio, but that is not the case. It is
easy to see why the performance does not go to zero. Looking
at the spectral compressions (Figure 3) we note that as com-
pression increases the higher input frequencies are compressed
more than the lower frequencies. This tends to be good since
most of the speaker information is contained in this low region
anyway, that is why we are able to recognise callers on the tele-
phone line even though the bandwidth is up to 4000 Hz. It is for
this reason that performance tends to settle and not go down to
zero as might have been expected. Of course with even higher
spectral compressions the information in lower input frequen-
cies will be affected.

Further experiments were performed where the training data
was increased. Utterances 3,4,6, and 7 are used for training
and utterances 8 and 9 are used for evaluations. The results
are shown in Figure 7. The general trend is again observed
where SVM outperforms GMM. Due to computational expense
the SVM and GMM were not evaluated for cases where more
data is used. But as we have shown before in [4] GMM is likely
to start outperforming the SVM classifier with more data. This
is because the model parameter estimates (p, µ, Σ) will be much
better. The purpose of this experiment was to investigate how
the classifier performances are affected by spectral compres-
sion.
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VI. CONCLUSIONS

The purpose of this paper was to report on how spectral com-
pression affects the performance of two very good classification
systems based on GMM and SVM. As expected both classifica-
tion algorithms are sensitive to the information in the feature-
sets. Spectral compressions around the mel-scale (β = 2.0)
show better performance than when no compression (β = 1.0)
is done. Over compression levels(β > 4.1) give performance
below that of no compression. Performance does not go to zero
at high compression levels (4.1 < β < 7.0) because the spec-
tral compression ensures that information in lower input fre-
quency is not destroyed. In conclusion SVM suffers from high
computational costs and should only be used with limited data

and when there are few talkers to be identified otherwise it is
not practical for normal use. It is likely that GMM will con-
tinue to be used as the main classification engine for speaker
recognition tasks, and SVM will be used in hybrid systems.
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