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1. Introduction

Proton radiotherapy is an effective method for the treat-
ment of lesions that are located close to critical or ra-
diosensitive organs. Yet, this kind of treatment can only
be successful if the patient is very accurately positioned
with respect to the proton beam.

Most systems that require high-precision patient posi-
tioning employ invasive techniques, such as radio opaque
targets that are embedded into the anatomy of the pa-
tient. In recent years, however, a major research effort
has been directed toward the accurate detection of non-
invasive fiducials [15].

To this end, a new robot-based patient positioning sys-
tem for proton therapy is currently being developed at
iThemba LABS. The new system will use stereopho-
togrammetric (SPG) techniques together with an indus-
trial robot to ensure high precision patient positioning and
treatment.

The SPG part of the system consists of a set of CCD
monochrome cameras that are used to acquire video im-
ages of the patient from which the patient’s position can
be determined and monitored. The accuracy of the sys-
tem is assisted through the use of a patient specific mask
with artificial retro-reflective targets (fiducials [10]) at-
tached to it.

The use of retro-reflective targets ensure high contrast
images, which allows the implementation of simple re-
gional segmentation routines for the detection and loca-
tion of these targets. It also enables the use of global
constants, which can be calculated and updated through
simple tests [12].

In addition to the high contrast images, the use of retro-
reflective targets also address optical aberrations such as
vignetting. Given the fact that retro-reflective material is
not prone to vignetting, the intensity decrease affecting
the corners of the images does not affect the intensities
of the targets [13], yielding “high-quality” targets even to
the corners of the images.

There are a number of ways of obtaining accurate fea-
tures [4], but through the recognition and accurate loca-
tion of circular targets, we propose a unified approach
(see algorithm below) that will address distortion cor-
rection, camera calibration, patient positioning and the

tracking needed for the SPG system.
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2. Target Shape

As stated in the Introduction, feature extraction is the
first step of a number of fundamental procedures in the
SPG implementation and must be accurate and reliable,
because the validity, efficiency and probable success of
subsequent processing relies on it [15]. A detector which
introduces errors will lead to an inefficient system that
does not meet the stringent requirements of the applica-
tion.

Although sub-pixel accuracy in the localization of fidu-
cials can be achieved through the use of edge detectors,
the algorithms are generally slow, sensitive to noise and
difficult to implement in general applications. Many re-
finements to the algorithms are required to get a running
program. Typical issues to address are [6]: What type of
edge should be located? Will the detector only identify
one type such as the step edge? For a gradually changing
edge, where would the edge location be marked?

Because of the difficulty of defining a ground truth
for realistic intensity images, limited research has been
done on the accuracy of edge detection [6], with most
of the studies on sub-pixel accuracy being restricted to
the continuous domain. The error bounds thus derived
are degraded in passing to the discrete domain, leading to
the presence of systematic errors [11] as edge detectors



are sensitive to discretization, which results in a lack of
continuity and a deterioration due to sub-pixel displace-
ment [15].

The key idea to justify the use of circular targets, is the
fact that the perspective projection of a circle is always
an ellipse, which is the most simple shape to describe,
detect and locate [8], making it easy to implement and
most suitable for real-time implementations. In addition,
its robustness to varying implementations and imaging
conditions has made it a favorite target shape in medical
imaging.

Since circular targets are rotation and scale invariant,
no prior knowledge about the image characteristics is re-
quired. As the SPG system uses zoom lenses with possi-
ble different focal length settings, it would be unpractical
to implement methods that rely on prior knowledge such
as pixel size.

2.1. Circular Targets

Efficiency is an important criteria since the detector must
run in a reasonable amount of time and still preserve the
properties of the detector resulting from the theoretical
analysis [15].

The most prominent source of errors associated with
processing digital images stems from the fact that a con-
tinuous signal is taken and converted into discrete digi-
tal values. Research has shown that the maximum dis-
cretization error is approximately �� � , but this error can
be reduced significantly by using circular shapes, because
the discretization errors for circular shapes tend to cancel
out (Figure 1). Thus for a circle of radius � and cen-
troid �����
	�� the maximum error in calculating a centroid �� ��� [9].

Figure 1: Illustration showing the cancellation of discretization
errors for circular targets.

Other major factors that can cause errors in the feature
calculation is bleeding and defocussing, which smooths
the edges resulting in blurry intensity transition across the
target and a shift in the edge’s location. As long as this
smoothing of the edge transitions is symmetrical along
the circumference of the circle, it will have no effect on
the centroid calculation [9].

A disadvantage to the use of circular targets is that even
though the perspective projection of a circle is always an
ellipse and the centroid of such an ellipse can be located

Figure 2: Using tangent lines allows for the accurate determi-
nation of the projected circle centroid.

easily and accurately, the centroid of the ellipse is not
necessarily the projected centroid of the circle. Further-
more, radial and tangential distortion can degrade the el-
liptical shape of the projected circle [8]. To compensate
for these distortions, invariant points have to be extracted
and although these points cannot be extracted from a sin-
gle isolated ellipse, a set of invariant points can be com-
puted from tangent lines that are common to two copla-
nar circumferences. Thus the intersection points of these
common tangent lines can be used as accurate and eas-
ily calculable feature points [8]. Figure 2 shows some
invariant points extracted using tangent lines.

The advantages in implementing circular targets [8] is
that the detection and location methods are simple and
low-level, which implies efficiency and robustness. Sub-
pixel accuracy can be achieved during runtime, the fea-
ture calculation has a high robustness to noise and defo-
cussing, and the technique is well suited for automated
systems.

3. Image Segmentation

Image segmentation is the process of isolating the tar-
gets from the background, thereby partitioning the image
into disjoint regions that are homogeneous with respect
to gray scale ([5],[1]).

This process is expected to be completed in real time
and the use of retro-reflective targets yield well defined
targets, which simplifies the segmentation algorithm and
allows for the development of a method that has optimal
computational speed [10].

The output of the segmentation stage is usually raw
pixel data, constituting either the boundary of a region or
all the points in the region itself [5].

3.1. Thresholding

Thresholding is a region segmentation routine where the
image is divided into groups of pixels having values less
than or equal to the threshold and groups of pixels with
values greater than the threshold ([5],[1]). Consequently
we can define the threshold image �������
	�� as:

��������	����
��� ���������
	���� �! ���������
	���" � �

where �������
	�� is the original image and � is the threshold
value [5].



To ensure high precision centroid calculation, care
should be taken when a threshold value is selected. Too
low a threshold will not effectively remove all the back-
ground noise and could affect the location of the target,
while too high a threshold will eliminate valid edge pixels
from the target [12].

Thresholding is computationally fast and works well
on high contrast images [1], but is sensitive to noise and
significant background intensity variation [5]. To give a
quantified indication of the performance of a threshold
procedure the error can be defined as the total number of
background pixels misclassified as target pixels and target
pixels misclassified as background [7].

A threshold can either be a fixed value determined
from the image histogram and implemented on the entire
image [1], or an adaptable value that is set locally within
a window surrounding the target region. Given high con-
trast images it is a reasonable assumption that the images
have bimodal or near bimodal histograms [10], as shown
in Figure 3. Thus the larger part of the targets can be
extracted using a global threshold [1]. This is followed
by a gradient criteria to locate the edges more accurately
than the simple pixel gray value threshold. The gradient
criteria is necessary, as the target edge pixels give impor-
tant geometric information that is needed for sub-pixel
centroiding [10]. By minimizing the implementation of
this computationally expensive calculation, the amount
of work and time required for accurate target detection is
significantly reduced.
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Figure 3: The bimodal histogram of an SPG image. The lower
mode indicates the gray scale values of the image background,
while the upper mode indicates the gray scale values of the
retro-reflective targets.

The result of thresholding is a binary image (Figure 4),
but in general no explicit binarization is required [8].

256 Grayscale image Binary image after thresholding

Figure 4: Segmented image.

3.2. Gradient Criteria

Although we assume a bi-modal histogram, there are still
factors that can reduce the contrast of an image. The tar-
gets are attached to a mask and these masks illuminate
well under fluorescent light, which effectively decrease
the sharpness of the edge transition between the target
and the mask. Consequently the threshold selected will
be higher than the optimal threshold and the more com-
putationally expensive gradient edge detector is used to
successfully locate the target boundary.

Gradient operators are edge-based segmentation meth-
ods used to find object boundaries and segment regions
enclosed by the boundaries. Gradients are generally a
better criteria for the detection of targets [10] than sim-
ple thresholding, but for optimal results both the gradient
criterion and gray value threshold methods are used to
detect target regions.

The gradient operator is based on the existence of an
ideal step edge [1], in which case the edge of the target

can be located via the magnitude ��� ��� ��� � ��	� � �
��
of the gray value gradient across the edge transi-
tion ([10],[1]) and the strength of the response of the gra-
dient operator is used to produce the edge pixel [5]:

� � ��� � ��	 � ���� ��� � ��	 � ��� " � ��� " ���
The gradient is determined using an 8 neighborhood�����

Sobel edge operator and an approximation of
the gradient magnitude ( � ���  � � � � � � � 
 � ) is calcu-
lated [5].

Note that the implementation assumes the target is
centered in the window, and uses only the edge pixels
to determine the fluctuations of the background due to
noise [12]. This approach has the advantage that the un-
certainty of the transition zone between the noise and sig-
nal at the boundary of the target image has no effect on
the gradient computation, but has the disadvantage that
additional steps must be taken when the image is not cen-
tered in the window, but intrudes into the window edge.

4. Detection and Location

The computation of sub-pixel target features can be bro-
ken into two main tasks, namely the unambiguous iden-
tification of targets within an image (detection), followed
by the precise and accurate determination of the target
centroids (location) [12].

Typical target detection algorithms comprise of an or-
dered scan of all the pixels in an image. For each pixel,
its processed neighbors are considered, followed by an
action such as region growing or a connected component
grouping [8]. Target detection must be both fast and ac-
curate for the system to be useful. Thus to maximize
speed a single sequential search is done over the whole
image. This search procedure implements a line orien-
tated scanning algorithm that spirals out from the center



region of the image, allowing a parallel search that cov-
ers the region containing targets with the highest success
probability first. During this pass through the image, the
threshold is applied and connected components are found
and labeled [14].

The search routine is followed by a heuristic step that
rejects spurious regions resulting from noise or back-
ground objects [8]. It is important to realize that the val-
idation is only to reject most of the false targets, while
accepting all legitimate targets. All the remaining false
targets should be located in the grid construction phase
that follows.

4.1. Target Validation

False targets are detected when a region of the image
mimics the characteristics of a legitimate target [12].

For high contrast images a size test filters out most
of the non-marker components and is generally suffi-
cient [10].

To eliminate remaining reflectance spots the intensity
distributions of the targets can be tested. We expect the
intensity distribution over the center of a retro-reflective
target to have a homogeneous intensity distribution [10],
while the intensity distributions of non-saturated light
spots are expected to be inhomogeneous. Therefore the
center region of the target can be extracted and the mean
and standard deviation calculated for this region.

Finally geometry testing tests the target for the correct
shape. Shape verification of a circular target is a best-
fitting ellipse. Ellipse parameters such as ellipse centroid,
ellipse major and minor axis and ellipse major and minor
radius are easy to determine [8] and can be used along
with the simple test:

Pixel count ��� � ������	� � 
 �� 
 �� �
where � is the expected number of pixels for an elliptical
component, ��� is the area of the ellipse, and 
 � and 
 � is
the respective major and minor radii of the ellipse. Note
that this identity only holds for ellipses [8].

4.2. Feature Calculation

In the move to a non-invasive patient positioning system
using retro-reflective targets, additional equipment such
as CCD cameras are introduced. No CCD behaves abso-
lutely ideally. In addition to the photo-generated charge,
noise enters the image in different stages of the imaging
process [10]. Some sources of noise is the photon flux
on the sensor, the quantization of the image intensity to a
finite number of gray levels and the fact that continuous
curves are only sampled at discrete pixel locations.

Sub-pixel location of targets are susceptible to system-
atic errors due to poor thresholding and random errors
which arise due to noise [12]. Noise plays a significant

role in the precision and accuracy of the extracted fea-
ture [10] and achieving sub-pixel precision and accuracy
becomes a trade-off between good images (crisp edges)
and computationally expensive detectors [10].

4.2.1. CCD Radiation Damage

One of the greatest factors influencing the accuracy of
feature calculation in the SPG system is damage to the
CCD chip, which is sensitive to radiation damage.

The most critical type of damage is primarily intro-
duced by low energy protons [2], which cause displace-
ment damage resulting in lattice vacancies, trapping elec-
trons and reducing the CTE1 of the CCD. As a conse-
quence of the CTE degradation, the bulk dark current on
the CCD increases.

Typical indications of radiation damage is the occur-
rence of hot pixels, which are caused when some of the
individual pixels have higher than normal rates of charge
leakage, making them appear brighter on the resulting
image. Although no CCD is immune to hot pixels, the
occurrence of these pixels increase in direct relation to
the radiation damage sustained by the CCD.

The most troublesome hot pixels are stuck pixels2,
which can affect the accuracy of feature calculation in
two ways:
� Randomly distributed pixels that occur as outlier

pixels near a target might be considered as part of
the target during location calculation.

� Groups of pixels that might overlap with a target
could effectively distort the target shape, or be large
enough to be classified as a legitimate target.

An increase in dark current can also lead to an increase
in the bias voltage [2], which might lead to a higher
threshold and effect the accuracy of target boundary de-
tection.

To remove the CCD bias and prevent possible false tar-
gets and target distortion due to hot pixels, a dark frame is
subtracted from the images. This, in turn, might leave the
targets overlapping stuck pixels with holes over the disk
area. As a consequence a more complex centroid calcu-
lation technique must be considered to ensure robustness
against the introduced noise.

4.2.2. Sub-pixel Centroiding

In addition to the possible errors induced by damage to
the CCD, some aspects concerning the targets themselves
still need to be addressed. Retro-reflective targets easily
saturate, effectively cutting of the intensity profile of the
target, and some of the targets might run over the edge
of the image. In the case of distortion calculation and
tracking we might still want to use these partial targets.

1Charge Transfer Efficiency
2Stuck pixels are fixed pixels that always read maximum intensity.



Intensity based methods are therefore not robust
against all possible conditions and together with the fact
that the ellipse fit method retains sub-pixel accuracy to
relatively high levels of distortion [3], the centroids will
be determined using the geometric best ellipse fit ap-
proach. This approach is fast and easy to implement, and
robust against the loss of pixels data due to CCD damage.

The disadvantage of using this approach is that the ac-
curacy of sub-pixel centroiding [12] will decrease with
threshold variation, which could decrease the target size
and cause imbalances in the image geometry as pixels are
removed from the target edge.

5. Results and Current Research

Although hybrid methods implementing both threshold
and gradient criteria has been suggested, most implemen-
tations in medical imaging favor the simple threshold im-
plementation. Our approach is fast, easy to implement
and provides both the option of using fixed and dynami-
cally determined values.

Reflectance and bleeding decreases the contrast be-
tween the mask and targets, complicating the procedures
implemented in the SPG system. Radiation damage in-
troduces noise and can cause target distortion. Currently,
ellipse fitting is the most robust method of centroid cal-
culation for the SPG implementation.

Due to the lack of time-series data, the influence of
the various noise sources, especially the behavior of CCD
degradation, is unknown. The only way to construct some
data for analysis is through simulation. Thus the im-
plementation still needs to be tested on real gray scale
images and the stability of the feature calculation tested
against: varying zoom settings, rotation, depth of focus,
and interlacing.

6. Summary

A good target shape must ensure robust identification, be
independent of prior knowledge of image characteristics
and should preferably be scale and rotation invariant [3].

The SPG implementation of the new patient position-
ing system can be divided into two sections, namely real-
time and off-line procedures. The critical factor lies
in the real-time capability of the system. These proce-
dures need to be accurate, consistent and fast. Given a
number of assumptions such as high quality targets and
semi-controlled implementation environments, the selec-
tion leans toward time tested, simple procedures that are
easy to implement and maintain.

Poor thresholding introduces systematic errors and
noise introduces random errors to the centroid calcula-
tion. Additional steps in the form of gradient criteria
needs to be taken, because all the information of a solid
disk is contained in the pixels on its circumference.

The best ellipse fit technique is suggested for centroid

calculation, showing the highest robustness against noise
and distortion introduced to the targets.

Final implementation procedures is subject to results
following a number of stability tests.

7. References

[1] Bankman IS, Handbook of Medical Imaging, Aca-
demic Press, London, 2000.

[2] Bassler N, Radiation Damage in Scientific Charge-
Coupled Devices, Master’s Thesis, Institute of
Physics and Astronomy, University of Aarhus,
2002.

[3] Clarke TA, An analysis of the properties of tar-
gets used in digital close range photogrammetric
measurement, Videometrics III. SPIE Vol 2350,
Boston, 1994, pp.251-262.

[4] Georganas and Boulanger, Designing real-time vi-
sion based augmented reality environments for
3D collaborative applications, Proceedings of the
IEEE Conference on Electrical and Computer En-
gineering, Canada, 2002.

[5] Gonzales R and Woods R, Digital image process-
ing, Addison-Wesley, 1993.

[6] Heath M.D., et. al., Comparison of Edge Detec-
tors: A Methodology and Initial Study, CVPR,
1996, pp. 143-148.

[7] Jain AK, Fundamentals of digital image process-
ing, Prentice-Hall, 1989.

[8] Mateos GG, A camera calibration technique using
targets of circular features, SIARP, Lisbon, 2000.

[9] Mellor JP, Enhanced Reality Visualization in a
Surgical Environment, Master’s Thesis, MIT AI
Technical Report No. 1544, 1995.

[10] Otepka, Hanley, Fraser, Algorithm Developments
for Automated Off-Line Vision Metrology, Pro-
ceedings of the ISPRS commission V symposium,
2002.

[11] Rockett PI, The accuracy of sub-pixel localization
in the Canny edge detector, 10th British Machine
Vision Conference (BMVC99) - Nottingham, UK
September 13, 1999.

[12] Shortis MR, et. al. , A comparison of some tech-
niques for the sub-pixel location of discrete target
images, Videometrics III. SPIE Vol 2350, Boston,
1994, pp. 239 - 250.

[13] Van Rooyen R, Diode Ring Implementation Tests,
iThemba LABS Internal Report, May, 2003.



[14] Wu A, et.al., Vision based object pose esti-
mation for mobile robots, Proceedings of the
AIAA/NASA Conference on Intelligent Robots in
Field, Factory, Service, and Space (CIRFFSS 94),
168-174, Houston.

[15] Ziou D and Tabbone S, Edge Detection Techniques
— An Overview, Pattern Recognition and Image
Analysis, 8(4):537-559, December 1998.


