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Abstract*

This paper describes the process of optimising statistical 
feature extraction algorithms for use in object recognition. 
The focus is on real time implementation of these 
algorithms on applicable processors. Different processors 
were evaluated, of which the TigerSharc was chosen to be 
discussed in this paper. One single and two double 
window features are discussed for object of interest 
recognition. It is demonstrated here that a large 
improvement in the execution time can be obtained by 
implementing several optimisation techniques in C, some 
seemingly inconsequential. Also demonstrated, is the 
improvement the use of assembly language can make. 

1. Introduction 
 
Before object recognition on an image can be 
implemented in a system, the algorithm must be real-time 
implementable. In [1] and [2] possible features are 
discussed for detecting point objects in simulated images, 
and example IR (infrared) images1 are shown in Figure 1. 
From the original features tested, only three will be taken 
as examples for the purpose of this paper. Ways of 
optimising the code used for feature extraction, and 
benchmarking of the old and new code, are also 
discussed. 
 
The three example features selected are: (1) Maximum 
Grey Level [2] (a single window feature), (2) Average 
Gradient Strength [2] (a double window feature) and (3) 
Variance Ratio (a double window feature). They are 
reviewed in section 2 to provide a basis for the 
optimisation discussion that follows in section 3. 

2. Features 
 
Two classes of features were used, namely single-window 
and double window features. Double-window features are 
calculated using parameters derived from both an inner 
(target) and an outer (local background) window, while 

 
* P.O. Box 7412, Centurion, 0046, South-Africa. E-mail: 
cecilia.lombard@kentron.co.za 
1 All images courtesy of Kentron’s SIMIS environment. 

single-window features are calculated by only operating 
on the target window. Please note that the outer window 
is "donut"-shaped, i.e. it excludes the region of the inner 
window. 
 

Figure 1 : Simulated IR images illustrating the objects 
with low and high cluttered backgrounds. 
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Figure 2: The feature extraction procedure, showing 
the direction of movement of the sliding window(s) 
across the image. 

The feature extraction procedure is shown in Figure 2. 
The sliding window(s) moves across a grey scale image 
from pixel to pixel, from left to right and from top to 
bottom. At each new pixel position the three features are 
calculated over the window(s). 

2.1. Maximum Grey Level 
This feature searches through the inner window for the 
highest grey level value. Thus, in the IR example, if there 
is a part of the object that is significantly warmer than the 
rest of the object and the background, the value at that 
point will be the value assigned to this feature. An 
example image, and the features obtained from that 
image, is shown in Figure 3. 



a. IR image b. Maximum Grey Level

c. Average Gradient Strength d. Varaince Ratio  
Figure 3: An image and the three features obtained 
from it. 

2.2. Average Gradient Strength 
This feature described by [2] relies on the occurrence of 
sharper internal detail in man-made objects when 
compared to natural objects, even if the average intensity 
of the man-made and natural objects is similar. The 
average gradient strength of the local background is 
subtracted from the average gradient strength of the object 
region to prevent large regions of background that 
exhibits a larger than normal variation, from yielding a 
high value for this feature. 

 
In [2] the feature is calculated as 
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and ),( lkGout  is defined similarly. Here outn is the 
number of pixels in ),( jiNout  and inn is the number of 
pixels in, ),( jiNin  where outN and inN respectively 
denotes the target and local background windows. 

2.3. Variance Ratio 
This simple feature is given by: 
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where outσ and inσ respectively denotes the standard 
deviation values calculated for the local background and 
target windows. 

 

3. Optimisation 

3.1. Feature extraction 
In the direct implementation for generating the features 
every feature value calculated uses every pixel in the 
sliding window for the calculation; for double window 
features every pixel in both the windows are used. Since 
adjoining windows overlap completely except for one 
column or row, this means that many of the calculations 
are repeated. If information from the calculation of the 
previous (adjoining) value of a feature was saved and 
transferred, it could be used for the new calculation, thus 
saving a large amount of processing time. 
 
It was decided to implement this by, for each row, doing 
the complete calculation for the first window and then to 
calculate the next value in the row from that value and the 
third value from the second value and so forth. This 
means that when the window is shifted to the next pixel in 
a row, the only change to the window is that a new 
column of pixels, on the right of the window, needs to be 
taken into account, and that an old column of pixels on 
the left of the window needs to be removed.  This overlap 
between adjoining windows is shown in Figure 4. 
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Figure 4: The new window that includes the new 
column and excludes the old column. 

3.1.1. Maximum Gray Level 
In the direct method, each time that this feature is 
calculated, every pixel inside the window is searched to 
check if it is higher than the running maximum. 
 
In the less processor intensive implementation the 
previous maximum and the position of that maximum is 
passed to the new calculation. If the old maximum lies in 
the overlap region then its value is compared to the values 
of the new column and then the new maximum is found. 
If the old maximum lies in the discarded column of the 
previous window, then the whole of the new window is 
searched. 

3.1.2. Average Gradient Strength 
This feature calculates the sums of the variations between 
consecutive pixels over both the inner and outer windows, 



in both the vertical as well as the horizontal directions for 
each. These sums are then used to calculate the feature 
value. 
 
Because the four sums are linear combinations of the 
values in the sliding windows, the ones obtained for the 
previous pixel can be used as a basis for calculating the 
value for the new pixel. By the same reasoning as in 
section 3.1.1., the gradients associated with the new 
column/s need to be added to the previous gradient total 
and the old column/s needs to be subtracted. The outer 
window must have two columns added and two columns 
subtracted because of the "donut" shape of the window. 

3.1.3. Variance ratio 
The formula for calculating the standard deviation: 
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- with n the number of values in the window, ix the 
gray level pixel values in the window and x the average 
of the values in the window - represents a problem. The 
non-linearness of the square in the formula coupled with 
the fact that the average changes from window to 
window, makes the implementation of an optimisation 
method similar to the ones used for the other features 
impossible without an approximation. 
 
The approximations implemented for the total calculation 
were found to be too inaccurate (they also became more 
and more inaccurate the farther from the start point in a 
row). The only optimisation that could be used was the 
calculation of the average value of the new window using 
the previous average. 
 
Another optimisation technique that was evaluated was to 
use the ratio of the variances, and not the ratio of the 
standard deviations of the two windows. In other words 
this would entail removing the calculation of two square 
roots for every feature value calculated. 

3.2. Processor-specific optimisation 

3.2.1. Number format 
The TigerSharc processor is a native floating-point 
processor; in other words non-floating-point numbers are 
simulated with floating-point numbers. This means that 
extra processing power is required to handle these 
numbers. 
 
However, if assembly language optimisation is used, four 
8-bit integers could be processed in parallel instead of one 
32-bit floating-point number. 

3.2.2. Indexing 
When using numerous for-loops with memory indexing 
inside the loops it makes sense to minimise any 
calculations needed to address a specific memory space. 
For example, using two indexes to address a value in a 
two-dimensional matrix - for example the image - seems 
natural, but the processor uses only one index, hence 

every time a double index is used it has to be converted to 
a single index, which uses unnecessary processing power. 
 
Another place in for-loops (in C) where processing power 
could be saved is at the test for ending a for-loop. The 
syntax for a for-loop in C is as follows: 

for (x = a; x <last;x++) 
where 'a' is the start value of the index, 'x'; the test is 
'x<last' and each time the loop executes 'x' is incremented 
by one ('x++'). If 'last' was a calculation, for example 
'5*a-3', that calculation would be executed once for every 
time the loop executes, but if 'last' was a pre-calculated 
variable the calculation itself would only be executed 
once. 

3.2.3. General functions 
There are several math functions in C that were written 
for the general case. When calculating the variance ratio, 
for example, a square needs to be calculated. This was 
originally done with the power function in C's math 
library. The power function is a general function in the 
sense that it is able to handle any power function, not just 
to the power of two. Hence it needs added logic to handle 
that, increasing the processing power overheads 
enormously. 

3.3. Assembly language optimisation 
From the benchmarks it was determined that the most 
processor-intensive feature to calculate is the variance 
ratio. For this reason it was decided to focus on the 
variance ratio when implementing the assembly language 
optimisation. 
 
The formula for the standard deviation, on which the 
variance ratio is based, is discussed in 3.1.3. In terms of 
code the math then looks something like this: 
 
a. For an area calculate the average:  
 Avg = (sum of pixels / number of pixels) 
 
b. Calculate the standard deviation of the window as 
follows: 

Pixel_std_dev = (pixel_value - Avg)^2 
Std_Dev = Sqrt( (sum of Pixel_std_dev's) / 
(number of pixels-1)) 
 

The development of a decent assembly implementation of 
the variance ratio subroutine relies on the following steps: 

• Find the assembly instructions required to 
implement the function 

• Optimize for multi-function instructions (i.e., in 
a CPU (Central Processing Unit) core optimize 
for multiple arithmetic units, and for the use of 
SIMD (Single Instruction/Multiple Data) where 
possible)  

• Add software pipelines where applicable.    
• Exploit the CPU architecture to account for 

multiple cores, and optimize the use of memory 
and the I/O (Input/Output) subsystem. 



3.3.1. Assembly Instructions Required 
For the purpose of this exercise the processing is divided 
into two subroutines, i.e. the average calculation and the 
standard deviation calculation. Both will code efficiently 
in assembler, although it will be required to pass over the 
window twice. Please note that the code assumes that the 
data is available in internal memory. It is not concerned 
with the availability of I/O resources to move that data - 
the CPU sequencer will sort that out. 
 
3.3.1.a. Average 
 
/* Average Subroutine 
/*  
/* Author WA Smit 
/* Date : 15 Sept 2003 
/* 
/* Syntax : Avg(Pointer to offset in image,Num_Rows, Width) 
/* Returns sum of the rows, C has to divide by number of pixels. 
/* 
/* Description : 
/* 
/* this routine sums the number of rows as assigned, and across 
the width as assigned. It returns /* the sum of a number of pixels 
equal to (Num_Rows x Width) pixels. 
/*  
/* Save regs 
/* 

[J6+J1]=XR0;; 
[J6+J1]=XR1;; 
[J6+J1]=J2;; 
[J6+J1]=J4;; 

/* Calculate number of pixels 

XR0=XR8*XR12;; 
J4=XR4;; /* Setup DAG 
J2=1;; 
XR4=0;; /* Zero sum reg 
XR8=0;; /* Zero data reg 

/* Setup loop 

LC0=XR0;; 
AVG_LOOP: 

XR1=[J4,+J2];XR4=XR4+XR1;; 
IF NLCOE JUMP AVG_LOOP;; 

/* Value is returned in XR4 

J2=[J6-J1];; 
J4=[J6-J1];; 
XR1=[J6-J1;; 
XR1=[J6-J1];; 

Return;; 

The cycle budget is then as follows: 
 
• Save registers - 4 cycles 
• Set up DAG's (Data Address Generator)2 - 3 cycles 
• Zero assembly variables - 2 cycles 
• Set up loop - 1 cycles  

 
2 Note: In [3] the DAG is called the IALU (Integer 
Arithmetic Logic Unit) 

*** Inner loop start 
• Fetch data word and add to window total - 1 cycle * 

number of pixels 
*** Inner loop end 
• Restore registers - 4 cycles 
 
The total number of cycles required is then: 
 
Cycles overhead: 14 cycles (overhead)  
 
Inner loop: Cycles required = 1 *number_pixels 
(Please note that the inner loop by inference uses a 
software pipeline. Please refer to the std_dev description 
below for a description of a software pipeline.) 
 
The above routine does not explicitly accommodate the 
optimization for calculating the average value of 3.1.3.  
and Figure 4 above. The routine does lend itself to be 
used in that way however, if the calling parameters are 
changed slightly. 
 
When the total number of cycles needed to complete the 
variance ratio subroutine was calculated for the results 
(section 5.), the above optimisation was included. 
 
3.3.1.b. Standard Deviation 
This routine is in essence the same as the Average 
routine, with the difference that the calculation per pixel 
is more complex. 
 
/* StdDev Subroutine 
/*  
/* Author WA Smit 
/* Date : 15 Sept 2003 
/* 
/* Syntax : StdDev(Pointer to offset in image,Number of pixels, 
Average) 
/* Returns sum of standard  of the rows, C has to divide by 
number of pixels and get the square /* root 
/* 
/* Description : 
/* 
/* this routine calculates the standard deviation of the number of 
rows as assigned, and across the /* width as assigned. It returns 
the standard deviation of a number of pixels equal to 
(Num_Rows /* x Width) pixels. 
/*  
/* Save regs 
/* 

[J6+J1]=XR0;; 
[J6+J1]=XR1;; 
[J6+J1]=XR2;; 
[J6+J1]=J2;; 
[J6+J1]=J4;; 

J4=XR1;; /* Setup DAG 
J2=1;; 
XR4=0;; /* Zero sum reg 
XR0=[J4+J2];; /* Start the pipeline 

/* Setup loop 

LC0=XR8;; 
STD_LOOP:  
XR0=[J4+J2];XR1=XR0-XR12;; 



XR2=XR1*XR1; XR4=XR4+XR2;; 
IF NLCOE JUMP STD_LOOP;; 

XR4=XR4+XR2; /* End the pipelline 

/* Value is returned in XR4 

J2=[J6-J1];; 
J4=[J6-J1];; 
XR2=[J6-J1];; 
XR1=[J6-J1];; 
XR0=[J6-J1]; 

Return;; 

The cycle budget is then as follows: 
 
• Save registers - 5 cycles 
• Set up DAG's - 2 cycles 
• Set up assembly variables - 2 cycles 
• Set up loop - 1 cycle  
*** Inner loop start 
• Fetch data word  
• Subtract window_average 
• Multiply result with self 
• and add to window total 
*** Inner loop end 
• Return std_dev - 1 cycle 
• Restore regs - 5 cycles 
 
Number of cycles overhead: 16 cycles 
 
Inner loop: 
 
It is clear that the inner loop requires some optimization. 
It is proposed that the inner loop use two steps. In the first 
step the data is fetched and the subtraction is done. The 
second step is then a multiply-add to complete the 
processing. It is further proposed that a software pipeline 
be used, thereby ensuring a average throughput of 2 
cycles per pixel for the inner loop. A software pipeline is 
needed as the data that is fetched from memory only 
becomes available for processing in the next cycle. 
The pipeline then looks something like this: 
 
Fetch_n;Sub_empty  

Fetch_n+1;Sub_n Mult_n;Add_n 
Fetch_n+2;Sub_n+1 Mult_n+1;... 

Etc. 

The inner loop cycles then become: 2 * number pixels 

3.3.2. Multi-function Instructions 
Already done in 2.1 

3.3.3. Software Pipelines 
Already done in 2.1 

3.3.4. CPU Optimizations 
The selected processor is a super scalar CPU with two 
independent cores. In theory the number of cycles 

required should be half of what is required for a single 
core. In practice there is doubts on the ability of the 
CPU's I/O subsystem to support all the data transfers 
required. When the issue is pursued, the following is 
found: 
 
Required per cycle: 
 
Average 
Data words: 2 * 32 bit (one in each core - the accumulated 
total is stored in a register in each core) 
 
Instructions 
2 * 128 bit. This however for the first iteration of each 
loop only, as the data thereafter resides in the instruction 
cache of each core. I.e. ignore.    
 
Standard deviation 
Much the same situation as Average. 
 
It appears then that the CPU efficiency depends only on 
the ability of the programmer to arrange the data in 
memory in such a way that each core has free access to its 
data. It is therefore advised that the internal memory 
blocks be arranged as follows:  
 
Block 0 : Program    
Block 1 : Image  
Block 2 : Image 
 
It is further proposed that the image size be restricted to a 
size that can fit into a single memory block and that these 
two blocks be swapped between the DMA (Direct 
Memory Access) subsystem and the cores. The cores can 
share a single 128-bit bus to move their data.    
 
Under these conditions full efficiency can be achieved. 

3.3.5. Cycle Calculations  
When all the cycles that are required to execute the 
assembly portions of the variance ratio function are 
added, and the optimization for the average routine is 
included, it is found that the assembly version executes 
four times faster than the C version. If the data variables 
are reduced to 8 bit variables, and SIMD in the selected 
processor's CPU cores are exploited it should be possible 
to achieve a speedup of 10 to 16 times, depending on the 
availability of data on the CPU internal busses. 

4. Results 
Several optimisation techniques were tested within the 
different functions and is indicated by number in the 
results table (Table 1): 

1. Calculating feature values from previous values 
within a row. 

2. Removing the square roots when calculating the 
variance ratio feature. 

3. Using floating-point numbers for all important 
variables. 

4. Minimizing indexing calculations. 
5. Replacing general functions with simple, direct 

implementations. 



6. Assembly language optimisation. 
The main function calls three functions, of which each 
calculates one feature. A 250 MHz clock was assumed. 
 
It was found that when the square roots are removed from 
the variance ratio function the execution time decreases, 
but the differentiation between object and non-object 
points also decreases. The square roots were re-
implemented because of this, but with one square root 
instead of two and the times were found to increase very 
little. 

5. Summary 
 
A large improvement was obtained in the execution time 
of the feature extraction algorithm after implementing 
several optimisation techniques. The final execution time 
obtained for a 300 x 300 image is still fairly long, but a 
large improvement is expected if the assembly language 
optimisation was applied to the whole algorithm. 
Techniques to designate areas with high probabilities of 

containing objects, before calculating the features in those 
areas, could also be implemented and tested. 
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Optimisation technique used: 
Nr. Main 

Function
Maximum Grey 
Level Function 

Average Gradient 
Strength Function

Variance Ratio 
Function 

Image size 
(pixels) Clock cycles 

Time (with 
250MHz 

clock) 
1 none none none none 75 x 75 674 613 951 2.698s 
2 3 3 3 3 75 x 75 413 187 080 1.65s 
3 3 1,3 1,3 3 75 x 75 401 949 529 1.6s 
4 3,4 1,3,4 1,3 3,4 75 x 75 394 393 244 1.578s 
5 3,4 1,3,4 1,3 3,4,5 75 x 75 17 927 667 717ms 
6 3,4 1,3,4 1,3,4 3,4,5 75 x 75 17 239 121 68.96ms 
7 3,4 1,3,4 1,3,4 2,3,4,5 75 x 75 17 170 666 68.68ms 
8 3,4 1,3,4 1,3,4 2,3,4,5 76 x 76 18 288 312 73.2ms 
9 3,4 1,3,4 1,3,4 1,2,3,4,5 75 x 75 10 649 574 42.6ms 
10 3,4 1,3,4 1,3,4 1,2,3,4,5 100 x 100 35 988 467 144ms 
11 3,4 1,3,4 1,3,4 1,2,3,4,5 300 x 300 695 121 824 2.78s 
12 3,4 1,3,4 1,3,4 1,3,4,5 75 x 75 11 285 175 45.1ms 
13 3,4 1,3,4 1,3,4 1,3,4,5 100 x 100 36 066 750 144.3ms 
14 3,4 1,3,4 1,3,4 1,3,4,5 300 x 300 703 335 799 2.81s 
15 3,4 1,3,4 1,3,4 1,2,3,6 300 x 300 345 373 203 1.38s 
16 n/a n/a n/a 1,2,3,4,5 300 x 300 523 148 685 2.09s 
17 n/a n/a n/a 1,2,3,6 300 x 300 173 400 064 0.694s 

Table 1: Benchmarking results obtained with different optimisation techniques.
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