
Abstract 
This paper introduces ongoing work for a master’s 

thesis on a new method of providing and presenting 
continuous student feedback in a virtual classroom 
environment.  The method prioritizes and reduces video 
transmitted as feedback from a student to a teacher, based 
on estimates of facial and facial feature motion.  The 
motion estimates are also used to estimate class activity. 
An experimental system using the method is currently 
being developed and implemented using the Java 
Multimedia Framework  (JMF).  
 

1. Introduction 
Distance education is a formalized teaching system 

specifically designed to facilitate communication between 
a teacher and learner, not located at the same location, 
through the use of technology.  Virtual classrooms as a 
form of distance education has many advantages, 
including low cost, accessibility and the potential to 
increase the standard of education by giving more 
students access to highly qualified teachers.  
Unfortunately, before the benefits of distance education 
can be fully exploited there are still some factors that need 
to be addressed.  These include computer illiteracy, 
resistance to change, recognition of qualifications 
obtained online, cost to students, limited interaction 
between students and teachers as well as the quality of 
audio and video due to limited bandwidth. 

The main focus of the proposed system is on improving 
the interaction between students and teachers by 
providing the teachers with feedback from students.  
Current systems provide student feedback in the form of 
opinion polls, online quizzes and questions.  Each of these 
feedback methods require the student to give conscious or 
intentional feedback – the unintentional feedback through 
gestures, expressions and body language that teachers in 
conventional classrooms use to determine lecture pace 
and the students understanding of coursework, is lost. 

The proposed system will use the unintentional 
feedback from the students to prioritize video 
transmission from student to teacher.  The teacher is then 
presented with video or regularly updated images of the 
students from which they can derive all the information 
available to them in conventional classrooms. 

During the development of the system the focus will be 
on the real-time extraction of information from the video 
monitoring a student, establishing a suitable metric for the 
prioritizing of the video, as well as the development of a 
protocol to control the transmission of video from a 
student’s terminal while using less bandwidth than 
conventional systems. 
 

2. System Overview 
The proposed virtual classroom will consist of a teacher 

and student terminals.  The terminals will be connected 
via a server responsible for the coordination of data 
between the teacher and student terminals.  Both the 
student and teacher terminals will be capable of sending 
and receiving real-time audio and video streams using 
various standards and compression schemes.  This will 
enable performance comparisons between various 
standards while providing the scalability needed to allow 
the system to work on both local area networks  (LANs) 
and the Internet. 
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Figure 1:  System overview 

A custom developed protocol will handle the 
coordination of audio and video between the student 
terminals, the server and the teacher terminal. 

The system will be implemented using the java 
multimedia framework  (JMF).  “JMF provides a unified 
architecture and messaging protocol for managing the 
acquisition, processing, and delivery of time-based 
media.” [8]  It has built-in support for various video 
(H263, MPEG,  MJPEG, QuickTime etc.) and audio 
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standards (MP3, G711, GSM etc.).  Transmission of 
audio and video using the real-time protocol is also 
provided for most of these standards with automatic audio 
and video synchronization.  It allows the creation of 
customised effects, codecs, multiplexers, renderers etc. 
and supports DirectX rendering.  Conversion between 
different formats in the processing chain as well as 
threading between the processes is handled automatically.  
JMF’s comprehensive media framework significantly 
decreases the development time of a system and makes it 
ideally suited for use in the development of an 
experimental system.   

One drawback of such a flexible framework may be 
execution speed.  JMF tries to address this issue by 
providing performance packs (native code) targeted at 
specific operating systems, but actual JMF performance 
still needs to be investigated.  Using different virtual 
machines or compiling the code to native code could 
provide performance gains.  

A few videoconferencing and education systems have 
already been implemented using JMF.  (See [9] and [10]) 
 
2.1 Student Terminal 

The student terminal is responsible for presenting the 
audio, video and other content transmitted from the 
teacher terminal.  The terminal consists of a computer 
containing the developed software, a headset 
incorporating a microphone and a webcam to capture live 
video of the student.  The video will be used to monitor a 
student and provide indirect and direct feedback to the 
teacher. 

 
3. Monitoring a Student 

The following graph (Fig. 2) represents the procedure 
used to allow the monitoring of a student.

 
 Capture video using webcam  
 

�  

 Convert frame into binary image  
 

�  

 Group connected pixels  
 

�  

 Remove noise (irrelevant groups)  
 

�  

 Transmission decider  

Figure 2:  Monitoring a student 

Each step of the procedure will be discussed in more 
detail in the following sections. 

Table 1:  Symbols and their meanings 

Symbol Meaning 
( , )r f p  Red component of a pixel p on frame f. 
( , )g f p  Green component of a pixel p on frame f. 
( , )b f p  Blue component of a pixel p on frame f. 
( , )I f p  Resulting binary value of pixel p on frame f. 

w  Frame width. 
h  Frame height. 
( )I p  Binary value of pixel located at position p. 
( )x p  The group number of pixel p. 
( )s m  Size of group m. 

 
3.1 Capture video using webcam 

Video is captured from a USB webcam pointed at a 
student at a resolution of 352 x 288 pixels.  The video 
capture frame rate is set to 15 frames per second. For best 
results the webcam should be placed in such a way that 
the student's face covers most of a captured video frame. 

In order to allow rapid development and increased 
flexibility, JMF was customized. It now allows the 
programmer to specify different processing methods for 
each custom defined region on the video frame instead of 
one method for the entire frame – reducing the processing 
requirements of the system.  In order to create new 
processing methods the programmer now only has to 
specify the processing required on a single pixel.

 
3.2 Convert frame into binary image 

Each captured frame is converted into a binary image 
using the difference between the current and previous 
frames.  If the luminance of a pixel on the current frame 
has increased from the previous frame it is given a binary 
value of 1, otherwise it is 0.  In the implementation a 
binary value of 1 corresponds to a white pixel and a 
binary value of 0 to a black pixel. 
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This method is very fast to compute, but it relies on the 

assumption that the student’s face is large compared to 
the background and that the lighting on the student would 
stay uniform for the period between successive frames.  
Under these conditions most of the luminance differences 
between frames can be attributed to student movement. 
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 Figure 5:  Examples illustrating the previous frame (a), current frame (b), binary image of frame difference before 

noise removal (c), after noise removal (d) and after pixel grouping (e).  Different colours indicate different groups. 



3.3   Group connected pixels 

Region labelling  (blob colouring) is used to identify 4-
connected components.  Components with the same 
region label are grouped. 

 
3.4 Remove noise  (irrelevant groups) 

Each group has a size property that can be used to 
remove noise.  The size of a group is defined as the 
number of pixels belonging to the group. 
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  A group of pixels can be removed if the size is below 

( 1t ) or above ( 2t ) a certain threshold.   
 

 1 2( ) 1 for ( ( ))x p t s x p t= − < <  (3) 
 
In this implementation  (Fig. 5) the threshold was set to 

relatively small values ( 1 21 and 100t t= − = ) to filter out 
small changes on the image due to speckle noise caused 
by the lighting used in the room.  This method could 
prove useful if the size range of a group / object to be 
filtered out is known. Setting the group number of a pixel 
to –1 will filter it out. 

 
3.5 Transmission decider 

The next step is to rank the frames based on the 
importance of the movement displayed on it. In this 
preliminary work the rank is directly proportional to the 
number of groups on the frame.  The number of groups on 
a frame can be defined as  

 
 max( ( ))n x p=  (4) 
 

Another possibility would be to base the rank on the 
amount of movement, or movement in specific parts of 
the frame such as the eyebrows. 

 The rank will then be used to prioritize transmission of 
video from students. The student terminal performs a 
computation on the ranks of the frames between 
transmissions (for example an average or some statistical 
parameter) and sends this value to the server when 
requested. The server then requests updated video from 
the student terminal with the highest rank.  On request of 
the server the student terminal would start transmission 
for a predefined time or until a significant and relatively 
long succession of low ranked frames was transmitted. 
Variable bit rate video transmission or a flow control 
system similar to that of TCP could be created using this 
rank.  For example, when network congestion occurs, the 
system could choose to transmit only high-ranking 

frames.  As the congestion is cleared the transmission 
threshold on the frame rank is decreased until normal 
transmission occurs or satisfactory video quality is 
received  (purposefully saving bandwidth).  This could 
increase the perceived quality of the transmission.  The 
frames to be transmitted are encoded and transmitted 
using normal low bandwidth video compression 
techniques. 

 Another application of the ranking could be to give the 
teacher an indication of class activity.  If the whole class 
suddenly show more activity the teacher could try and 
assess if there is a reason for it, such as boredom or 
incomprehension of the teacher’s last statement. As 
expression recognition techniques become more advanced 
this information could also be provided to the teacher.  

 
4.   Results 

Currently, the monitoring process is carried out on a 
large section (200 x 200 pixels) of the frame and proved 
especially effective in picking up movements of the 
eyebrows (Fig. 5.1, 5.2 and 5.4).  Some detail may be lost 
during grouping (Fig. 5.4c and Fig 5.4d), but this can be 
reduced by using a smaller value for 2t  in equation 3. 

Experiments using the number of groups, as a rank, 
showed promising results for bandwidth saving, but more 
research needs to be conducted to assess its true potential.  
A variable threshold on the transmission of a frame was 
used and the number of frames to attempt to transmit was 
specified as half the original amount of frames.  If more 
frames are transmitted the transmission threshold is 
dynamically increased.  If less was transmitted the 
transmission threshold is dynamically decreased.  Since 
head movement resulted in a high ranking due to the 
creation of many groups (Fig. 5.3), almost all frames 
containing head movement was transmitted.  Transmitted 
frames were encoded using the H263 standard.  

  The monitoring process (encoding, transmission and 
analysis) runs at approximately 8 fps (frames per second) 
with occasional drops to 4 fps on a 2GHz Pentium 4 
machine with 512 MB RAM while executed in the 
development environment  (Borland JBuilder 9).  It is 
believed that better execution times can be achieved by 
optimisation of the source code, execution outside of the 
development environment, using another virtual machine 
or compiling the code to native code. 

 
5. Future Work 

The student monitoring system will be further refined 
and used to develop a protocol to transmit the video from 
the student to the server terminal using less bandwidth 
than conventional systems.  A user interface will also be 
developed to allow the teacher to view video from all the 
students in his/her virtual classroom.  The success of the 
system will then be evaluated and documented as part of a 
master’s thesis. 
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