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ABSTRACT 
 

In this paper, an efficient method of extracting video objects 
from video sequences is presented. This method is based on a 
background registration technique, which provides reliable 
background information based on accumulated frame 
difference. First, the frame difference between consecutive 
frames is obtained using a novel thresholding technique that is 
described in the paper. The background information is then 
compared to the current input frame and the frame difference 
mask and is used to generate an object mask. A morphological 
gradient filter is used to suppress the effects of shadows that 
may appear in sequences. Some MPEG-4 sequences are tested 
as examples to verify the validity of the algorithm. Results show 
that the automated thresholding method in combination with the 
background registration technique give good segmentation 
results. 
 

1. INTRODUCTION 
 

ith the release of MPEG-4 and MPEG-7, video coding 
and representation has shifted from block and pixel based 

methods to object based methods [1]. This transition paves the 
way for a new range of content-based functionalities such as 
object manipulation, scene decomposition and object-based 
compression. Video segmentation is the methodology that 
extracts video objects from video sequences providing MPEG-4 
encoding systems with shape information required for object 
based encoding. 
Despite the extensive research [2 – 9], video segmentation and 
object tracking still pose a challenge to researchers, making 
automatic and accurate segmentation of moving objects a major 
problem. Video object segmentation methods can be 
classified into four primary categories: morphological 
watershed based segmentation [2], [3], change 
detection [4] – [6], colour segmentation [7], [8], and 
segmentation based on hybrid techniques. 
The morphological watershed technique is a popular tool for 
video segmentation. Once the image is segmented into 
homogeneous regions using watershed algorithm, motion 
vectors of each region is computed via motion estimation 
techniques. This motion information can then be used to 
identify similarly moving regions and merge them to provide an 
object mask. Both the watershed segmentation and motion 
estimation techniques increase processing time due to the 
computational complexity involved. 
Change detection based segmentation techniques use the 
difference of consecutive frames to compute a frame difference 
mask, which provides temporal information. This highlights 
changes between consecutive frames and provides for a means 
of estimating moving objects. In contrast to the watershed 
techniques mentioned above, change detection methods are less 

computationally intensive. However a major shortfall of change 
detection based techniques is their susceptibility to noise, which 
may corrupt the frame difference mask. The frame difference 
mask cannot easily detect stationary objects, while moving 
objects may cause uncovered background regions to be 
occluded. The presence of moving shadows also causes the 
change detection algorithms to identify them as object regions. 
Colour segmentation uses techniques similar to watershed 
segmentation but takes into account colour information for the 
sequence. This is then used to segment the image into several 
colour homogeneous zones. Coupling this with motion 
information derived from motion estimation then generates the 
object mask. Once again, this method uses motion estimation 
and this is computationally rigorous resulting in slower 
processing speed. 
Our segmentation approach is based on the work of Chien et al 
[9]. The approach incorporates a background registration 
technique developed to solve the stationary object 
problem and uncovered background problem that may 
cause occlusions. The background difference, which is 
the difference between current frame and registered 
background, is combined with frame difference to 
determine the initial object mask. This is then refined 
by post-processing to provide a more accurate object 
mask. A morphological gradient filter is incorporated to 
reduce the effect of shadows. 
In this paper, we present the method of segmenting a video 
sequence using change detection and background registration, 
as outlined above. The structure of this paper is as follows. 
Section 2 gives an overview of the algorithm, describing in 
detail the frame differencing, background registration, and 
object detection steps. Section 3 is devoted to the suppression of 
shadow effects. Experimental results are then shown in Section 
4 and a conclusion follows. 
 

2. SEGMENTATION ALGORITHM 
 

Our segmentation algorithm assumes a stationary background in 
the input video stream. This makes it particularly suitable for 
applications such as video conferencing, traffic monitoring and 
remote visual surveillance, where the camera is fixed. It has 
been shown [5], [10], that global motion estimation and 
compensation can compensate for background changes due to 
camera motion. We thus assume that our input sequence has 
been properly compensated using such techniques. 
The segmentation algorithm primarily relies on change 
detection. Changes between two consecutive frames indicate 
presence of motion in the sequence. However the frame 
difference alone does not provide adequate information for 
segmentation purposes. The frame difference provides us two 
parts from the scene, videlicet the changing part and the 
stationary part. Since the characteristics of the changing parts 
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are unpredictable, it is difficult to obtain adequate object 
information from this alone. If the background is stationary the 
characteristics of the stationary parts are more consistent and 
thus reliable. 
The proposed segmentation scheme comprises of several steps 
as illustrated in Fig. 1. The subsections that follow describe 
each of these steps further. 

Figure 1. Flowchart of segmentation algorithm 
 

2.1. Frame Difference 
 

Let the intensity of each pixel in the sequence of images under 
test be I(x,y,n), where x and y denote the spatial pixel locations 
in the frame and n denotes the frame number. FD(x,y,n), the 
frame difference mask is computed as in equation 1. 
 

FD (x,y,n) = I(x,y,n) – I(x,y,n–1) (1) 
 

Each pixel is then binarized by thresholding, using equation 2. 
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The reason for thresholding the difference is to eliminate the 
effects of noise. Pixels that have an absolute difference value 
greater than or equal to a threshold value, THFD, are set to 
indicate foreground regions. Pixels with an absolute difference 
value less than THFD are regarded as potential background 
regions.  
 

2.1.1. Threshold Selection Strategies 
 

The value for the threshold THFD as chosen by Chien et al. was 
based on an empirical significance test technique [4]. Using the 
absolute value for the frame difference as the test statistic and 
assuming no change in the current pixel, the frame difference 
obeys a zero-mean Gaussian distribution N(0, σ2) with variance 
σ2. The probability density function for which is given by: 
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Here HO denotes the null hypothesis i.e. that there is no change 
at the current pixel. σ2 is twice the variance of the assumed 

Gaussian camera noise. The unknown parameter σ can be 
estimated offline or recursively online from unchanged regions. 
The noise model is defined based on the following assumptions: 
all pixels in the neighbourhood have changed only because of 
noise (hypothesis HO), and each frame of the sequence is 
affected by additive Gaussian noise. Under these assumptions, 
the noise model for the sum (FD/σ)2 computed in a small 
sliding window, is described by a χ2-distribution[12]. The 
threshold value THFD is then decided upon by the required 
significance level, α, as follows 
 

α = Prob(|FD| > THFD | HO) (4) 
 

In the submission [11], Rosin et al. describe a method for 
estimating the frame difference threshold value using simple 
methods from robust statistics. The difference image D(x,y) is 
computed using: 
 

D(x,y) = |I(x,y,n) − I(x,y,n–1)| (5) 
 

This is then used to determine the median, MED as shown in 
equation 5. The median absolute deviation, MAD is then 
determined for every pixel as illustrated in equation 6. 
 

MED = median(D(x,y)) (6) 
 

MAD = |D(x,y) − MED| (7) 
 

The threshold THFD can then be computed using 
 

THFD = MED + 3 x MAD x 1.4826 (8) 
 

Here, 1.4826 is a normalization factor with respect to a 
Gaussian distribution. Results with this technique were 
satisfactory, as shown in Fig. 2. The binary frame difference 
mask shown in Fig. 2(c) was generated from the original frame 
shown in Fig. 2(a). The relationship in (8) assumes that less than 
half the image is in motion, thus equating the median to typical 
noise values. The original frame shown in Fig. 2(b) contains 
three distinct objects covering approximately over half the 
image. The resulting binary frame difference mask is shown in 
Fig. 2(d), indicating a poor threshold choice due to the 
assumption above. This assumption makes the method less 
robust to scenes with multiple objects with varying motion. 
 

  
(a) (b) 

  
(c) (d) 

Figure 2. Frame difference mask example. (a) and (b) Original 
frames, (c) acceptable thresholding, (d) poor thresholding 

 

2.1.2. Threshold Selection as Implemented 
 

We have implemented a novel, computationally efficient 
method of adaptive thresholding. After frame differencing as 
computed in equation 1, the frame is split into K equally sized 
rectangular windows, W1, W2, … ,WK. 



The choice of window size depends on the following 
assumptions. Firstly, the noise affecting the image should be 
spatially distributed over the entire image region and not 
localized in only a few regions. This is valid if the noise 
affecting the image is considered to be white Gaussian. 
Secondly, the size of the windows should be such that at least 
one of the K windows lies completely on the background region 
and does not border or enclose any objects.  
We consider each window Wi, as a sample set containing m 
pixels. For each sample Wi, we hypothesize that the sample 
mean is zero when that sample contains only stationary 
background pixels. By empirical testing we have verified this as 
true. For each sample Wi, we compute max(Wi) and min(Wi) 
where max(α) is a function that returns the maximum positive 
difference value and min(α) returns the maximum negative 
difference value for the given sample α..   
When the zero mean hypothesis holds, the maximum and 
minimum represent the maximum deviation from the sample 
mean. For each Wi, we then compute the absolute maximum 
deviation MDWi as shown in equation 9. 
 

MDWi = max(max(Wi), |min(Wi)|) (9) 
 

Based on our second assumption that at least one sample lies 
completely in the background region, the sample with the 
smallest maximum deviation is most likely to consist only of 
stationary background pixels. 
Since the maximum deviation gives us an indication of the 
variation of pixel values due to noise, we can use this value as a 
threshold for eliminating noise pixels. This choice, however, is 
sub-optimal.  
An optimal approach would be to compute the sample mean and 
variance and use these to compute the threshold as in Rosin[11].  
This approach is generally favoured as it is more robust against 
outliers. However, an inherent problem with such global 
thresholding methods is that in scenes that contain different 
motions, some of the changes due to motion are eliminated 
during thresholding.  An example of this is indicated in Fig. 
2(d). To avoid this problem, we choose a sub-optimal threshold 
and remove the residual noise in subsequent steps. Through 
empirical testing, we have observed that computing the 
threshold as in equation 10 is more effective at eliminating 
noise without losing change information due to motion. 
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Fig. 3 shows the distribution of pixels taken from two samples 
from an absolute frame difference image. The dotted line 
represents the pixel distribution of a sample that lies in the 
object region and the solid line corresponds to the sample that 
meets the minimum range condition in equation 10. The peaks, 
marked 1 and 2 were used to compute THFD, peak 1 had a 
negative value of –2 while peak 2 had a positive value of 3. The 
threshold was computed to be 5 and is shown in Fig. 3 by a 
horizontal line labelled r. Observe that r is approximately twice 
the value of peak 2 in the absolute difference frame. 
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Figure 3. Illustration of the distribution of window elements in 

Object (dotted line) and Background regions (solid line). 
 

Thus if we set our threshold THFD, according to equation 10, we 
allow for noise of about twice the maximum deviation in WTHFD, 
the window containing the least maximum deviation. Since we 
are unaware of the amount of noise in the other background 
windows, we assume that it is less than THFD. Observing the 
distribution in the object window shown in Fig.3, we see that 
the object does surpass the threshold determined by THFD. Fig. 
4 shows the results of frame differencing using the thresholding 
as computed above. The original images are shown in Fig. 2(a) 
and 2(b) while their binary equivalents are shown in Fig. 4(a) 
and 4(b) respectively.  
 

  
(a) (b) 

Figure 4. Binarized Frame difference mask examples 
 

2.2. Background Registration 
 

The background registration step is needed to establish an 
accurate stationary map of the background. This application 
requires reliable background information for change detection 
purposes. As shown in Fig. 1, the background registration map 
that is generated in this step is used to compute the background 
difference mask for the purposes of object detection. A 
stationary map is used to keep track of how pixels across the 
image vary with time. Whenever a pixel is marked as changed 
in the frame difference mask, the corresponding pixel in the 
stationary map is reset to zero. When a pixel is marked 
unchanged, the corresponding pixel in the stationary map is 
incremented by one. Thus the stationary map represents the 
number of consecutive frames that any particular pixel has been 
marked as unchanged. The higher the value in the stationary 
map, the more likely it is that the pixel is part of the 
background. 
Pixels that belong to the background region have a high 
tendency to remain unchanged. Thus once a pixel’s map value 
reaches a user-defined limit, denoted by L, that pixel is 
considered as valid background pixel. Its value is then copied to 
the background registration mask.  
 

2.3 Background Difference 
 

The goal of this step is to generate a background difference map 
based on the available background information and the current 
frame. Since it takes at least L frames before reliable 
background information starts being generated, this step is only 
executed after the first L frames have elapsed.  



The procedure for generating the background difference mask, 
denoted by BD(x,y,n), is similar to that used to generate the 
frame difference mask. The pixel-wise absolute value of the 
difference between the current frame and the background 
registration mask is compared to a threshold value, THBD. THBD 
is also user defined. If the difference value is greater than the 
threshold, the corresponding pixel is marked as an object pixel. 
Otherwise it is regarded as a background pixel. 
 

2.4. Object Detection 
 

An initial binary object mask is generated in this step. 
Depending on whether the background registration mask is 
available or not, one of two possible approaches are taken. As 
mentioned above, the background difference mask is only 
available after the first L frames have elapsed. Thus the object 
mask generated before the first L frames relies solely on the 
frame difference mask. Table I shows the criteria for creating 
the initial object mask, OM(x,y,n), before the first L frames 
using only the binary frame difference, BFD(x,y,n).  
 

TABLE I: Object Decision up to L Frames 
 

Frame Difference Region Description 

BFD(x,y,n)=0 Background 
BFD(x,y,n) = 1 Object 

 

After L frames have elapsed, adequate background information 
is available. The background difference mask, in conjunction 
with the frame difference mask can be used to generate the 
object mask more accurately. Table II illustrates how this is 
achieved.  
 

TABLE II: Object Decision after L Frames 
 

Background 
Difference 

Frame 
Difference 

Region  
Description 

BFD(x,y,n)=1 Moving Object  BD(x,y,n)=1 
BFD(x,y,n)=0 Still Object 
BFD(x,y,n)=0 Background 

BD(x,y,n)=0 
BFD(x,y,n)=1 Uncovered Background 

 

In the first two rows of Table II, the value of the background 
difference is significant, thus they are both termed as object. 
However the frame difference mask defines how the two object 
regions are classified. If the frame difference is also appreciable, 
then the object is designated as moving. If the frame difference 
value is small compared to the threshold, then the object is 
regarded as stationary.  
In the last two rows of Table II, the background difference value 
is lower than the threshold and thus both cases are designated as 
background regions. The frame difference in the third row is 
less than the threshold, thus implying that particular pixel is 
definitely part of the background. If however, the frame 
difference is significant, as shown in the last row of Table II, 
then this region is regarded as uncovered background region as 
adequate background information is unavailable. In both these 
cases, the particular pixel is set to 0 on the object mask.  
The initial object mask generated in this step will have noise 
regions due to camera noise and irregular object motion. Fig. 
5(a) and 5(b) show the initial object masks for two sequences. 
The original images are shown in Fig. 2(a) and 2(b). Noise 
regions are present in both the object region and the background 
region. One also notices that the object boundary is irregular 
and not very smooth. The next step is to eliminate the noise 

regions and smoothen the boundary between the object and 
background. 
 

  
(a) (b) 

Figure 5. Initial object mask examples (a) Hall Monitor 
sequence containing noise in the background region 
(b) News sequence containing noise in object region 

 

2.5. Post Processing 
 

There are three key areas that can be improved by the use of 
post processing. These are: 
• Elimination of noise in the foreground region. 
• Elimination of noise in the background region. 
• Smoothen the edges of the object region. 
The noise in the background region is significantly small 
compared to the entire background region. This is also the case 
for the object region. Noise in the object region is also 
significantly less as compared to the rest of the object region 
itself. A simple procedure for eliminating the noise is described 
below. 
Firstly a connected-component labelling algorithm [12] is used 
to identify the various connected regions. Then the regions 
identified as having sizes below a user-defined threshold are 
discarded, thus remaining with only significantly sized objects. 
There are two passes required to eliminate the noise, one to 
eliminate noise in the background region and the other to clear 
the object region affected by noise.  
Lastly, a close and an open operation [12] are applied to the 
image to smoothen the edges. These are done with a 3 × 3 
structuring element. The small size of the structuring element 
ensures that the object shape information is preserved. Fig 6(a) 
and 6(b) show the result of applying the post processing 
methods described to the initial object masks shown in Fig. 5(a) 
and 5(b). The original images are shown in Fig. 2(a) and 2(b).  
 

  
(a) (b) 

  
(c) (d) 

Figure 6. Effect of post processing. (a) and (b) are binary 
images, (c) and (d) show the segmented objects 

 

3. ELIMINATION OF SHADOW 
 

Shadows cast by a moving object can be difficult to detect and 
eliminate. Thus far, moving shadows are detected as foreground 
regions by our implementation, as can be seen in Fig. 6(c). This 



is due to the fact that the shadow region is detected as being 
significantly different from the background region and thus 
regarded as foreground. There has been extensive research in 
the detection and analysis of shadows [11]. Most of the shadow 
elimination schemes proposed are effective albeit they are also 
complex and computationally demanding. For the purposes of 
our application, a less intensive implementation would be 
desired such that it may be implemented for real time systems. 
In our application, a simple method [9] was used to reduce 
shadow effects. It is observed that the rate of change of 
luminance in shadow region is small compared to that around 
the object edges. Thus a morphological gradient filter can be 
applied to the images to compute the rate of change of 
luminance. Applying the gradient filter as a pre-processing step 
to the main algorithm hence ensures that the shadows are not 
included in the object region. The gradient filter also rejects any 
changes due to varying illumination within the sequence if these 
are gradual. Actual implementation of the gradient filter was 
implemented using equation 11. 

 

 
(11) 

Where G is the gradient image that is fed into the segmentation 
algorithm, I is the input image luminance matrix and B is a 3 x 3 
kernel used for the morphological operation. 
There are, however, limitations that arise when using this 
method for shadow elimination. These are highlighted below. 
• This approach assumes gradual change in the shadow 

region; this would be applicable only for non-textured 
regions. Shadows that fall on textured regions may prove 
difficult to discard due to the presence of strong edges. 

• There is a loss of information when the gradient operator is 
applied. Thus object regions with weak edges or low 
texture are prone to degradation due to the gradient 
operation. 

• The thresholding technique developed earlier, in Section 
2.1.2, results in a poor frame difference mask due to the 
gradient operation on the input image. This can be 
overcome by implementing the thresholding before 
application of the gradient filter. 

• The gradient operation causes the segmented objects to 
dilate in size. Eroding the final object mask can restore the 
original size of the segmented object. 

The result of applying the gradient filter to the segmentation 
algorithm is shown in Fig. 7(a) and 7(b). Comparing the result 
in Fig. 7(b) with the result achieved in Fig. 6(c) illustrates the 
effectiveness of this shadow rejection technique. 
 

  
(a) (b) 

Figure 7. Effect of gradient filter: (a) and (b) Shadow removal 
in Hall Monitor sequence 

 

4. RESULTS AND DISCUSSION 
 

Sequences under varying noise conditions were tested using the 
proposed automatic threshold decision algorithm. Tests did not 
take into account any colour information, i.e. they were 
performed exclusively on the luminance frames. Since we were 

dealing with QCIF sequences of size 176x144, it was observed 
through empirical testing, that for the purposes of thresholding, 
the image could be subdivided into any number of windows 
between 50 and 100 without causing severe impact on the 
results. The actual choice of window size depends on the size of 
objects, type of noise etc. For the purposes of this application, 
all difference images were subdivided into 64 equally sized 
windows, each comprising of about 400 pixels. For all the 
results shown, THBD was set to twice the value of THFD 

computed. Segmentation results on QICF sequences from 
MPEG-4 test sets are shown in Fig. 8. The parameter L was set 
to 10 for the results obtained in Fig. 8(a) – 8(c) while it was set 
to 20 for the results obtained in Fig. 8(d). 
Fig. 8(a) and 8(b) show segmentation results for 
sequences Akiyo and News respectively. The original 
sequences contained minimal noise, thus optimal 
segmentation results can be achieved effectively. These 
sequences also contained negligible shadows, thereby 
eliminating the need for the gradient filter. The Hall 
Monitor sequence, shown in Fig. 8(c) is a noisy sequence but as 
simulation results indicate, the segmentation algorithm performs 
satisfactorily. This sequence also contained shadows due to 
indoor illumination, which were successfully removed using the 
method described in Section 3. Results from the Silent Voice 
sequence are shown in Fig. 8(d). This sequence contains rapidly 
moving shadows on a textured background. As mentioned in 
Section 3, this makes the shadow removal more difficult. In this 
case the gradient operation helps in removing most of the 
shadow regions albeit resulting in a jagged object boundary. 

5. CONCLUSIONS 
 

In this paper object segmentation using background registration 
and automatic thresholding has been presented. The automatic 
thresholding is simple to implement and provides satisfactory 
results for frame differencing used in background registration. 
This was verified by the simulation results presented herein. 
Future work includes adapting the algorithm for fast moving 
shadows and providing motion compensation for non-stationary 
camera input. 
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Figure 8. Segmentation results for MPEG benchmark sequences (a) Akiyo, (b) News, (c) Hall Monitor and (d) Silent Voice. 
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