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Abstract 

An automated detection process for Eukaryotic 
ribonucleic acid (RNA) Polymerase II Promoter is 
presented. This process employs an artificial neural 
network (ANN), in conjunction with features that are 
selected using an information-theoretic approach. An 
improvement of at least 10% in positive prediction value 
(PPV) in comparison with current state-of-the-art 
solutions was obtained. 
 

1. Introduction 
The field of pattern recognition is expanding rapidly, with 
fertile applications appearing at the interfaces with 
various other disciplines. Bio-informatics is an area where 
pattern recognition comes into contact with disciplines 
such as genetics and biochemistry. The resulting study of 
the principles of biological function and organization is 
currently one of the most exciting domains of scientific 
enquiry; although work in this field dates back to before 
1860, current knowledge is still very sketchy. Given the 
vast quantities of data that are being generated, it is 
crucial that pattern-recognition algorithms be developed 
to assist in the analysis of genetic data. The specific 
problem that we study is gene expression [5] – that is, 
how and why particular genes in a cell are activated. 
   One of the problems with gene expression that currently 
receives much attention within the pattern-recognition 
community is that of promoter and transcription start site 
(TSS) detection.  The process of transcription is described 
in more detail in section 2 below. Bajic et al. [1] as well 
as Knudsen [2] have proposed models for promoter 
detection, but both have limited functionality (which is 
understandable, given that the transcription process is 
quite complicated and  that satisfactory fundamental 
models for this process have not been developed). We 
investigated whether more sophisticated features and an 
ANN classifier can improve on the models in [1] and [2]. 
   An ANN was therefore developed that can read and 
process a section of deoxyribonucleic acid (DNA) data 
and detect whether the section represents a promoter or 

not. An ANN was chosen because it has the capacity to do 
classification where complex, non-linear relationships 
between features and desired outputs exist. 
   The organization of this paper is as follows: Section 2 
describes the DNA transcription process and the 
complexity of the problem. Our ANN and feature set are 
described in section 3, while section 4 covers the 
experiments we have done and the results obtained. Our 
results are summarised, and a conclusion is drawn in 
section 5. 
 

2. DNA transcription 
Before attempting to explain the work we have done, we 
provide a brief background on the transcription process, 
and its role in the functioning of living cells. 
 
2.1. The function of DNA  
 
As explained by Lodish [3] Deoxyribonucleic acid (DNA) 
is the storehouse required to build a cell or an organism. 
DNA contains all the information that regulates how a 
specific cell or organism functions.  DNA is formed by 
sequences of very specific molecules called nucleotides.  
Every known living organism has a DNA sequence that 
consists entirely of these nucleotides. There are only four 
different nucleotide types, or base types, which are 
conventionally indicated by the letters A, C, G or T. The 
biochemical properties of these nucleotides are not of 
interest here – we will simply consider DNA sequences as 
strings consisting of various combinations of these letters. 
   A typical DNA sequence will thus be something like 
…AACGTAGATTGACACC... 
 
2.2. DNA  RNA  Protein 
 
As mentioned in the previous section DNA stores all the 
information that regulates the functionality of a cell; the 
DNA sequence of nucleotides, however, is not directly 
used without being processed first. The information stored 
in DNA is first transferred to ribonucleic acid (RNA), 
which is then in turn transferred to proteins. These 



proteins directly control the cell functionality, as well as 
catalysing the reproduction process for DNA and RNA. 
This circular process - as shown in Figure 1 - is known as 
the central dogma of genetics [4]. 
 

 
Figure 1: DNA, RNA and Protein relationship. 
 
The process where the genetic information is transferred 
from DNA to RNA is called transcription. 
 
2.3. Transcription and its complexities 
 
DNA sequences are typically several millions of bases 
long, of which only certain parts will be transcribed into 
RNA. The sections that will be transcribed are called 
exons, while the remaining, un-transcribed sections are 
called introns. In eukaryotic organisms (organisms with a 
true nucleus) a single gene can be physically separated in 
the DNA sequence or, in other words, a single gene can 
consist of multiple exon sections, separated by introns as 
shown in Figure 2. 
 

 
Figure 2: DNA exon and intron sections. 
 
In the figure above the exon areas are everything between 
points B-C, D-E and F-G, while the introns are everything 
before A, between C-D, and E-F, as well as everything 
after G. The area A to B is the promoter region, and the 
main aim of the work presented in this paper. 
    The actual biological process of transcription 
incorporates means for transcribing the correct sections of 
the DNA, but no known computer or mathematical model 
exists that describes the process. What is known, 
however, is that each gene contains at least one promoter 
somewhere upstream (direction of A) of the actual start 
site (point B in the figure). 
   There is a general consensus that a sequence, known as 
a promoter precedes and marks every new gene or protein 
section. However, different sources (e.g. [5], [6], [7] and 
[8]) provide different “consensus” sequences, all of them 
called the “TATA-Box”; clearly, these sequences are in 
fact quite variable. A simple promoter detection approach 
based on the TATA-Box can therefore not be used to 
detect promoters with high accuracy. 

 
2.4.  Experimental data 
 
As described in the previous section consensus sequences 
from the literature cannot be used to develop a reliable 
detection algorithm. Instead 1872 experimentally 
determined promoter sequences were obtained from the 
eukaryotic promoter database (EPD) [9]. All the work 
done and all the conclusions made were based on these 
sequences rather than the literature. The EPD was also the 
source used by Bajic [1], and the source of their model. 

DNA RNA Proteins 

   The sequences for the non-promoter regions, including 
introns, exons and splice sites were extracted from the 
raw human chromosome data found on the NCBI 
download section [10]. A program was written to read 
through the raw files and to use the given annotation data 
to extract sequences containing all the required DNA 
sequences. 
 

3. Features and a classifier 
3.1. Breaking up the DNA sequence into windows 
 
The fist thing to note is that a DNA sequence cannot be 
processed as a whole, since they can be millions of bases 
long. The first step is to break the sequence up into 
smaller sections, or windows.  We have chosen to use 
windows that are 256 bases long, based on the 250 length 
windows used by Bajic [1], and due to the fact that 
promoters of this length could easily be obtained from the 
EPD [9].  Typical sizes suggested in the literature ([5], 
[6], [7], [8]) for the TATA-Box range between 8 and 12 
bases. A promoter (like the TATA-Box) is typically found 
a few bases before the actual TSS.  Once again the 
consulted literature disagrees on this distance, with ranges 
given between 20 and 40 bases. Furthermore the TATA-
Box is only one consensus promoter, others such as the 
CAAT-Box is said to be up to 100 bases upstream of the 
TSS.  The 256 bases should be sufficient to compensate 
for all these possible promoters and varying lengths. The 
windows are selected so that there are 206 bases before 
the actual TSS, and 50 bases downstream of it to capture 
all the possible features.  
    For the rest of the paper each window of 256 bases will 
be referred to as a single sample. Each sample can be one 
of 5 different classes: Promoter, Intron, Exon, Intron-to-
exon splice (I2E) or Exon-to-intron splice (E2I). 
3.2. The previous model 
 
As mentioned in the introduction we based our method on 
the one Bajic [1] used for their system. They have a 
model that, in short, uses statistics to first determine 
whether a given sample is likely to be either a promoter, 
intron or exon section. These are then combined as the 
three inputs of an ANN to do the prediction.  
   The first thing to note is that this model doesn’t 
consider the splice sections. We have found that there are 



strong features that appear in the splice sites that also 
occur around the TSS. Thus, a splice site can easily be 
detected as a TSS. 
   The  second, and probably most important thing to note, 
is that this model takes into consideration each of the 250 
bases in the sample window. The reason for the window 
length is given in the previous section, but note that this 
length is only used to make sure that all the possible 
promoter boxes are included in the window. All 250 bases 
do not contribute to the detection process. 
 
3.3. Breaking up the window into n-tuples 
 
We want to break up a single sample into smaller 
windows - firstly, to address the second problem 
mentioned in the previous section and, secondly, to search 
for specific identifying features within each sample of 256 
bases. A process of base pairing was used to attempt to 
get more meaningful information from the samples. These 
base combinations were called n-tuples, where “n” is the 
number of bases that were grouped together. Thus a 2-
tuple simply means that two consecutive bases are 
considered. With 2-tuples we have 42 or 16 possible 
combinations. N-tuple lengths of 3, 4 and 5 were used for 
experiments given below. With each increment of n the 
number of possible types grows exponentially so that 
there are always 4n types. With this increased number of 
possible n-types it was possible to extract statistically 
useful information from the samples. 
 
3.4. The statistics used 
 
Using the n-tuple method described in the previous 
section it was possible to gather statistical information on 
the samples. determined the number of times that a given 
n-tuple occurred in a specific sample type. The five 
different classes were then grouped together, and the 
occurrence of each n-tuple was counted for each position 
in the sample. This is not a useful statistic yet, as we are 
more interested in where these n-tuples occur frequently, 
than whether they actually occur. Thus the number of 
occurrences of each n-tuple, at each position in each of 
the classes was counted.  
   For each n-tuple there are 256-n+1 possible positions in 
each window, (by position we mean the position (1 to 256 
in the window) where the n-tuple starts).  
   These numbers could the easily be compared to each 
other to see whether a given n-tuple type at a given 
position occurs more frequently in one class than in all the 
others. For example after data extraction it was found that 
the 3-tuple ‘ACG’, at position 198, occurs more in 
promoter samples than in intron or exon samples. 
   However, the difference in frequency of this triple 
between the 5 classes is not sufficient for reliable 
classification of promoters. We have therefore defined an 
entropy-based measure that allows us to select several 
features, which can be combined to obtain reliable 

classification. The entropy of each n-tuple gives one a 
good measure of how meaningful that n-tuple is. The 
entropy calculation is shown in Eq. (1). 
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   Ent(X,Y) is the entropy of n-tuple X at position Y. 
Axy is the number of times n-tuple X occurs at position Y 
for class A, where A can be any of the 5 different classes. 
Similarly Bxy is the count for class B, and Cxy for class C. 
n is the total of Axy + Bxy + Cxy. Using this equation, n-
tuples can be extracted that can be used to identify a 
specific class, since such n-tuples will tend to have lower 
entropy. This process was repeated for each of the 4n n-
tuples (X), at each of the 256-n+1 positions (Y).  
 
3.5. The new model 
 
Our model implements a two layer ANN as the core 
detector. The n-tuples identified after entropy calculations 
are used as the inputs to the ANN. When a 256-length 
sample is introduced to the system for detection some pre-
processing is done. A search is done for each of the 
selected n-tuples at the corresponding position, and a 
simple binary input is used, 1 indicating that the feature is 
present in the sample, and 0 indicating that it is not. The 
number of inputs depends on how many n-tuples could be 
identified as significant; each input corresponds directly 
to a single n-tuple-position feature. The output of each 
input neuron is connected to the second network layer. A 
variable number of neurons in the hidden (second) layer 
were used. The hidden units are then connected to a single 
output neuron. The output of this neuron is a simple 
binary value. 1 indicating that a sample is a promoter, 0 
indicating that it is not a promoter. The input layer and 
hidden layer also contain one biasing neuron each. The 
layout of the network is shown in figure 3. 



 
Figure 3: Network layout used. 
 
 
All the neurons in the network use the sigmoid activation 
function. The back-propagation training algorithm was 
used to train the network, with adaptive learning rate and 
a momentum term. 
 
3.6. Changes in detection 
 
The main difference in the model is that the whole 256-
length window is no longer used as input to the system. 
This is an advantage because all the DNA information 
that does not contribute to a sample belonging to a certain 
class is simply discarded. This is represented by the 
variable number of inputs to the ANN. 
   The second layer calculates the interaction between 
these features. This interaction is a very complex process, 
and is currently poorly understood -- one of the main 
reasons why an ANN was chosen as a possible solution. 
 

4. Experiments 
4.1. Data sets 
 
The samples were separated into three different sets. Each 
of these sets contained an equal number of samples from 
each of the 5 different classes. A training set, with 1300 
samples of each class was generated. This set was used 
for the entropy calculations to generate a set of reliable 
features, as well as to train the actual ANN. The test or 
tuning set containing 350 samples of each class was used 
to change and improve the system, for example the 

number of hidden units used by the ANN was tuned using 
this set. After training the system was tested on this set. 
Finally a validation set was generated containing 100 
samples of each class. This was used to test the final 
system after all changes were made. 
 
4.2. Entropy calculations 
 
The next step was identifying features that can be used as 
inputs to the ANN. The full entropy calculations were 
done and 54 features were identified that can be used to 
identify promoters. N-tuples of length 3, 4 and 5 were 
used, since smaller n-tuples are less significant, and larger 
n-tuples are too rare to be of value in classification.  
 
4.3. Network testing 
 
The performance evaluation of our network was based on 
Bajic’s [1] method. The network is tested by looking at 
the positive prediction value (PPV) of the network at a 
specific sensitivity. The equation for calculating the PPV 
is given in Eq. (2) and the sensitivity in Eq. (3). TD is the 
number of true detections, FD is the number of false 
detections and FR is the number of false rejections.  
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FRTD
TDySensitivit
+

= *100   (3) 

 
The sensitivity measures how many of the actual 
promoter samples are correctly detected, while the PPV 
measures how accurate the total predictions were, and 
how many non-promoters were identified as promoters.  
 
4.4. The network setup and results 
 
The network was set up using 55 inputs (the 54 features 
plus 1 bias neuron), connected to 20 hidden neurons. The 
network was trained using the training set, and then 
tested. The PPV was measured at different sensitivity 
levels. The system does not function reliably at very high 
or very low sensitivity, but with sensitivity between 50% 
and 75% very good results were obtained. A second 
experiment was done where the number of non-promoter 
samples was increased significantly. Only 1300 promoters 
were used for the training, but the number of non-
promoters was increased to 14000. This represents a more 
realistic relationship since actual promoters take up a 
small part of DNA material. The PPV drops as expected, 
since the number of false detections increases, but the 
number of true detections and false rejections stay the 
same giving similar sensitivity values. Figure 4 below 



shows how our system performs at different sensitivity 
levels.  
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Figure 4: System performance. 
 
The system, Dragon Promoter Finder, developed by Bajic 
[1] has a PPV of 24% at sensitivity 50%, and of 10% at 
70% sensitivity. It can be seen that even with the 
increased number of non-promoters our system still 
shows at least a 10% improvement in the PPV. Other 
known systems perform at 5% PPV, 65% sensitivity, or 
even as poorly as 5% PPV at only 25% sensitivity. All of 
these systems are therefore inferior to our system. 
 

5. Conclusion 
This article extends the current detection algorithms with 
improved accuracy obtained by firstly identifying certain 
parts of the sample that are significant and using  only 
these parts (or rather a combination of these parts) to do 
the detection. This method eliminates the DNA “garbage” 
between meaningful sections, and also determines the 
underlying relationship between meaningful sections that 
is currently still unknown or un-modelled.  
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