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Abstract
Randomization is used to analyse the MRI scans of a group of
subjects to determine whether subjects with hypertension are
more prone to have a stroke lesion at a given voxel.

1. Introduction
With parametric hypothesis testing a null-hypothesis is accepted
or rejected by comparing the value of a statistic with a known
distribution. Randomization is used were no assumptions about
the distribution of a statistic can be made. The data is reordered
randomly and the value of the statistic is calculated for this ran-
dom reordering. A distribution of the statistic is obtained by re-
peating this process a large number of times. The original value
of the statistic, calculated for the original ordering of the data,
is then compared against the randomized distribution obtained
in this way. The significance level of the value of the statistic is
the proportion of values in the randomized distribution that are
equal to, or greater than, the original value of the statistic.

2. Methodology
The analysis was done using a group of 189 subjects, of whom
181 had a scan at a second time point and 110 at a third time
point. Based on clinical data the subjects were divided into two
groups, the HT group with hypertension subjects and the No-
HT group with the non-hypertension subjects (Table 1). The
ages of the subjects ranged from 46 to 79 years with an average
of 61 years. 94 subjects were male and 95 were female. The
scans were done at approximately three year intervals.

Analysis was done using four subsets of the data. The first
subset (S1L1) consists of all the scans taken at time point 1. The
other three subsets consist only of the subjects that had scans at
all three time points, with S1L3 consisting of the scans at time
point 1, S2L3 the time point 2 scans and S3L3 the time point 3
scans. The first subset has 189 (68 HT and 121 No-HT) subjects
while the latter three have 110 (43 HT and 67 No-HT) subjects
each (Table 1). The lesions were identified and drawn in by

hand. Using FLIRT [3], all scans were registered to a standard
space (avg152T1).

Table 1: Number of subjects in each clinical group at each time
point.

Time point HT No-HT Total
1 68 121 189
2 65 116 181
3 43 67 110

For each voxel it was then determined what proportion of
subjects in each of the HT and No-HT groups had that voxel
labeled as a lesion voxel:

P1 =
n1

N1

P2 =
n2

N2

(1)

where N1 and N2 are the number of HT and No-HT subjects
respectively, n1 and n2 are the number of subjects with a given
voxel labeled as a lesion voxel and P1 and P2 are the resulting
proportions.

For each of the voxels the null-hypothesis tested was that
the proportion of HT subjects with a lesion at that voxel is not
greater than the proportion of No-HT subjects:

δP = P1 − P2 6> 0 (2)

with δP being the test statistic. The alternative hypothesis is
that the proportion of HT subjects with a lesion in a given voxel
is greater than the proportion of No-HT subjects:

δP = P1 − P2 > 0. (3)

In the randomization therefore only the voxels for which P1 >
P2 were used. Table 2 gives the number of voxels that were



Table 2: Summary of subset statistics. The HT+No-HT Vox-
els column gives the number of voxels which subjects in either
one or both the HT and No-HT groups have labeled as lesion.
The HT>No-HT Voxels column gives the number of voxels for
which the proportion of subjects in the HT group that have that
voxel labeled as lesion is greater than the proportion of No-HT
subjects.

Group HT+No-HT HT>No-HT
Voxels Voxels

S1L1 15181 10542
S1L3 13176 10128
S2L3 16576 13430
S3L3 19878 16726

identified as lesion voxels as well as the number of voxels for
which (3) is true.

Each of the four randomization experiments were done us-
ing the observed sample as well as 49999 randomized samples
giving 50000 samples. The groups in the randomized samples
had the same number of subjects as the groups in the the ob-
served sample, therefore, in the case of S1L1 one group rep-
resenting a random sample for the HT group would be 68 ran-
domly chosen subjects and the other, representing the No-HT
group, the remaining 121 subjects. In the case of the random-
ization experiments for the other three subsets there were 43
and 67 subjects in each group. For each randomization the pro-
portions, P1 and P2, and the test statistic, δP , were calculated
for each voxel. The number of test statistics obtained from the
randomized samples that were greater or equal to the observed
value were counted. These counts were then used to calculate
the Z-value for each voxel.

Table 3: Clusters identified by EASYTHRESH.

Max Z CoG
Cluster Max Z x y z x y z
S1L1C1 4.11 30 37 50 31 37 50
S1L1C2 4.11 55 37 52 55 38 50
S1L3C1 3.13 30 38 49 31 38 49
S1L3C2 3.08 56 35 47 57 37 49
S1L3C3 3.16 61 66 46 61 66 47
S2L3C1 4.11 30 36 44 31 37 48
S2L3C2 4.11 60 37 47 58 36 48
S2L3C3 2.05 57 72 46 54 60 54
S2L3C4 2.43 35 63 54 34 60 54
S3L3C1 4.11 33 37 48 31 38 50
S3L3C2 3.63 60 37 47 58 36 47
S3L3C3 3.13 61 65 48 56 58 53
S3L3C4 4.11 29 76 45 31 51 50
S3L3C5 3.03 55 58 56 55 57 55

3. The multiple comparison problem
Given that between 10000 and 17000 hypothesis tests were
done (HT>No-HT Voxels column of Table2) one could expect
between 100 and 170 false positives due to random chance if
a significance level α = 0.01 was used for each test. One
way to correct for this problem is to use the Bonferroni cor-
rection whereby the significance level is divided by the number
of comparisons or hypothesis tests. Therefore, to reject a null-

hypothesis, the value of the statistic obtained has to be less than
α/N , where N is the number of comparisons that were done.
This leads to an extremely conservative test. However the corre-
lation between voxels that are is close proximity to one another
make the Bonferroni correction inappropriate.

To overcome the multiple comparison problem
EASYTHRESH was used to eliminate false positives
from the resulting Z-values. Different input Z-values were
used resulting in clusters which got smaller as the Z-values
increased. A number of clusters (Table 3) were identified, with
the following transitions between time points:

• S1L3C1 → S2L3C1 → S3L3C1

• S1L3C2 → S2L3C2 → S3L3C2

• S2L3C4 → S3L3C4 (which also contains S3L3C1)

The cluster number after the ”C” in the codes are chosen so that
they refer to the same cluster in the different images. The center
of gravity (CoG) of the clusters varied slightly as different input
Z-values were used, but generally the variation was only within
one or two voxel spaces in each dimension. The CoG given in
Table 3 is therefore a rounded mean position. Clusters S2L3C3
and S3L3C3 were eliminated by EASYTHRESH with input Z-
values larger than 1.55 (Table 4).

Table 4: Clusters identified by EASYTHRESH.

Input Z 1.55
Cluster p Voxels
S1L1C1 0.0157 246
S1L1C2 0.0577 190
Input Z 2.0
Cluster p Voxels
S1L3C1 0.0005 124
S1L3C2 0.0125 78
S1L3C3 0.0625 57
Input Z 2.0 2.3
Cluster p Voxels p Voxels
S2L3C1 1.87e-05 235
S2L3C2 1.92e-04 183 4.82e-05 130
S2L3C4 0.0956 67

Input Z 2.0 2.3
Cluster p Voxels p Voxels
S3L3C1 6.47e-04 114
S3L3C2 2.56e-06 338 2.15e-04 131
S3L3C4 1.53e-10 663
S3L3C5 6.85e-04 187

Clusters 1 and 2 are at the right and left posterior while
clusters 4 and 5 are at the right and left anterior. Cluster 3 is in
close proximity to cluster 5. In S3L3 with input Z equal to 2.0
cluster S3L3C4 contains both clusters 1 and 4. (Figure 3)

4. Number of randomizations
Generally the literature states that ”a large number” of random-
izations should be used. Marriott [5] investigated the relation-
ship between the number of simulations in Monte Carlo tests
and the probability of accepting or rejecting H0 at significance
levels of 1% and 5%. Manly [4][pages 80–84] expanded on
this work and states that, except in extreme borderline cases, a
minimum of 1000 randomizations are needed to obtain a signif-
icance at the 5% level while a minimum of 5000 randomizations
are needed to be able to obtain a significance at the 1% level.



Table 5: Intervals in which 99% of estimates will fall. Deter-
mined using LE with p = 0.05 and p = 0.01. N is the number
of randomizations used.

LE

N p = 0.05 p = 0.01
5000 0.0422–0.0581 0.0046–0.0138

10000 0.0445–0.0557 0.0075–0.0127
15000 0.0455–0.0547 0.0080–0.0122
20000 0.0461–0.0540 0.0082–0.0119
50000 0.0475–0.0525 0.0089–0.0112

Table 6: Intervals in which 99% of estimates will fall. Deter-
mined using LM with p = 0.05 and p = 0.01. N is the number
of randomizations used.

LM

N p = 0.05 p = 0.01
5000 0.0420–0.0580 0.0064–0.0136

10000 0.0444–0.0556 0.0075–0.0126
15000 0.0454–0.0546 0.0079–0.0121
20000 0.0460–0.0540 0.0082–0.0118
50000 0.0475–0.0525 0.0089–0.0111

Edgington [1][page 50] proposed that to test randomization
programs one should use the program to determine a p-value for
a data set for which the true p-value is known or determined by
systematically generating all possible permutations. The inter-
val in which 99% of estimates should fall is given by

LE =
(N − 1)p ± 2.58

p

(N − 1)p(1 − p) + 1

N
(4)

where LE is the upper and lower limits of the interval, N is
the number of randomizations and p is the true p-value. This
equation, however, results in an asymmetrical range round p
(Table 5). Rewriting (4) as:

LE =
(N − 1)p ± 2.58

p

(N − 1)p(1 − p) + 1

N
(5)

results in a symmetrical range round p. Under the assumption
that the estimated p-values are normal with mean p and variance
p(1 − p)/N , the interval

LM = p ± 2.58
p

p(1 − p)/N (6)

would contain 99% of the estimates (Manly [4][page 82]). This
gives the interval for N = 1000 and p = 0.05 as (0.032 0.068)
while the interval for N = 5000 and p = 0.01 is (0.006 0.014).
Using this result Manly once again argues that 1000 randomiza-
tions is a reasonable minimum for a test at the 5% level and that
5000 randomizations is a reasonable minimum for a test at the
1% level

The intervals in which 99% of estimates should fall given
p = 0.05 and p = 0.01 and various numbers of randomizations
are shown in Table 5 calculated using LE and in Table 6 calcu-
lated using LM . Using (5) to calculate LE results in values that
are equal to LM as in Table 6.

Jackson and Somers [2], however, state that in many biolog-
ical studies too few randomizations have been used. Using four
different data sets, they found that there was a 5%–6% variation
in the estimate using between 500 and 2000 randomizations.
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Figure 1: Correlation between two randomization experiments.
The correlation between the p-values of the two experiments are
shown after every 100 randomizations.

This variation fell to less than 1% when 10000 to 50000 ran-
domizations were used and was as low as 0.1% with 100000 or
more randomizations. Their recommendation was that 10000
to 50000 randomizations be used and that this be increased to
100000 where the observed probability approaches a critical
value. Manly comments on this that using this many randomiza-
tions would depend on how serious one is to determine an exact
p-value. If one is only interested in the significance level as a
measure of the strength of evidence against the null hypothesis
then 1000 or 5000 randomizations would be adequate.

To empirically determine the effect of the number of ran-
domizations two randomization experiments were done using
the same data subset. With each of the randomization exper-
iments p-values were determined after every 100 randomiza-
tions. The correlation between the two sets of p-values in-
creased rapidly to a level of 0.998 over the first 1000 randomiza-
tions (Figure 1) after which the increase was much slower. Af-
ter 50000 randomizations the correlation between the two sets
of p-values was 0.9999.

Furthermore it was found that the difference between the se-
quence of p-values and the final p-values decreased rapidly over
the first 1000 to 2000 randomizations (Figure 2) after which the
decrease was much slower. The maximum absolute difference
went below the 0.01 level after between 15000 and 20000 ran-
domizations.

5. Conclusions
The use of randomization for hypothesis testing on MRI data
was demonstrated. In the case of MRI data there are a large
number of hypothesis tests that have to be done and therefore
some form of thresholding of the results have to be done. An
exact significance level, as opposed to the acceptance or rejec-
tion of a null-hypothesis, is needed to do a thresholding. It
was shown that where an exact significance level is needed one
needs to do as many as 50000 randomizations.

Randomization is computationally expensive therefore ev-
ery effort should be done to streamline the process. In the case
of MRI data one way to do this would be to identify all the vox-
els of interest and only do the randomization for those voxels.
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Figure 2: The maximum absolute difference between the p-
values after every 100 randomizations and the final p-values.
The final p-values were obtained after 50000 randomizations.

The method was successfully used to identify the voxels
where subjects with hypertension are more prone to have a
stroke lesion than subjects who do not suffer from hypertension
(Figure 3).

6. References
[1] Edgington, E.S., Randomization Tests. Third edition.

Marcel Dekker, Inc., New York. 1995.

[2] Jackson, D.A. & Somers, K.M., Are Probability Esti-
mates from the Permutation Model of Mantel’s Test Sta-
ble? Canadian Journal of Zoology, 67:766–769, 1989.

[3] Jenkinson, M., et al. Improved optimisation for the robust
and accurate linear registration and motion correction of
brain images. NeuroImage, 17(2):825–841, 2002.

[4] Manly, B.J.F., Randomization, Bootstrap and Monte Carlo
Methods in Biology. Second edition. Chapman & Hall,
London. 1997.

[5] Marriott, F.H.C., Barnard’s Monte Carlo Tests: How
Many Simulations? Applied Statistics, 28(1):75–77, 1979.



Figure 3: Every second slice from slice 40 to slice 58 is shown. The images from top to bottom are: S1L3 (Z=2.0), S2L3 (Z=2.0), S2L3 (Z=2.3), S3L3 (Z=2.0) and S3L3 (Z=2.3).


