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An Overview of Feature Selection Techniques in Statistical Pattern Recognition

Pavel Pudil, Petr Somol

Faculty of Management, Prague University of Economics and
Dept. of Pattern Recognition, Inst. of Information Theory and Automation,

Academy of Sciences of the Czech Republic
{pudil,somol}@utia.cas.cz

Abstract

The paper gives an overview of feature selection (abbreviated
FS in the sequel) techniques in statistical pattern recognition
with particular emphasis to recent knowledge. Besides dis-
cussing the advances in methodology it attempts to put them
into a taxonomical framework. The methods discussed include
the latest variants of the optimal algorithms, enhanced sub-
optimal techniques and the simultaneous semi-parametric prob-
ability density function modeling and feature space selection
method. Some related issues are illustrated on real data with
use of Feature Selection Toolbox software.

1. Introduction
Pattern recognition can be with certain simplification character-
ized as a classification problem combined with dimensionality
reduction of pattern feature vectors which serve as the input to
the classifier. This reduction is achieved by extracting or select-
ing a feature subset which optimizes an adopted criterion.

2. Dimensionality Reduction
We shall use the term “pattern” to denote the D-dimensional
data vector x = (x1, . . . , xD)T of measurements, the compo-
nents of which are the measurements of the features of the entity
or object. Following the statistical approach to pattern recogni-
tion, we assume that a pattern x is to be classified into one of
a finite set of C different classes Ω = {ω1, ω2, · · · , ωC}. A
pattern x belonging to class ωi is viewed as an observation of
a random vector X drawn randomly according to the known
class-conditional probability density function p(x|ωi) and the
respective a priori probability P (ωi).

One of the fundamental problems in statistical pattern
recognition is representing patterns in the reduced number of
dimensions. In most of practical cases the pattern descriptor
space dimensionality is rather high. It follows from the fact that
in the design phase it is too difficult or impossible to evaluate
directly the “usefulness” of particular input. Thus it is important
to initially include all the “reasonable” descriptors the designer
can think of and to reduce the set later on. Obviously, infor-
mation missing in the original measurement set cannot be later
substituted. The aim of dimensionality reduction is to find a
set of new d features based on the input set of D features (if
possible d � D), so as to maximize (or minimize) an adopted
criterion.

• Dimensionality reduction divided according to the
adopted strategy:
1. feature selection (FS, in fact special case of the latter)
2. feature extraction (FE, i.e., feature transformation).

The first strategy (FS) is to select the best possible subset of the
input feature set. The second strategy (FE) is to find a transfor-
mation to a lower dimensional space. New features are linear
or nonlinear combinations of the original features. The choice
between FS and FE depends on the application domain and the
specific available training data. FS leads to savings in measure-
ments cost since some of the features are discarded and those
selected retain their original physical meaning. The fact that FS
preserves the interpretability of original data makes it preferable
in, e.g., most problems of computer-assisted medical decision-
making. On the other hand, features generated by FE may pro-
vide better discriminative ability than the best subset of given
features, but these new features may not have a clear physical
meaning.

• Alternative division according to the aim:
1. dim. reduction for optimal data representation
2. dimensionality reduction for classification.

The first aims to preserve the topological structure of data in a
lower-dimensional space as much as possible, the second one
aims to enhance the subset discriminatory power. In the sequel
we shall concentrate on the FS problem only. For a broader
overview of the subject see, e.g., [3], [13], [23], [32], [34].

3. Feature Selection
Given a set of D features, XD , let us denote Xd the set of all
possible subsets of size d, where d represents the desired num-
ber of features. Let J be some criterion function. Without any
loss of generality, let us consider a higher value of J to indicate
a better feature subset. Then the feature selection problem can
be formulated as follows: find the subset X̃d for which

J(X̃d) = max
X∈Xd

J(X). (1)

Assuming that a suitable criterion function has been chosen to
evaluate the effectiveness of feature subsets, feature selection
is reduced to a search problem that detects an optimal feature
subset based on the selected measure.

One particular property of feature selection criterion, the
monotonicity property, is required specifically in certain opti-
mal FS methods. Given two subsets of the feature set XD , A
and B such that A ⊂ B, the following must hold:

A ⊂ B ⇒ J(A) < J(B). (2)

That is, evaluating the feature selection criterion on a subset
of features of a given set yields a smaller value of the feature
selection criterion.

1



3.1. FS Categorisation With Respect to Optimality

Feature selection methods can be split into basic families:

1. Optimal methods: These include, e.g., exhaustive search
methods which are feasible for only small size problems
and accelerated methods, mostly built upon the Branch
& Bound principle. All optimal methods can be expected
considerably slow for problems of high dimensionality.

2. Sub-optimal methods: These methods essentially trade
off the optimality of the selected subset for computa-
tional efficiency. These include, e.g., Best Individual
Features, Sequential Forward and Backward Selection,
Plus-l-Take Away-r, their generalized versions, genetic
algorithms, and particularly the Floating and Oscillating
Search.

Although the exhaustive search guarantees the optimality of a
solution, in many realistic problems it is computationally pro-
hibitive. The well known Branch and Bound (B&B) algorithm
guarantees to select an optimal feature subset of size d without
involving explicit evaluation of all the possible combinations of
d measurements. However, the algorithm is applicable only un-
der the assumption that the feature selection criterion used sat-
isfies the monotonicity property (2). This assumption precludes
the use of the error rate as the criterion. This is an important
drawback as the error rate can be considered superior to other
criteria [25], [9]. Moreover, the search algorithm becomes com-
putationally prohibitive for problems of high dimensionality.

In practice, therefore, one has to rely on computationally
feasible procedures which perform the search quickly but may
yield sub-optimal results. A comprehensive list of sub-optimal
procedures can be found, e.g., in books [2], [5], [34], [32]. A
comparative taxonomy can be found, e.g., in [4], [8] or [10].
Our own research and experience with FS has led us to the
conclusion that there exists no unique generally applicable ap-
proach to the problem. Some are more suitable under certain
conditions, others are more appropriate under other conditions,
depending on our knowledge of the problem. Hence continu-
ing effort is invested in developing new methods to cover the
majority of situations which can be encountered in practice.

3.2. FS Categorisation With Respect to Problem Knowl-
edge

From another point of view there are perhaps two basic classes
of situations with respect to a priori knowledge of the underly-
ing probability structures:

• Some a priori knowledge is available – It is at least
known that probability density functions (pdfs) are uni-
modal. In these cases, one of probabilistic distance mea-
sures (like Mahalanobis, Bhattachaarya, etc.) may be ap-
propriate as the evaluation criterion. For this type of situ-
ations we recommend either the recent prediction-based
B&B algorithms for optimal search (see Sect. 4), or sub-
optimal Floating and Oscillating methods (Section 5).

• No a priori knowledge is available – We cannot even
assume that pdfs are unimodal. The only source of avail-
able information is the training data. For these situations
we have developed two conceptually different alternative
methods. They are based on approximating unknown
conditional pdfs by finite mixtures of a special type and
are discussed in Section 6.

4. Recent Optimal Search Methods
The problem of optimal feature selection (or more generally
of subset selection) is difficult especially because of its time
complexity. All known optimal search algorithms have an ex-
ponential nature. The only alternative to exhaustive search is
the Branch & Bound (B&B) algorithm [15], [5] and ancestor
algorithms based on a similar principle. All B&B algorithms
rely on the monotonicity property of the FS criterion (2). By a
straightforward application of this property many feature subset
evaluations may be omitted.

Before discussing more advanced algorithms, let us briefly
summarize the essential B&B principle. The algorithm con-
structs a search tree where the root represents the set of all D
features, XD , and leaves represent target subsets of d features.
While tracking the tree down to leaves the algorithm succes-
sively removes single features from the current set of “candi-
dates” (X̄k in k-th level). The algorithm keeps the information
about both the till-now best subset of cardinality d and the cor-
responding criterion value, denoted as the bound. Anytime the
criterion value in some internal node is found to be lower than
the current bound, due to condition (2) the whole sub-tree may
be cut-off and many computations may be omitted. The course
of the B&B algorithm can be seen in Fig. 1 (the meaning of C,
P and Ai symbols is not important for now). This scheme in
its simplest form is known as the “Basic B&B” algorithm. For
details see [2], [5].

4.1. Branch & Bound Properties

When compared to the exhaustive search, every B&B algo-
rithm requires additional computations. Not only the target
subsets of d features X̄D−d, but also their supersets X̄D−d−j ,
j = 1, · · · , D − d have to be evaluated. The B&B princi-
ple does not guarantee enough sub-tree cut-offs to keep the to-
tal number of criterion computations lower than in exhaustive
search.

To reduce the amount of criterion computations an addi-
tional node-ordering heuristic has been introduced in a more
powerful “Improved B&B” (IBB) algorithm [2], [5]. IBB opti-
mizes the order of features to be assigned to tree edges so that
the bound value can increase as fast as possible and thus en-
ables more effective branch cutting in later stages. Although
IBB usually outperforms all simpler B&B algorithms, the com-
putational cost of the additional heuristic can become a strong
deteriorating factor. For detailed discussion of B&B drawbacks
see [30]. In the following we present a recent effective frame-
work for substantial B&B acceleration.

4.2. Prediction Mechanism Based Branch & Bound

The Fast Branch & Bound (FBB) [30] algorithm aims to re-
duce the number of criterion function computations in internal
search tree nodes. A simplified algorithm description is as fol-
lows: FBB attempts to utilize the knowledge of past feature-
dependent criterion value decreases (difference between crite-
rion values before and after feature removal) for future predic-
tion of criterion values without the need of real computation.
Prediction is allowed under certain conditions only, e.g., not in
leaves. Both the really computed and predicted criterion values
are treated as equal while imitating the full IBB functionality,
i.e., in ordering node descendants in the tree construction phase.

If the predicted criterion value remains significantly higher
than the current bound, we may expect that even the actual value
would not be lower and the corresponding sub-tree could not be
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Figure 1: Example of a “Fast Branch & Bound” problem solution, where d = 2 features are to be selected from a set of D = 5 features.
Dashed arrows illustrate the way of tracking the search tree.

Figure 2: A simplified diagram of the FBB algorithm

cut-off. In this situation the algorithm continues to construct the
consecutive tree level. However, if the predicted value is equal
or lower than the bound (and therefore there arises a chance
that the real value is lower than the bound), the real criterion
value must be computed. Only if real criterion values are lower
than the current bound, sub-trees may be cut-off. Note that this
prediction scheme does not affect the optimality of obtained re-
sults. The FBB algorithm course remains similar to that of the
IBB, possible sub-tree cut-offs are allowed according to real cri-
terion values only. Possible inaccurate predictions may result in
nothing worse than constructing sub-trees, which would have
been pruned out by means of classical B&B algorithms. How-
ever, this situation is usually strongly outweighed by criterion
computation savings in other internal nodes, especially near the
root, where criterion computation tends to be slower.

The prediction mechanism processes the information about
the averaged criterion value decrease separately for each fea-
ture. The idea is illustrated in Fig. 1. For a detailed and formal
description of this rather complex procedure and other B&B re-
lated topics see [30].

4.3. Improving the “Improved” Algorithm

The FBB operates mostly the fastest among all B&B algo-
rithms. However, it exhibits some drawbacks: it cannot be used
with recursive criterion forms and there is no theoretical guar-
antee that extensive prediction failures won’t hinder the over-
all speed, despite the fact that such faulty behaviour has not
been observed with real data. The B& B with Partial Prediction
(BBPP) [30] constitutes a less effective but robust alternative.
While learning similarly to FBB, it does not use predictions to
substitute true criterion values inside the tree. Predicted values
are used only for ordering before features get assigned to tree
edges. In this sense BBPP can be looked upon as a slightly mod-
ified IBB with the only difference in node ordering heuristics.
The performance gain follows from the fact, that the original
IBB ordering heuristics always evaluates more criterion values
than is the number of features finally used. For detailed analy-
sis of BBPP see [30]. Among other recent B&B related ideas
the “trading space for speed” approach [7] deserves attention
as an alternative that may operate exceptionally fast under cer-

3



Figure 3: Optimal subset search methods performance when maximizing the Bhattacharyya distance on 30-dimensional data (Wisconsin
Diagnostic Breast Center).

tain circumstances. The BBPP and FBB algorithms are further
investigated in [31], [33].

4.4. Predictive B&B Properties and Experimental Results

When compared to classical B&B algorithms the predictive al-
gorithms always spend additional time for maintaining the pre-
diction mechanism. However, this additional time showed not
to be a factor, especially when compared to time savings arising
from the pruned criterion computations. The algorithms have
been thoroughly tested on a number of different data sets. Here
we show representative results on 30-dimensional mammogram
data (2 classes – 357 benign and 212 malignant samples, see
[14]). We used both the recursive (where applicable) and non-
recursive Bhattacharyya distance as the criterion function. Per-
formance of different methods is illustrated in Fig. 3.

We compare all results especially against the IBB algo-
rithm [2], [5], as this algorithm has been long accepted to be the
most effective optimal subset search method. Remark: Where
applicable, we implement all algorithms to support “minimum
solution tree” [35].

4.5. Summary of Recent Optimal Methods

The only optimal subset search method usable with non-
monotonic criteria is the exhaustive (full) search. However,

because of exponential nature of the search problem, alterna-
tive methods are often needed. Several recent improvements of
the B&B idea especially in the form of prediction based FBB
and BBPP resulted in a speed-up factor of 10 to 100 over the
simplest B&B form, depending on particular data and criterion
used. Among other recent B&B related ideas the “trading space
for speed” approach [7] deserves attention as it may be capable
of further improving the performance stated above under certain
circumstances.

It should be stressed that despite the shown advances all op-
timal methods remain exponential in nature. If there is no par-
ticular need to request absolute optimum of results, sub-optimal
search methods offer greater flexibility and acceptable speed
even for high-dimensional problems, while the solutions found
are not necessarily much worse than optimal.

5. Recent Sub-optimal Search Methods
Despite the advances in optimal search, for larger than
moderate-sized problems we have to resort still to sub-optimal
methods. The basic feature selection approach is to build up
a subset of required number of features incrementally starting
with the empty set (bottom-up approach) or to start with the
complete set of features and remove redundant features until d
features retain (top-down approach). The simplest yet widely
used sequential forward (or backward) selection methods [2],

4



Figure 4: Sequential Forward Floating Selection Algorithm

SFS (SBS), iteratively add (remove) one feature at a time so as
to maximize the intermediate criterion value until the required
dimensionality is achieved. Among the more interesting re-
cent approaches the following two families of methods can be
pointed out for general applicability and performance reasons:

1. sequential floating search methods [19], [26]

2. oscillating search methods [27]

Earlier sequential methods suffered from the so-called nest-
ing of feature subsets which significantly deteriorated the per-
formance. The first attempt to overcome this problem was to
employ either the Plus-l-Take away-r [denoted (l, r)] or gener-
alized (l, r) algorithms [2] which involve successive augmenta-
tion and depletion process. The same idea in a principally ex-
tended and refined form constitutes the basis of floating search.

5.1. Sequential Floating Search

The sequential forward floating selection procedure consists of
applying after each forward step a number of backward steps
as long as the resulting subsets are better than previously eval-
uated ones at that level. Consequently, there are no backward
steps at all if intermediate result at actual level (of correspond-
ing dimensionality) cannot be improved. The same applies for
the backward version of the procedure. Both algorithms allow a
’self-controlled backtracking’ so they can eventually find good
solutions by adjusting the trade-off between forward and back-
ward steps dynamically. In a certain way, they compute only
what they need without any parameter setting.

Formal description of this now classical procedure can be
found in [19]. Neverheless, the idea behind is simple enough
and can be illustrated sufficiently in Fig. 4. Condition k = d +
δ terminates the algorithm after the target subset of d features
has been found and possibly refined by means of backtracking
(from dimensionalities d + 1, . . . , d + δ).

Floating search algorithms can be considered universal
tools not only outperforming all predecessors, but also keeping
advantages not met by more sophisticated algoritms. They find
good solutions in all problem dimensions in one run. The over-
all search speed is high enough for most of solved problems.

5.2. Adaptive Floating Search

As the floating search algorithms have been found successful
and generally accepted to be an efficient universal tool, their
idea was further investigated. The so-called Adaptive Floating
Search (AFS) has been proposed in [26]. The AFS algorithms
are able to outperform the classical floating algorithms in cer-
tain cases, but at a cost of considerabe increase of search time
and the necessity to deal with unclear parameters. Our expe-
rience shows that AFS is usually inferior to newer algorithms,
which we focus on in the following.

5.3. Oscillating Search

The recent Oscillating Search (OS) [27] can be considered a
“higher level” procedure, that takes use of other feature selec-
tion methods as sub-procedures in its own search. The concept
is highly flexible and enables modifications for different pur-
poses. It has shown to be very powerful and capable of over-
performing standard sequential procedures, including Floating
Search. Unlike other methods, the OS is based on repeated
modification of the current subset Xd of d features. In this
sense OS is independent on predominant search direction. This
is achieved by alternating so-called down- and up-swings. Both
swings attempt to improve the current set Xd by replacing some
of the features by better ones. The down-swing first removes,
then adds back, while the up-swing first adds, then removes.
Two successive opposite swings form an oscillation cycle. The
OS can thus be looked upon as a controlled sequence of oscil-
lation cycles. The value of o (denoted oscillation cycle depth)
determines the number of features to be replaced in one swing.
o is increased after unsuccessful oscillation cycles and reset to
1 after each Xd improvement. The algorithm terminates when
o exceeds a user-specified limit ∆. The course of oscillating
search is illustrated in Fig. 5.

Figure 5: Graphs demonstrate the course of search algorithms:
a) Sequential Floating Forward Selection, b) Oscillating Search.

Every OS algorithm requires some initial set of d features.
The initial set may be obtained randomly or in any other way,
e.g., using some of the traditional sequential selection proce-
dures. Furthermore, almost any feature selection procedure can
be used in up- and down-swings to accomplish the replacements
of feature o-tuples. Therefore, for the sake of generality in the
following descriptions let us denote the adding / removing of a
feature o-tuple by ADD(o) / REMOVE(o). For OS flow-chart
see Fig. 6.

5.3.1. Oscillating Search – Formal Algorithm Description

Step 1: (Initialization) By means of any feature selection pro-
cedure (or randomly) determine the initial set Xd of d features.
Let c = 0. Let o = 1.

Step 2: (Down-swing) By means of REMOVE(o) remove such

5



Figure 6: Simplified Oscillating Search algorithm flowchart.

o-tuple from Xd to get new set Xd−o so that J(Xd−o) is max-
imal. By means of ADD(o) add such o-tuple from XD \ Xd−o

to Xd−o to get new set X
′
d so that J(X

′
d) is maximal. If

J(X
′
d) > J(Xd), let Xd = X

′
d, c = 0, o = 1 and go to

Step 4.

Step 3: (Last swing has not improved the solution) Let c =
c + 1. If c = 2, then nor the last up- nor down-swing led to
a better solution. Extend the search by letting o = o + 1. If
o > ∆, stop the algorithm, otherwise let c = 0.

Step 4: (Up-swing) By means of ADD(o) add such o-tuple
from XD \ Xd to Xd to get new set Xd+o so that J(Xd+o)
is maximal. By means of REMOVE(o) remove such o-tuple
from Xd+o to get new set X

′
d so that J(X

′
d) is maximal. If

J(X
′
d) > J(Xd), let Xd = X

′
d, c = 0, o = 1 and go to Step 2.

Step 5: (Last swing has not improved the solution) Let c =
c + 1. If c = 2, then nor the last up- nor down-swing led to
a better solution. Extend the search by letting o = o + 1. If
o > ∆, stop the algorithm, otherwise let c = 0 and go to Step 2.

5.4. Oscillating Search Properties

The generality of OS search concept allows to adjust the search
for better speed or better accuracy (lower ∆ and simpler ADD /
REMOVE vs. higher ∆ and more complex ADD / REMOVE).
In this sense let us denote sequential OS the simplest possi-
ble OS version which uses a sequence of SFS steps in place
of ADD() and a sequence od SBS steps in place of REMOVE().
As opposed to all sequential search procedures, OS does not
waste time evaluating subsets of cardinalities too different from

the target one. The fastest improvement of the target subset
may be expected in initial phases of the algorithm, because of
the low initial cycle depth. Later, when the current feature sub-
set evolves closer to optimum, low-depth cycles fail to improve
and therefore the algorithm broadens the search (o = o + 1).
Though this improves the chance to get closer to optimum, the
trade-off between finding a better solution and computational
time becomes more apparent. Consequently, OS tends to im-
prove the solution most considerably during the fastest initial
search stages. This behavior is advantageous, because it gives
the option of stopping the search after a while without serious
result-degrading consequences. Let us summarize the key OS
advantages:

• It may be looked upon as a universal tuning mechanism,
being able to improve solutions obtained in other way.

• The randomly initialized OS is very fast, in case of very
high-dimensional problems may become the only appli-
cable procedure. E.g., in document analysis for search of
the best 1000 words out of a vocabulary of 50000 even
the simple SFS may show to be too slow.

• Because the OS processes subsets of target cardinality
from the very beginning, it may find solutions even in
cases, where the sequential procedures fail due to nu-
merical problems.

• Because the solution improves gradually after each os-
cillation cycle, with the most notable improvements at
the beginning, it is possible to terminate the algorithm
prematurely after a specified amount of time to obtain a
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Figure 7: Comparison of sub-optimal methods on classification problem.

usable solution. The OS is thus suitable for use in real-
time systems.

• In some cases the sequential search methods tend to uni-
formly get caught in certain local extremes. Running the
OS from several different random initial points gives bet-
ter chances to avoid that local extreme.

5.5. Experimental Results of Sub-optimal Search Methods

All described sub-optimal sequential search methods have been
tested on a large number of different problems. Here we demon-
strate their performance on 2-class, 30-dimensional mammo-
gram data (see [14]). The graphs in Fig. 7 show the OS ability
to outperform other methods even in the simplest sequential OS
form (here with ∆ = d in one randomly initialized run). The
ASFFS behavior is well illustrated here showing better perfor-
mance than SFFS at a cost of uncontrollably increased time.
SFFS and SFS need one run only to get all solutions. SFFS
performance is always better than that of SFS.

5.6. Summary of Recent Sub-optimal Methods

Concerning our current experience, we can give the following
recommendations. Floating Search can be considered the first
tool to try. It is reasonably fast and yields generally very good
results in all dimensions at once, often succeeding in finding
real optimum. The Oscillating Search becomes better choice
whenever: 1) the highest quality of solution must be achieved
but optimal methods are not applicable, or 2) a reasonable solu-
tion is to be found as quickly as possible, or 3) numerical prob-
lems hinder the use of sequential methods, or 4) extreme prob-
lem dimensionality prevents any use of sequential methods, or
5) the search is to be performed in real-time systems. Especially
when repeated with different random initial sets the Oscillating
Search shows outstanding potential to overcome local extremes
in favor of global maximum.

It should be stressed that, as opposed to B&B, the Float-
ing Search and Oscillating Search methods are tolerant to de-
viations from monotonic behaviour of feature selection crite-
ria. It makes them particularly useful in conjunction with non-
monotonic FS criteria like the error rate of a classifier (cf.
Wrappers [9]), which according to a number of researchers
seem to be the only legitimate criterion for feature subset eval-
uation.

Note: Floating and Oscillating Search source codes in C
can be downloaded from http : //ro.utia.cas.cz/dem.html.

6. Mixture Based Methods
For the cases when no simplifying assumptions can be made
about the underlying class distributions we developed a new ap-
proach based on approximating the unknown class conditional
distributions by finite mixtures of parametrized densities of a
special type. In terms of the required computer storage this
pdf estimation is considerably more efficient than nonparamet-
ric pdf estimation methods.

Denote the ωth class training set by Xω and let the car-
dinality of set Xω be Nω . The modeling approach to feature
selection taken here is to approximate the class densities by di-
viding each class ω ∈ Ω into Mω artificial subclasses. The
model assumes that each subclass m has a multivariate distribu-
tion pm(x|ω) with its own parameters. Let αω

m be the mixing
probability for the mth subclass,

�Mω
m=1

αω
m = 1.The follow-

ing model for ωth class pdf of x is adopted [21], [16]:

p(x|ω) =
�Mω

m=1
αω

mpm(x|ω) =

=
�Mω

m=1
αω

mg0(x|b0)g(x|bω
m,b0, Φ)

(3)

Each component density pm(x|ω) includes a nonzero “back-
ground” pdf g0, common to all classes:

g0(x|b0) =
D�

i=1

fi(xi|b0i), b0 = (b01, b02, · · · , b0D), (4)

and a function g specific for each class of the form:

g(x|bω
m,b0, Φ) =

D�
i=1

�
fi(xi|bω

mi)

fi(xi|b0i)

�φi

, φi = {0, 1} (5)

b
ω
m = (bω

m1, b
ω
m2, · · · bω

mD),

Φ = (φ1, φ2, · · · , φD) ∈ {0, 1}D.

The univariate function fi is assumed to be from a family of
normal densities. The model is based on the idea to identify a
common “background” density for all the classes and to express
each class density as a mixture of the product of this “back-
ground” density with a class-specific modulating function de-
fined on a subspace of the feature vector space. This subspace
is chosen by means of the nonzero binary parameters φi and the
same subspace of X for each component density is used in all
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Figure 8: Feature Selection Toolbox – Windows GUI workplace

the classes. Any specific univariate function fi(xi|bω
mi) is sub-

stituted by the “background” density fi(xi|b0i) whenever φi is
zero. In this way the binary parameters φi can be looked upon
as control variables as the complexity and the structure of the
mixture (3) can be controlled by means of these parameters. For
any choice of φi the finite mixture (3) can be rewritten by using
(4) and (5) as

p(x|αω,bω,b0, Φ) =

=
�Mω

m=1
αω

m

�D
i=1

[fi(xi|b0i)
1−φifi(xi|bω

mi)
φi ]

(6)

αω = (αω
1 , αω

2 , · · · , αω
Mω

),

bω = (bω
1 ,bω

2 , · · · ,bω
Mω

).

The EM (“Expectation-Maximization”) algorithm can be
extended to allow a mixture of the form (6) to be fitted to the
data. It should be emphasized that although the model looks
rather unfriendly, its form leads to a tremendous simplification
[21] when we use normal densities for functions f . The use of
this model (6) makes the process of feature selection a much
simpler task.

So as to select those features that are most useful in de-
scribing differences between two classes, the Kullback’s J-
divergence defined in terms of the a posteriori probabilities has
been adopted as a criterion of discriminatory content. The goal
of the method is to maximize the divergence discrimination,
hence the name “divergence” method (see [16]). Some mixture
based FS examples are given in Section 8.

7. Feature Selection Toolbox
The Feature Selection Toolbox (FST) software has been serving
as a platform for data testing, feature selection, approximation-
based modelling of data, classification and mostly testing newly
developed methods. It is used basically for pattern recognition
purposes. However, we used it for solving decision making
problems in economics and in other application fields as well.

A rather simple user interface was constructed upon a
strong functional kernel. Most of results are generated in the
form of textual protocol into the Console window. Numeri-
cal results may be collected in tables and used for generating
graphs. Data may be displayed in a 2D projection.

7.1. What data can the FST process and how?

A typical use of the FST consists of the following steps: after
opening the proper data file, the user has the option to choose
some feature selection method from the menu. Each method
displays a specific dialogue allowing setting of different param-
eters specific for the chosen method. Then computation follows
with a thorough listing of performed steps logged into the Con-
sole window. Both optimal and sub-optimal methods find the
resultant feature subset and the corresponding criterion value.
On the other hand, approximation methods generate data model
which may be further used. Beside basic use for feature selec-
tion, the software package may also be used for basic classifi-
cation purposes and different manipulations of data files.
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approx. approx. approx. approx.
gauss 1c 5c 10c 20c

speech (random init.) 8.39 21.61 7.58 9.19 9.03
data (dogs & rabbits init.) - 21.61 7.42 6.45 8.39
mammo (random init.) 5.96 5.26 5.26 5.96 4.56
data (dogs & rabbits init.) - 5.26 5.26 5.96 5.96

Table 1: Error rates [%] of different classifiers with different parameters. The ’gauss’ column holds results of a gaussian classifier.
Other columns hold results obtained using the ’approximation’ method (in this case the ’divergence’ method yielded the same results).
Note: 5c means 5 components of mixture, etc.

As the feature selection process may be time consuming
(particularly for high dimensional data), a thorough informa-
tion about the current computation state, current dimensional-
ity, currently best criterion value, current direction of search
and numbers of performed and expected computational steps
are displayed during the algorithm run.

Because of strong diversification of data formats used for
scientific purposes, we adopted a most general way of data stor-
age - standard text files containing numerical values in ANSI C
format. Files must begin with a simple textual header contain-
ing information about the number of classes, class members, di-
mensionality, etc. Correct files may be processed using the file
manipulation tool to change the number of classes, join or cut
files, delete features, etc. To extend the usability of F.S.Toolbox
we plan to equip it with a special Data Import Filter allowing
conversion (user-controlled, if necessary) of virtually any text
file into a usable form. This relates especially to files with
strange ordering, strange formatting, etc. The current version
of FST supports three types of text data files:

• Data files containing samples (identified by .trn exten-
sion) - data have the form of number vectors represent-
ing individual samples (patterns). They should be or-
dered according to classes, then according to samples
(vectors - points in pattern space) inside classes, then ac-
cording to features inside samples. Such a data ordering
may be viewed as a file of relational databases (classes)
with numerical values. It is possible to construct an ap-
proximation model upon such data (.apx file type), also
data structure in the form of mean vectors and covari-
ance matrices may be estimated from .trn file (generates
a .dst type file). Sample files may be used for feature se-
lection, classification of unknown data or estimating the
classification error rate.

• Data structure files containing mean vectors and covari-
ance matrices (identified by .dst extension) - This data
form is suitable for use with optimal and sub-optimal
feature selection methods based on feature set evaluation
criteria like Bhattacharyya distance, etc.

• Approximation model files (identified by .apx extension)
- are generated by approximation or divergence method.
These files may serve for classification of sample files
(.trn) with pseudo-Bayes classifier.

8. Application Examples
Perhaps the best way of introducing the FST software scope is
demonstration on task examples. We used following real data-
sets:

- 2-class, 15-dimensional speech data representing words
“yes” and “no” obtained from the British Telecom;
classes are separable with great difficulty.

- 2-class, 30-dimensional mammogram data representing
benign and malignant patients, obtained from the Wis-
consin Diagnostic Breast Center via the UCI reposi-
tory [14].

- 3-class, 20-dimensional marble data representing differ-
ent brands of marble stone; data are well separable.

8.1. Classification task example

Using the FST we compared the performance of gaussian clas-
sifier to the pseudo-Bayes classifier, defined especially for use
with multimodal data, and defined in relation to “approxima-
tion” and “divergence” methods (c.f. section 6). Table 1 il-
lustrates the potential of the approximation model based classi-
fiers. However, it also illustrates the necessity of experimenting
to find a suitable number of components (the issue is discussed,
e.g., in Sardo [24]).

Results were computed on the full set of features. In case
of approximation and divergence methods the algorithms were
initialized randomly (1st row) by means of the “dogs & rabbits”
cluster analysis (McKenzie et al. [12]) pre-processor (2nd row).
Classifiers were trained on the first half of the dataset and tested
on the second half.

Table 1 demonstrates a potential of mixture approximation
methods – with 5 mixture components (see column approx.5c)
for the speech data and 1, 5 or 20 components for mammo
data. The underlying data structure has been modeled pre-
cisely enough to achieve a better classification rate when com-
pared to the gaussian classifier. Second row for each data con-
tains approximation and divergence method results after prelim-
inary initialization by means of the “dogs and rabbits” cluster-
ing method. The method is inspired by the self-organizing-map
principle. Single training set samples are processed sequentially
in order to slightly attract the closest cluster candidate center.
In this way the “dogs and rabbits” method effectively identi-
fies cluster centers and its results may be used for setting initial
component mean parameters. However, component sizes (vari-
ance parameters) have to be specified otherwise, e.g., randomly.

8.2. Dimensionality reduction task example

The table screen-shot in figure 9 stores error rate values
achieved by the approximation and divergence methods with
different number of components. Columns represent selected
subset sizes. From this table it is possible to guess that sin-
gle component modeling is not sufficient, best results have been
achieved with approximately 5 or more components and 12 or
more features. It is fair to say that this somewhat “guessing”
way of specifying the suitable number of selected features is
often the only applicable one.

Figure 10 (a) demonstrates the performance of sub-optimal
feature selection methods being used for maximizing gaussian
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Figure 9: Approximation model based methods performance on the speech data (FST Results window snapshot).

a) b)

Figure 10: Subset search methods performance as shown by the FST graphic output

classifier performance. Figure 10 (b) demonstrates speeds of
different optimal feature selection methods on the mammogram
data-set. All the optimal methods (except the exhaustive search)
are based on the Branch & Bound idea and are restricted for use
with monotonic criterion functions only.

8.3. A different view to criterion functions - experimental
comparison

An interesting problem may be to judge the importance of in-
dividual features in real classification tasks. Although, in deci-
sion theory, the importance of every feature may be evaluated,
in practice 1) we usually lack enough information about the real
underlying probabilistic structures and 2) analytical evaluation
may become computationally too expensive. Therefore, many
alternative evaluation approaches were introduced.

It is generally accepted that in order to obtain reasonable
results, the particular feature evaluation criterion should relate
to a particular classifier. From this point of view, we may ex-
pect at least slightly different behavior of the same features with
different classifiers.

However, because of different reasons (performance and
simplicity among others) some classifier-independent criteria
– probabilistic distance measures – have been defined. For a
good overview and discussion of their properties, see Devijver
and Kittler [2]. The “approximation” and “divergence” methods
(c.f. Section 6) also incorporate a feature evaluation function,
which is closely related to their purpose.

In our example (Table 2) we demonstrate the differences of

criterion functions implemented in the FST. We evaluated single
features using different criteria and ordered them increasingly
according to the obtained criterion values. In this way “more
distinctive” features appear in the right part of the table, while
the “noisy” ones should remain in the left.

A detailed discussion about the differences between differ-
ent criteria behavior is beyond the scope of this paper. Let us
point out some particular observations only. Traditional dis-
tance measures (first four rows) gave similar results, e.g. fea-
ture 14 has been evaluated as important, 7 or 1 as less impor-
tant. Results of the divergence method based evaluation remain
relatively comparable, even if the result depends on the number
of mixture components. More dissimilarities occurred in the
approximation method based evaluation which is caused by a
different nature of approximation criterion which ranks the fea-
tures not according to their suitability for classification, but for
data representation in subspace only.

Our second example (Table 3) demonstrates criteria differ-
ences in another way. We selected subsets of 7 features out of 15
so as to maximize particular criteria to compare the differences
between detected “optimal” subsets. Again, results given by
traditional distance measures are comparable. Differences be-
tween subsets found by means of approximation and divergence
methods illustrate their different purpose, although still many
particular features are included in almost every found subset.

Additionally, the “worst” subset, found to minimize the
Bhattacharyya distance, is shown for illustration only.
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Bhattacharyya 7 1 4 2 5 0 3 6 10 8 13 9 11 14 12
Divergence 7 1 4 2 0 5 6 3 10 8 13 9 11 12 14

G.Mahalanobis 7 1 4 5 2 3 6 8 0 13 10 11 9 14 12
Patrick Fisher 7 1 4 3 2 0 6 5 10 9 8 13 12 11 14

approx.1c 7 1 4 2 0 5 6 3 10 8 13 9 11 12 14
approx.5c 0 13 1 4 12 7 10 3 2 5 9 14 11 6 8

approx.10c 0 13 1 12 4 7 2 10 3 14 5 9 6 8 11
approx.20c 0 12 13 1 4 7 10 2 3 14 9 5 11 6 8

diverg.1c 10 7 4 12 1 0 9 2 11 6 13 3 5 8 14
diverg.5c 5 12 8 1 0 7 6 2 4 9 10 13 3 11 14

diverg.10c 5 8 6 7 1 4 10 0 2 9 12 13 3 11 14
diverg.20c 1 6 5 8 2 10 7 3 11 9 12 0 14 13 4

Table 2: Single features ordered increasingly according to individual criterion values (i.e. “individual discriminative power”), 2-class
speech data

opt. Bhattacharyya - - - - - - 6 7 8 - 10 11 12 - 14
opt. Divergence - - - - - - 6 7 8 9 10 11 - - 14

opt. G.Mahalanobis - - - 3 4 - 6 7 - 9 10 - 12 - -
opt. Patrick Fisher - - - - - - 6 7 8 9 10 11 - - 14

approx.1c - - - - - - - - 8 9 10 11 12 13 14
approx.5c - - 2 - - 5 6 - 8 9 - 11 - - 14

approx.10c - - - 3 - 5 6 - 8 9 10 11 - - -
approx.20c - - - 3 - 5 6 - 8 9 10 11 - - -

diverg.1c - - - 3 - 5 6 - 8 - - 11 - 13 14
diverg.5c - - - 3 4 - - - - 9 10 11 - 13 14

diverg.10c - - 2 3 - - - - - 9 - 11 12 13 14
diverg.20c 0 - - - 4 - - - - 9 - 11 12 13 14

worst Bhattacharyya 0 1 2 3 - 5 6 - 8 - - - - - -

Table 3: Selected subsets of 7 features, 2-class speech data

8.4. A different view of criterion functions - visual subspace
comparison

The FST may be used to obtain a visual illustration of selected
feature subsets. Our examples illustrate spatial properties of dif-
ferent data sets (easily separable 3-class marble set in Figure 11,
a poorly separable 2-class mammogram set in Figure 12 and the
speech set). We selected feature pairs yielding optimal values of
different criteria. Figures 5(a)–(c) illustrate subsets obtained by
means of optimizing different probabilistic distance measures,
5(d) illustrates the Approximation method (5 components), and
5(e) the Divergence method (5 components). As opposed to
subsets selected for class discrimination the picture f) illustrates
an example of “bad” feature pairs being not suitable for discrim-
ination. Figure 5(f) was obtained by means of minimizing the
Bhattacharyya distance.

9. Implementation Issues
The Feature Selection Toolbox has been developed for several
years. Currently it has a form of 32-bit Windows application.
The kernel incorporates all the procedures written in ANSI C
language and is connected to a user interface which has been
developed in (Sybase) Powersoft Optima++ 1.5 RAD compiler
(today known as Power++). Most of programming work was
done by 1-2 programmers; theoretical questions, definitions and
specifications are consulted within a team of 4-5 programmers
and researchers (see Pudil et al. [22]). The programming work
was focused on keeping high quality of kernel functions.

Dimensionality reduction algorithms may often be very

time-consuming. The kernel code is therefore optimized for
speed (especially when accessing complicated multidimen-
sional memory structures). The speed of criterion function
value computations is the most important issue when program-
ming such enumeration algorithms, where the criterion value
is repeatedly calculated. Even if speed was the main goal, we
did not omit mechanism for error recovery, etc. (e.g. incorrect
properties of data in file).

Most subset search algorithms are defined in two forms ac-
cording to the prevailing direction of search: forward and back-
ward. The forward search starts with an empty feature subset.
Features are then added to it stepwise. The backward search
starts with the full set from which features are removed in a
stepwise manner. However, adding and removing steps may be
combined in the course of one algorithm. Single steps may pro-
cess not only single features, but also groups of features. In or-
der to be able to implement even complex variants of algorithms
like, e.g., oscillating search, it was necessary to develop some
fast and flexible way of working with features in such com-
plicated algorithms. For this purpose, we use a special vector
(having the same size as the full feature set) representing states
of every single feature. In general, positive values represent
currently selected features, other values represent excluded fea-
tures. Different values denote features in different states of pro-
cessing (definitely selected feature, conditionally selected fea-
ture, etc.). We mention the existence of this vector because of its
following advantage: by a relatively simple exchange of values
of several variables, we are able to switch the search direction
as well as other algorithm properties. As a result, the coding is
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d) e) f)

Figure 11: Visual comparison of 2D subspaces found on marble data by maximizing: a) Bhattacharyya (the same was found by
Generalized Mahalanobis), b) Divergence, c) Patrick-Fischer distances. Mixture model methods using 5 components results: approxi-
mation method - d), divergence method - e). Picture f) demonstrates a subspace unsuitable for discrimination (found by minimizing the
Bhattacharyya distance).

simplified since just one code is needed for either search direc-
tion (forward or backward) only; switching to the opposite one
is then simple. It should be noted, that such a “compact” code
does not reduce the algorithm speed in comparison to separate
algorithm versions. Moreover, the code has become more lucid
and the debugging time decreased, too. Our coding approach
allows also a relatively straightforward implementation of very
complicated versions of combined algorithms.

10. Future Work and Applications

Results obtained using the F.S. Toolbox have been repeatedly
used in our work for several research projects. Feature selection
has been performed on different kinds of real world data. The
kernel code is being flexibly altered for use in different situa-
tions (e.g., for comparison of statistical and genetic approaches
to feature selection, see Mayer et al. [11]). F.S. Toolbox serves
as a testing platform for development of new methods. Sev-
eral directions of future development are possible. Undoubt-
edly, modification of the code to a parallel version would be
beneficial. As far as the user interface is concerned, several im-
provements are possible. The same holds for the whole pack-
age which is built as open one with the intention to implement
newly developed methods in future. In addition, for the future
we plan to build a sort of expert or consulting system which
would guide an inexperienced user into using the method most
convenient for the problem at hand.

11. Summary

The current state of art in feature selection based dimensionality
reduction for decision problems of classification type has been
overviewed. A number of recent feature subset search strate-
gies has been reviewed and compared. Recent developments
of B&B based algorithms for optimal search led to consider-
able improvements of the speed of search. Nevertheless, the
principal exponential nature of optimal search remains and will
remain one of key factors motivating the development of sub-
optimal strategies. Among the family of sequential search al-
gorithms the Floating and Oscillating search methods deserve
particular attention. Two alternative feature selection meth-
ods based on mixture modeling have been presented. They are
suitable for cases, when no a priori information on underly-
ing probability structures is known. Many of recent feature se-
lection methods have been implemented in Feature Selection
Toolbox. The software has been used to demostrate the differ-
ences between different criteria and differently selected feature
subsets. The importance of feature selection for classification
performance has been clearly shown as well.
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a) b) c)

d) e) f)

Figure 12: Visual comparison of 2D subspaces found on less separable mammogram data by maximizing: a) Bhattacharyya (the same
was found by Divergence), b) Generalized Mahalanobis, c) Patrick-Fischer distances. Mixture model methods using 5 components
results: approximation method - d), divergence method - e). Picture f) demonstrates a subspace unsuitable for discrimination (found
by minimizing the Bhattacharyya distance).
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[20] Pudil P., Novovičová J. and Kittler J., “Feature selec-
tion based on approximation of class densities by finite
mixtures of special type”, Pattern Recognition, 28:1389–
1398, 1995.
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ABSTRACT
A novel discrete tracking framework is presented
and applied to the problem of predicting the chaotic
dynamics of the output current generated by a
Switched-Mode Power Supply (SMPS). This frame-
work is related to Particle Filter methods but dif-
fers by using the concept of a discretised Frobenius-
Perron operator for evolving and transforming prob-
ability density functions (pdfs). The resulting algo-
rithm is shown to be completely expressible in terms
of linear algebraic operations.

KEY WORDS
Object tracking, Frobenius-Perron operator, Non-
linear filtering and modelling.

1. Introduction

Several solutions to the tracking problem exist. Per-
haps the most well known of these approaches is
Kalman filter-based tracking [2]. The Kalman filter
(KF) assumes linear dynamical and measurement
models in the presence of white Gaussian noise con-
tamination. In an attempt to address this restriction
of the Kalman filter, attempts have been made to
extend it to cope with non-linearity. The extended
Kalman filter (EKF) is based on the local derivatives
of the non-linear system. Another approach, termed
the unscented Kalman filter (UKF), is based on the
unscented transformation that preserves at least the
two first statistical moments through a linear system
by carefully choosing the points where the model is
evaluated. The problems experienced in application
of EKFs for tracking is that there is no guarantee that
the linearized model used in the EKF gives a stable
algorithm [3].

A scheme that is totally liberated from the linear-

ity assumptions encountered in the derivation of the
KF is the Particle Filter (PF) or sequential Monte
Carlo approach. The price to be paid for this lib-
eration is the approximation of probability densities
by discrete points (so-called particles). This suite of
techniques has proven to be very powerful as track-
ing algorithms [4], [5]. Another approach proposed
for target tracking and which is closely related to a
PF is the point-mass filter introduced in [6]. It dif-
fers from a PF by introducing a fixed uniform grid
on which pdfs are sampled. Only those points on the
grid corresponding to significant probability point
mass are retained for evolving pdfs and for calcu-
lating averages.

In this paper we propose another scheme that
is related to PF methods namely the Discrete
Frobenius-Perron (DFP) filter. This method differs
from PF methods by using the idea of a discretized
Frobenius-Perron operator for evolving and trans-
forming pdfs [7]. The resulting algorithm can be ex-
pressed completely in terms of linear algebraic op-
erations.

The paper is organized as follows. Section
2 briefly reviews the concept of a Frobenius-
Perron operator after which Section 3 presents the
Frobenius-Perron tracking framework. The problem
of predicting the chaotic dynamics of the output cur-
rent in the next switching cycle, using only the mea-
sured current in the current switching cycle gener-
ated by a Switched-Mode Power Supply (SMPS), is
addressed in Section 4. Simulation results are pre-
sented and discussed in Section 5, followed by the
conclusion and recommendations in Section 6.
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2. The Frobenius-Perron Operator

Even though Frobenius-Perron operators can be
defined for a general transformation on a σ-finite
measure space, for the purpose of our presenta-
tion here, we only consider transformations on a
bounded region of Rd. Let Ω be a bounded region
of Rd and let S : Ω → Ω be a non-singular trans-
formation in the sense that m(S−1(A)) = 0 for all
measurable sets A such that m(A) = 0, where m

is the Lebesgue measure on Rd. The Frobenius-
Perron operator P defined below gives the evolution
of probability densities governed by the determinis-
tic dynamical system S.

Definition 1 The operator P ≡ PS : L1 ≡
L1(Ω)→ L1 defined by

∫

A

Pfdm =

∫

S−1(A)
fdm for all measurable A

(1)

is called the Frobenius-Perron operator associated
with S.

It is obvious that Frobenius-Perron operators are
linear operators. A linear operator on L1 is called a
Markov operator if it maps nonnegative functions to
nonnegative functions and preserves their L1 norm.
From the above definition we see immediately that
the Frobenius-Perron operator is a Markov operator
and that its operator norm is 1. Frobenius-Perron
operators can also be introduced more intuitively by
considering consecutive iterations of an ensemble of
initial states [8]. The operator P that maps the pdf f
of initial states to the pdf of next states is precisely
the Frobenius-Perron operator corresponding to the
transformation S, as defined by (1). Some theoreti-
cal aspects of this operator are presented in [1].

In order to derive the Frobenius-Perron Opera-
tor and the evolution of pdfs associated with a non-
linear system in practical applications where these
are mathematically intractable a numerical scheme
is required. We outline Ulam’s method for comput-
ing a pdf f∗ of the Frobenius-Perron operator asso-
ciated with the mapping S [1]. Let the state space
Ω be divided into and n set partition I1, I2, · · · , In.
We may view these disjoint sets of the partition as
discrete quantized states of the system S in which
case the Frobenius-Perron operator is described by

an n× n matrix P = [Pij ] defined by

Pij =
m(Ii ∩ S

−1(Ij))

m(Ii)
, (2)

Following along the same lines as the Monte
Carlo approach described in [1], the basic idea is
that within each partition set Ii of the state space,
Ni points are selected which are denoted {zi,k}

Ni

k=1.
For any pair of intervals (Ii, Ij) with i, j = 1, ..., n,
let qij be the number of points S(zi,k) in Ij for
k = 1, ..., Ni. We therefore have

Pij ≈
qij

Ni
=

]{S(zi,k) ∩ Ij}

Ni
. (3)

which is easier to calculate than equation 2. Here
]X denotes the cardinality of the set X . To simplify
the analysis noise was modelled as an integral part
of the dynamical mapping S.

3. The Frobenius Perron Tracking
Framework

A Bayesian inference tracking framework usually
involves prediction followed by correction. By us-
ing the necessary independence assumptions, pre-
diction at the k-th frame based on the measurements
{y0, ..., yk−1} is given by

p(xk | y0, ..., yk−1) =
∫

p(xk | xk−1)p(xk−1 | y0, ..., yk−1)dxk−1, (4)

and correction by

p(xk | y0, ..., yk) ∝ p(yk | xk)p(xk | y0, ..., yk−1).
(5)

In equations 5 and 4, xk is the hidden state of the
system and yk is the deformed observed state. Asso-
ciated with the hidden and observed states are sys-
tem and observation models.

If we partition our system into N discrete states,
{x

(i)
k }

N
i=1, p(xk | y0, ..., yk) can be approximated by

p(k|0,...,k) = [P (x
(1)
k | y0, ..., yk), ..., P (x

(N)
k | y0, ..., yk)],

(6)
and p(xk | y0, ..., yk−1) can be approximated by

p(k|0,..,k−1) = [P (x
(1)
k | y0, ..., yk−1), ...

..., P (x
(N)
k | y0, ..., yk−1)]. (7)
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Furthermore a discrete version of P (x(i)
k | x

(j)
k−1) is

given by
P := (Pij), (8)

where P is the Frobenius-Perron matrix derived
from the possibly non-linear system model and
i, j = 1, ..., N corresponding to the N hidden states
of the system. A discrete version of P (yk | xk) is
obtained in a similar manner and given by Q, where
Q is the Frobenius Perron matrix derived from the
possibly non-linear observation model.

Given p(k|0,...,k−1), p(k|0,...,k), P and Q, the
Bayesian predictor and corrector equations can be
approximated by the Frobenius Perron tracking
equations

p(xk | y0, ..., yk−1) ≈ p(k|0,...,k−1) = p(k−1|0,..,k−1)P,

(9)
and

p(xk | y0, ..., yk) ≈ p(k|0,...,k) (10)

where p(k|0,...,k) := (P (x
(i)
k | y0, ..., yk)), i =

1, ..., N (since there are N hidden states),

P (x
(i)
k | y0, ..., y

(l)
k ) ∝ Qi l P (x

(i)
k | y0, ..., yk−1)

(11)
and l ∈ (1, ...,M) (corresponding to one of M ob-
served states) is the index of the discrete state of the
observed variable yk. The elements of p(k|0,...,k)

are normalized to sum to one. Equation 9 is the
Frobenius-Perron predictor equation and equation
11 is the Frobenius-Perron corrector equation. The
expected value of the predicted state for each frame
k is calculated using the predicted probability vec-
tor p(k|0,...,k−1). Refer to [7] for a continuous state
analogue of this framework.

The power of this framework is the ease with
which pdfs can be evolved and transformed: One
can predict r steps ahead by simply substituting P

in the formulation by Pr. Given a discrete state,
say x

(3)
k a discrete version of P (xk+1 | x

(3)
k ) is

given by the third row of P. As an example con-
sider the third row of the P matrix we will derive
for the SMPS problem, shown in figure 1. Obtaining
P (xk+r | x

(1)
k ) is then simply a matter of calculat-

ing Pr. F igures 2 and 3 represent P (xk+2 | x
(3)
k )

and P (xk+5 | x
(3)
k ), respectively. Figure 4 repre-

sents P (xk+10 | x
(3)
k ) which shows that as r gets

big P (xk+r | x
(3)
k ) tends to the invariant density.
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Figure 1: Discrete approximation of P (xk+1 | x
(3)
k )

where N = 50.
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Figure 2: Discrete approximation of P (xk+2 | x
(3)
k )

where N = 50.

0 5 10 15 20 25 30 35 40 45 50
0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

State

P
ro

ba
bi

lit
y

Figure 3: Discrete approximation of P (xk+5 | x
(3)
k )

where N = 50.

4. The SMPS Tracking Problem

As an application of the DFP tracking framework
we considered a difference equation that relates the
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Figure 4: Discrete approximation of P (xk+10 |

x
(3)
k ) where N = 50.

output current of the next switching cycle to the out-
put current of the present cycle of a Switched-Mode
Power Supply (SMPS). A detailed description and
analysis of the SMPS and its chaotic dynamics can
be found in [1] and references therein. The dynam-
ics of the hidden variables generated by the SMPS is
described by

xn+1 = xn + b sat(a[1− xk])− c (12)

where sat(x) = min(max(0, x), 1). For our experi-
ment we have chosen a = 4, b = 1 and c = 0.201.
As shown in [1] and references therein the system
exhibits highly non-linear chaotic behaviour for this
choice of values. The observed variables yn were
obtained using the logistic map, i.e.

yn = 1− x2
n. (13)

5. Simulation Results

Figure 5 shows the observed, predicted and true hid-
den states where i.i.d. Gaussian noise with a stan-
dard deviation of 0.01 was added to the right hand
sides of the process and observer models (refer to
equations 12 and 13). For our experiments the num-
ber of states was chosen as 50 (n = 50). The in-
verse non-linear relationship between the observed
and hidden states is clearly visible. The error be-
tween the predicted and true hidden variables are
shown in figure 6. The observed, predicted and true
hidden states where i.i.d. Gaussian noise with a stan-
dard deviation of 0.05 was added to the process and
observer models are shown in figure 7. The degra-
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Figure 5: True, predicted and observed states for a
standard deviation of 0.01 for both the process and
observer models.
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Figure 6: Difference between the predicted and true
values for a standard deviation of 0.01 for both the
process and observer models.

dation in performance due to an increase in noise is
clearly visible.

Noise stdv DFPF rmse BFP rmse
0.01 0.019 0.044
0.05 0.075 0.053
0.10 0.151 0.071

Table 1: Root mean square error for the Discrete
Frobenius-Perron Filter (DFPF) and the Bootstrap
Particle Filter (BFP).

The performance of the Discrete DFP tracking

18



0 10 20 30 40 50 60 70 80 90 100
5

10

15

20

25

30

35

40

45

Sample number

S
ta

te

Predicted state
True state
Observed state

Figure 7: True, predicted and observed states for a
standard deviation of 0.05 for both the process and
observer models.
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Figure 8: True and predicted states when predicting
four steps ahead with a standard deviation of 0.01
for both the process and observer models.

framework was compared to the performance of the
well-known Bootstrap particle filter developed by
Gordon et. al [9] with 500 particles. From table
1 it is clear that the bootstrap filter outperformed the
DFP filter (with n = 50) for this specific application
when the standard deviation of the additive noise ex-
ceeded 0.05. The DFP filter performed slightly bet-
ter than the bootstrap filter for a noise standard de-
viation of 0.01. For this experiment new P and Q

matrices were calculated for each noise value.

The performance of the DFP filter when predict-
ing 2, 3, 4 and 5 steps ahead is shown in table 2.

Steps ahead DFPF rmse
1 0.019
2 0.045
3 0.125
4 0.159
5 0.203

Table 2: Root mean square error for the Discrete
Frobenius-Perron Filter (DFPF) when predicting 1
to 5 steps ahead.

As expected there is a degradation in performance
as the number of steps increase. The noise standard
deviation for this experiment was chosen as 0.01.

6. Conclusion and Further Work

A novel tracking framework was derived using the
concept of a discretized Frobenius-Perron operator
for evolving and transforming probability density
functions. The resulting algorithm was shown to
be completely expressible in terms of linear alge-
braic operations and preliminary simulation results
were reported. Work in progress includes applying
the framework to more general classes of non-linear
tracking and filtering problems. The relationship be-
tween the value for n and the performance of the
DFP filter is also planned for future work.
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Abstract
This paper aims at characterizing classification problems to find
the main features that determine the differences in performance
by different classifiers. It is known that, using the disagreements
between the classifiers, a distance measure between datasets can
be defined. The datasets can then be embedded and visualized
in a 2-D scatterplot. This embedding thus reveals the structure
of the set of problems. In this paper we focus on a specific
pattern recognition problem, the problem of outlier detection
or one-class classification, where classifiers have to detect if a
new object resembles the training data or not. For this problem
the outputs of many classifiers on many datasets are available.
By inspecting the scatterplot of the datasets, two main features
appear to characteristize the datasets; (1) their effective sample
size and (2) the class overlap. By generating artificial datasets
for which these variables are varied, these observations are con-
firmed experimentally.

1. Introduction
In pattern recognition we try to solve classification problems by
using classifier models that are fitted to training data. All classi-
fiers have a particular bias that make them suitable for specific
datasets, and less for others. In practice we are forced to apply
all the classifiers from our limited toolbox to find the best one.
Except for artificial data we are never certain which classifier
will perform best on a specific dataset. It is therefore not only of
academic interest to find out what are the main characteristics
in datasets which causes the classifiers to perform differently.
These characteristics may point to specific approaches to solve
an classification problem.

Many attempts has been made to characterize datasets using
simple measures to predict which classifier works well [9, 12].
Indeed some conclusions concerning the domains of compe-
tence for some classifiers, were drawn. But the main conclu-
sion was that real world datasets “reveal intricate relationships
among the factors affecting the difficulty of the problem”. The
problem is far from solved.

In this paper we approach the problem from the other side.
We start with a large set of classifiers and a large set of real
world datasets and we try to find the structure of the datasets
by comparing the output labels of the classifiers1. For this we
use the classifier disagreements, indicating how often classifiers
disagree [7]. The structure might point to the important charac-
teristics of datasets, thus suggesting features on which classi-
fiers can specialize.

1Most of the classifiers and datasets are also discussed in an
overview paper on one-class classification that is submitted to IEEE
Transactions on Pattern Analysis and Machine Intelligence.

The results are given for a special type of classification
problem, the one-class classification or the novelty detection
problem [17, 10]. This considers a two-class classificationprob-
lems in which one of the classes cannot be sampled reliably.
This happens for instance when one tries to perform machine
condition monitoring. Here a well operating machine shouldbe
distinguished from a machine that is breaking down. It is possi-
ble to sample from all normal operation conditions, but there are
many different ways in which a machine can fail. Not only is it
very hard to sample the space of all breaking machines, it is also
very expensive. The ill-sampled class is called theoutlier class,
and this class should be distinguished from a well-sampled class
which is called thetargetclass.

In section 2 we first define and discuss the classifier dis-
agreements. In section 3 we describe the classifiers and (very
shortly, due to space constraints) the datasets that are used in
this paper. In section 4 the results of the projected datasets is
shown, together with an indication of the two main parameters
characterizing the variation in the datasets. Extra experiments
are performed to confirm that this indication is true.

2. The distance between datasets
Assume a training setX tr containingN d-dimensional training
objectsxi, i = 1...N, x ∈ R

d. For the one-class classification
problem, only training data of the target class are available, and
therefore all labels are+1. A one-class classifierf consists of
two parts. The first part is the proximity of an object to the
target data, and the second part is a threshold function (with
thresholdθ) over this proximity to obtain a classification label.
The definition of the proximity measure depends on the classi-
fier. In general, the proximity measure can be constructed from
a density estimatioñp

f(x) = 1(p̃(x) ≥ θ) (1)

or from some distance to a modeld̃:

f(x) = 1(d̃(x) ≤ θ) (2)

where1(A) is the indicator function, returning1 is A is true,
and0 otherwise. The thresholdθ is determined by specifying
the error on the target training dataεt.

Assume that a classifierfi is trained on the training setX tr

and it gives the output labellik after evaluating objectxk from
an independent test setX

lik = fi(xk), xk ∈ X (3)

The disagreement between classifiersfi andfj is defined as:

DX (fi, fj) =
1

N

N
X

k=1

1 (lik 6= ljk) (4)
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Note that this forms anC×C disagreement matrixD, whereC
is the number of classifiers. Classifiers that perfectly agree have
zero distanceDX (fi, fj) = 0, while classifiers that always dis-
agree have a maximal distance ofDX (fi, fj) = 1.

Using these disagreements, we can define a distance mea-
sure betweendatasetsXm andXn, consisting of the average
difference between the disagreements [7]:

G(Xm
,Xn) =

1

C2

C
X

i,j

|DXm (fi, fj) − DXn (fi, fj)| (5)

This forms anM × M distance matrixG between datasets,
where M is the number of datasets under consideration. It
therefore uses the agreement and disagreement pattern for defin-
ing the similarity between datasets. Given the distances be-
tween the datasets, they can be visualized in 2D by applying
Multi-dimensional scaling [5]. This locatesM points such that
the distances between these points reproduces as well as possi-
ble the distances between the datasets [7]. A new datasetX can
be mapped onto this projection by computing first the classifier
disagreements (equation (4)), next the distances to the ‘training’
datasetsXn using (5), and finally finding a location such that
these distances are preserved as well as possible. This proce-
dure is not limited to 2D projections, although for visualization
it is the most common approach.

3. Experimental setup
We train the one-class classifiers on the one-class dataset using
5 times 10-fold stratified crossvalidation. The thresholdθ is set
such that10% of the training target data is classified as outlier,
εt = 0.1. The output labels generated by the classifiers are
stored. When the classifiers fail to supply output labels, due to
training/convergence problems or numerical problems, thecor-
responding term in equation (5) is disregarded (or equivalently,
set to zero).

3.1. The one-class classifiers

All the classifiers used in this paper are defined in the Matlab
toolboxdd tools [18]. The following classifiers are defined:

Gaussian It models the target data with a unimodal Gaussian
density, with the standard maximum likelihood estimates
for the mean and covariance matrix:

p̃G(x) =
1

(2π)d/2|Σ|1/2
exp



−
1

2
(x − µ)T Σ−1(x − µ)

ff

(6)
For high dimensional datasets the covariance matrix is
regularized:Σ′ = Σ + λI, with λ = 0.01, andI is the
identity matrix.

MCD Gaussian The standard Gaussian model lacks robust-
ness; outliers in the training set can severely influence
the Σ. Therefore a robust version of the Gaussian, the
Minimum Covariance Determinant is used. It selects a
subset of the data for which the determinent of the co-
variance matrix is minimal [15]. The current implemen-
tation works uptop = 50.

Mixture of Gaussians To make the unimodal Gaussian distri-
bution more flexible, the Mixture of Gaussians is also
used. The means and the covariance matrices are op-
timized using the standard Expectation-Maximization
procedure [2]. In the experiments three clusters are used,

with the same regularization for the individual covari-
ance matrices.

Parzen The Parzen density estimator [13] is a mixture of,
most often, Gaussian kernels centered on the individual
training objects, but with a simplified covariance matrix:
Σ = hI. The width of the kernelh is found by optimiz-
ing the likelihood on the training set using a leave-one-
out procedure [6].

Naive Parzen The Naive Parzen is a simplification of the
Parzen density estimator, inspired by the Naive Bayes
approach. A Parzen density is estimated in each fea-
ture dimension separately, and the probabilities are mul-
tiplied to give the final target probability.

1-nearest neigbor This method uses the distance to the first
nearest neighbor in the training set as proximity mea-
sure. Although this method is sensitive to outliers in the
training set, no hyper parameters have to be optimized.

k-nearest neigbor Here the kth nearest neighbor is used,
wherek is optimized using a leave-one-out density es-
timation on the training data [8].

AUC-optimized k-NN This is thek-nearest neighbor data de-
scription wherek is determined by optimizing the Area
under the ROC curve [4, 20].

nearest neigbor distance ratio This method is the same as the
1 nearest neighbor, but the distance is normalized by the
distance of the nearest object toits nearest neighbor in
the training set.

PCA The principal component analysis classifier assumes that
the data is located in a linear subspace. It finds a lower
dimensional subspace, spanned by the basis vectorsW.
It uses the reconstruction error, the distance between the
original object and the mapped object, as the proximity
measure.

autoencoder neural network This is a neural network ap-
proach to learn a low dimensional non-linear represen-
tation of the data [1, 16]. A standard feedforward neural
network is trained to reproduce the input patternsx at its
output layer. One of their hidden layers contains a small
number of hidden units which works like an information
bottleneck. The difference between the inputx and out-
putx′ defines the proximity.

Support Vector Data Description The SVDD is a geometry-
based model that fits a sphere around the data with the
minimum volume, by optimizing the sphere center. The
standard Euclidean distance can be rewritten in terms of
inner products, making the “kernel trick” possible [19].
The RBF kernel is used with a fixed width ofσ = 1.

L1 ball This is a simplified version of the SVDD, where the
Euclidean distance is replaced by theL1 norm. The cen-
ter of the sphere is fixed to the mean of the dataset, but
the original features are rescaled such that all training
data falls within the sphere.

k-centers This is a variant of thek-means clustering algorithm,
but here the cluster centers are restricted to be one of
the training objects. The proximity is the distance to the
nearest cluster center.

Minimax Probability Machine This is a linear classifier that
is placed such that the probability that a target object falls
on the incorrect side of the decision boundary is bounded
by a user-supplied valueεt [11]. This method can also be
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phrased in terms of inner products, and therefore also the
kernel trick can be applied. The RBF kernel withσ = 1
is used in this paper.

Linear Programming dissimilarity The LPDD is a linear
classifier that operates on distances between new objects
and training target objects [14]. Objects with large dis-
tances to the target data are likely outlier objects. The
LPDD therefore aims to place the decision boundary as
close as possible to the origin in the distance space.

3.2. The datasets

In total 101 datasets are considered, mainly taken from
the UCI repository [3]. An overview of the dataset
with the dimensionalities and sample sizes, together
with the classification performance, can be found at
http://ict.ewi.tudelft.nl/˜davidt/occ/ .
When the dataset is a multiclass classification problem, each of
the classes is designated target class once, and the other classes
are used as outlier. Objects with missing values are removed.
In table 1 a small subset of the datasets is given, together with

Table 1: A listing of a subset of the 101 datasets. These datasets
are explicitly mentioned somewhere in this paper.

nr Dataset name, target class obj/dim.
501 Iris, setosa 50/4
504 Beast cancer Wisconsin, malignant 458/9
505 Beast cancer Wisconsin, benign 241/9
506 Heart Cleveland, disease present 139/13
507 Heart Cleveland, disease absent 164/13
511 Biomed, healthy 127/4
512 Biomed, ill 67/4
515 Arrythmia, abnormal 237/278
519 Ecoli 52/7

530-539 Concordia, digit 0-9 400/256
571 Colon 2 40/1908
572 Leukemia 1 25/3571
585 Glass 5 13/9
591 Liver 2 200/6

601-611 Vowel 0-10 48/10
617 Survival,< 5 years 81/3
620 Page blocks 4913/10

their training set size and their dimensionality. Notice that
for some datasets two or more versions exist. In these cases a
multiclass problem is split into several one-class classification
problems by designating each individual class to the target
class once. Notice that the sample size ranges from 13 to 4913,
and the dimensionality from 3 to 3571.

4. Experiments
4.1. The two main directions in the projection

Applying Multi-dimensional Scaling on the averaged differ-
ences in disagreements (5), results in a 2D position for each
dataset. In the left subplot of figure 1 all the datasets are shown.
The numbers in the plot are the identifiers of the datasets. After
inspection of the datasets it appears that the two main directions
in the plot indicate the effective sample size, which is the ratio
between the number of training objects over the dimensionality:

SSX =
# training objects
dimensionality

(7)

and the average AUC performance:

perf
X

=
1

M

M
X

i=1

AUC(fi,X ) (8)

whereAUC(fi,X ) is the Area under the ROC curve [4] of
classifierfi on datasetX .

In the right of figure 1 the average AUC performance and
the sample size is plotted2. Indeed, the dataset on the bot-
tom of the graph have far higher sample sizes (Liver dataset,
nr 591, has 200 objects in 6D) than the dataset on the top
(Leukemia dataset, nr 572, with 25 objects in 3571D). Further-
more, datasets on the (lower) right have a far lower average
performance (Arrythmia, nr 515, has an average AUC of 0.33,
worse than random!), while datasets in the upper right are very
well separable (Concordia handwritten digit 0, nr 530, has an
average AUC of more than 0.96). This gives the first indication
that these are the main variables in the dataset differences.

In the next sections we manipulate these two features of
some of the datasets to check if the directions suggested in the
figures correspond to these features. The procedure is that first,
for each of the manipulated datsets, the classifiers from section
3.1 are trained. The classifier disagreements are computed and
the disagreement differences (5) are mapped into the 2D space.

4.2. Sample size
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Figure 2: Traces of a few datasets for which the sample size is
reduced.

To manipulate the sample size of a classification problem
is simple: we start with a well sampled dataset, and reduce the
number of training samples. Some results are shown in figure 2.
From left to right five traces of datasets are shown. The traces
start at the bottom with the star and move up via the circles.
First trace on the left is the Liver dataset (nr 591, with 200,
100, 50, 25 and 15 objects in 6D), second the Biomed dataset
(nr 511, with 127, 100, 60, 30 and 15 objects in 4D), next the
Breast cancer Wisconsin (nr 504 with 458, 200, 100, 50, 25
and 15 objects in 9D), next the Vowel 1 dataset (nr 602 with
48, 24, 12, 6 and 3 objects in 10D) and in the extreme right
corner the Vowel 2 dataset (nr 603, with also 48, 24, 12, 6 and
3 objects). Although the traces are a bit noisy (in particular
for small sample sizes) they follow the of the reduced sample
direction as it was suggested in figure 1.

2The values are rescaled for a clear visual presentation in gray scale.
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Figure 1: A 2D scatterplot of all the datasets based on the average disagreement between the classifiers. For all classifiers εt = 0.1.
In the left plot the datasets are numbered according tohttp://ict.ewi.tudelft.nl/ d̃avidt/occ/ . The right plots show
(top) the effective sample size and (bottom) the average performance of these datasets. The values are rescaled to improve the visual
presentation using a grey-level colour coding.

4.3. Class overlap

To check the interpretation of the class overlap direction is less
straightforward. This requires that the distributions themselves
are manipulated such that the overlap in the target and outlier
class is varied. In this paper three possibilities are considered:

1. reduce the dimensionality of well separable classes. By
reducing the dimensionality it is hoped that the separa-
bility decreases and the class overlap increases.

2. shift the means of the target and outlier class. We start
with poorly separable datasets and computing the dif-
ference vector between the means of the two classes.
The outlier class is now shifted by a few multiples of
the difference vector. Notice that only the outlier data is
changed, and it is not necessary to retrain the classifiers.

3. flip labels of the target and outlier data. By starting with
very well separable data and randomly flipping labels
from target to outlier, and vise versa, the class overlap
is increased.

Next we discuss the results by the three methods.
In figure 3 the traces of dataset for which randomly fea-

tures are removed. Again the traces start with the star. The
top dataset is the Concordia handwritten digit 3 (nr 533, 400
objects in 256-, 200-, 150-, 100- and 50D, left next to it Ecoli
(nr 519, 52 objects in 7-, 6-, 5-, 4-, and 2D), the dataset right
of that is Concordia digit 0 (nr 530, 400 objects in 256-, 200-,
150-, 100- and 50D), the extreme right dataset is the Vowel 3
dataset (nr 604, 48 objects in 10-, 8-, 6- and 4D) and the bottom
dataset is Breast cancer (nr 504, 458 objects in 9-, 7-, 5- and
3D). The traces are not completely “clean”, and it appears that
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Figure 3: Traces of a few datasets for which features are ran-
domly removed.

reducing the number of features has a more complicated effect
on the dataset complexity. For some datasets class overlap de-
creases, while the sample size is not heavily affected (the Con-
cordia datasets and the Vowel dataset). For these datasets most
of the features seem to be informative, and removing them hurts
the average performance. For the Breast and Ecoli dataset the
class overlap actually seems to improve. Apparently, in these
datasets many features are not very informative, and the classi-
fies improve when features are randomly removed.

In figure 4 the traces of datasets are shown for which the
class means are moved apart. From top to bottom we have the
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Figure 4: Traces of a few datasets for which randomly the
means of the two classes are moved apart.

Breast cancer (target benign, nr505, 241 objects in 9D), Heart
Cleveland (nr 506, 139 objects in 13D), Survival (< 5 years, nr
617, 81 objects in 3D) and Biomed (nr 512, 67 objects in 4D).
In all the cases the difference in the class mean is multiplied by
0.5, 1, 2, 3 and 4. The traces of these datasets are more consis-
tent, but they fail to cover the complete range from very poor
performance to very good performance. In other words, they
never reach the far right end of the plot. Their curved trajecto-
ries actually suggest that the class overlap characteristic is not
linear in this plot. It shows that by simplifying the classification
problem by separating the two classes, the actual sample size
increases. Less samples are required to make a good classifier,
pushing the dataset not only in the direction of higher averaged
accuracy, but also down, in the direction of higher sample sizes.
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Figure 5: Traces of a few datasets for which randomly labels
are flipped.

In figure 5 the traces of dataset are shown for which the
class labels are flipped. For these experiments well-sampled
dataset are used, therefore the traces start from datasets located
at the right side of the graph. The dataset on the top tight is Con-
cordia digit 0 (nr 530, 400 objects in 256D, flipping 25, 50, 100,
200 and 300 labels), on the bottom right the Vowel 2 dataset (nr
603, 48 objects in 10D, flipping 5, 10, 20 and 30 labels), next to
the Vowel is the Iris Setosa dataset (501, 50 objects in 4D, also
flipping 5, 10, 20 and 30 labels) and finally the Breast cancer
Wisconsin (nr 504, 458 objects in 9D, flipping 50, 100, 200 and

300 labels). These datasets show a very clear tendency to move
to the high class overlap area and indeed almost reach the left
end of the graph. This very clearly suggests that the second high
variance direction from right to left indicates the class overlap
in the dataset. The curved traces here also indicate that this is a
non-linear structure in this projection.

4.4. Individual classifier performances
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Figure 6: The AUC performance of the Minimum Covariance
Determinant classifier encoded in grey scale.

It is now possible to investigate the the datasets for which
each classifier performs well or not. Most classifier follow
roughly the pattern as it is shown in the bottom right picture
of figure 1, some classifiers have a more specific focus. In fig-
ure 6 the performance is shown for the Minimum covariance
determinant classifier. Here a clear band of classifiers is clas-
sified well by this classifier. For higher dimensional datasets
(mainly in the top of the figure) the procedure fails; the method
is only implemented ford < 50. But also for datasets where
the classes overlap or where the two classes are near and a com-
plicated decision boundary is required (bottom left), the model
performs poor.

4.5. The other variabilities in the data
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Figure 7: MDS scatterplot of the datasets using the second and
third features, showing two clusters of datasets. The grey-level
colour coding indicates the dimensionality, suggesting that the
two clusters are the high and low dimensionality problems.
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In figure 7 the second and the third dimensions of the MDS
plot are shown. Here a clustering in the datasets is visible.The
third dimension seems to encode data dimensionality, but itis
not very clear (there are two outlier datasets in the lower cluster;
the glass datasets with 13 and 29 objects in 9D). The lower right
cluster contains the datasets in the very high dimensional spaces
(dimensionalities larger than 1000), the other cluster contains
the datasets upto 256D. The gap suggest that the set of datasets
is not covering all dimensionalities, and that datasets with di-
mensionalities around 500-600 are lacking.

5. Conclusions
For the specific problem of one-class classification or novelty
detection we investigated the main variables that determine the
variability in the classification of objects by different classifiers.
Using the classifier disagreements a similarity between datasets
is defined allowing for the visualization of the datasets in a(2D)
projection space using MDS. In this paper the outputs of 19
classifiers on 101 datasets are used. It appears that the effec-
tive sample size (the ratio beteen the number of objects and the
dimensionality) and the average performance are the main vari-
ables that describe the variance in real world one-class datasets.
Given these datasets, the scatterplot using the first two features
shows a reasonably well sampled space; the classifiers almost
uniformly fill the space.

This observation is verified and confirmed by varying the
sample size and average performance of an artificial datasets
and check where these datasets are mapped onto the 2D projec-
tion. The sample size direction can easily be confirmed, but to
vary the class overlap is more complicated. Three approaches
have been tried, moving the means of the datasets, randomly
swapping the labels and reducing the dimensionality. All three
approaches indeed change the class overlap, but it appears that
it also influences the effective sample size, resuling in heavily
curved trajectories in the projection.

These two main features of the one-class datasets suggest
that one should develop a set of classifiers that cover the wide
ranges of sample size and class overlap. First one can focus on
classifiers that can exploit high sample sizes, or very low sample
sizes. Second, one should construct classifiers that are capable
of utilizing objects from the outlier class when the class overlap
is not very large. When the class overlap is large, one has to
focus on classifiers that are robust against outliers, or be sure
that the training set does not contain outlier objects.

Further features become increasingly harder to interpret.
This is probably caused by the fact that it is not clear what the
main characteristics are, and are really not named yet. The third
feature probably indicates the dimensionality of the datasets.
When it is added, two clusters of datasets appear. This suggest
that the sampling of the datasets is not sufficient in this direction
and that datasets with dimensionality around 500 are lacking.
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Abstract

Three techniques based on the application of neural networks
to the estimation of missing data in a medical database are
introduced. The approximation unit is introduced as a basic
missing data estimation mechanism and is extended to an
agent–based system, which provides improved accuracy. A
view of the estimation of missing data from a classification
perspective is also presented. The neural networks designed
implement a multi–layer perceptron architecture with weight
decay. The optimisation of the regularisation coefficient using
the evidence framework is shown to improve accuracy in
the estimation. Analysis of the results show that all methods
proposed are comparable providing the same level of accuracy
while maintaining the statistical properties of the original
data set. The agent-based system is found to provide a better
accuracy on average. Results also suggest that the method of
approximation units can be used to classify the missing data
into the categories of MAR or MNAR.

Keywords: Auto–Associative, Data Estimation, Genetic Algorithms,
Missing Data, Neural Networks.

1. Introduction
Databases such as those which store measurement or medical
data, may become subject to missing values either in the data ac-
quisition or data-storage process. A problem in a sensor, a break
in the data transmission line or non-response to questions posed
in a questionnaire are prime examples. This missing data poses
a problem to the analysis and decision making processes which
depend on this data, requiring methods of estimation which are
accurate and efficient. Various techniques exist as a solution to
this problem, but in many cases are not applicable because they
introduce biases and noise into the data or make assumptions
about the data which may not be true.

This paper compares three techniques of estimating missing
data in a database using artificial neural networks. Neural net-
works are ideal for this type of problem because they are able
to represent complex decision spaces and model complex rela-
tionships between data. Theapproximation unitis introduced
as a basic missing data estimation mechanism and consists of
a neural network and a genetic algorithm. An extension of this
system to a committee of agents is implemented as the second
technique. The third technique views the missing data problem
from the perspective of pattern classification, where known val-
ues are used in a classification system whose output is a missing
value in the database.

The design methodology employed will be described pro-
viding a justification for the methods and architectures which
have been applied to each of the estimation techniques. The ap-
plication of each of these techniques is then shown using data
from the South African Department of Health. Comparisons of
accuracy, change in statistical properties and the effect of vari-

ous optimisation techniques for each of these methods is made
and conclusions drawn therefrom.

2. Missing Data and Imputation Methods
Three classes of missing data have been identified, according to
Little and Rubin [1]. These three categories can be understood
by considering figure 1, which shows a data pattern with vari-
ablesX = {X1, . . . , Xp}, andY which has some missing data.

Figure 1: Pattern of non-response in a rectangular data set.
Rows correspond to records in the database and the columns
correspond to variables or fields of the data set [2].

X andY are columns of a table in the database, with the column
identified byY having missing data. ConsideringX andY as
random variables, the three categories of missing data are:

• Missing at Random (MAR). Also known as the ignor-
able non-response. The probability of dataY, being
missing is dependant only onX, the existing values in
the database and not on any missing data.

• Missing Not at Random (MNAR). Also known as the
non-ignorable case. The probability thatY is missing is
dependant on the missing data.

• Missing Completely at Random (MCAR). The proba-
bility of dataY, being missing is not dependant on either
X or Y, i.e. is not dependant on either missing or com-
plete values in the same record or any other record in the
database.

The most prominent and useful techniques for the MAR case are
multiple imputation (MI) and maximum likelihood (ML) [2].
Methods applicable to MCAR and MNAR cases have also been
developed and have been reviewed by Schafer and Graham [2].
The estimation mechanisms presented in this paper assume that
the data is MAR. Under this assumption, it is valid to use the
neural network models of values in a database for data estima-
tion, since missing data will be related to the known values in
the database.

3. Background
3.1. Neural Networks and Genetic Algorithms

The simplest of the neural network architectures available are
the Generalised Linear Models (GLM) [3]. These are single
layer networks which consist of an input and an output layer
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and implement well known statistical techniques such as linear
regression. The more common neural network architecture is
the multilayer perceptron (MLP) [4]. The multi-layer percep-
tron network is a two–layer feed-forward network and in this
application is trained using a supervised learning algorithm.

Genetic algorithms (GA) find approximate solutions to
problems by applying the principles of evolutionary biology,
such as crossover, mutation, reproduction and natural selection
[5]. The GA search process consists of the following steps: 1)
Generating a pool of candidate solutions (chromosomes) and
encoding all values in a binary or floating point representation.
2) Evaluation of the fitness for each chromosome in the gene
pool. The fitness is determined via a fitness function defined for
the problem being solved, and chromosomes with the lowest fit-
ness are discarded and make way for a new set of chromosomes.
Replacement sets of chromosomes are created by the genetic
operations of crossover and mutation on the most fit individu-
als. These genetic operations add an element of randomness to
the search process allowing a wider range of the solution space
to be explored. 3) Steps 1 and 2 are repeated for a given num-
ber of generations until a specified fitness level is attained or the
maximum number of generations is exceeded [5].

3.2. Existing Techniques

The approximation unit presented in this paper takes the form
of the system described by Abdella [6]. This work describes the
estimation of missing data using a neural network and a genetic
algorithm. The work explores the use of both MLP and RBF
neural networks but the major focus lies in using this approach
to investigate the estimation ability of the system as the number
of missing cases in a single record increases.

Qiaoet. al.also proposes a missing data estimator based on
an auto-encoder neural network coupled with a particle swarm
optimisation [7] and is used in tracking the dynamics of a plant
in the presence of missing sensor measurements. Both tech-
niques mentioned show success in estimating missing data us-
ing the same fundamental approximation structure. These struc-
tures are described, extended and contrasted in this paper show-
ing alternative approaches to the estimation of missing data.

3.3. Data Analysis and Preprocessing

Data from the South African Department of Health is used in
this investigation and consists of seven columns of data for
fields such as HIV status, age, age group and gravidity (num-
ber of pregnancies). Using the maximum and minimum values
of each column, the available data is normalised to the range of
[0,1]. This is necessary to ensure that the values do not have
wide ranges and aid in the network training by allowing better
generalisation performance and in the estimation of missing val-
ues when using the genetic algorithm due to reduced searching
range.

The values in the database do not have a large range and
thus a linear normalisation is used. The formula used for nor-
malisation for the ith column in the database with values given
by x is:

xi,norm =
xi − xi,min

xi,max − xi,min
(1)

The data set available consists of 5776 records and is split into
three parts with training and validation data sets consisting of
2500 entries each and the test set consisting of 776 entries. It
must be noted that the network model is dependant on quality
of the information used in the training set. Since patients tend
to give false information under varying circumstances, the net-
work model might not be completely accurate. This property of

the data must be considered when analysing the effectiveness of
the estimation techniques.

3.4. Performance Analysis

The effectiveness of the estimation system is evaluated using
three performance measures: the mean square error, the corre-
lation coefficient and the relative accuracy. Apart from these
measures, the mean and the variance of the estimated data com-
pared to that of the original data is used to evaluate how the
estimation alters the statistical properties of the data. The mean
square error is defined as

MSE =
1

N

NX
i=1

(xi − x̂i)
2 (2)

whereN is the number of estimates for which the error is being
evaluated,xi is the actual value and̂xi is the predicted value
produced by the estimation system for the ith sample. This mea-
sure must be interpreted in comparison with other values to de-
termine the error performance. Smaller errors are preferred at
all times over larger errors, since they indicate that the predicted
and actual values are close.

The correlation coefficientr, indicates the strength of the
relationship between the predicted and actual valuesxi andx̂i,
and measures the degree to which the two variables move to-
gether. If the magnitude ofr is greater than 0.5, then there is
a reasonable correlation betweenxi andx̂i. If the value is less
than 0.5 then the correlation value is less reliable and indicates
poor estimation performance.

The final measure is the accuracy of the estimation as a per-
centage within a given tolerance. The relative accuracy is given
by

A =
nτ

N
× 100% (3)

wherenτ is the number of predictions in the sample set of size
N that lie within the tolerance regionτ . In this paper a tolerance
of τ = 10% is used.

4. Approximation Unit Design
4.1. System Overview

The approximation unit is a complete missing data estimation
system, and is based on a trained auto-associative neural net-
work and a genetic algorithm. The genetic algorithm drives the
search process by generating a candidate solution for a missing
data value in the database. The fitness of this solution is eval-
uated using a fitness function and a new solution is determined
by the genetic algorithm according to the process discussed in
section 3.1. This process continues until a globally optimal es-
timate for the missing data is found. The form of this fitness
function is discussed in section 4.4.

The fitness function used is the difference between the in-
puts and outputs of the neural network. This network is trained
to capture the relationships between fields and records in the
database and the correlations between them. The fittest solu-
tion is one in which the difference between the networks inputs
and outputs is minimum, indicating the the value estimated is
consistent with the data used to train the network. A schematic
representation of the system is shown in figure 2. As shown, the
system is automatic, being driven by the GA, which generates
an initial set of estimates and operates directly on the database
with missing values.

4.2. Network Architecture

As stated, the neural network is an auto–associative or auto–
encoder network. These networks consist of the same number
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Figure 2: An approximation unit showing the place of the ge-
netic algorithm and the neural network in the system.X

′
u is an

estimate for the missing values in the database produced by the
GA.

of inputs and outputs and training involves training the network
to replicate its inputs at the outputs. The number of hidden layer
nodes in these networks are of a dimension less than that of the
input layer [8], creating a “bottleneck” in the feed forward path
of the network, allowing the network to capture the correlations
between the data at the input nodes [7]. The error between the
input and output of the network is low for normal data — data
similar to that of the training data, but varies considerably for
data that is un-similar to the training set. This property of the
auto-associative neural network, is what is used to ensure that
an optimal estimate for the missing data is found.

Two–layer MLP networks are used with linear activation
functions for the output layer. The activation function for the
hidden layer in the network used is the hyperbolic tangent func-
tion, tanh(x). The optimal number of nodes has been chosen
by training networks with the number of hidden layer nodes
varying from 2 to 6. The networks were trained with the same
training data set, and the network with the lowest error on a sep-
arate validation data set was chosen as the optimal network. The
optimal network structure determined consists of 6 nodes in the
hidden layer using 600 training epochs. This exhaustive search
approach to determining the ideal number of hidden units is fea-
sible in this instance since the range of the number of possible
hidden layer units is small.

4.3. Network Training

The neural network is trained using a Bayesian learning ap-
proach and is applied in two stages. The Bayesian approach
has the feature that a validation set is not needed in the training
phase to ensure good generalisation abilities, unlike methods
which use maximum likelihood for training. The validation and
training data sets that were created from the original data are
combined to form a single data set which is used in training this
network.

The scaled conjugate gradient (SCG) algorithm introduced
by Møller is used for network training and has been shown to be
significantly faster when training networks since it avoids line
searches in the optimisation and includes second order gradi-
ent information in searching the weight space[9]. This train-
ing algorithm is combined with weight regularisation to ensure
that over-training does not occur. Over-trained networks are
characterised by network weights with large values, resulting in
sharp decision boundaries. [4]. Weight regularisation results in
smoother decision spaces by adding a penalty term to the error
function, given by

E = E +
α

2

X
i

w2
i (4)

whereE is the error function, which is the sum–of–squares error

[4] andα, the regularisation coefficient which affects the degree
of influence that the penalty has on the error. The networks are
initially trained with a regularisation coefficient of 0.01.

The second stage of the training process involves optimis-
ing α, and retraining the networks with the optimal alpha. This
optimisation is achieved by using the evidence framework pre-
sented by Mackay [10]. For a detailed discussion regarding
this process and its implementation, the reader is referred to
MacKay [10], Bishop [4] and Nabney [3].

The disadvantage of this technique lies in the determina-
tion of the Hessian matrix, which is computationally demand-
ing. This is balanced by the improved generalisation accuracy
of the network, and that using this technique does not require a
separate validation set to test the generalisation of the network.
The effect of the Bayesian learning on the networks with regu-
larisation is shown in figure 3. The graph shows the evolution of
network weights during the training process and that the weight
values are restricted to the range of operation of the hidden layer
activation function as a result of theα optimisation.

Figure 3: Evolving weights for the first hidden layer node show-
ing weights converging to final values.

4.4. Estimation by Genetic Algorithms

A floating point representation is used for the GA implementa-
tion since this encoding allows the search to be faster, providing
higher precision and produces results which are more consistent
from run to run than other encodings [5]. Using this representa-
tion, the arithmetic crossover and non-uniform mutation oper-
ators have been used. The arithmetic crossover provides better
stability in generating solutions, with lower standard deviation
of the best solutions as compared to other types of crossover
such as simple crossover. The non-uniform mutation also aids
in the search of an optimal solution by allowing faster conver-
gence and greater accuracy [5]. The GA system using these
genetic operators is implemented with an initial population of
20 chromosomes, with 25 generations.

The fitness function used is a function of the neural network
input and output. Mathematically, for a vector of inputs to a
neural networkx, the output of the network is:

T = f(W, x) (5)

where,W is a vector of network weights,f is the transforma-
tion learned by the network during training andT is the output
vector.

For the auto–associative network, the output will not be ex-
actly that of the input,T ≈ x; and a difference between the two
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exists which is defined as the error of the network.

ε = x− T

ε = x− f(W, x) (6)

By minimising this error for values which are substituted for
missing data into the database, an accurate estimate for the
missing data which is based on similar data used to train the net-
work, can be obtained. This error function must be non-negative
and thus the square error is taken. The genetic algorithm will
maximise the evaluation function, since we wish to minimise
this error function, this is equivalent to maximising the inverse
equation [5]. The equation is thus:

ε = − (x− f(W, x))2 (7)

Since the input vector consists of both known and unknown en-
tries, this error function can be re-written [6] as

ε = −
„

xk

xu

ff
− f(W,


xk

xu

ff«2

(8)

wherexu are the unknown andxk are the known elements of
the input vectorx. This is the fundamental equation required to
relate the problem to the GA and to allow for successful data
estimation.

4.5. An Agent-Based Approach

In this system a committee of agents, each agent being an ap-
proximation unit is used to estimate values for the missing data.
The output of the committee is then the average of the output
of the individual units, which is known as the equal weighting
method. This system is shown diagrammatically in figure 4.

Figure 4: A multi-agent system where each agent is an approx-
imation unit. The results of each unit are combined using an
equal weighting approach.

The major design criterion is the number of agents which should
form the committee. Large numbers of agents in the commit-
tee will increase the time taken to produce an estimate and is
computationally demanding. For this application a committee
consisting of six approximation units is used to test the benefit
that is obtained when using this ensemble method.

5. Estimation by Data Classification
5.1. System Overview

This technique views the estimation of missing data a classifi-
cation problem. Consider the database of values that is used,
which consists of seven fields. If we assume that only one col-
umn can have missing data in any given record, then the avail-
able six fields are used as inputs to a neural network, whose
output is the missing columns value. This system is shown di-
agrammatically in figure 5. Due to the nature of this system,
each column in the database requires a neural network which
is capable of estimating the missing columns values from the

Figure 5: Estimation system consisting of neural network clas-
sifiers for each column of missing data. The selection function
decides which of the networks is to be used.

other remaining inputs. The system also requires a selection
function, which determines which column has missing data and
selects the appropriate classifier to be used.

5.2. Network Architecture and Training

Neural network classifiers for every column have a simple ar-
chitecture with 6 input units and a single output unit. because
of this simple structure, two differing network architectures will
be used and compared in the design. The first is an implemen-
tation of the classifiers as a set of generalised linear models
(GLM). The Iterated Re-weighted Least Squares (IRLS) train-
ing method [3] is used and the network is trained with the train-
ing data set for 20 training cycles.

The second technique uses an MLP system as the imple-
mentation of the classifiers. The networks are trained for 500
training cycles using the training data set. For this network the
optimal number of nodes was chosen as 20, as larger numbers
of nodes in the hidden layer offered no significant advantage in
the error. Both techniques are trained using weight decay with
a regularisation coefficient of 0.01.

6. Results and Discussion
6.1. Experimental Setup

The estimation system was developed using the open source
NETLAB 1 toolbox and the Genetic Algorithm Optimisation
Toolbox (GAOT)2 for the MATLAB computing environment.

The simulation procedure involves applying the estimation
systems to the medical database described previously. The ex-
periment involves systematically removing entries from each of
the columns and obtaining an estimate for each missing value.
The test set used, consisted of an extract of 100 entries which
are estimated at a time. The estimates produced are compared
to the actual value that is removed and is evaluated using the
performance measures described in section 3.4.

6.2. Approximation Unit Results

The approximation unit estimated values for the test set in an
average of 57.72 seconds3, taken over 10 simulation runs. Table
1, shows the results for the correlation coefficient, mean square
error and the accuracy of the estimation for simulations using
both optimised and an unoptimised regularisation coefficient.

1NETLAB toolbox, I. T.Nabney. www.ncrg.aston.ac.uk/netlab
2GAOT toolbox, C. R. Houcket. al.. www.ie.ncsu.edu/mirage/

GAToolBox/gaot
3Concluded using a Pentium IV, 2.66GHZ processor with 512MB

RAM
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Table 1: Simulation Results for estimations produced with i)
α = 0.01 and ii) withα = 11

α = 0.01 α = 11
Col A MSE r A MSE r
2 31 10.25 0.25 53 6.81 0.3856
3 37 0.98 0.74 88 0.23 0.94
4 43 0.86 0.76 91 0.16 0.95
5 100 0.0 1 100 0.17 0.99
6 100 0.0 1 100 0 1

Mean A 62.2% 85%

From the results shown, it can be seen that the approach with
α optimised using the evidence framework has higher accu-
racy than the unoptimised network. It must be noted that the
accuracy quoted here is the accuracy with a tolerance of 10%.
Therefore, we can say on average that 85% of the missing values
estimated in the database are accurate to within 10% of the ex-
act value. This is demonstrated by the graph of figure 6, which
shows how the estimated results fit within the shaded confidence
region for columns three and five of the testing data.

Figure 6: Graphs showing the actual values and the 90% confi-
dence regions. The estimated values are superimposed and are
seen in most cases to be within the shaded confidence regions
which have been set.

A comparison of the statistical properties of the estimated and
actual data sets is shown in table 2, whereµ andσ are the mean
and variance of the actual data;µ̂ andσ̂ are the mean and vari-
ance of the estimated data; andεµ and εσ are the differences
between the actual and estimated means and variances respec-
tively.

Table 2: Comparison of Statistical properties for the actual and
estimated data sets for each column.

Col µ µ̂ εµ σ σ̂ εσ

2 8.67 9.56 0.89 11.96 4.33 7.63
3 2.28 2.24 0.04 2.65 2.08 0.56
4 1.24 1.22 0.02 2.61 2.03 0.58
5 22.5 22.49 0.01 34.59 34.21 0.38
6 2.5 2.5 0 1.38 1.38 0

The statistical properties indicate that the estimates are very
close to the original properties, as indicated by the low values

of εµ andεσ. This indicates that the estimation does not add
biases to the data.

The agent based system, consisting of 6 approximation
units improved on the results produced by a single approxima-
tion unit. The results of simulations is shown in table 3. These
results show that the combination of the individual estimation
on average improves the overall estimation accuracy for the en-
tire database.

Table 3: Estimation results using the agent based approach. In
this dataα = 0.01

Column Accuracy MSE r

2 42 11.51 0.2959
3 97 0.92 0.81
4 96 1.02 0.80
5 100 0 1
6 100 0 1

Mean A 87%

6.3. Estimation by Classification results

Simulations for this method of estimation involved training
seven networks, one for each column of missing data for each of
the two network architectures under investigation. The test set
of 100 elements was then used to estimate each column of data
which was removed and assumed to be missing. The results are
shown in table 4.

Table 4: Simulation Results for estimations from missing data
estimators using GLM and MLP networks.

GLM MLP
Col A MSE r A MSE r
2 51 9.87 0.49 51 9.96 0.45
3 85 0.19 0.96 86 0.18 0.97
4 85 0.19 0.96 84 0.22 0.96
5 100 0.0 1 100 0 1
6 100 0.0 1 100 0 1

Mean A 84.2% 84.2%

These results also show good performance on average for all
columns estimated with 84% of the estimated values within
10% of the actual value. The methods produce almost the same
estimation accuracies for all columns. From the above results,
the GLM networks are preferred since they train much faster
and require fewer training cycles. The fact that a GLM network
produces this level of accuracy implies that there is a linear rela-
tionship between certain columns of the database, but not for all.
As a results of this, the GLM is applicable to this problem, but
may not be generally applicable to other databases. This prop-
erty of the GLM networks suggest that they can be applied to a
database in the initial stages of analysis to determine if there are
any linear relationships between the data elements before more
advanced estimators involving MLP networks are designed.

6.4. Discussion

The methods explored: missing data estimation using the ap-
proximation unit with the optimised alpha, the use of an agent
based approximation system and the estimation by classifica-
tion produce results which are comparable to each other with

31



similar average accuracies. The approximation unit has the dis-
advantage that it consists of two optimisation stages: an optimi-
sation of the neural network and a second optimisation for the
genetic algorithm. An error in the first stage propagates to the
next stage making the estimation poor. This is demonstrated by
the fact that the approximation unit with alpha unoptimised pro-
duced poorer results than the system with the optimised alpha.
A further disadvantage is that the computation time required to
estimate a large number of values in lengthy.

This problem of multiple optimisations is only enhanced in
the use of the multi-agent system, since multiple dual optimi-
sations exist for every agent used in the committee. Given this
though, the multiple optimisations allowed better results to be
produced on average, as can be seen in the graph of figure 7.

Figure 7: Comparison of the Accuracy of the three techniques
described. The agent based system on average produces a better
approximation to the missing data.

Viewing the problem from a data classification perspective also
does not overcome the problem of multiple optimisations, since
a neural network classifier is needed for each of the columns
in the database. Another problem with this technique, is that
if this system were to be extended to estimate multiple miss-
ing values in any given record of the database, the number of
network classifiers required increases dramatically. In general
for n columns in the database with up toM missing values, the
number of network classifiers needed is given by:

Nclassifiers =

MX
r=0

„
n
r

«
=

MX
r=0

n!

r!(n− r)!
(9)

This obviously is a large number of classifiers for anything but
a trivial number of missing values in any given record; and the
number of networks to be trained and optimised will prove to
be time consuming and error prone.

It must be noticed that none of the methods were able to
approximate values in column 2 with a high accuracy and with
good coefficient of correlation. This suggests a breakdown in
the initial assumption that data missing in this column is MAR.
We must therefore conclude that the data which may be miss-
ing in these columns is either MCAR or MNAR, requiring more
specialised methods of estimation such as pattern mixture mod-
els or selection models [2].

7. Conclusions and Further Work
Methods for the estimation of missing data have been presented
which include the method of approximation units, an agent

based system consisting of a committee of approximation units
as well as network classifiers which perform estimation. These
methods each produced results which are similar, each imple-
menting certain architectures which optimise the estimation of
the data. It is suggested that the method using a classification
system be applied to estimate missing values in databases with
few columns and few missing data values in any record. For
databases with a large number of columns, the method of ap-
proximation units either singly or in committee, is better suited
as they do not require large numbers of networks to be trained.
The added benefit given by the committee based system must
be evaluated in respect of the type of data being estimated and
the range of values which are being estimated.

Further work must include a comparison of the accuracy of
the results produced using the techniques presented to the re-
sults produced by techniques such as multiple imputation and
maximum likelihood. An investigation into whether this type
of a system can be used in the classification of missing data
as either MAR, MCAR or MNAR should also be undertaken.
The results presented show that this method identifies which
columns of data in a database can be estimated given the other
values; indicating that data missing from these columns, if miss-
ing can be classified as MAR. The classification of missing data
according to the categories identified by Little and Rubin is dif-
ficult for large data sets, and thus this exploration could prove
promising.
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Abstract
Industrial applications of spectral imaging introduce novel
types of problems where generally applied assumption of class
unimodality does not hold anymore. Object sorting problems,
for example, become multi-modal as soon as the terminal high-
level classes are defined as ad-hoc collections of material types.
This paper discusses design of model-based multi-modal clas-
sifiers in problems, where the class modes are apriori known
during training.

We consider derivation of data representation and classi-
fier design as connected issues. Several designs simplifying the
full Gaussian mixture-based model using diverse representation
building strategies and regularization are discussed. Apart of
model-based algorithms employing mode descriptors such as
Gaussian mixtures or multi-modal SIMCA, also an alternative
method based on inter-mode discriminants is considered.

A set of experiments is conducted on an artificial dataset
modeling some aspects of multi-modal spectral classification
problems and two real-world datasets from industrial object-
sorting application. The behaviour of different model-based
methods is studied using learning curves. The main conclu-
sion of this paper is that incorporation of supervised informa-
tion significantly improves classification performance, reduces
the complexity of the final system and speeds-up its execution.

1. Introduction
Industrial applications employing spectroscopy or spectral
imaging often deal with inherently multi-modal pattern recog-
nition problems. An example is an object sorting into high-
level classes defined as ad-hoc collections of materials. The
motivation of this research is derivation of high-accuracy clas-
sifiers for multi-modal problems capable of effective execution
and thereby applicable in on-line processing.

In this study, we consider construction of data representa-
tion and model building as connected issues. We aim at under-
standing of the interplay between both stages and its impact on
model-complexity, classifier performance, and execution speed.
Although a model-based classifier may be built directly on the
original spectra, such model is very complex due to high dimen-
sionality. Model simplification may yield significant improve-
ments of classification performance given the same amount of
training examples.

The paper discusses several approaches to simplification
of model-based classifiers, such as regularization, derivation
of a simpler representation for the complete problem or for
each mode separately and supervised feature extraction. An
alternative model-based classification strategy, proposed by us

in [7], is also studied reducing the model complexity even fur-
ther by building a multi-modal classifier from inter-mode dis-
criminants, rather than by modeling the entire mode domain.
Our motivation here is to understand if this decomposition-
based multi-modal discriminant (DMMD) may be beneficial
compared to model-based descriptors.

In order to compare behaviours of different model-
simplification strategies, the learning curves are employed esti-
mating the generalization performance of a model-based classi-
fier as a function of the training set size. Two types of problems
are considered. The first is an artificial dataset constructed in or-
der to simulate some aspects of spectral classification problems
such as large variability in directions uninformative for classi-
fication, large number of uninformative features or strong fea-
ture correlation. Furthermore, two datasets originating from the
real-world sorting application illustrate multi-modal problems
of different levels of difficulty. The computational complexity
in execution is eventually discussed in relation to the classifier
performance.

2. Multi-modal pattern recognition
problem

Let us define a multi-modal pattern recognition problem as an
allocation of observations into high-level classes, defined as col-
lections of lower-level concepts. Formally, aD-dimensional
feature vector~x ∈ RD as assigned into one class from the
setΩ = {ω : ω = 1, 2, ..., C} of C pre-defined high-level
classes. Each classω ∈ Ω is defined as a collection of con-
cepts{mω

j : j = 1, . . . , Mω}, whereMω denotes the num-
ber of concepts in the high-level classω. (In other words,
each classω ∈ Ω is divided intoMω subclasses denoted by
mω

j , j = 1, . . . , Mω, M =
P

ω Mω). Each observation~x
belongs to a single conceptmω

j and thereby also to a single
high-level classω.

We assume that both the information on the low-level con-
cepts and on high-level classes is available during training. In
a typical sorting problem, the low-level concepts often repre-
sent types of material and the high-level classes the sorting cat-
egories. The discussed approaches are valid also in situations
where such prior knowledge is missing. In such cases, the map-
ping of observations into modes needs to be extracted by cluster
analysis [7].

In the following, we refer to the concepts, constituting the
high-level classes asmodes. Note that our definition of mode
differs from the statistical viewpoint where mode usually rep-
resents a unimodal peak of the probability density function.
Modes of a sorting system such as material types may, however,
exhibit internal statistical multi-modality.
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3. Model-based classification strategies for
multi-modal problems

In this analysis, we consider a full Gaussian mixture model de-
rived on the raw spectral data as a base method. The mixture-
model may be generally viewed as adecomposition-based de-
scriptor. The decomposition is performed by defining the class
modes which are then described by a suitable model. The Sec-
tion 4 describes the Gaussian mixture model and several ap-
proaches for its simplification.

In [7], we proposed an alternative strategy for the classifi-
cation of multi-modal data, called thedecomposition-based dis-
criminant. Here the decomposition yields a set classification
sub-problems discriminating between individual modes. The
eventual multi-modal classifier is built as a combination of dis-
criminants, derived on these sub-problems. This strategy is de-
scribed further in Section 5.

4. Gaussian mixture model
A finite mixture model is a probabilistic model of the form:

p(~x|Θ) =

KX
k=1

wkp(~x|θk), ~x ∈ RD (1)

whereK denotes the number of mixture components,wk are
the mixing weights (wk ≥ 0,

PK
k=1 wk = 1), andp(~x|θk)

represent component densities specified by a parameter vector
θk. Θ denotes the set of parameters{w1, ..., wK , θ1, ..., θK}.
In the following, we consider a Gaussian model with a mean
vector and a covariance matrix parametersθk = {µk, Σk}.

In general, the membership of observations to the mixture
components is unknown and is estimated from the training set
using the Expectation-Maximization (EM) algorithm. The re-
sult of training is the estimated soft allocation of the training
examples into components together with estimates of the per-
component parametersθk.

However, in case of the multi-modal problem defined in
Section 2, the mixture model may take advantage of the known
mode membership of the training examples. Considering the
known low-level conceptsmk in the multi-modal problem as
components of a mixture model, we simplify the mixture train-
ing to estimation of the components parametersθk only from
the observations apriori-known to originate from the low-level
conceptmk. Similarly, the mixing weights are estimated by
apparent mode-priors.

We consider the following strategies simplifying the full
Gaussian mixture model.
Regularization Regularization is a widely used strategy for
model simplification stabilizing the model parameters and
hence restricting the group of admissible classifiers. We con-
sider the regularization of the covariance estimates by adding
a small value to its diagonal elements (variances). Due to large
data dependency, the regularization parameter needs to be tuned
for the particular situation.
Unsupervised dimensionality reduction. Instead of stabiliz-
ing a model in a high-dimensional representation, a simpler
model may be built in a lower-dimensional space. Because
spectra represent high-dimensional measurements with low in-
trinsic dimensionality, dimensionality reduction is a basic tool
for simplifying the model-based classifiers [1]. Principal Com-
ponent Analysis (PCA) represents a classical unsupervised di-
mensionality reduction technique. The data is projected to the
linear subspace preserving a pre-defined fraction of the overall

variance. The approach may, however, yield entirely uninfor-
mative data representation is situations where the dataset con-
tains directions uninformative for the sake of class separation
yet exhibiting large variance.
Mode-specific dimensionality reductionIn order to leverage
the dimensionality reduction approach in a supervised problem,
this may be performed individually for each class. This ap-
proach, originating from the chemometric community, is known
as SIMCA [10]. For each class separately, a PCA subspace-
model is derived. New examples are classified on the basis of
a distance measure combining the Mahalanobis distance of the
projected observation to the model and the Euclidean distance
of the observation to the model subspace.

In order to apply SIMCA classifier to the multi-modal data,
we built separate subspace models on individual modes. Due to
the use of the Mahalanobis in-model distance the SIMCA clas-
sifier trained on modes closely resembles the Gaussian mixture
model.
Supervised feature extractionNaturally, the mixture model
may be built in a feature space, derived by a supervised fea-
ture extraction. Although the number of spectra-specific fea-
ture extractors have been proposed [6, 5, 8], most of the ap-
proaches leverage linear projections. We have illustrated in [7],
that building a linear discriminant on the complete spectra often
results in better classification performance than building clas-
sifiers on sets of linear features, derived on separate groups of
wavelengths. Based on this observation, we adopt here the lin-
ear discriminant analysis (LDA) as a prototypical feature ex-
traction technique [3].

The LDA maps the input data intoC−1 dimensional linear
subspace, whereC represents the number of classes. Because
this would produce only 1D representation in a typical two-
class sorting problem, we leverage the apriori-known modes as
classes in the LDA mapping. The Gaussian mixture model is
built in the projected feature space.

5. Decomposition-based multi-modal
discriminant

The decomposition-based multi-modal discriminant (DMMD)
was motivated by the following two observations. Firstly, we re-
alized that if the final objective is the separation of the high-level
classes, the full statistical description of the individual modes
is unnecessary. Modeling the full domain of the data, the de-
scriptors also requires more evidence than the discriminants [9].
Therefore, we proposed to build a multi-modal classifier on the
basis of the inter-mode discriminants.

Our second observation was, that multi-modal classifiers
are currently designed analogously to any simple classifier sys-
tem i.e. in two sequential stages separating the data representa-
tion building from the design of a single classifier. Because both
steps optimize the full multi-modal problem at once, the result-
ing algorithms must inevitably become complex. Our proposal
was to limit the complexity of representations and classifiers by
problem decomposition. We decompose the complicated prob-
lem into a set of simpler sub-problems, tackle these indepen-
dently (by building the inter-mode discriminants) and combine
their decisions into the eventual high-level class assignment.

The training and execution of the DMMD algorithm is de-
scribed by Algorithm 1.
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Algorithm 1: Decomposition-based multi-modal discriminant.

Training:

1. sub-problem creation. A sub-problem is a two-class dataset
where the classes correspond to pairs of modes originat-
ing from different high-level classes. There is(M2 −P

ω(Mω)2)/2 sub-problems.

2. derivation of sub-problem classifiers. For each sub-problem
derive the specific data representation (feature extraction,
dissimilarities,...) and construct the sub-problem classifier.

3. collecting the sub-problem classifier outputs. Execute the
trained sub-problem extractors and classifiers on the com-
plete training set and collect their outputs. Apply the nor-
malization mapping on the outputs (optional). Construct the
second-stage dataset from the collected outputs. Each train-
ing example retains its high-level label.

4. combiner training. Train the second-stage classifier on the
second-stage dataset.

Execution:

1. execution of sub-problem classifiers. Execute the stored
representation-building procedures and trained classifiers on
the input data.

2. output normalization. If applicable, normalize the classifier
outputs appropriately.

3. collecting the sub-problem classifier outputs. Collect the
outputs of the sub-problem classifiers in the identical order
as during training.

4. combiner application. Apply the trained combiner to the col-
lected outputs and assign the observations into the high-level
classes.

Note although the normalization of sub-problem classifier
outputs is not necessary for the sake of building a trainable
combiner it is a beneficial strategy for incorporation of the non-
linearity into otherwise fully linear system.

sub-problems
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problem A vs B

classifier

outputs

A1-B1

feature 
extraction

classifier
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extraction
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A2-B2
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collated outputs
relabeled as 
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Figure 1: A schematic view of DMMD training in a two-class,
two-mode situation. A and B denote classes, A1 denotes the
first mode of class A.

6. Experiments
6.1. Algorithms

The following algorithms are considered in the study:

MOGC Gaussian mixture model on full spectra. The mean
and the full covariance matrix are estimated for each
mode.

reg-MOGC Regularized Gaussian mixture model on full spec-
tra. The regularization is performed by adding aλ-
fraction of the mean of variance-elements of the covari-
ance matrix to its diagonal. For a given problem the frac-
tion λ is optimized using the validation set approach.
Available training dataset is split into two parts (80/20
ratio). The large part is used for training of mixture
models regularized with the five logarithmically-scaled
λ-fractions. The mean classification error rate on the
smaller (validation) set is employed as the selection cri-
terion to choose the bestλ-fraction.

PCA-MOGC Gaussian mixture model in the PCA-reduced
space.99.99% of total variance is preserved.

mode-SIMCA Three versions were considered:

• preserving 99.99% of mode variance, using both
in-model and out-of-model distances

• preserving 99% of mode variance, using both in-
model and out-of-model distances

• preserving 99% of mode variance, using only in-
model distance

LDA-MOGC Gaussian mixture model in feature space de-
rived by supervised extraction.Training data, labeled by
the available mode-labels are used to construct an LDA
mapping to theM − 1 dimensional subspace, where a
mixture model is built.

DMMD Decomposition-based multi-modal discriminant.
Without prior feature extraction, FLD is trained at the
sub-problem level. The outputs of the sub-problem
classifiers are normalized using sigmoid mapping [2].
The sigmoid parameter is optimized on the sub-problem
training set. FLD is also employed as the eventual
combiner.

For the sake of comparison, the Fisher linear discriminant
(FLD), trained on high-level class labels is also provided for
comparison.

6.2. Artificial dataset

In order to investigate behaviour of the above-mentioned
model-based algorithms, we constructed an artificial prob-
lem reflecting issues generally present in real-world spectral
datasets:

Multiple modes within classes This may be a direct conse-
quence of the ad-hoc definition of the high-level classes
as collections of material types. We consider a configu-
ration of modes which is not linearly separable.

Highly correlated features. High correlation of features is
typically present for neighboring bands in spectral data.

Large overall data variance unrelated to the class separation.
This may be observed in situations where spectral mea-
surements of objects vary due to object inhomogeneity
or biological diversity. Another possible culprit may
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be the acquisition system where the three-dimensional
macroscopic objects are imaged by means of surface
reflectance. The variability due to reflectance changes
may outweigh the differences between materials to be
classified.

Large number of uninformative features. Spectral measure-
ments typical comprise tens or hundreds of readings in
narrow spectral bands. As the most of this information
may be unrelated to the classification problem, the large
number of dimensions may be considered noisy.

The artificial dataset comprises two classes, each with two
modes. The modes are modeled by Gaussian distributions.
Only two first features bear information capable of class dis-
crimination. Remaining features are modeled by zero-centered
Gaussian with unit variance for all modes.
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Figure 2: Scatter plot of the two informative features in the ar-
tificial dataset.

Let us investigate two situations, differing in the number of
uninformative features present in the dataset. The datasetA con-
tains 10 dimensions (two informative and eight uninformative)
and the datasetB 100 dimensions. For each dataset, the design
and the test sets were independently generated, each with 1000
data samples per mode.

For each of the investigated algorithms, the learning curve
was estimated varying the training set size. The training set of
a given size was randomly drawn from the design set (random
draw was performed per mode). The algorithm, trained on this
training set was executed on the independent test set. The pro-
cedure was repeated 20 times averaging the results. The results
are presented in Figures 3 and 4 as mean error rates per class
and the standard deviations of error rates.
Discussion on Figure 3:

• Poor performance of the FLD on both problems illus-
trates that non-linear classifier is needed.

• On the 10D datasetA, the LDA-MOGC approach yields
worse performance than remaining non-linear classifiers
suggesting that linear feature extraction over complete
problem is not sufficient.

• The discriminant-based DMMD yields significantly bet-
ter performance than mixture models for very small sam-
ple sizes (<50). Being a simpler model, it also exhibits
asymptotically higher error than more complex mixture-
based approaches.

Discussion on Figure 4:

• The 100D datasetB appears to be a significantly harder
problem than the 10D datasetA.

• The performance of a MOGC classifier almost entirely
coincides with the performance of PCA-MOGC method.
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Figure 3: Learning curves for the 10D artificial datasetA.
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Figure 4: Learning curves for the 100D artificial datasetB.

• The extraction of the features using a supervised method
(LDA-MOGC) appears to be more beneficial than unsu-
pervised approach (PCA-MOGC) or the use of full spec-
tra (reg-MOGC), the difference however vanishes with
growing number of training examples.

• The proposed DMMD method is significantly better than
all other approaches. We have included a learning curve
of the DMMD algorithm without non-linear mapping
of sub-problem classifier outputs i.e. fully linear sys-
tem. Note that even the fully linear DMMD classifier
improves over the simple FLD. We assume the reason
lays in its use of the prior knowledge on modes and in
combination of multiple linear discriminants.

The distinct peak at 50 examples per mode is caused by
the sub-problem FLDs, trained using 100 examples in
100D feature space. This, so calledpeaking phenomenon
is caused by numerically problematic estimation of co-
variance matrices from datasets where sample size nears
or equals the dimensionality [4]. Note that classifiers are
built also for problems with less examples than dimen-
sions. Here the pseudo inverse in employed.

6.3. Industrial object sorting dataset

The second investigated dataset originates from the real-world
object-sorting problem based on spectral imaging [7]. Hyper-
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Figure 5: Learning curves for thetwo-modedataset.
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Figure 6: Learning curves for thethree-modedataset.

spectral images of objects on the conveyor belt were acquired
by an imaging spectrograph. The spectra, consisting of 128 nar-
row spectral bands, were normalized using the black and white
reference images. The objects originate from two high-level
classes to be distinguished. Each object is entirely composed of
a single material and the material type is known in training.

The original object-sorting problem comprises four levels,
namely individual pixels/spectra, objects, material types and
high-level classes. For the sake of this study, we omit the ob-
ject level and simplify the problem into classification of spectra
with known material types and high-level classes.

Two real-world datasets were constructed based on this
problem. The first one comprises two modes per class, and
the second three modes per class. We refer to these datasets
astwo-modeandthree-modedataset, respectively. Similarly to
the artificial dataset, the respective design sets and independent
test sets were constructed. In both cases the designs sets con-
tain 1500 examples per mode, and the test sets 800 examples
per mode.

The spectra in the test sets are drawn from entirely different
sets of original objects than spectra in the design sets. This is
necessary in order to avoid performance estimation bias caused
by the presence of neighboring and thereby almost identical
spectra in both algorithm training and evaluation.

Following the identical 20-fold cross-validation methodol-
ogy as explained in Section 6.2, the learning curves were esti-

mated. The results are presented in Figures 5 and 6.
Discussion on Figure 5:

• The overall excellent performance of FLD on thetwo-
modeand even better result of the LDA-MOGC algo-
rithm suggests the problem is slightly non-linearly sep-
arable. This is a practical illustration of the fact, that
multi-modality of the dataset does not necessarily trans-
lates into (heavy) non-linearity of the classification prob-
lem. We can also observe the peaking phenomenon at 30
examples per mode (i.e. 120 examples in a four-mode
problem) due to close match with the spectra dimension-
ality (128).

• The performance of the MOGC trained on full spectra
may be significantly improved by regularization. Regu-
larization is especially beneficial for small sample sizes
where it reaches performance the full mixture model at-
tains only for over three-times more training examples.

• The trends of the full mixture model (MOGC) and the
of mixture model built in PCA-reduced space (PCA-
MOGC) suggest MOGC will needvery large training
sets to attain similar performance.

• The DMMD method exhibits a peaking phenomenon
around 70 examples per mode caused by the the sub-
problem FLD classifiers (140 examples in 128D space).

Discussion on Figure 6:

• The performance of FLD compared to other, non-
linear discriminants suggests that the problem with three
modes per class ceased to be linearly separable.

• The peak at the DMMD curve keeps position because
it is related to the sub-problem size, not the number of
modes.

• Interestingly, the linear feature extraction (LDA-MOGC)
results in a low-dimensional representation where mix-
ture model significantly outperforms even the DMMD
classifier over the whole range of training set sizes.

• For bothtwo-modeandthree-modedatasets, the DMMD
method again outperforms the mixture-based classifiers
for very small sample sizes. This suggests the benefits of
the use of discriminants instead of descriptors.

6.4. Note on the mode-SIMCA performance

The results of mode-SIMCA algorithms were not included into
the plots for the sake of brevity. On the artificial datasetA,
the mode-SIMCA classifiers provides analogous performance
to other mixture-based methods. Also on the datasetB, the
mode-SIMCA algorithm preserving 99.99% of variance per
mode copies the trend of other mixture-based approaches. This
is understandable as no dimensionality reduction was effec-
tively performed. However, the algorithm preserving only 99%
of variance per mode (≈ 96D models) exhibit significant er-
ror increase even above the FLD performance. Interestingly,
the mode-SIMCA classifier built in the same subspace, but con-
sidering only the in-model distance and neglecting the out-of-
model component brings the performance back to the trend of
other mixture models. We conclude that in very noisy situa-
tions, the mode-SIMCA algorithm needs careful tuning because
even few out-of-model directions may lead to its failure. The
mode-SIMCA error on the real datasets does not fall under 25%
error for the simplertwo-modedataset and under 32% on the
three-modedataset.
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6.5. Computational complexity in execution

Table 1 illustrates relation between classification performance
of the discussed algorithms and their computational complexity
in execution. The theoretical number of operations, required for
execution of each algorithm on a single spectrum was estimated
by assuming that all quantities that can be precomputed were
precomputed. The trained algorithms for thethree-modeprob-
lem, 500 examples per class were used in Table 1. The dimen-
sionalities of feature spaces used for building the models are
also provided. Note the broad range of computational complex-
ities of mixture models build in different representations. The
best-performing method is also the fastest one (LDA-MOGC),
building the Gaussian models in 5D space.

algorithm approx.dim error (std) [%] ops./spec.

MOGC 128 21.16 (0.63) 198 156
reg-MOGC 128 18.76 (0.76) 198 924
PCA-MOGC ≈ 26 18.57 (1.34) 15 996

mode-SIMCA
99.99% ≈ 26 32.44 (1.21) 42 318
99% ≈ 4 32.21 (0.63) 7 344
99%, in-model ≈ 4 37.71 (1.21) 5 704
LDA-MOGC 5 14.28 (0.75) 1 396
DMMD 128 16.15 (0.63) 4 772
FLD 128 25.00 (0.63) 514

Table 1: Computational complexity versus mean generalization
error for the three-mode dataset. Complexity is given in number
of operations per spectrum. Dimensionality where the model is
built is provided (approx.dim.)

7. Conclusions
In this paper, we investigated behaviour of several model-based
algorithms in multi-modal problems where samples are apriori
known to originate from sub-classes of the high-level classes.
This study aimed at building the understanding of the effects of
various approaches on simplification of the model-based classi-
fiers.

An artificial dataset was constructed simulating several con-
ditions found in multi-modal spectral classification problems
such as large data variance in uninformative directions, non-
linear separability, and large number of uninformative features.
Studying the learning curves revealed that mixture models and
SIMCA are severely affected by the presence of large number
of noisy features trying to model uninformative directions in the
data. The discriminant-based DMMD algorithm is significantly
more robust in such situations.

Two real-world datasets were also studied. Both datasets
illustrated less severe conditions where regularized mixture or
dimensionality reduction significantly improved mixture appli-
cability to smaller sample size problems. The best result is at-
tained by the mixture model, trained in LDA-derived space us-
ing prior knowledge on modes.

For very small sample sizes or in presence of severe noise,
the DMMD method may provide simpler and thereby poten-
tially better solutions than mixture models. However, in sit-
uations where small and informative representation may be de-
rived, mixtures appear to yield better performance. Using super-
vised information appears to be overall better strategy than the
use on unsupervised dimensionality reduction. The estimated
computational complexity in execution illustrates that the use

of supervised feature extraction and prior information also sig-
nificantly increases execution speed.

Some aspects of the artificial and real datasets differ result-
ing in the deviations between the observed behaviours of the
DMMD and LDA-MOGC classifiers. We hypothesize that this
may be related to informativeness of features in artificial and
real datasets. While the artificial dataset contained only two in-
formative features, the discriminatory information in real spec-
tra is probably distributed over groups of bands. That might
explain poor performance of the LDA-MOGC method on the
datasetB compared to the DMMD classifier.
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ABSTRACT
The Variable kernel Similarity Metric (VSM) learn-
ing procedure was generalized by Naudé and Van
Wyk to produce the generalized variable kernel sim-
ilarity metric (GVSM) learning algorithm [1]. In
this paper we will outline the application of this data
pre-processing technique to boost the classification
of a nearest neighbours classifier on a bearing data
classification task using only simple statistical fea-
tures such as the variance and various central mo-
ments. It is shown that by preprocessing the bearing
data using the GVSM technique the performance of
a nearest neighbour classifier can be boosted to be
comparable to that of a more complex neural net-
work.

KEY WORDS
Metric learning, variable kernel similarity metric,
generalized variable kernel similarity metric, bear-
ing data classification.

1. Introduction

Vibration signal analysis plays an important role in
the condition monitoring of bearings in rotating ma-
chinery. The presence of noise and the wide variety
of possible faults complicate diagnostic procedures.
Very often fault diagnosis rely on expert experience,
statistical analysis, or the use of classical time and
frequency domain analysis techniques.

During the past decade various wavelet and ma-
chine intelligence approaches were added to the ar-
senal of available diagnostics tools: Nikolaou and
Antoniadis [6] introduced an effective demodulation

method based on the use of complex shifted Mor-
let wavelets, Chen and Mo [7] used wavelet trans-
form techniques in combination with a function ap-
proximation approach to extract fault features which
were used with a neural network, Lou and Loparo
[8] introduced a scheme based on the wavelet trans-
form and a neuro-fuzzy classification strategy, Alt-
man and Mathew [9] used discrete wavelet packet
analysis to enhance the detection and diagnostics of
low-speed rolling element bearing faults, Zhang et.
al [17] introduced an approach based on localized
wavelet packet bases of vibration signals, Sun and
Tang [11] applied the wavelet transform to detect
abrupt changes in vibration signals, and Prabhakar
et. al [12] also showed that the discrete wavelet
transform can be used for improved detection of
bearing faults.

Subrahmanyam and Sujatha [13] demonstrated
that a multilayered feed forward network and an
ART-2 network can be used for the automatic de-
tection and diagnosis of localised ball bearing de-
fects, Kowalski et. al [14] showed that Kohonen net-
works can be used as an introductory step before a
neural detector for initial classification, Spoerre [15]
applied the cascade correlation algorithm to bearing
fault classification problems, Gelle and Colas [16]
used blind source separation as a pre-processing step
to rotating machinery fault detection and diagnosis,
Zhang et. al used a genetic programming approach
and Samanta et. al used a support vector machine in
conjunction with a genetic algorithm.

In this paper we derive a variable kernel classifier
for bearing fault diagnosis using simple statistical
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features derived from the unfiltered time domain
data. The metric used to measure the distance be-
tween exemplars has a huge influence on the per-
formance of the trained classifier and indicate the
need for a fully automated metric learning proce-
dure. One such procedure is the Variable kernel
Similarity Metric (VSM) learning procedure intro-
duced by Lowe in [2]. This procedure was general-
ized by the Naudé and Van Wyk to produce the gen-
eralized variable kernel similarity metric (GVSM)
learning algorithm [1]. In this paper we will outline
the application of this data pre-processing technique
to boost the classification of a nearest neighbours
classifier on a bearing data classification task using
only simple non-filtered time domain features such
as the variance and various central moments. It is
shown that by preprocessing the bearing data using
the GVSM technique the performance of a nearest
neighbour classifier can be boosted to be compara-
ble to that of a neural network similar to the one used
by Samanta and Al-Balushi [19].

Notation and preliminaries are discussed in sec-
tion 2 and section 3 outlines our nearest neighbours
strategy. GVSM optimization is discussed in section
4 and section 5 contains a description of the dataset
used and the features extracted. Simulation results
are discussed in section 6 and section 7 concludes
our presentation.

2. Preliminaries

For the rest of the paper sti will denote the known
probability (i.e. 1 or 0) that sample number t ∈
1, 2, . . . , T falls in class i ∈ 1, 2, . . . , I and pti will
denote the estimated probability that sample num-
ber t falls in class i based on the training set exclud-
ing sample t. Similarly stki will denote the known
probability that the k-th nearest neighbour of sample
number t from the training set falls in class i. xt and
ctk will denote the feature vectors of the t-th sample
and it’s k-th nearest neighbour respectively.

3. K-nearest neighbour classification

The K-nearest neighbour technique uses the follow-
ing expression to approximate the probability that a
sample belongs to class i

pi =

∑K
k=1 nkski
∑K

k=1 nk

.

In the most basic form of the method all nk

coefficients are set to 1 and it becomes a simple vote.
A slightly more sophisticated method attaches more
importance to closer neighbours by determining the
weight ntk assigned to each neighbour using a ker-
nel centred at xt. In this case we will use a Gaussian
kernel:

nk = e−
d
2

k

2σ2 .

The width of this kernel is determined by σ. If σ is
too small, the truly nearest neighbour will dominate
the decision and generalization will be poor. If it is
too large, the method will fail to capture significant
changes in the output. In general σ may be cho-
sen smaller, the more densely the data is sampled.
Since the density of data varies over the input space,
fixed values of σ will not normally perform well. In
order to make the width of the window vary with
the density of available training samples, σ is set to
some multiple of the average distance to the M near-
est neighbours. It is better if only a fraction (e.g.
M = K

2 ) of the nearest neighbours are used so the
kernel becomes small even when only a few neigh-
bours are close to the input,

σ =
r

M

M
∑

m=1

dk.

The difference between VSM and GVSM lies in the
de£nition of distance. While VSM uses the expres-
sion

d2
k =

D
∑

d=1

w2
d(xd − ckd)

2

to define the distance between a sample x and it’s k-
th nearest neighbour ck, GVSM uses the more gen-
eral matrix norm

d2
k = (x− ck)

TA(x− ck) (1)

where A is a positive definite symmetric matrix. For
the case where A is a diagonal matrix, this reduces
to VSM.

4. GVSM optimization

The first complication that arises when attempting
to numerically optimize a matrix norm is the fact
that the matrix must be constrained to be symmetric
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and positive definite.

A necessary condition for a matrix A to be a sym-
metric positive definite matrix, is that it can be ex-
pressed as A = LTL where L is upper triangular
with positive diagonal elements. A sufficient condi-
tion for A to be symmetric positive definite, is that
it can be written as A = LTL where L can be any
non-singular matrix. Therefore ifL is a non-singular
upper triangular matrix the factorization

A = LTL, (2)

is a necessary and sufficient condition for A to be
positive definite.

Expressing L as

L =















L11 L12 L13 . . . L1d

0 L22 L23 . . . L2d

0 0 L33 . . . L3d

...
...

...
. . .

...
0 0 0 . . . Ldd















allows us to optimize the various elements Luv

and yet assure that A will be a symmetric positive
definite matrix.
The cross validation error is defined as

E =
∑

t

∑

i

(sti − pti)
2.

Obtaining the optimal elements Luv via gradient de-
scent requires

∂E

∂Luv

= −2
∑

t

∑

i

(sti − pti)
∂pti

∂Luv

where

∂pti

∂Luv

=

∑

k(stki − pti)∂ntk/∂Luv
∑

k ntk

and

∂ntk

∂Luv

=
ntk

2σ2

(

d2
tkr

Mσ

M
∑

m=1

1

dtm

∂d2
tm

∂Luv

−
∂d2

tk

∂Luv

)

,

(3)
∂d2

tk

∂Luv

=
∑

o

∑

p

(xto − ctko)(xtp − ctkp)
∂Aop

∂Luv

,

∂Aop

∂Luv

=















2Luv if o = p = v
Luo if o 6= p = v
Lup if p 6= o = v
0 if p 6= o 6= v

.

In order to optimize the parameter r we simply use
the derivative of ntk with respect to r

∂ntk

∂r
=

ntkd
2
tk

rσ2

in place of equation 3. For a d-dimensional input
space GVSM optimizes d(d+1)

2 + 1 parameters as
opposed to the d+1 parameters optimized by VSM,
which implies more power to select an appropriate
metric, but also more potential for overfitting the
data set. Thus VSM would be more appropriate if
the size of the data set is small relative to the dimen-
sionality of the input. On the other hand GVSM op-
timizes very few parameters compared to an equiv-
alent neural net, which seems to indicate that the
overtraining problem should not be excessive.

5. Dataset Description and Feature
Extraction

The data used for our work are measurements
from accelerometers on a submersible pump
driven by an electric motor acquired by the
Delft Machine Diagnostics by Neural Networks
project with help from Landustrie B.V, The
Netherlands and can be downloaded freely at
http://www.ph.tn.tudelft.nl/ ypma/mechanical.html.

Refer to [5] for more details regarding data ac-
quisition and experimental setup. Separate mea-
surements were obtained for a normal bearing and
a bearing with an outer race defect at the upper end.
The sensors were placed at five different positions
and sampled at 51.2 kHz while the pump was ro-
tating at 1123 rpm. A total of 20480 samples were
recorded for each channel.

For our work the signals were divided into 590
overlapping bins of 1024 samples. Each bin was
processed to extract the following five features as
suggested in [19]: root mean square (rms), variance
(σ̄2), normalized third central moment (γ3), normal-
ized fourth central moment (γ4) and the normalized
sixth central moment (γ6). Since there is a normal
and a faulty recoding available for each sensor there
were 1180 feature vectors available per sensor for
testing and training. The features are given by
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rms =

√

Σȳ2
i

n
(4)

σ̄2 = E{ȳ2
i } (5)

γ3 =
E{ȳ3

i }

σ3
(6)

γ4 =
E{ȳ4

i }

σ4
(7)

and

γ6 =
E{ȳ6

i }

σ6
(8)

where ȳi = yi − µ and µ = E{yi}.

6. Simulation Results
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Figure 1: VSM learns a metric that accentuates dif-
ferences along the x axis and suppresses those along
the y axis. The arrows represent the kind of metric
that VSM will typically learn for this case. (Classes
are widely separated for illustrative purposes.)

While VSM learning performs well for cases
where the input features are uncorrelated (such as
depicted in figure 1) simple feature scaling is not
powerful enough once the noise added to different
features becomes cross-correlated (as depicted in
figure 2). From figure 3 it is clear that fourth and
sixth central moments from sensor 1 are ideal can-
didates for GVSM learning as for example opposed
to the variance and the third central moment from
sensor 5 depicted in figure 4. Cross correlation are
observed for all fourth and sixth central moments
from all sensors except for sensor 4. Visually the
class separation between the fourth and sixth central
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Figure 2: VSM is unable to learn an appropriate dis-
tance measure for cases where the noise affecting
different features is correlated. The arrows represent
the kind of metric that GVSM will typically learn for
this case.
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Figure 3: Plot of the fourth and sixth central mo-
ments from sensor 1.

moments are more distinct than between any other
feature combination for the given dataset.

Figure 5 depicts the training set given in figure
3 after GVSM preprocessing. For this particular
example the gradient descent procedure was per-
formed with a stepsize of 0.1, σ = 50 and K = 30.

Table 2 shows the results obtained using the near-
est neighbours procedure described in section 3 with
σ = 10 and K = 10 where the input data was pre-
processed as described in section 4. It was found
that improved results are obtained for this particu-
lar dataset if the gradient descent procedure is per-
formed with values for σ and K bigger than used
for validation and testing. To obtain the A matrix
gradient descent was performed with K = 30. Al-
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Figure 4: Plot of the variance and third central mo-
ment from sensor 5.
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Figure 5: Plot of the fourth and sixth central mo-
ments from sensor 1 after GVSM pre-processing.

though VSM learning uses conjugate-gradient de-
scent to minimize the cross validation error over the
training set we have only implemented a gradient de-
scent method with a primitive form of line search for
use with GVSM. However convergence is still at-
tained within a reasonable time for most problems.

For each sensor we had 590 feature vectors avail-
able for training 590 feature vectors available for
testing. Due to reasons given earlier only the fourth
and sixth central moments were used for GVSM
nearest neighbour classification. From table 2 it is
clear that the average training success is more than
90 percent and the average test success more than 85
percent if the results from sensor four are excluded.
The best test success of 92 percent was obtained for
sensor 5. It will be seen in the rest of this section
that the results obtained using only the fourth and
sixth central moments are comparable to the results

obtained by a feedforward neural network using the
features proposed by Samanta and Al-Balushi [19].

Sensor Signal Training Success Test Success
1 97.5 84.5
2 91.0 86.5
3 90.0 86.5
4 74.5 63.0
5 88.6 92.0

Table 1: Percentage test success with GVSM pre-
processing. A total of 590 training and test samples
were processed for each sensor.

Sensor Features ANN Settings Test Success
1 1 2 4 5 30/10 79
1 1 2 4 5 16/10 80
1 2 3 4 5 16/10 86
2 1 2 4 5 16/10 94
2 2 3 4 5 16/10 86
3 1 2 4 5 16/10 90
3 2 3 4 5 16/10 89
4 2 3 4 5 16/10 71
5 2 3 4 5 16/10 86
5 1 2 4 5 16/10 83
5 1 3 4 5 20/10 75

Table 2: Percentage ANN test success. A total of
590 test samples were processed for each sensor.

An effort to reproduce the results reported in
Samanta and Al-Balushi [19] (where the same data
set was used) was unsuccessful. In [19] the data was
divided into 20 bins of 1024 non-overlapping sam-
ples each. This implies that they had at their disposal
only 20 feature vectors per sensor for training and
testing. A test success of 100 percent was reported
when using features 2,3,4 and 5 from sensors two,
three and four for the case where the sensor data was
not filtered.

Neural network results obtained using 590 fea-
ture vectors for training 590 feature vectors for test-
ing (as described in section 5) are reported in table
2. For our neural network experiment all sensors
were treated separately. Feature combinations were
chosen based on the arguments in [19], visual in-
spection and class separability measures described
in [20]. The feedforward network with two hidden
layers was implemented using the MATLAB neural
network toolbox. The number of neurons in the first
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hidden layer was varied between 10 and 30 and the
number of neurons in the second hidden layer was
varied between 5 and 10. As can be seen from table
2 the best test success of 94 percent was obtained for
sensor 2.

7. Conclusion

This paper introduced a variable kernel classifier for
bearing fault diagnosis using simple statistical fea-
tures derived from unfiltered time domain data. It is
shown that by preprocessing the bearing data using
the GVSM technique the performance of a nearest
neighbour classifier can be boosted to be compara-
ble to that of a more complex neural network. It is
expected that performance can be improved by pre-
processing the time domain sensor data using band-
pass filtering or wavelet processing.
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` 
Abstract 

Digital communication using an acoustic wave 
transmitted through water in a single metal pipe or a 
network of metal pipes is considered. Echoes, multi-path 
and channel fading arise which can severely distort or 
corrupt the data transmitted. To counter the effects of 
echoes and multi-path fading two lp deconvolution 
algorithms, iterative reweighted least squares (IRLS) and 
residual steepest descent (RSD), are used to solve the 
following system identification problem: Given a record 
of data received, estimate the impulse response of  the 
medium.  

1.  Introduction 
Communication through a water pipe is conducted in the 
presence of acoustic echoes. An acoustic echo may be 
unnoticeable or distinct, depending on time delay 
involved. If the delay between the transmitted signal and 
its echo is short, the echo is unnoticeable, but perceived 
as a form of spectral distortion referred as reverberation. 
If on the other hand, the delay exceeds a few tens of 
milliseconds, the echo is distinctly noticeable [1].   

Since it is practically difficult to generate and 
propagate an impulse at the input of a channel, often a 
system is instead excited by a narrow time domain pulse. 
The output is recorded and then a numerical 
deconvolution is often done to extract the impulse 
response of the channel. In the past, the fast Fourier 
transform technique has been applied with much success 
to the above deconvolution problem. However, when the 
signal-to-noise ratio (SNR) becomes small, sometimes 
one encounters instability with the FFT approach. 
Deconvolution attenuates reverberations and short-period 
multiples [2]. This serves as our motivation for studying 
lp deconvolution.   

Deconvolution integrates in a natural way the presence 
of multiple echoes in the received signal. The 
deconvolution becomes difficult to analyse when the 
input and the impulse response of the system are both 

unknown.  
 

 
To overcome this difficulty, one of the following two 
procedures may be used [1], [3]: 
1) Predictive deconvolution where the procedure is 

based on linear prediction theory. 
2) Blind deconvolution, which accounts for phase 

information contained in the data received and this 
information is ignored in predictive deconvolution.    

Predictive deconvolution is achieved by designing 
processing filters, which minimize a measure of residuals, 
i.e. the difference between the desired and predicted 
response. Predictive deconvolution rests on two 
hypotheses [4]: 
1) The feedback hypothesis, which treats the channel 

model to be autoregressive; the implication of this 
hypothesis is that the medium is minimum phase. 

2) The random hypothesis, according to which the 
result of the deconvolution is assumed to have the 
properties of white noise, at least within certain time 
intervals. 

Linear prediction has proven to be adequate when 
modelling a signal as the response of an all-pole system. 
Its advantage over other identification methods is that for 
signals well matched to the model it provides an accurate 
representation with a small number of easily computed 
parameters. However, in situations where spectral zeros 
are important, linear prediction is less satisfactory. It has 
been applied in the analysis of seismic data, although 
restrained by the fact that such data often involve a 
substantial mixed phase component [5].   

One form of predictive deconvolution, based on lp 
norm analysis is called lp deconvolution or seismic 
deconvolution. In this paper two lp deconvolution 
methods are compared. 

2.  Model of the transmission channel 
A message encoded in an acoustic wave is sent through a 
municipal pipe water network from a sender and retrieved 
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at the receiver. The transmission medium is the water 
flowing in a pipe network. 

The parameters of the system must be estimated, 
amongst other the impulse response of the system.  

The channel was modelled as a causal Finite Impulse 
Response (FIR) filter and the length of the impulse 
response was estimated using one of the information 
theoretic criteria- minimum description length (MDL) 
criterion [6]. 

Qk2pk
2
1
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geometric mean of the arguments, and A  is the 
arithmetic mean of the arguments. The dimension of the 
signal space is taken to be the value of 1,,0 −= pk … , for 
which )(kMDL is minimized. Q is the length of the 
output vector. An equalizer to remove the inter-symbol 
interference is not considered in this paper. The main 
goal is to obtain the model of the system and to undo the 
influence of the channel by finding its stable inverse.  

3.  lp Deconvolution 
Deconvolution is a process used to reverse the effects of 
convolution. The aim of the deconvolution is to find a 
solution of a convolution equation of the form 

nnn yax =∗ . In real life, the process is usually modelled 
by ( ) nnn yeax =+∗  where e  is noise. Here, ny  is the 
data received, na  is the ‘unknown’ convolution filter. 
The deconvolution matrix can be written in matrix form 
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The advantages of lp norm deconvolution are higher 
resolution and robustness to outlier noise; however, 

convergence problems and considerable use of memory 
and processing time resources are issues which must be 
regarded in their implementation [7].   

The lp  norm estimators are the maximum likelihood 
estimators when the probability density function of the 
residual is the generalized p Gaussian. If the distribution 
of residual is unknown, a value of p can be found for lp -
norm estimator to approach corresponding maximum 
likelihood estimation [8]. The performances have been 
demonstrated to be better than other linear parameter 
estimation methods [9]. 

For lp norm,  21 ≤≤ p , values of p close to 1 produce 
deconvolution filters with less sensitivity to aberrant 
noise than those close to 2 (see [7]). For p greater than 2, 
filters design via p norm will be more sensitive to 
aberrant data. When 21 <≤ p , lp is not a normed linear 
space and standard filter design is impossible. 

In lp norm deconvolution, the problem is to find an 
given xn to minimize the error 
 

( )∑ ∗−= p
nnnp axyE  when   yn =xn+k      )1(     

 
The l2 solution to the filter design problem is  

( ) yXXXa TT 1−
=                                          )2(  

where ( )XX T is a Toeplitz matrix. For 21 ≤≤ p  where 
p is real-valued the method used to find the solution of a 
are iterative reweighted least squares (IRLS) and residual 
steepest descent (RSD).   

4.  Algorithms  

4.1 IRLS algorithm  

The IRLS algorithm provides a means by which linear 
systems can be solved by minimizing the lp norm of the 
residuals ( 21 ≤≤ p ) [7]. In IRLS algorithm, lp problem 
is solved by iteratively computing  

yWXXWXa )())(()( -1 kk1k TT=+     )3(  
where the weight W(k) is a diagonal matrix whose (i,i)th 
element 
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for a small positive number ε. This will help avoid a 
singularity for p = 1, which can result in small residual 
having the same order as the higher residual. The signal 
values predicted accurately will be given large weights in 
the next iteration. On the first iteration, )1(a  is an l2 
solution in )2( . 

l1 deconvolution with IRLS algorithm is especially 
efficient and robust in the presence of high-amplitude 
noise bursts [10].  

4.2 RSD algorithm 

The RSD algorithm also provides a way of solving linear 
systems by minimizing the pl  norm of the residual 

( 21 ≤≤ p ) [7] and is computationally less complex than 
IRLS. The RSD algorithm solves the lp problem by 
iteratively computing   

)()()()( 1 k∆k1k TT
k γXXXaa −−=+  )7(         

where 
 

rWAAWA )())(( kk TT
k =∆                   )8(      

 (an IRLS solution of
pk k∆kk )()()( ArE −= ) , the 

initial value 0∆  is the l2 solution in )8(  and W(k) is 

computed as in )6()4( − by replacing the residual vector 
r with   E given by 

)()()( k∆kk k ArE −=                            )9(  
with 

 yXar −= )()( kk                                         )10(    
  

and  

k
TTk γXXXXA 1)()( −=                           )11(  

The column vector γ (k)  the gradient of the cost function  
[ ])(),()()( 21 kγk,γkγk Q

T =γ  with   

))(sgn(||)( 1 yXayXaγ −−= − kk p
i  )12(        

The condition for the stability of steepest descent 
algorithm depends on these three quantities [1]: 
1) The starting point which is specified by the initial 

value )0(a . 
2) The gradient vector, which, at a particular point on 

the error-performance surface (i.e. a particular value 
of   )(ka , is uniquely determined by y and X .   

3) The step size parameter µ controls the incremental 
change.  

The necessary and sufficient condition for the 
convergence or stability of the steepest descent algorithm 
is  

max

20
λ

µ <<                                             

where maxλ is the largest eigenvalue of the correlation 
matrix of the output vector. The algorithm may require a 
large number of iterations for the algorithm to converge 
to a point sufficiently close to the optimum solution. The 
limitation is due to the fact that the steepest-descent 
algorithm is based on the straight-line (i.e. first-order) 
approximation of the error-performance surface around 
the current point.  

5.  Simulation results 
All simulations were done using MATLAB. In the 
following simulation ten iterations were performed to 
update the residual for each of the IRLS and RSD 
algorithms. εwas taken equal to one hundredth of the 
maximum value of the convolution vector for both RSD 
and IRLS. Two signals are convolved and spiky noise is 
added to the convolution vector. A low pass filter, 

minimum phase signal ( ) ( ) ( )rrjrj ∏++− ππ 30222 e2e1  
(Figure 1) with a sampling interval T of 500ms is used to 
model the channel impulse response where “Π(r)” 
denotes a rectangular frequency function centred at 0 and 
with a width of 1. A random spiky signal is used as the 
input to the channel (Figure 2). A spiky noise signal (two 
spikes) is added to the convolution of the input signal 
samples and the channel impulse response. The noisy 
signal is shown in Figure 3.  
 

 
Figure 1:  Minimum phase signal- to model the channel 
impulse response. 
 

The deconvolution between the noisy signal and the 
channel impulse response gives the signals shown in 
Figure 4 for the IRLS algorithm and in Figure 5 for the 
RSD algorithm.  l1 deconvolution totally eliminates spiky 
noise whereas with l2 deconvolution, the recovered signal 
has  been slightly changed. 
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Figure 2:  A random input signal. 
 

 
Figure 3:  Convolution signal (the top) and the same 
signal added with spiky noise (bottom). 

 

Figure 4:  Deconvolved signal using IRLS. 

 
Figure 5:  Deconvolved signal using RSD. 

 
Figure 4 and 5 show that the l2 residual is much more 

perturbed than the l1 residual. The l2 filter attempted to 
remove the noise bursts, and in the process has of course 
transformed the rest of the signal. It is clear that l1 being 
insensitive to spikes, is more reliable than l2 
deconvolution.   

In the simulation for Bit Error Rate (BER) analysis, we 
varied the channel output SNR from 99dB down to 1dB 
by adding additive Gaussian noise to the convolution 
vector y. The input to the channel is a random sequence 
bits generated using 1245 random state generator. The 
modulation scheme is synchronous binary frequency-shift 
keying (FSK) chosen with the water pipe communication 
problem in mind. Bit ‘1’ was mapped to a time-limited 
42kHz sine wave and bit ‘0’ to a time-limited 28kHz sine 
wave. In one symbol interval, there are 81 samples. The 
channel was modelled by the normalized version of the 
signal in Figure 1 (it was normalized to its maximum 
amplitude) which has a length of 100 samples. Additive 
Gaussian noise was added at the channel output signal. 
The convolution vector is deconvolved with the channel 
impulse response. For any single signal-to-noise ratio 
(SNR) value, the number of iterations used in 
implementing IRLS and RSD algorithms is 10 -the 
residual is updated at each iteration. Coherent detection 
was performed after the deconvolution. BER was 
calculated after demodulation. The digital data received 
was then compared with the digital input data to get the 
bit error rate. The l1 deconvolution itself does not 
improve much on the result of l2 deconvolution. The way 
to suppress noise is to use large damping factors, which 
are not a typical characteristic of the l1 deconvolution. 
Using IRLS and RSD, there were no obvious difference 
between l1 and l2 (Figure 7 for IRLS and Figure 8 for 
RSD).  
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Figure 6:  Example of 8 input symbols to represent the 
byte “10111001”.  

 
Figure 7:  BER vs. SNR for IRLS algorithm. 

 
Figure 8:  BER vs. SNR for RSD algorithm. 
 

6. Application of lp deconvolution algorithms 
to a water pipe network 

Next we consider lp deconvolution applied to a water pipe 
network. An electrical signal is converted to an acoustic 
signal by a transducer which propagates through flowing 
or still water. The acoustic wave is converted back to an 
electrical signal by a sensor at the far end of the pipe. 
Two 40kHz ultrasound piezoelectric transducers were 
used at the transmitter and the receiver ends. The 
received signal was sampled and 2500 samples were 
recorded at a sampling frequency of 1MHz. The input 
signal was a sine wave with amplitude 10kVolts and 
frequency of 40kHz. The frequency spectrum (frequency 
normalized to the sampling frequency Fs) of the received 
signal is shown in Figure 9. The flowing water and the 
environmental noise contributed mainly to the noise that 
appeared in the frequency spectrum.  

The order of the channel was estimated using the MDL 
criterion in (1). The order of the channel was 2420. The l1 

and l2 deconvolutions between the received signal and the 
channel input signal was performed using RSD. Two data 
sets of 2500 samples recorded were used. To perform the 
channel identification one set of data was used. The 
impulse response in Figure 10 was found using l1. The 
reverberation appears in the impulse response of the 
signal. After the identification of the channel, another set 
of data was used and the output signal was deconvolved 
with the impulse response calculated to recover the signal 
sent at the transmitter input. Figure 11 shows the 
recovered signal using l1 and Figure 12 depicts the 
deconvolution using l2.     

 
Figure 9: Frequency spectrum of the signal received 
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Figure 10: Impulse response of the medium (channel 
order = 2420).  

 
Figure 11: Recovered signal at the output (solid line) and 
the signal sent at the input of the channel (dashed line) 
using l1 (RSD algorithm was used). 

 
Figure 12: Recovered signal at the output (solid line) and 
the signal sent at the input of the channel (dashed line) 
using l2.( RSD algorithm was used). 

In l1 deconvolution the signal is recovered with the 
same frequency and approximately the same amplitude as 
the input signal.   

7. Conclusion 
Using l1 deconvolution is shown to be robust in presence 
of spiky noisy and it works moderately well in presence 
of additive Gaussian noise. The application of the l1 

deconvolution to a water pipe network for the 
identification of the channel showed positive results. 
Future work will focus on real-time DSP implementations 
of lp deconvolution algorithms.  
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Abstract

This paper presents an analysis of temporal information
as a feature for use in speaker verification systems. The
relevance of temporal information in a speaker’s utter-
ances is investigated, both with regard to improving the
robustness of modern speaker verification systems and to
detecting and deflecting recording attacks. It is shown
that the use of timing information provides useful addi-
tional information that can be used to enhance the per-
formance of verification systems, and that intra-speaker
variability of typical tokens is sufficient (in comparison
with typical noise-induced variability) to support the de-
tection of recordings.

1. Introduction

1.1. Use of speaker identification and verification

Speaker verification systems are widely used to provide
multilevel access control and prevent unauthorized use
of computer and communication systems [1]. Although
speaker verification systems are not completely secure,
they are a powerful deterrent to fraud in combination with
other security measures such as pin numbers, SIM cards
or passwords.

Speaker identification is a related application of simi-
lar nature: in verification, a speaker claims to be someone
and the system must verify this claim, while identifica-
tion comprises the system to choose an individual from a
database of speakers to select who is speaking. The issues
addressed in this paper apply equally to both applications,
and for simplicity we will focus mostly on verification.

1.2. Contexts for speaker verification

Speaker verification is generally applied in three different
ways, depending on the text that a user is required to ut-
ter; these are, respectively, known as ”text-independent”,
”text-dependent” and ”text-prompted” systems. Each of
these contexts is useful in its own right. The main ad-
vantage of text independent approaches is that the iden-
tity of a speaker can be verified in the background while
the speaker is performing some spoken task, without the
speaker even being aware of the verification process.

Text-dependent systems are generally more secure
than text-independent systems, since the user can only

say text that is known to the system beforehand, e.g. a
password, name or telephone number. It is thus secure
in the sense that the system can make a very accurate
comparison between an existing template and the speech
signal, and straightforwardly combines knowledge of a
password with voice characteristics in performing verifi-
cation.

Text-prompted systems are the most secure, since the
system decides exactly what phrase should be said by the
user. This makes it difficult to attack the system by play-
ing recordings since the impostor will not know what text
will be prompted beforehand (thought the widespread
availability of digital recording devices reduces the ef-
fectiveness of this strategy - see below). On the other
hand, this requires enrollment of all the phrases that may
be prompted by the system, which users find tedious.

1.3. The problems of recordings; possible solutions

Biometric systems are considered the most secure access
control techniques [2] available today. Speech is a bio-
metric that, used in conjunction with traditional security
systems, can greatly enhance access control when used in
speaker verification systems. One of the specific weak-
nesses of speaker verification, though, is its susceptibility
to attack by a recording of a person’s voice being played.

To counter these attacks, text-dependent and text-
prompted systems have been employed to make it either
very difficult to obtain the required utterance (e.g. pass-
word in text-dependent system) or to obtain the correct
sequence of prompts (e.g. random digits in text-prompted
system). Both these techniques have been found to re-
duce the frequency of successful attacks, but with the ad-
vent of modern speech processing capabilities, even these
techniques have reduced value. With modern technology,
it is a relatively simple matter to synthesize whatever is
prompted in a speaker’s voice, if appropriate recordings
had been made beforehand.

1.4. Temporal information for speaker verification
and detection of recordings

Two types of errors can occur while employing speaker
verification access control. These are false acceptance
and false rejection errors. A tradeoff has to be made be-
tween the two, since overlap between different speakers’
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models is inevitable.
Models that are typically used include statistical mod-

els when employing Hidden Markov Models (HMMs),
template models when using dynamic time warping
(DTW) and codebook models when vector quantization
(VQ) is used [1]. Ideally, the speaker models must be
unique. In practice, one can employ more distinguishing
features to reduce the overlap between models. Current
features that are used are (amongst others) linear predic-
tor coefficients and mel frequency cepstral coefficients.
However, it is likely that speakers also differ significantly
in the duration assigned to segments they speak. As far as
could be determined, such temporal information has not
yet been incorporated as an independent or even comple-
menting feature in speaker verification. One aim of the
current research is therefore to determine whether tem-
poral information can be used to improve the accuracy of
modern speaker verification systems.

Another important application of temporal informa-
tion is to detect when recordings or computer synthe-
sized voices are being used in an attempt to gain unau-
thorized access to a system. The theory behind this is
that a speaker’s temporal information will be subject to
substantial random variation. The probability of it being
identical during different instances of normal speech is
therefore very low, while a recording played twice or a
computer synthesized voice should produce very similar
detected times. Background and channel noise (amongst
other factors) can produce some deviation in observed du-
rations of e.g. a specific phoneme. To successfully detect
recordings or synthesized voices, it is therefore necessary
that this noise-induced variability must be substantially
less than the real variability produced by speakers. If this
is the case, as in figure 1 (the highlighted areas repre-
sent the acceptable area, where different instances of the
same phoneme are expected to occur), acceptable recog-
nition of recordings will be possible. Another aim of the
present research is thus to determine whether the statistics
of intra-speaker variation are sufficiently variable in com-
parison with noise-induced variability to detect record-
ings robustly.

2. Approach

2.1. Data collection

Speech was recorded with a desktop microphone from
26 people (8 female, 18 male) at 16kHz, 32 bits/sample.
The speaker verification system used to test the data
was constructed using HTK 3.2.1. The system is based
on combination-lock-phrases [3], thus random combina-
tions of the phrases “twenty-one” to “ninety-nine” were
prompted to the user. The system recognizes these
phrases using context-dependent triphone models, with
mel-frequency cepstral coefficients (MFCCs) as input
features. HMMs were generated for all triphones, with

Figure 1: Dark areas show acceptable areas where normal
variance in temporal information will cause recurring in-
stances of the same phoneme to occur. The distribution
is centered around a duration that occurs in an utterance
which is potentially the source of a recording

one Gaussian mixture per state, and a restricted grammar
consisting of all combination-lock-phrases from “twenty-
one” to “ninety-nine” (with multiples of ten omitted) was
employed. This allowed for the creation of an efficient
text-prompted system. The consequent word-recognition
accuracy was above 90%, and formed the basis for the
speaker-verification results presented below. To create
speaker specific models, adaptation - first using max-
imum likelihood linear regression (MLLR) and subse-
quently maximum a-posteriori (MAP) adaptation [4] -
was employed.

2.2. Baseline system

The initial speaker verification system created is simi-
lar to conventional systems, using acoustic likelihoods as
the main speaker feature. We compared two approaches.
First, a forced alignment was done, where the utterances
were applied to the correct path through the phoneme
network (as prompted) and scored based on their acous-
tic likelihoods. Secondly, a Viterbi word recognizer was
used to determine the best fit to an utterance, using first
the claimed speaker model and subsequently a universal
background model. The associated frame log likelihood
probabilities were then used to determine a normalized
score for the speaker.

The frame log-likelihood probability ratios for the
first nine speakers are shown in tables 1 and 2. (These
were obtained on the test sets of the first and second
recording sessions, respectively, based on training data
from both sessions.) The scores in a given row reflect the
average ratios obtained for speech by a particular speaker;
the values in the corresponding column were obtained us-
ing the model of that speaker. The best (lowest) score in
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every column is highlighted. As can be seen, the diago-
nal values are the smallest values in each column in all
but one case, indicating that successful speaker identifi-
cation was achieved using acoustic likelihood scores.

1001 1006 1007 1008 1009 10010 10011

1001 0.876 0.996 1.03 0.991 0.95 0.95 0.959

1006 0.999 0.901 0.946 0.969 0.981 0.953 0.972

1007 1.012 0.940 0.892 0.992 0.993 0.976 0.987

1008 1.024 0.984 1.016 0.915 0.982 0.976 0.996

1009 0.983 1.005 1.039 0.984 0.899 0.962 0.958

10010 0.972 0.974 1.009 0.959 0.938 0.881 0.922

10011 0.958 0.979 0.994 0.975 0.913 0.909 0.874

Table 1: Acoustic frame log likelihood probabilities for
speakers during session 1.

1001 1006 1007 1008 1009 10010 10011

1001 0.957 1.079 1.046 1.017 1.018 1.018 0.987

1006 0.947 0.882 0.916 0.93 0.94 0.929 0.943

1007 0.956 0.936 0.857 0.945 0.968 0.956 0.964

1008 0.951 1.009 0.962 0.879 0.927 0.944 0.937

1009 0.904 0.973 0.948 0.91 0.86 0.906 0.895

10010 0.878 0.943 0.923 0.892 0.88 0.846 0.874

10011 0.924 1.004 0.973 0.94 0.92 0.919 0.881

Table 2: Acoustic frame log likelihood probabilities for
speakers during session 2.

As can be seen in table 1 and 2, some scores from pos-
sible impostors are very close to those of the true speaker.
Thus, the impostor may be falsely accepted by the system
since the threshold value used as a cutoff for accepting or
rejecting a speaker based on the score may not compen-
sate for such a small difference. In the next section, we
investigate whether this difference can be improved by
incorporating temporal information.

3. Results

In this section, we report on various experiments that
were performed to assess the utility of temporal informa-
tion to improve on the baseline verification accuracy, and
to detect possible recorded utterances.

3.1. Variability of times, within and across speakers

To understand the relationship between intra-speaker and
inter-speaker variability in phone duration, a number of
measurements were made on triphones as recognized by
the speaker-independent models. Examples of the results
obtained are shown in Figures 2, 3 and 4. These de-
pict Gaussian distributions that were fit to the durations
of different phonemes as spoken by a particular speaker

across two different sessions, compared with the distribu-
tions obtained when all speakers’ durations are pooled. A
range of behaviours are observed: for some speakers and
phonemes (as in Fig. 2), the intra-speaker differences are
small and consistent across sessions, which is encourag-
ing for our purposes. However, other speakers (see Fig.
3) or other phonemes (Fig. 4) produced less encouraging
distributions.

The relative prevalences of these behaviours can be
studied by developing a speaker-identification system
similar to the one used in Tables 1 and 2, but with tem-
poral information as distinguishing feature. The results,
shown in Tables 3 and 4, are encouraging: the diagonal
values are again generally the lowest for each speaker,
thus suggesting that temporal features are potentially use-
ful for both speaker identification and speaker verifica-
tion.

Figure 2: Speaker 1001 intersession variability for tri-
phone aw-t+w in two different sessions, compared with
the inter-speaker variability.

1001 1006 1007 1008 1009 10010 10011

1001 0.761 0.8978 0.8956 0.8658 0.8565 0.8782 0.8982

1006 1.0085 0.854 0.8901 0.8904 0.9107 0.9687 0.8847

1007 1.1424 0.932 0.8877 1.0526 1.0807 1.2447 1.0057

1008 0.933 0.8813 0.9056 0.8159 0.9366 0.9958 0.9272

1009 1.0259 0.918 0.9044 0.8371 0.8156 0.8901 0.9275

10010 0.9697 0.9347 0.9035 0.8672 0.8963 0.843 0.9526

10011 1.0229 0.8924 0.8962 0.9041 0.9504 0.9508 0.8564

Table 3: Log scores for recognition of session 1 test data
using combined session 1 and 2 model, using triphone
durations.

3.2. Speaker recognition and accuracy

In order to quantify the value of temporal information in
combination with acoustic information, we first tested a
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Figure 3: Speaker 10025 intersession variability for tri-
phone aw-t+w in two different sessions, compared with
the inter-speaker variability.

Figure 4: Speaker 1001 intersession variability for tri-
phone er-v+d in two different sessions, compared with
the inter-speaker variability.

system using only the forced alignment results (frame log
likelihood probabilities). A threshold value was calcu-
lated for every speaker over the two sessions’ training
data, and a threshold value that was to be added to the
speaker threshold value was computed in order minimize
the number of errors made. The best possible threshold
value was found to be0.02 and resulted in 10 errors (7 FR
and 3 FA). Of all the speakers in the pool, 16 were used
for this test, giving a total of2×(16×16) = 512 attempts
at accessing the system. This gives an error percentage of
10
512 = 2%.

Temporal information was then added to this system.
The system subsequently achieved a best performance
over two sessions of verification of 4 errors (3 FR and
1 FA). This gives an error percentage of4512 = 0.78%.
Hence, the error rate is reduced by a factor of 2.5 by the

1001 1006 1007 1008 1009 10010 10011

1001 0.9348 0.9106 0.9157 0.979 0.9778 0.9266 0.946

1006 1.207 0.8382 0.979 1.2594 1.3615 1.3249 1.027

1007 1.1853 0.8714 0.8538 0.9361 0.9796 1.1057 0.911

1008 0.9146 0.8645 0.8864 0.8024 0.8656 0.9034 0.8838

1009 0.8806 0.8695 0.8984 0.8576 0.8165 0.9639 0.8566

10010 1.0369 0.954 0.9851 0.9926 1.0482 0.842 0.9807

10011 1.2568 0.8904 1.0009 1.0495 1.171 1.2449 0.8809

Table 4: Log scores for recognition of session 2 test data
using combined session 1 and 2 model, using triphone
durations.

addition of temporal information.

3.3. Ability to detect recordings

Recordings replayed over a channel will introduce noise
into the signal and this will introduce variability into the
timing of even identical utterances. We therefore need to
compare the variability introduced by this process with
the true intra-speaker variability. Hence, the duration of
words in one verification session for a single speaker was
investigated. As can be seen in figure 5, there is signifi-
cant variation in the durations of the spoken words within
a single session from one speaker.

For comparison, three sets of “noise-affected record-
ings” were simulated by randomly adding white Gaus-
sian noise to every utterance; the noise level was chosen
to give a signal-to-noise ratio (SNR) of 30 dB, in order to
simulate realistic channel effects. Both the durations of
whole words and phonemes were investigated (figures 6
and 7).

Figure 5: Different time durations for utterances of
”ninety” by the same speaker in one verification session.

Figure 6 shows corresponding instances of utterances
from 3 recordings of the same file grouped in threes. As
can be seen, there is relatively large intra-speaker varia-
tion (even within a session) and little variability between
corresponding words when noise is added.
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Figure 6: Corresponding durations of an utterance
grouped together from three sets of the same verification
session that was passed through a channel with a SNR of
30dB.

Figure 7: Corresponding durations of the phoneme ”eh”
in s-e-venty grouped together from three sets of the same
verification session that was passed through a channel
with a SNR of 30dB.

The results suggest that the hypothesis regarding sub-
stantial intra-speaker variability and less variability when
recordings were played is in fact true. Temporal informa-
tion can thus be used effectively in detecting a recording.

4. Conclusion

Speaker verification is increasingly popular as a tech-
nique for implementing secure access control. It is gen-
erally accepted by the public as a non-intrusive biometric
and is thus commercially attractive. Successful verifica-
tion systems have been built around acoustic likelihoods,
and our results suggest that such systems can be improved
further by using temporal information.

To be effective against fraudulent attacks, these sys-
tems have to be robust against recordings being played to
gain unauthorized access. Thus far, randomized phrase
prompting has been the most popular approach. Our re-
sults suggest that one can protect against recordings by

setting a threshold on the allowable similarity in identi-
cal triphone times, since the variability across utterances
of the timings of words or phonemes produced by a live
speaker is significantly larger than those induced by noise
present in a recording.

These investigations should be extended in a number
of directions. On the one hand, it is necessary to assess
the magnitude of improvements attainable with tempo-
ral information on larger test sets, and in different veri-
fication or identification paradigms. It will also be very
interesting to see the rejection rates achievable with re-
alistic recordings, based on the measurements we have
obtained. These topics are currently being investigated.
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Abstract

In this paper, a novel approach is used to fill in ”‘don’t care”’
spatial pixels where an object has been segmented out of an
image or video frame, such that a higher quantization level is
possible in the normal Direct Cosine Transform (DCT) block
processing method as is used in MPEG-2 and MPEG-4. This is
done by minimizing the Mean Square Error (MSE) by manipu-
lating the ”‘don’t care”’ pixels.

Keywords: Shape adaptive DCT, DCT, edge optimization

1. Introduction
Video segmentation involves the delineation of separate objects
in a video scene. Once a segmentation is complete, it then needs
to be encoded. In MPEG-2 and MPEG-4, the baseline encod-
ing mechanism is to form a grid of 8x8 spatial blocks over the
frame, and then to do a DCT [1] followed by quantization (lossy
compression) and then lossless compression using Run Length
Encoding followed by a Huffman or arithmetic lossless com-
pressor.

In MPEG-4 where Video objects were introduced, each of
the segmented images can be sent as separate entities. Each en-
tity will have a boundary that does not follow the boundaries
of a 8x8 block grid, but cuts through the blocks straddling the
object boundary. A lot of work has been done to encode these
partial blocks using Shape Adaptive DCT methods [2, 3, 4].
The method has problems including no holes in the edge or in-
version of the edge as well as problems relating to the effective
extraction of DC terms.

Normal methods also try and retain the edge location in the
DCT coding. The human eye is very sensitive to any incorrect
edge encoding - especially from block to block. This limits the
amount of lossy compression that can be applied to the DCT.
A more appropriate method is to encode the object boundary
separately and in a lossless fashion. Some approaches use an
edge compass descriptor with a start point to describe closed
contours, other methods encode the binary mask of the object.
Whichever way - the edge is described losslessly, and the edge
points in the DCT block that straddles an edge are not required.

In the proposed approach, the pixels within the macro-block
that do not belong to an object are marked ”‘don’t care”’, and an
optimization is done to vary the ”‘don’t care”’ pixels such that
the Mean Square Error is minimized for a given DCT coefficient
quantization table.

1.1. Contributions

In this paper, the straddling macro-blocks are encoded with a
standard DCT method, but the pixels falling outside the are op-
timized. What is novel in this approach is the following:

Raw video
frame macro-

block

DCT of
macro-block

Quantization
of DCT

coefficients

inverse DCT
of macro-

block

Comparison

Mean Square Error

Zig-zag
encoding

Run-length
encoding

Figure 1: Macro-block encoding using a DCT compression
method as done in MPEG-2

• No edge preserving is attempted. It is deemed unneces-
sary.

• The pixels outside the object boundary are manipulated
to decrease the MSE of the pixels that are inside the ob-
ject boundary. These pixels will be discarded in the de-
coding process.

1.2. Organization

In section 2 the core of the MPEG-2 macro-block compression
is formulated. Section 3 deals with the formulation of the non-
required information of macro-blocks straddling object bound-
aries and continues to discuss the minimization of the MSE in
Section 3.1. The simulation and results are discussed in Sec-
tion 4, and the conclusions reached are discussed in Section 5.

2. DCT encoding

DCT encoding forms the heart of most block-based video com-
pression methods. The simplified macro-block encoding is
shown in Figure 1. In the study only key frames or Inter-picture
frames are considered, and motion vectors ignored. Once
macro-blocks (8x8 in MPEG-2) are made available, a DCT is
performed on the macro-block where the values are 8 bit inten-
sity values (0-255). The DCT can cause high values to be gen-
erated from the 8 bit intensity values, so the DCT coefficients
are made signed 16 bit values. After the DCT, quantization of
the coefficients is done using a standard MPEG-2 scheme where
the quantized DCT coefficientq(i, j) is given as:

q(i, j) =
round( 32F (i,j)

t1(i,j)
) + 0.75mq

2mq

(1)

whereF (i, j) is the original DCT coefficient,mq is a quan-
tization factor, andt1(i, j) (MPEG-2 inter-frame quantization
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Macro-blocks with 2 regions

Figure 2:Macro-blocks straddling object boundaries

table) is given as :

t1(i, j) =























8 16 19 22 26 27 29 34
16 16 22 24 27 29 34 37
19 22 26 27 29 34 34 38
22 22 26 27 29 34 37 40
22 26 27 29 32 35 40 48
26 27 29 32 35 40 48 58
26 27 29 34 38 46 56 69
27 29 35 38 46 56 69 83























(2)

From the quantization tablet1(i, j), the accent can be seen on
the low frequency terms (smaller values near the top left corner
of t1(i, j)), and the discarding of information on the high fre-
quency terms (high values near bottom right corner oft1(i, j)).
In MPEG-2 there is also a DC scaling term. This is disregarded
in this study as it is normally set to 1. In conclusion - any
coefficients still higher than 2048 or lower than -2048 are lim-
ited to this value.

Of interest to our problem is the quantization factormq,
which is a single value in the range of 1 (little degradation of the
table) to 120 (extreme degradation of the table). Normal values
for MPEG-2 are in the region of 20-25, and are determined by
the required compression ratio. This quantization factor pro-
vides us with a method to control the compression albeit in an
open-loop way. In the simulations this value is used as an in-
dicator of compression required. The relationship betweenmq

and the overall compression is data dependent, and rather than
average over a large test set,mq is initially used as the compres-
sion indicator.

3. Incomplete macro-blocks on object
boundaries

When the macro-block grid is overlaid on a segmented object
in a video frame, numerous straddling macro-blocks are found
as shown in Figure 2. On looking closer, the macro-blocks con-
sist of 64 pixels, and an object mask emerges. Using an object
mask allows any configuration of adjoint and disjoint parts of an
object to exist in a macro-block with no special considerations.

In Figure 2, the pixels that fall outside the object are usu-
ally discarded on video frame decode. This is due to either a
known background or Video OBject (VOB) behind the object
in question or (in the case of MPEG-4), there may be a mosaic
background where sufficient information exists. For this rea-
son, all the pixels not part of the object, one can assign a state
of ”‘don’t”’ care to. This now opens the way of the algorithm
to treat the problem as a minimization problem.

3.1. Minimization of the MSE

Once the DCT macro-block has been quantized, an inverse pro-
cess can be applied as shown in Figure 1. This allows the in-
verse DCT to be applied, and the lossy spatial macro-block to
be generated. By comparing the lossy spatial macro-block to
the original macro-block, a measure of error can be obtained.
The MSE of a spatial macro-block can be calculated as:

MSE =
1

∑

i,j∈R

∑

i,j∈R

(Ioriginal(i, j) − Ilossy(i, j))2 (3)

The well known Power to Signal Ratio (PSNR) is derived from
the MSE, but is not used due to wanting the problem to mini-
mize the error not to maximize the PSNR.

The Nelder-Mead simplex search method is used to find
values for the ”‘don’t care”’ pixels to minimize the MSE. Sev-
eral trials are used where the start point of the optimization is
randomly selected to try and find the global minimum. Due to
the very non-linear nature of the problem, many local minima
exist, and these may still occur in the results, due to the problem
usually being of dimension 32 (or1017 points).

Several priming techniques are used to try force the opti-
mizer to a global minimum:

1. Interpolation. Bi-cubic interpolation over the 2D grid
from the pixels within the object to those outside to try
form a smooth surface.

2. Use of outside pixels. By using the outside pixels as
a seed, one may find the global minimum - but only if
the intensity is smooth. This is generally not the case on
object boundaries.

3. Run a large number of trials. This is the brute force
method, but generally ends up as a computational prob-
lem. More than 1000 trials becomes a computational
problem.

4. Simulation and Results
A simulation was written in MATLAB and C++ to look at the
effects of trying to optimize the ”‘don’t care”’ pixels in a macro-
block to minimize the MSE for a given mask, macro-block im-
age and quantization factor. In the simulation, the quantization
factor is allowed to range between 1 and 120. The initially cho-
sen mask is simply a left hand half mask of the macro-block,
and the image is chosen as a gaussian kernel centered in the im-
age macro-block. By choosing the gaussian kernel, a number of
attributes can be controlled:

1. The image is very smooth. This allows the priming of
the optimizer with the re¤ection of the left hand half in
the right hand half. This accounts for only one trial in the
optimizer. The remaining 999 trials are based on random
start points.

2. The results are visually interpretable.

Running the test giving the optimizer the full re¤ected image
we obtain Figure 3,4,5 and 6. In the figures, the top left hand
figure shows the original macro-block image. The pixels that
fall outside the object are marked with diagonal crosses. This is
also shown in the bottom left hand figure, where the pixels that
fall outside the object are removed. In the bottom right hand
image, the input to the DCT is shown. In the case of the opti-
mized macro-block, this figure shows the ”‘don’t care”’ pixels
assigned to optimal values. In the unoptimized case, the pixels
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Figure 3: Non-optimized gaussian kernel with sharp edge and
low compression
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Figure 4:Optimized gaussian kernel giving the optimizer a re-
¤ection and low compression

are blanked. The top right hand figure shows the reconstructed
lossy image. The MSE andmq are also given.

For these figures a consolidated MSE result is given in Fig-
ure 7. From the MSE results, it can be seen that a definite im-
provement is seen especially in high compression modes. The
peakiness of the graphs are because the image is the same for
all trials and therefore there is a large data driven component.

The tests were also repeated giving the optimizer only the
part of the macro-block that belonged to the object, and allow-
ing it to use a seed of zeros in the ”‘don’t care”’ pixels, and
then 999 random seeds. The results for the same inputs as the
previous examples are shown in Figures 8 and 9.

The MSE results in this case are shown in Figure 10. In this
case, the optimizer is definitely not finding global minima if we
compare the MSE to Figure 7. In this case the optimizer only
provides better performance in high compression zones (mq be-
tween 60 and 120).

Finally, if we apply the method to a natural image such as
the cameraman in Figure 11, we get the results as shown in
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Figure 5: Non-optimized gaussian kernel with sharp edge and
high compression
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Figure 6:Optimized gaussian kernel giving the optimizer a re-
¤ection and high compression

Figures 12, 13, 14 and 15.
The MSE results are shown in Figure 16. The improvement

in MSE is very pronounced whenmq is greater than 60. It is
also clear comparing the lossy images in Figures 14 and 15 that
there is a marked difference in quality at the samemq.

5. Conclusions and discussion
A method is outlined to potentially decrease the MSE (or con-
versely - decrease the number of bits used) of a macro-block
DCT encoding scheme where the macro-block straddles an ob-
ject boundary. The optimization is difficult due to the non-
linearity of the problem and the many local minima that poten-
tially exist. It was demonstrated that seeding the optimizer in
an intelligent way increases the chance of finding good results
as shown in Figure 7 compared to Figure 10.

The run-time of the optimizer is high. On a Pentium 4
2.4GHz system, a single optimization of a macro-block with
1000 seeds can take up to 1 minute. The optimization is also
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Figure 7:MSE for mirror image supplied to the optimizer
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Figure 8: Optimized gaussian kernel giving the optimizer no
re¤ection and low compression

data driven meaning that it has to be repeated for each macro-
block. Currently this is not possible on real-time video systems,
but may be possible for off-line encoding. The run-time can be
reduced substantially by:

1. Making an intelligent seed choice for the ”‘don’t care”’
pixels and only doing one optimization. In natural im-
ages, this would be the rest of the macro-block image as
done with the cameraman results.

2. Intelligently determining whether there will be any gain
given the percentage of pixels inside or outside the mask.
It only make sense if the number of pixels that are ”‘don’t
care”’ pixels is large. On the other hand if most pixels
are ”‘don’t care”’ pixels, another spacial encoding mech-
anism may be more efficient.

The method of compressing more effectively on boundaries
is clear, but more work needs to be done to determine more
efficient methods of choosing the ”‘don’t care”’ pixel values.
The method is also relevant because it operates within the nor-
mal DCT based coding schemes without special modifications.
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Figure 9: Optimized gaussian kernel giving the optimizer no
re¤ection and high compression
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Figure 10:MSE for no mirror image supplied to the optimizer
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Figure 12:Non-optimized cameraman macro-block with sharp
edge and low compression
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Figure 13:Optimized cameraman macro-block giving the opti-
mizer the full macro-block and low compression
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Figure 14:Non-optimized cameraman macro-block with sharp
edge and high compression
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Figure 15:Optimized cameraman macro-block giving the opti-
mizer the full macro-block and high compression
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Abstract
An important element of a communications system is the

trustworthiness of the data being received, especially where the
data must travel through insecure channels or pass through sev-
eral hands. Digital watermarking provides a partial solution to
the problem of trustworthiness, especially with regard to image
and video data.

This paper describes a hybrid watermarking algorithm that
combines robust and fragile watermarking to allow source au-
thentication of an image and detection of malicious tamper-
ing. The embedded watermark is relatively immune to mod-
erate JPEG and SPIHT compression. Encryption is used to en-
sure that the watermark cannot be forged without knowledge of
a secret key.

The watermark is generated from the host image and is a
content hashcontaining a single bit of data for every sixty-four
pixels of the host image. This watermark is embedded in a re-
gion of the discrete wavelet transform of the image. An en-
crypted version of the watermark is embedded in another region
for use as a source authenticator. The embedding is performed
by the quantisation of groups of discrete wavelet transform co-
efficients. The watermark generation requires a symmetric ses-
sion key which is randomly determined during watermark gen-
eration and stored (in an encrypted form) in a robust watermark
in a third region of the discrete wavelet transform.

1. Introduction
Digital watermarking is a relatively new and increasingly im-
portant area of signal processing. The basic idea behind it is to
embed data into a signal imperceptibly in such a way that it can
be extracted at a later date.

It is useful to classify watermarks according to their appli-
cation. Firstly, a watermark may be used to carry data, such
as copyright information about the host signal. In this case, it
should be robust to accidental, benign or malicious alterations
to the host signal and is known as arobust watermark. A frag-
ile watermark, on the other hand, is used to detect alterations in
an image and hence should be fragile to image alterations. A
more useful variant of the fragile watermark is thesemi-fragile
watermarkwhich is fragile to malicious tampering but robust
to useful data transformations such as lossy compression and
certain image enhancements.

The next section will discuss semi-fragile watermarking al-
gorithms in more detail and develop a set of criteria for design
and testing of an algorithm. Section 3 will describe the algo-
rithm currently under test. Section 4 will discuss implemen-
tation details. Section 5 will present a testing framework for
watermarking algorithms in general and the one described in
this paper in particular and section 6 will discuss the results of
testing the algorithm.

2. Watermarking Methods
Watermarking algorithms differ in three main areas: watermark
design, embedding, and extraction. The watermark is typically
a pseudorandom signal with a uniform or gaussian distribu-
tion [1] [2]. In order to reduce visibility, an implicit or explicit
spectral or spatial filter is usually applied with the goal of atten-
uating the watermark where it would otherwise be visible.

A watermark is embedded in an image by either modifying
the pixel data in the spatial domain or by taking a transform of
the data and modifying transform coefficients. The most popu-
lar transforms used are the discrete cosine transform and the dis-
crete wavelet transform as these are particularly advantageous
in terms of security and imperceptibility [3].

Extraction of a watermark depends in large part on the em-
bedding method. Usually some form of correlation detection or
hypothesis testing method is used to check for the presence of a
known watermark signal. Some methods, however, are able to
use arbitrary information as the watermark and extract it with-
out requiring either the original image or the watermark.

2.1. Semi-Fragile Watermark Requirements

For a semi-fragile watermark to be useful, it has to fulfil several
basic requirements. Firstly, and most importantly, it must be
fragile to malicious image alterations such as replacement of
portions of the image data.

Secondly, it should be secure against forgery. There is little
point to watermarking an image if the watermark can easily be
re-embedded into a forged image.

The essence of a semi-fragile watermark, however, is the
fact that it is robust to alterations that don’t essentially change
the content of the host image, such as lossy compression.

It is also important that the presence of the watermark does
not degrade the host image significantly—there should be min-
imal visual impact.

Unfortunately, these criteria conflict somewhat. In partic-
ular, robustness and imperceptibility oppose each other, as ro-
bustness requires a high amplitude in the embedded signal while
imperceptibility requires low amplitude. Thus, a balance must
be struck between the various requirements that depends on the
priorities of the application.

3. Watermarking Algorithm
The watermarking algorithm described here is based on work in
[4]. The watermark generation is the same, but the embedding
method has been modified to suit more general authentication
and tamper detection requirements.

This algorithm is designed to allow the originator of an im-
age (who has the required keys) or an associate to verify the
authenticity of the image.
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Figure 1: Watermark algorithm block diagram

3.1. General Properties and Overview

The aim of this algorithm is to allow an image from a remote
source, such as a camera, to be verified and authenticated once
it has been transmitted over an insecure channel. The structure
of the watermark allows the content of the image to be verified
even if the original is unavailable.

The algorithm watermarks the host image with acontent
hash, which is basically an error-tolerant cryptographic hash of
the image. The content hash is based on the relationships be-
tween various DC components of the8 × 8 Discrete Cosine
Transform (DCT) of the original image. Zhao, et. al. [4] have
experimentally verified that this hash is invariant for 70% JPEG
compression and moderate SPIHT compression.

As well as embedding the content hash, the algorithm also
embeds an encrypted version of the hash as an authenticator.
The authenticator is used as a digital signature to verify the
source of the watermarked image and prevent forgery.

A block diagram of the watermarking algorithm is shown
in figure 1 and explained in detail in the rest of this section.

3.2. Computing the Watermark

The watermark is generated in several steps, some of which use
randomised parameters to prevent forgery. As repeatability is
required to allow verification of the watermark, the pseudoran-
dom number generator is seeded with asession key. This ses-
sion key is required to be the same on both the embedding and
extraction sides. The watermark generation process is shown
diagrammatically in figure 2.

The first step in generating the watermark is to obtain the
luminance of the host image. Next, the8×8 DCT is taken. This
uses theMx × My luminance image to producefDi,j (u, v)

where(i, j) for 1 ≤ i ≤ ğ
Mx
8

ĺ
, 1 ≤ j ≤

l
My

8

m
denotes

the particular8 × 8 block and(u, v) for 1 ≤ u, v ≤ 8 is the
frequency index where(1, 1) represents the DC coefficient.

Feature extraction is performed by creating a
ğ

Mx
8

ĺ×
l

My

8

m

matrixD of DC coefficients as shown in equation 1.

D(i, j) = fDi,j (1, 1) for all i, j (1)

The session key is used to pair each elementD(i, j) in D
with another coefficientD(i′, j′) within a 3 × 3 neighbour-
hood. If |D(i, j)−D(i′, j′)| < 16 then the next coefficient
in a clockwise direction is chosen. A binary matrixB is gener-
ated from these pairs as shown in equation 2.

B(i, j) =

8
><
>:

0 if D(i, j)−D(i′, j′) > 16

1 if D(i, j)−D(i′, j′) < −16

0 if no valid pairing could be found

(2)

The threshold of 16 was chosen as the relationship|D(i, j)−
D(i′, j′)| > 16 is usually preserved under JPEG compression
of 70% and moderate SPIHT compression.B is used as the first
part of the watermark, denotedWLH .

The second part of the watermark is an encrypted authenti-
cator to verify the source of the image and prevent forgery. The
majority function, shown in equations 3 and 4, generates the
authenticator,WA.

WA(k) =

8
<
:

1 if
Pl

My
8

m

j=1 B̃(k, j) >
l

My

8

m
/2

0 otherwise

for k = 1, . . . ,

ż
Mx

8

ĳ
(3)

WA(k) =

(
1 if

PdMx
8 e

i=1 B̃(i, k − ğ
Mx
8

ĺ
) >

ğ
Mx
8

ĺ
/2

0 otherwise

for k = 1 +

ż
Mx

8

ĳ
, . . . ,

ż
Mx

8

ĳ
+

ż
My

8

ĳ
(4)

WA is encrypted using the private key of an asymmetric
encryption algorithm, such as DES, and error-correction coding
is applied to produce the binary matrixWHL as the second part
of the watermark. The code rate of the error-correction coding

should be chosen such that theWHL matrix is
ğ

Mx
8

ĺ
by

l
My

8

m

bits.

3.3. Embedding the Watermark

The watermark is embedded in the Discrete Wavelet Transform
(DWT) domain, as shown in figure 3. First, the 2-level Haar

DWT is computed to obtain the
ğ

Mx
4

ĺ ×
l

My

4

m
second level

LH and HL bands, denotedY2LH andY2HL respectively. The
binary watermarksWLH andWHL are embedded intoY2LH

andY2HL respectively to produceY w
2LH andY w

2HL as shown in
equations 5, 6 and 7.
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Sg(i, j) =

2X
m=1

2X
n=1

ŕŕY2LH/HL(n + 2(i− 1), m + 2(j − 1))
ŕŕ

(5)

q(i, j) =

ź
Sg(i, j)

4δ

ž
(6)

Y w
2LH/HL(n + 2(i− 1), m + 2(j − 1)) =

Y w
2LH/HL(n + 2(i− 1), m + 2(j − 1)) + f(δ)

where

f(δ) =

(
0 if mod (q(i, j), 2) = WLH/HL(i, j)

sδ if mod (q(i, j), 2) 6= WLH/HL(i, j)

ands = sgn(Y w
2LH/HL(n + 2(i− 1), m + 2(j − 1))) (7)

The parameterδ is a user-defined positive integer that con-
trols the amplitude of the embedded watermark. A higherδ
results in larger coefficient quantisation steps and thus a more
robust watermark. However, higherδ also results in more image
distortion.

The embedding technique described in [4] was designed to
embed colour information in the image as well as the authenti-
cation watermark, so the embedding scheme has been modified
to embed the session key, appropriately encrypted, and other
metadata relating to the image. This data is encrypted using the
private key of an asymmetric encryption algorithm and the ses-
sion key can thus be generated randomly at the image source
instead of being required on both the embedding and extraction
sides.

3.4. Embedding the Metadata

The metadata, including the session key used to generate the
watermark, needs to be encrypted using an asymmetric encryp-
tion algorithm, such as DES, using the private key. As this en-
crypted metadata block is highly sensitive to error, it then has
a high-rate error-correcting code applied. The rate of the code
depends on the amount of metadata that needs to be embedded
and the number of bits that can be embedded,NM .

NM = 2

ż
Mx

4

ĳ ż
My

4

ĳ
(8)

This error-coded, encrypted block is referred to asWM .
The encrypted metadata are embedded in the first level LH and
HL bands,YLH andYHL respectively, using the same method
as for the watermark data.

The Inverse DWT is then taken to produceY w, the water-
marked image.

3.5. Extracting the Watermark

Since the watermark is embedded in the DWT domain, the first
step in extraction is to take the 2-level Haar DWT of the wa-
termarked image to obtain the second level bandsY w

2LH and
Y w

2HL. The watermarksW e
LH andW e

HL are extracted as shown
in equations 9, 10 and 11.

Sg(i, j) =

2X
m=1

2X
n=1

ŕŕY2LH/HL(n + 2(i− 1), m + 2(j − 1))
ŕŕ

(9)

q(i, j) =

ź
Sg(i, j)

4δ

ž
(10)

W e
LH/HL(i, j) = mod (q(i, j), 2) (11)

The encrypted session key and metadata are extracted from
the Y w

LH andY w
HL bands, error-corrected and decrypted using

the public key.

3.6. Authentication

Once the watermarks have been extracted, the watermark and
authenticator,ŴLH andŴA, are computed from the received
image as in section 3.2.W e

HL is decrypted to createW d
A using

the appropriate key. Authentication matricesALH andAA are
generated as shown in equations 12 and 13.

ALH(i, j) = ŴLH(i, j)⊗W e
LH(i, j) (12)

AA(i, j) = ŴA(i, j)⊗W d
A(i, j) (13)

Visual inspection ofALH can provide some information
about the spacial locality of image distortions. Authentication
statistics,RLH andRA may be calculated using equations 14
and 15.

RLH =

PdMx
8 e

i=1

Pl
My
8

m

j=1 ALH(i, j)
ğ

Mx
8

ĺ ·
l

My

8

m (14)

RA =

PdMx
8 e

i=1

Pl
My
8

m

j=1 AA(i, j)
ğ

Mx
8

ĺ ·
l

My

8

m (15)

A threshold can be applied toRLH andRA to quantify the
amount of damage to the image. Errors inRA will be near 50%
in the case of errors inW e

HL or the key used to decrypt it. If
there is a small error, it is due to differences in the relationships
between the DCT coefficients used to calculate the watermark.
If RA ≈ 0 the sender can be positively identified.
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Figure 3: Watermark embedding block diagram

4. Implementation
An implementation of the algorithm described in section 3 is
currently underway and in the final debugging stage. The pri-
mary implementation language is Matlab, but C libraries are
used for the DCT, pseudorandom number generator and DES
encryption modules.

ISAAC [5] was chosen as a pseudorandom number genera-
tor. It requires an 8192-bit seed (256 32-bit integers). However,
a 256-bit session key is used, as it is reasonably secure and small
enough to embed more robustly. To make the 8192-bit random
seed, the session key is repeated 32 times.

DES encryption [6] is used as the asymmetric encryption
algorithm.

Reed-Solomon codes are used for error-correction coding.
The code rate depends on the amount of data to encode and the
number of bits that can be embedded, as described in section 3.

5. Test Framework
A test framework has been developed to automate the testing
of watermarks in general and the one described in this paper in
particular.

This framework takes a range of different images and wa-
termarks each several times with different amplitudes and keys.
The watermarked images are subjected to a variety of trans-
formations including JPEG compression, region replacement,
region blurring and certain image enhancements, as shown in
figure 4.

All the processed images have their watermarks extracted
and statistics are collected and analysed. As well as the er-
ror between the extracted and regenerated watermarks, which
is the output of the watermark authentication algorithm, the test
framework gives the error between both the regenerated and ex-
tracted watermarks and the original embedded watermark. This
information is useful in debugging the watermarking algorithm
by showing where the errors are introduced.

6. Testing and Results
The algorithm was tested using three sample images, five dif-
ferent sets of keys andδ ranging from 1 to 5. An example of
a watermarked test image is shown in figure 5. Each of these
75 watermarked images was then transformed in three differ-
ent ways. The entire image was sharpened, as an example of
a content-preserving enhancement, a portion of the image was
blurred as an example of a subtle malicious alteration and a por-

tion of the image was replaced as an example of a less subtle
malicious alteration.

Figure 5: Watermarked test image

There were a total of 300 watermarked images after this
step. An example of an altered image is shown in figure 6, with
Lena’s face blurred somewhat in an attempt to make her less
recognisable.

Figure 6: Forged image, face blurred

Once the images had been manipulated, they were JPEG
compressed with qualities of 40%, 50%, 60%, 70%, 80%, 90%
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Figure 4: Testing framework block diagram

and 100% for a total of 2400 images, including compressed and
uncompressed versions of each of the manipulated images.

Analysis of this data showed that the algorithm could con-
sistently authenticate JPEG compressed images of 80%, but ran
into trouble with lower qualities. No images compressed at less
than 60% were able to be authenticated, however. Increasing
the watermark amplitude (δ) did increase robustness to JPEG
compression somewhat, but resulted in higher levels of visual
degradation.

Localised changes in the image data, such as the blurring
and replacement of portions of the image, result in a lower over-
all error rate in the extracted watermark, but the errors are clus-
tered in the areas which have been altered and this can be used
to determine both that the image has been tampered with and
which portions of the image are forged, as shown in figure 7,
where the white pixels indicate a bit error in the extracted wa-
termark.

Figure 7: Watermark error pattern in forged image

7. Conclusion
While malicious alterations to an image often result in smaller
overall errors in the extracted watermark than lossy compres-
sion, they are localised to the areas in the image that have been
modified, making forgeries easier to distinguish from compression-
damaged images.

While watermarking of images does go some way toward
detecting tampering and authenticating the source of an image,
it should be noted that it is not foolproof and should be used

cautiously. Stronger forms of authentication, such as digital sig-
natures, should be used where possible.
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Abstract

The problem of estimating the relative orientation be-
tween two views of a compact object in the world is ad-
dressed. It is assumed that the structure of the object can
be approximated by an ellipsoid, although future work
will attempt to address this limitation. An energy min-
imisation approach is used to estimate the orientations of
the cameras that is consistent with the observed data. The
formulation is intensity-based, since the objects under in-
vestigation are small and there are too few corners for
feature-based methods to work reliably.

1. Introduction

Conventional dense stereo techniques require that cam-
eras be calibrated, with known relative viewpoints be-
tween the scene and the cameras. However, we are in-
terested in obtaining 3-D reconstructions for the situation
where a single camera observes a rigid object moving
within its view. In this case one needs to know the relative
orientation of the moving object between two successive
views of it. This is equivalent to estimating the relative
orientation between two views of the object taken simul-
taneously from disparate cameras.

Estimating the structure and motion of a scene from mul-
tiple image views is a classical problem in computer vi-
sion, and effective methods have been proposed for its
solution [3, 5]. For instance, if the camera intrinsics are
known then an efficient solution can be obtained by es-
timating the essential matrix from point correspondences
in the image views, extracting the relative orientation of
the cameras, and using dense stereo methods on the re-
sult. If the camera intrinsics are not known then they can
be estimated via autocalibration, as long as there are are
sufficiently many views of the object available and the
camera settings are not changed.

Dense stereo methods are commonly applied to approx-
imately planar scenes. In this case there is a natural co-
ordinate system in which to formulate the problem: each
pixel in one of the images (the reference image) is as-
signed a depth value, indicating the distance to the sur-
face of the object along the ray corresponding to the pixel.

This is called a 2.5-D representation, and is limited in that
the observed surface depth may only be a single-valued
function of the coordinate grid.

In this work we are interested in building 3-D models of
small and compact objects. The fact that they are small
means that standard corner detectors do not find suffi-
ciently many interest points for a good estimate of the
essential matrix to be obtained. Simple methods there-
fore cannot be used to estimate the relative locations of
the cameras imaging the object. We therefore formulate
methods that explicitly use image intensity values, rather
than geometric features. Secondly, our objects are com-
pact and tend to be approximately spherical rather than
planar. Simple depth-based stereo representations can
therefore not be used: there is no planar coordinate sys-
tem that can represent the object to a sufficient degree of
accuracy. We therefore make the rather strong assump-
tion that the object in the scene is an ellipsoid.

Under the approximations described, an energy function
is constructed that quantifies the inconsistency in the ob-
served images for any given configuration of ellipsoid
and camera pair. The formulation resembles a Lukas-
Kanade registration strategy [1], with the exception that
no explicit functional mapping is found for points be-
tween the two camera views. A standard Levenberg-
Marquardt optimiser is used to find that configuration of
views and object that is most consistent with the observed
image data.

An ellipsoidal object model is used for two reasons.
Firstly, an ellipsoid has nice mathematical properties un-
der perspective projection, with the image forming an el-
lipse in the camera view. Secondly, the compact objects
that we are interested in often tend to be approximately
elliptical, and it is hoped that we may be able to relax
the measurement process to make this assumption less
constraining. It is envisaged that the formulation pre-
sented may constitute an ”ellipsoid-plus-parallax” frame-
work, in contrast to the powerful ”plane-plus-parallax”
approaches found in the literature [4]. In many respects
this work is most similar to [2].

Section 2 describes the dataset used in this work. A high-
level description of the proposed algorithm is presented in
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(a) Image 1 (b) Image 2

Figure 1: Two images of a globe used as a dataset

Section 3, with some important details regarding the mea-
surement process and initialisation covered in Sections 4
and 5. The paper then concludes with some results.

2. Dataset

The dataset used in this work is comprised of two640 ×
480 greyscale images of a small globe of the world, cap-
tured at slightly different orientations with the same cam-
era. These globes are hand-segmented into foreground
and background to produce the images shown in Figure 1.
Note that although the globe is at approximately the same
location in each image, this is neither assumed nor re-
quired by the algorithm.

The reason for choosing a globe as the subject is that it
matches the assumptions made in this work, namely that
the object is ellipsoidal. Also, it has sufficient texture for
estimates based on greyscale value to be meaningful.

Currently the method that is used requires knowledge of
the intrinsic parameters of the camera. Since a good cam-
era (with C-mount optics) was used, it is assumed that the
principal point was at the centre of the image plane, with
square pixels and zero skew. The camera intrinsics are
therefore represented by the matrix

K =




f 0 iw/2
0 f ih/2
0 0 1


 ,

where the image hasiw columns andih rows. The focal
length parameter was estimated from a rough calibration
to be approximatelyf = 1500. Experience has shown
that this parameter is not critical, as long as it is suffi-
ciently large and both the size of the object in the world
and the locations of the cameras are variable.

3. Algorithm outline

This section describes the basic algorithm outline, ignor-
ing various complications that arise in practice. The sec-
tion that follows describes the exceptions in detail.

We represent the object as a canonical ellipsoid (axes
aligned with the coordinate axes) at the origin of the co-

ordinate system, and with size parametersa, b, c repre-
senting the radii. There are two cameras in the world,
represented by the matrices

P1 = K1

(
R1 t1

)
and P2 = K2

(
R2 t2

)
.

The size of the ellipsoid is unknown, as is the rotation and
translation of each camera view. A minimal parameteri-
sation of the problem therefore has 15 degrees of free-
dom: 3 size parameters for the ellipsoid, and 3 rotation
and three translation parameters for each camera. Rota-
tion parameters in 3-D are notoriously badly behaved, so
we choose to represent each rotation using 4 quaternion
parameters. Thus the overall configuration can be repre-
sented by the unknown vectora ∈ R17.

One of the benefits of using an ellipsoidal representation
of the object is that there is a simple closed form expres-
sion for its image under perspective projection. For ex-
ample, [6] shows that an ellipsoid in the world can be
represented by a4 × 4 matrix Q (in homogeneous coor-
dinates), with a well-defined and easily calculated projec-
tion as an ellipse in any image. For a given camera and
world configurationa, we can therefore also easily find
the extremities of the projected ellipsoid in any image.

The basic measurement process proceeds as follows.
Choose a locationx in the first camera view. For this
location, use the assumed camera parameters to back-
project the point, and find the 3-D pointX where it inter-
sects the assumed location of the world ellipsoid. Then
take this intersection point and project it into the second
camera view, also using the assumed camera parameters,
to give a pointx′ in image2 corresponding tox. If the
intensity in the first image is given byI1(x) and the in-
tensity in the second image byI2(x′), then the error cor-
responding tox is given by

e1(x) = I1(x)− I2(x′).

Every locationx chosen in the first camera view there-
fore generates a corresponding greyscale consistency er-
ror value.

The set of locations in the image at which errors are cal-
culated is explicitly specified. The option that is used in
this work is to use the segmentation map of the object
to determine the grid: a uniform (but possibly subsam-
pled) rectangular grid of locations in the image is cho-
sen that covers the rectangular bounding box of the fore-
ground object in the image. This constitutes an image-
based coordinate system, although it should be possible
to use a grid determined by the current world model if
desired. If there aren1 grid locations, then we have an
n1-dimensional vectore1(a) of errors for any given geo-
metrical configurationa.

The total error is taken to be the sum of squared er-
rors over the defined set of image locations:E1(a) =
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e1(a)T e1(a). To maximise the consistency of the con-
figuration, we would like to minimise the errorE(a) over
all a.

It is additionally desirable to have a symmetric error func-
tion, so that swapping the images does not change the re-
sults. A simple way to do this is to repeat the procedure
described with the roles of each image reversed. This will
produce an additional set of errorse2(a), each compo-
nent of which corresponds to a grid location in image2.
A combined set of errors can then be formed by concate-
nation: e(a) = [e1(a)T e2(a)T ]T , with the total error
given byE(a) = e(a)T e(a).

To minimise the error, we perturb the parameters numeri-
cally, one at a time, and estimate the derivatives of the er-
ror components with respect to the parameters. Parameter
updates are then obtained using a Levenberg-Marquardt
iteration, where the coefficient matrix to be inverted is of
sizep × p. Since is our casep is 17, this is easily com-
putable. The process is then repeated until convergence.

The basic measurement process described cannot be im-
plemented, due to inconsistent geometry in an arbitrarily
specified set of parameter values. For example, the back-
projected ray from a given pixel location may not inter-
sect the world ellipsoid, in which case a corresponding
location cannot be found in the second image. The mea-
surement process therefore has to be modified to take into
account exceptional circumstances. These modifications
are described in the next section.

4. Details of the measurement process

As described in the previous section, the basic measure-
ment process is quite simple. What is more complicated
is what to do when inconsistencies arise in the configura-
tion corresponding to a set of parameters.

Consider the case where a point is chosen on the coordi-
nate grid of the first image. If this point lies inside the
silhouette of the object there are three exceptions that can
occur:

1. The ray back-projected from the point in the first
image does not intersect with the model of the 3-D
ellipsoid in the world. There is therefore no corre-
sponding point in the second image. In this case we
use a geometric measure of inconsistency as the er-
ror: the closest consistent point is found in the image
(based on the known projection of the ellipsoid), and
the distance to this point is taken to be the error.

2. The back-projected ray from the first image inter-
sects the object, but the object itself occludes the
intersection point in the second camera view. This
does not correspond to an inconsistent geometry, so
we take the corresponding error to be zero.

3. The back-projected ray from the first image corre-
sponds to a valid point transfer across the ellipsoid,
but the projected point does not lie within the ob-
served silhouette in the second image. In this case
the error is taken to be the minimum distance be-
tween the projected point and the boundary of the
object in the second image. This is found using a
distance transform on the segmentation of the sec-
ond image.

If the point in the first image lies outside of the silhouette
of the object, then for a correct configuration the back-
projection of this point will not intersect the world ellip-
soid. If this is observed to be the case, then a zero error
is returned. However, if the ray does intersect the ellip-
soid, then the error is taken to be the minimum distance
in image space between the point and the projection of
the ellipsoid.

The methods described above attempt to avoid disconti-
nuities in the error function, since a large degree of in-
consistency results in larger errors than a small degree of
inconsistency. However, it must be noted that the errors
as defined above are all geometric, in contrast to the in-
tensity errors that result from the case where there is a
valid point transfer across the ellipsoid. This is inconsis-
tent, and highlights a severe shortcoming of the method
proposed. In practice these two types of errors can be
weighted differently in the cost function, but a more prin-
cipled solution would be desirable.

It may be possible to only use the errors corresponding to
valid intensity transfer, and still obtain a cost function that
attains a minimum only for the correct parameter values.
Initial attempts to do this have failed, but the possibil-
ity has not been excluded outright. This issue is further
complicated by the need to numerically estimate deriva-
tives with respect to parameters — when perturbing the
parameters it may happen that the perturbation causes er-
rors corresponding to valid transfer to become invalid and
therefore unavailable. If this is the case, then a possible
solution is to doall the perturbations, and only to include
errors at those locations that are common to all parame-
ters.

Figure 2 depicts important components of the measure-
ment process for one geometric configuration. Shown
on the left is the actual image data obtained from the
first camera. The second image contains pixel values ex-
tracted from image 2, but at locations determined by grid
points of view 1 determined by the current geometry. Al-
ternatively, one can think of the second image as being
the data from view 2 referred to view 1, where the im-
plied warp is via 3-D transfer across the world ellipsoid.
The third image contains the errors for the configuration:
for points with valid transfer the error is just the greyscale
difference between the previous two images; for pixels
with no valid transfer, errors are the geometric distance
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view 1 view 2 (referred) errors

Figure 2: Image, warped image, and error map for some
geometric configuration.

transform values described earlier. A zero pixel value
transfer error in this image is indicated by a mid-range
grey level, so that both positive and negative errors can
be seen.

5. Initialisation

Since the method proposed in this work is based on opti-
misation, an initial specification of both the ellipsoid and
the camera locations with respect to the world coordinate
system is required.

Two assumptions are used for initialisation. Firstly, the
object is initially taken to be a sphere in the world. It
is hoped that this is a good enough starting point for the
subsequent optimisation to succeed. Secondly, the two
views of the object are assumed to be taken from nearby
locations to one another. In this case it is reasonable to
initialise the second camera at the same position and ori-
entation in the world as the first. Note that the accuracy
of this assumption can be improved by capturing image
data at a higher frame rate.

Under the assumptions suggested, all that is required is
an initial specification of the radius of the spherical ob-
ject in the world, and the position of the first camera used
to image this sphere. Consider the case where the cam-
era is canonical and at the origin, and we want to position
the object at an appropriate position in the world. A sim-
ple sphere with centreXc and radiusrw (coordinate axes
aligned with the world coordinate frame) can be repre-
sented by the quadric equation

XT QX = XT

(
I −Xc

−XT
c XT

c Xc − r2
w

)
X = 0.

Suppose we observe that the image pointx0 lies on the
edge of the projected ellipse. The corresponding ray in
the world can be written asX(α) = αx0, which we know
must touch the sphere at exactly one point. This point of
contact must satisfy

α = − c

bT x0
=

(XT
c Xc − r2

w)
XT

c x0

to be a valid tangent, so the corresponding point in the

world is

X0 =
(XT

c Xc − r2
w)

XT
c x0

x0.

Since the sphere has radiusr2
w the distance between this

point and its centre is fixed:

∣∣∣∣Xc − (XT
c Xc − r2

w)
XT

c x0
x0

∣∣∣∣
2

= r2
w.

This provides one constraint onXc.

The central projection of a sphere is in general an ellipse.
For practical cameras it seems a good approximation to
assume a circular projection, with the centre of the world
ellipsoid projecting to the centre of the circle in the im-
age. If this centre appears atxc in the image, then we
know that the centre of the sphere must lie on the ray
X(β) = βxc. Thus we must haveXc = βxc for some
value ofβ. We can substitute this into the equation above
and solve forβ.

The resulting equation factors as

(β2xT
c xc−r2

w)[(β2xT
c xc−r2

w)xT
0 x0−β2(xT

c x0)2] = 0,

so two sets of solutions are obtained:

β2 =
r2
w

xT
c xc

or β2 =
r2
w(xT

0 x0)
(xT

c xc)(xT
0 x0)− (xT

c x0)2
.

Solutions to the first equation result in the tangent point
in the world being atX0 = 0, which in this context is a
degenerate solution. The other solutions are the ones re-
quired: as expected there is a positive one and a negative
one, corresponding to points in front of and behind the
camera respectively. We choose the positive solution.

Repositioning the coordinate frame so that the sphere is
at the origin simply involves a translation. It is easy to
show that a suitable choice for the transformed camera is
P′ = [I Xc], and the resulting quadric is

Q′ =
(

I 0
0T −r2

w

)
.

6. Results

The method described in this paper was implemented,
and applied to the images shown in Figure 1. The sym-
metric error described in Section 3 was used, on a regular
grid of pixel positions covering the bounding boxes of the
foreground image regions. The points of this grid were
taken at spacings of 5 pixels in both the vertical and hor-
izontal directions, mainly to reduce the amount of com-
putation that has to be done.

A simple multiresolution approach was included into the
optimisation, whereby the the Levenberg-Marquardt iter-
ations described were in fact applied to blurred versions
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Figure 3: Geometrical configuration for ellipsoid and two
cameras.

of the images. After convergence at a high level of blur,
this level was decreased and the iterations restarted. The
sequence of blurring kernel sizes was31, 15, 7, 5, 3, 1,
with 10 optimisation iterations run at each level. The to-
tal processing time was of the order of a few minutes. No
attempts have yet been made to investigate the extent to
which all of these steps are truly required — it is almost
certain that a good solution can be obtained with far less
computation.

Figure 3 shows the geometry of the initial and final con-
figurations of cameras and object for the implemented so-
lution. Initially both cameras are positioned at the same
point in the world, so only one is visible.

Figure 4 shows camera views, referred camera views, and
error images for both the initial solution and final solu-
tion. For the six images corresponding to the initial con-
figuration, the first three relate to the transfer error for the
reference frame defined by the first camera view, and the
second three to that of the second camera view. Similarly
for the images corresponding to the final configuration.
At convergence the error map is seen to be approximately
homogeneous (at all points except those of high texture
gradient), indicating a near-zero error in most of the im-
age.

7. Conclusion

A method of estimating the relative viewpoints for a pair
of images of a compact object has been proposed. It uses
the assumption that the object in the world can be approx-
imated by an ellipsoid, and minimises a criterion based on
direct appearance of the object in the camera views. The
method works quite well, although in the current imple-
mentation the convergence is quite slow.

Future work will look to relaxing the structure require-
ment that the object be an ellipsoid. It is envisaged that
the method may be useful for initialising a direct struc-

ture and motion estimation procedure for small objects
with limited feature points. Within the framework it is
also possible to compensate for lighting variation and
highlights, which could improve the performance signif-
icantly.

8. References

[1] Simon Baker and Iain Matthews. Lukas-Kanade 20
years on: a unifying framework. Part I: the quantity
approximated, the warp update rule, and the gradi-
ent descent approximation.International Journal of
Computer Vision, 56(3):221–255, 2004.

[2] K.J. Hanna and N.E. Okamoto. Combining stereo
and motion analysis for direct estimation of scene
structure. pages 357–365, 1993.

[3] Richard Hartley and Andrew Zisserman.Multiple
view geometry in computer vision. Cambridge Uni-
versity Press, second edition, 2003.

[4] R. Kumar, P. Anandan, and K. Hanna. Shape recov-
ery from multiple views: a parallax based approach.
In DARPA Image Understanding Workshop, Monter-
rey, California, 1994.

[5] Marc Pollefeys, Luc Van Gool, Maarten Vergauwen,
Frank Verbiest, Kurt Cornelis, Jan Tops, and Rein-
hard Koch. Visual modeling with a hand-held cam-
era. International Journal of Computer Vision,
59(3):207–232, September 2004.

[6] B. Stenger, P. R. S. Mendonça, and R. Cipolla.
Model-based 3D tracking of an articulated hand. In
Proceedings of the IEEE Computer Society Confer-
ence on Computer Vision and Pattern Recognition,
volume II, pages 310–315, December 2001.

75



view 1 view 2 (referred) errors

view 2 view 1 (referred) errors

(a) Initial

view 1 view 2 (referred) errors

view 2 view 1 (referred) errors

(b) Final

Figure 4: Images, referred images, and errors for configuration, both initial and final.
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Abstract

Virtual view synthesis refers to the process of generating a novel
view of a scene, or object, from a set of reference views. The novel
view represents what would be seen from a particular viewpoint
that does not coincide with the reference cameras. This paper dis-
cusses the implementation and evaluation of two approaches to
virtual view synthesis. They are both based on the concept of the
visual hull of an object and are therefore suited to generating novel
views of objects rather than of whole scenes. The evaluation of the
implementations is based exclusively on the visual quality of the
synthesized view. The novel views that are generated are compared
to additional views of the scene that were not used in the synthe-
sis process. For this purpose a measure of error is formulated to
quantify the differences between the rendered virtual views and the
additional views.

1 Introduction

Virtual or novel view synthesis refers to the process of generat-
ing a virtual view of a scene, or object, from a set of reference
views. These reference views are the images obtained from a cam-
era, or a number of separate cameras, positioned at different view-
points around the scene. A virtual view of the scene represents
what would be seen by a camera if it were positioned at a point
not coinciding with the original reference cameras but having a
common field of view. Relevant information therefore needs to be
extracted from the original reference views in order to render the
image corresponding to the virtual viewpoint.

There are a number of practical applications for virtual view
synthesis. Synthesised views of a real scene or object can be used
to enhance the experience of computer generated environments in
the field of virtual reality [13]. Similarly, in the field of augmented
reality being able to synthesise novel views from the images of a
real object allows for the correct visualization of real-life objects
that have been artificially placed in an observed scene. Interest
is also being shown in the entertainment industry in areas such as
film making and video gaming [8].

∗The financial support of the De Beers Technology Group (GTS) is
greatly appreciated. The financial assistance of the National Research
Foundation (NRF) towards this research is also hereby acknowledged.
Opinions expressed and conclusions arrived at are those of the author and
are not necessarily to be attributed to the NRF.

Surveying the relevant literature reveals that the current tech-
niques can be divided into two groups, namely those that first re-
construct a three dimensional geometric model of the observed ob-
ject using the reference views and then render a novel view, and
those that generate the new view directly from the reference views.

The methods belonging to the first group are referred to as
geometry-basedrendering systems, because the new image is
formed by rendering the reconstructed geometric model. The
methods belonging to the latter group are termedimage-basedren-
dering systems, as the new view is rendered directly from the ref-
erence images [11].

In this work one technique from each of these groups was imple-
mented and evaluated using a number of different data sets. These
techniques are both built on the concept of the visual hull of an
object and are therefore suited to generating novel views of ob-
jects rather than of whole scenes. An approximation to the pho-
tographed object’s visual hull can be computed from its silhouettes
via the process known as volume intersection [9]. For this purpose
the calibration parameters of the reference views must be known.
The colour reference images are then used to assign textures to the
visual hull and with this information the novel view can be gener-
ated.

Section 2 presents a review of some of the many virtual view
synthesis techniques. Section 3 discusses the concept of the vi-
sual hull of an observed object. The focus then moves to the two
techniques that were implemented, described in sections 4 and 5.
This is followed by a discussion of the results of the work and the
conclusions.

2 A Review of Virtual View Synthesis
Techniques

2.1 Geometry-based Rendering Techniques
Geometry-based systems make use of geometric descriptions of
the surfaces of objects or volumetric data to model a scene and
then render novel views [11]. Such systems first have to generate
the geometric model using the reference images.

Constructing an approximate geometric model of a scene, or
object, from a set of reference images can be done using image
matching techniques and triangulation [8, 5]. An alternate ap-
proach is that ofvolumetric scene modelling. The basic principle
behind this approach is that volumes that are consistent with the
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given reference images are constructed in three dimensional space,
thus reconstructing the scene. These volumes of space that are oc-
cupied by an object in the world can be represented as a regular
tessellation of cubes, which are calledvoxels[5].

Two common categories of voxel-based reconstruction algo-
rithms can be identified [5]. The first class includes those algo-
rithms that make use of volume intersection to recover the approx-
imate visual hull of the photographed object. The second class
of algorithms performs acolour consistencytest to distinguish be-
tween voxels that are part of the scene objects and those that are
not. In a recent paper [17], Wong and Cipolla use uncalibrated
images captured under circular motion to construct a voxel model
of an object. An initial model of the visual hull is constructed us-
ing the silhouettes obtained from the captured images. This model
is then refined by adding new silhouettes, captured from arbitrary
viewpoints, to the original silhouettes.

2.2 Image-based Rendering Techniques

Image-based rendering systems generate a virtual view of a scene
directly from the photometric data contained in the reference
views. Classification of the various methods into distinct cate-
gories is not straightforward. A previous survey [16] prefers to
view the different approaches as a “continuum” of image-based
rendering techniques ranging from those that make use ofno geo-
metrical information to those that make use ofimplicit or explicit
geometrical information.

View interpolation refers to the process of producing intermedi-
ate views of a scene from the images of two reference views [15].
The process usually involves establishing point correspondences
between the images, followed by an interpolation of the displace-
ment between, and colour values of, the related points. Chen and
Williams [2] use a depth map and the relative pose between cam-
eras to easily find matching image points. They point out that if the
transformation between the three cameras is restricted to a trans-
lation that is parallel to the image plane then the result of the in-
terpolation will be perspectively correct. Seitz and Dyer [15], fur-
thermore, demonstrate that by first rectifying the reference images
a valid intermediate view can also be synthesised.

The geometric constraints that exist between multiple views of
the same scene can be utilized to synthesize a new view. Such an
approach would be through the manipulation of the epipolar ge-
ometry that exists between pairs of images, as was investigated by
Laveau and Faugeras [10]. Avidan and Shashua [1] make use of
trilinear tensors to generate novel views of a scene from two or
three reference images. Their method requires a dense correspon-
dence between two reference images but they do not recover the
full camera calibration parameters.

An algorithm developed by Matusik et al. [13] renders the im-
age of a textured visual hull of an object without having to first
reconstruct the geometric model—hence they call the approach
image-based visual hulls. Their method exploits the epipolar ge-
ometry that exists between the virtual view and each of the refer-
ence views.

3 Visual Hulls

The closest geometric approximation of an object that can be re-
constructed using only its silhouette images is referred to as itsvi-
sual hull[9]. The visual hull can therefore be viewed as the largest
shape (in terms of volume) that can be substituted for the original
object while still producing the same silhouettes. Obtaining the vi-
sual hull is accomplished through the technique known asvolume
intersection[9].

Given a number of views of an object, the silhouettes are usu-
ally obtained by segmenting the input images into binary images.
A pixel marked as part of the silhouette indicates that its associ-
ated line of sight, or visual ray, from the camera centre meets the
observed object [5]. All the intersecting visual rays for a particu-
lar image form a visual cone, and the intersection of the individual
cones from all the input images gives the approximate visual hull
(see figure 1).

It is only an approximation because the actual visual hull is de-
scribed by Laurentini [9] to be the intersection of the cones corre-
sponding to silhouettes obtained fromall possible viewpoints ex-
terior to the object’s convex hull1. Increasing the number of input
images will thus improve the accuracy of this approximation.

Figure 1: The intersection of the viewing cones defined by an object’s
silhouettes gives its approximate visual hull.

4 Voxel Reconstruction and Texturing

The first approach to virtual view synthesis that was implemented
reconstructs an explicit three dimensional model of the observed
object. This model is then rendered using scan-conversion algo-
rithms [6] giving the desired virtual view. The approach is there-
fore classified as a geometry-based rendering technique.

Recovery of the object’s geometrical structure is achieved via
a technique known as volume intersection thus giving an approx-
imation to its visual hull as discussed in section 3. The volume
of space occupied by the object is modelled using voxels. To fa-
cilitate the storage and creation of the voxel model anoctreedata
structure is utilized.

The volume occupied by the observed object is at first repre-
sented by a single all encompassing voxel. This voxel is then re-
peatedly subdivided until the model is formed. The subdivision
happens as follows. The initial voxel, and every voxel that is sub-
sequently processed, is projected into each of the reference camera

1Laurentini also introduces the idea of aninternal visual hull.
He does, however, point out that the principal case is the approx-
imation of the visual hull from viewpoints exterior to the object’s
convex hull.
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views. Comparing these projections to the associated silhouette
images can have one of the following outcomes [17]:

• The projections lie within the boundaries of every one of the
silhouettes. The voxel is therefore recorded as being part of
the model.

• One or more of the projections lie outside the boundaries of
the silhouettes. The voxel is not part of the model and is
therefore removed.

• The projections straddle the boundaries of the silhouettes.
The voxel is sub-divided into eight smaller voxels and the
process is repeated for each one.

The subdivision of voxels can continue until every voxel projects
into the silhouettes. It is, however, more practical to limit the level
of subdivision, thereby putting an upper bound on the resolution of
the final model [17].

The texture information for the voxel model is obtained from the
original reference images. Depending on the observations, each
surface voxel is assigned a colour. Aview independenttexturing
strategy was implemented in that for a particular surface voxel the
relevant colour values obtained from each of the reference are av-
eraged to determine its value. Unlike theview dependenttexture
mapping approach described by Debevec, Yu, and Borshukov [4]
the illumination effects that are unique to a particular camera view
will not be reproduced in any of the synthesized virtual views.

To determine which of the pixels in the reference images map to
a particular voxel all of the surface voxels are rendered onto each
of the reference image planes using ascan-conversionalgorithm
[6]. It is important that the visibility of these voxels in each of
the reference views is established. Including the projection of an
occluded voxel in the colour analysis distorts the assignment of
values because the observed colours actually belong to the occlud-
ing voxels. A common method for resolving the visibility issues
related to model rendering is the implementation of az-buffer, also
known as adepth-buffer [6]. Thus for a particular reference view,
the visibility of the surface voxels can be established by rendering
them all with the aid of a z-buffer [3]. Instead of storing a colour
value at each pixel the ID of the current voxel being processed is
stored. The result is then an image map with the value at each pixel
identifying which surface voxel is visible along that particular line
of sight.

During the colour computation for a surface voxel the algorithm
first needs to scan the image map for all pixels with the correct
voxel ID. The colour values of the corresponding pixels in the orig-
inal reference image are then averaged to determine the contribu-
tion from the associated view. This process is repeated for each
reference view with the colours again being averaged and the re-
sulting value is assigned to the voxel in question.

5 Image-based Visual Hulls

A viewpoint-dependent representation of an object’s visual hull
can be computed without actually reconstructing an explicit geo-
metric model. The result will take the form of a depth map relative
to a particular viewpoint—each pixel in the image gives an indi-
cation of the distance to the surface point of the visual hull along
that particular line of sight. These depth values can then be used

to extract colour information from the reference images, thereby
generating the novel view. The algorithm discussed in this section
is based on the approach to virtual view synthesis entitledimage-
based visual hulls[13].

The computation of the observed object’s visual hull is per-
formed in the following manner: for each pixel in the virtual image
the three dimensional point in the world where the pixel’s line of
sight meets the visual hull of the object must be calculated. The in-
formation necessary for this computation can be extracted directly
from the silhouettes of the object by making use of the epipolar
geometry that exists between the virtual view and each of the ref-
erence views [13].

The visual ray associated with a particular pixel in the virtual
image is projected into each of the silhouette images. For a given
silhouette image the ray projection can be found using the funda-
mental matrix that relates points in one image to epipolar lines in
another. A search is now performed on the line in order to deter-
mine whether it overlaps the actual silhouette. Only the visible por-
tion of the image plane, namely the silhouette image, is searched.
Overlapping segments are projected back into three dimensional
space giving the corresponding line segments along the visual ray
in question. Figure 2 illustrates the back projection of the seg-
ments. This reprojection can be performed as follows. The line
segments are each specified by two points and each point defines
a three dimensional line, or visual ray, passing through that point
and the reference camera’s centre of projection. The intersection of
these new visual rays with the original visual ray from the virtual
camera is then found. Corresponding pairs of three dimensional
points, marking the intersections, represent the back projections of
the two dimensional line segments from the silhouette image [14].

Figure 2: Back projecting the two dimensional silhouette intersections
into three dimensional space. The points (x1 andx2) at which the epipolar
line (l) intersect the silhouette image (πR) are recorded, thereby specifying
the line segment that overlaps the silhouette. These points define visual rays
stemming from the reference camera (CR). The three dimensional points
(X1 andX2) where these rays meet the visual ray of the virtual camera
(CV ) mark the back projection of the overlapping line segment (−−→x1x2) in
the image.

The process of finding the three dimensional line segments for
a visual ray from the virtual image is repeated for each silhou-
ette image. The intersection of each of these line segments is then
calculated and the point that is closest to the image plane of the
virtual camera marks the surface point of the visual hull that is
visible [13].
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Unfortunately, the pose of the virtual camera in relation to any
one of the reference cameras can cause certain parts of the epipolar
line in that reference view to be invalid. Therefore only the visible
epipolar line segment that represents the visual ray extending from
the virtual camera’s centre of projection and passing through its
image plane should be searched [14]. Determining the appropriate
range of the visible epipolar line is dependent upon the position
of the reference camera with respect to the virtual camera’s image
plane, and also on whether the line segment from the reference
camera’s centre of projection to the vanishing point of the visual
ray from the virtual camera intersects the reference camera’s image
plane. In this regard, approximately four separate cases can be
identified. More details on this topic can be found in [12] and [14].

A view-dependenttexture mapping of the computed visual hull
is performed by assigning a colour value to each pixel in the depth
map thus completing the synthesis of the novel view. For a par-
ticular pixel in the virtual image the three dimensional point on
the surface of the object’s visual hull is calculated. This calcu-
lation is only performed for those pixels which correspond with
pixels in the depth map that image the surface of the visual hull.
The surface point can then be projected into the appropriate refer-
ence view using its camera projection matrix and the correspond-
ing colour value can be read. Since the texture mapping is to be
view-dependent the reference camera that should be selected is the
one that has the closest viewpoint to that of the virtual camera [4].

The most appropriate view can be determined by considering
the angle between the vector linking the virtual camera’s centre of
projection to the surface point of the visual hull, and the vector
linking the reference camera’s centre of projection to the same sur-
face point. The reference view associated with the smallest angle
is the view that must be used.

A problem that arises is that although a camera may have a
favourable viewing angle it may not have an unoccluded view of
the surface point. Hence, to improve the quality of the texturing
process the visibility of the surface points for each reference view
must first be determined. Matusik, et al. [13] proposes an approach
that compares points lying in the same epipolar plane. When test-
ing the visibility of a surface point for a particular reference cam-
era the only points that might occlude it from view will lie in the
epipolar plane formed by itself, the virtual camera, and the actual
reference camera. Due to the discrete nature of an image the algo-
rithm will, however, only produce an approximation to the actual
visibility [14].

Once the visibility information has been computed the surface
point is projected into the reference view with the most appropriate
viewpoint, and from which it is also visible. The colour value is
then calculated by performing abilinear interpolationon the four
pixels surrounding the projected point.

6 Experimental Results

The implementations were evaluated using a number of different
input data sets. These data sets consist of reference views of ei-
ther images of real-life objects or images of artificial objects gen-
erated on a computer. The data sets consisting of real images were
acquired using a single digital camera and, in some instances, a
turntable. The computer generated images were created with three

dimensional modelling software. With all the data sets the view-
points were positioned at approximately the same height above the
ground plane and were arranged in a circular pattern around the
object.

The silhouettes of the objects were obtained by manually seg-
menting the reference images using image editing software. In the
case of the computer generated images the silhouettes were ren-
dered separately through the manipulation of the modelling soft-
ware.

The algorithms receive a set of colour images and a set of bi-
nary images as input, representing the reference views and the cor-
responding silhouettes of an observed object. Apart from the input
images the algorithms also require the calibration parameters of
the reference cameras, as well as the calibration parameters of the
virtual camera for the desired view.

6.1 Establishing a Measure of Performance
The evaluation of the implementations is based exclusively on the
visual quality of the synthesized view. The measure of perfor-
mance thus involves a comparison between the newly rendered
images and additional reference images of the object that were not
used in the synthesis process. For the real data sets these “addi-
tional reference images” are actual images of the object acquired
using a digital camera. In the case of the computer generated data
sets these images are rendered using the calibration parameters of
the virtual viewpoint.

Comparing any two images is done at a pixel level. Since a view
of the object does not occupy every pixel in the image only a sub-
set of the image pixels are processed, thereby limiting the number
of background pixels included in the comparison. The region of
interest is defined as the smallest rectangular area that will enclose
all the foreground pixels in both the additional reference image and
the virtual image. When evaluating a particular series of data sets,
for instance the data sets of the ceramic cat (table 1), the region
of interest is kept constant and is chosen so that it encloses all the
foreground pixels of each virtual image that is processed.

To quantify the differences the distance in RGB colour space
between the colour coordinate of a pixel in the additional refer-
ence image and the colour coordinate of the corresponding pixel
in the virtual image is calculated [3]. This error measurement is
computed for each pixel of interest using the following formula:

E =

√
(Rv −Rref )2 + (Gv −Gref )2 + (Bv −Bref )2

where E is the distance error in RGB colour space,
[ Rv Gv Bv ]T are the red, green, and blue colour
values, respectively, of the pixel in the virtual image, and
[ Rref Gref Bref ]T are the red, green, and blue colour
values, respectively, of the corresponding pixel in the additional
reference image to which the virtual image is being compared. A
better approach would be to consider the way humans perceive
colour and hence make use of a colour space where the distance
between colour coordinates is related to the difference in observed
colour. These are referred to as perceptuallyuniform colour
spaces [8]. Such an error measure was however not investigated.

The mean distance error for an image is calculated by averaging
the error values for all the processed pixels, thereby giving an in-
dication of the quality of the rendered output. This value is used to
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compare techniques and also investigate how the number of refer-
ence views used in the synthesis process influences the quality of
the novel view.

6.2 Quantitive Evaluation

One series of data sets given as input to the implementations con-
sisted of reference views of a small ceramic cat. These real images
were captured using a digital camera and a turntable. The cali-
bration of the viewpoints was accomplished using silhouette con-
sistency constraints and is derived from the concepts discussed in
[7]. A similar approach to camera calibration has been proposed
by Wong and Cipolla [17].

Table 1 gives the average error values calculated for both the
geometry-based and the image-based techniques when using the
cat data sets as input. In most cases, as the number of reference
views increases so the average error calculated decreases. This is
the expected behaviour because adding more views not only in-
creases the amount of photometric information available but it also
refines the approximation of the object’s visual hull due to the in-
creased number of silhouettes [9].

Figure 3(b) and 3(c) show the novel views generated by the
geometry-based technique and the image-based technique, re-
spectively. Since the geometry-based technique uses a view-
independent texture mapping strategy the relative illumination lev-
els across the surface of the cat in the desired view (figure 3(a))
are not reproduced in the new view.

Table 1: Average error calculated for the ceramic cat data
sets.

Number of Views Geometry-based Image-based
Technique Technique

5 33.49 31.66
8 27.54 27.59
10 28.27 27.14
16 28.16 26.45

Table 2 gives the average error values calculated for both the
geometry-based and the image-based techniques when using the
computer generated radio data sets as input. As with the ceramic
cat sequence, using more than five reference views decreases the
average error value. There is, however, an increase in the average
error when using ten reference views as opposed to eight. A possi-
ble explanation for this behaviour is that it is related to the relative
placement of the cameras, which were spaced equally around the
radio.

The body of the radio is in the shape of a rectangular box with
flat faces and slightly rounded edges. The difference between the
camera configurations of the two data sets is that with eight cam-
eras, four of the cameras are positioned parallel to the radio’s faces
while with ten cameras only two are parallel. The result is that the
front face of the model constructed using ten views is curved, and
not flat as it should be, thus causing its shading to appear warped
which increases the associated error. The novel views of the radio
are shown in figure 3.

In both tables the error values calculated for the image-based
approach are generally less than the values calculated for the

Table 2: Average error calculated for the model radio data
sets.

Number of Views Geometry-based Image-based
Technique Technique

5 18.84 11.60
8 15.26 7.95
10 17.35 8.17
16 15.80 6.87

geometry-based approach. The reason for this is that the level
of detail of the reference images that can be reproduced by the
geometry-based method is restricted by the resolution of the voxel
representation. The image-based approach does not have this limi-
tation. It produces a more accurate sampling of the object’s visual
hull which is determined by the image resolution of the virtual im-
age [13]. The geometry-based approach, however, creates a quan-
tized sampling of the visual hull related to the dimensions of the
voxels. Each voxel will, therefore, generally map to more than one
pixel in the new image. In contrast, the implemented image-based
method establishes a separate mapping of colour between asingle
pixel in the virtual image and one of the reference images.

7 Conclusions

The work presented in this paper covers the implementation of two
different approaches to virtual view synthesis. Both are based on
the concept of the visual hull of an object and are thus more suited
to synthesising novel views of objects as opposed to whole scenes.

Comparing the results obtained for the two solutions reveals that
the image-based approach achieves lower average error values than
the geometry-based approach. This suggests that the image-based
approach produces a more accurate approximation of the desired
virtual view.

The relative positioning of the cameras around the observed ob-
ject can influence the accuracy of the approximated visual hull and
thus the quality of the synthesised views. As was noted in the re-
sults section (section 6.2), a flat surface will not be computed as
being flat unless it is observed by a camera that is positioned at a
viewpoint parallel to that surface.

In general, increasing the number of reference views used to
generate the novel view decreases the average error achieved. A
possible reason for the observed anomalies, other than the cases
related to the relative positioning of the cameras, could be camera
calibration that is not sufficiently accurate.
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Abstract
The problem of recovering three-dimensional information from
two-dimensional projections has become a major task in many
fields. The core of Structure from Motion is recovering the
three-dimensional structure of an object from a sequence of
projections. This paper addresses the problem of building a
video based traffic monitoring system by employing clustering,
tracking and three-dimensional reconstruction of moving ob-
jects from a long image sequence. In this study we have ap-
plied an algorithm based on Robust Optical Flow (ROF) and
Unscented Kalman Filter (UKF) to track and estimate the struc-
ture and motion of the moving objects. The separation of the
objects was possible by the use of the k-means clustering algo-
rithm. The system is able to recover the shapes of objects even
if the clustering algorithm falls. The system was tested using
both synthetic and real data.

Keywords: Surveilance Systems,
Motion estimation, 3D reconstruction

1. Traffic Monitoring System
Traffic Monitoring System is an advanced technology-based
services that enable officials to efficiently manage transporta-
tion systems, control-and transport management. Based on al-
gorithms provided in [10], [7], [3] and [5], we have developed
a three-dimensional motion-and structure estimation, speed cal-
culation and tracking algorithm.

1.1. Background Extraction

Given a sequence of video frames, first we extract the back-
ground and then track some features including corners and
edges. The computation of the background will consists on de-
termining which features are static using pixels values [18]. The
difference between the computed background and the original
image will result of moving objects. Background computation
is view dependent. Therefore, for each video sequence a corre-
sponding background must be extracted.

1.2. Objects Clustering

Automatic clustering techniques have received a great deal of
attention [16]. K-means clustering is an algorithm to classify or
to group objects based on attributes/features into k groups. The
grouping is done by minimizing the sum of squares of distances
between the data in each cluster and the corresponding cluster
centroid (See [16] for more information).
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Figure 1: a: General Street view, b: computed background and c:
moving objects

Consider a set of features tracked over m frames

x =

»

xi,1 xi,2 · · · xi,m

yi,1 yi,2 · · · yi,m

–

. (1)

So the similarity value r can be calculated from the distance
between these m features in the image as

ri,j,k =
p

(xi,k � xj,k)2 + (yi,k � yj,k)2 (2)

A set of observations for which the pairwise distance r is
smaller than the given threshold is considered a cluster. We use
value of 12 as our threshold. We have tested our system using
images which contains more than one object and the result can
be seen in figure 2. The number of clusters k was automati-
cally computed using available Matlab software. We provide
Matlab with euclidean distance parameter r = 12 to compute
the number of feature groups.
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Figure 2: Objects Clustering: a: Classified objects, and b: Shape of
classified objects

2. Objects Tracking
Multiple objects detection and clustering are the key functions
in any surveillance systems.
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2.1. Tracking Problem

Vehicle tracking can be a difficult as it involves tracking fast
moving objects in outdoor scenes [22]. Object tracking has two
main problems. The first is locating prominent features that can
be accurately detected in the images. The second is dealing
with features which can disappear or reappear during a video
sequence. That is why we have applied dense optical flow.

2.2. Feature Selection

There exist many methods to find boundaries and edges in im-
age, but tracking them is still challenging [10]. Once the fea-
tures has been detected using Harris Corner Detector [12], the
next step is to segment the flow list into clusters which represent
different objects. Finally, after the list of independent clusters
has been found, we begin the tracking process using Robust Op-
tical Flow.

2.3. Optical Flow Estimation

Optical flow is the velocity field which warps one image into an-
other image in a sequence. This 2D velocity field describes the
apparent motion of the image brightness pattern subjects to the
image brightness constancy constraint. Therefore, optical flow
reflects the motion changes during a time interval ∆t. It is the
projection of the 3D velocity field on the image plane. Notice
that the motion field is the combination of two components, one
of which depends on translation only, the other on rotation only.

In this paper, we have applied dense optical flow meaning
optical flow at every pixel computed at each pixel. In his
thesis [5], Black has formulated an approach of robust and
incremental optical flow, which provides useful information
about motion and depth difference in a sequence of video
images. We explore the contribution of Black and we will show
that optical flow can be used for 3D reconstruction problems if
the motion is computed robustly.

The first problem is recovering the piecewise smooth flow
field in the presence of motion boundaries or the problem of
localizing the motion discontinuities [1], [4]. In reality, any
object’s approximation model is an idealization which can be
violated in practice. The most common violations are of the
data conservation, spatial coherence, and temporal constraints.
Data conservation and spatial coherence are the two main con-
straints which are exploited to compute optical flow robustly.
The Nyquist theory says that to accurate describe frequency f
without aliasing, the sampling rate must be ≥ 2f [8]. In prac-
tice we can find cases in which the changes are faster than the
sampling rate1 or the objects’ boundaries are occluded, there-
fore, there is no guarantee that the assumptions are not violated.

The edges are the main features which describe the object’s
shape. The computation of edges’ velocities can be done over
all images (see figure 3). One of advantage of optical flow is
its ability to detect object boundaries. Combining motion and
intensity information will improve the accuracy of motion seg-
mentation [2].

Let f be a function representing a dynamic image as a func-
tion of position (x, y) and time t. The observed brightness
of a pixel of any object is constant over time f(x, y, t) =

1In our case the sampling rate was 24 frames per second)
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Figure 3: a: Moving object and b: Optical flow response means object
moves toward to the camera
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Figure 4: a: Motion detection, b: features tracking and c: 3D recon-
struction of object

f(x, y, t+dt). Then we apply the Taylor series to that function:

f(x + dx, y + dy, t + dt) = f(x, y, t) + fxdx + fydy

+ftdt + O
2 (3)

where fx, fy and ft represents the partial derivatives of f with
respect to x, y and t respectively. If dx and dy are very small
for a given dt, then the higher order in Taylor series (equation
(3)) vanish. In practice, the partial derivatives are computed
numerically, i.e.

fx =
f(x, y, t + dt) � f(x, y, t)

dt
(4)

Then solving equation (3) for ft we get,

ft = fx
dx

dt
+ fy

dy

dt
(5)

Now we can define the image velocity u and v as

(u, v) =

„

dx

dt
,
dy

dt

«

(6)

Therefore, the motion velocity can be written as

fxu + fyv + ft = 0 (7)

The equation (7) provides the components in the direction of
brightest gradient.

The main goal in optical flow is determine the velocity com-
ponents (u, v) that satisfy equation (7). The error in equation
(5) is given by

Er(i) =
X

R

W (x, y)(fxu + fyv + ft)
2 (8)

where R is a region (image) and W (x, y) a window function.
The overall error is is just a penalized minimization problem

Er = min

m
X

i=1

Er(i) + Pi (9)
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The constants Pi are penalty constraints due to a large region.
Er is a function of u and v, then it has minimum where its
gradients are all zeros. The resulting system of equations is

»

�PWfxft

�PWfyft

–

=

»
P

Wf2

x

P

Wfxfy
P

Wfxfy

P

Wf2

y

–»

u

v

–

(10)

The best solution of above problem, can be achieved by em-
ploying standard iterative least-square optimization techniques
[19], [14]. Define a =

P

Wf2

x , b =
P

Wfxfy, c =
P

Wf2

y ,
d = �PWfxft, e = �PWfyft and f =

P

Wf2

t , then
the solution is:

(u, v) =

„

cd � be

ac � b2
,
ac � bd

ac � b2

«

(11)

The error valuation at each iteration is given by:
Ei

r = f + au2 + cv2 + 2(ud + ve + uvb). The itera-
tion will end after N2/2 iteration with N the width of the
image. The reader is advised to see [20] for more information.

We apply optical flow data to calculate how a object is rotat-
ing and translating over time. Consider figure 3, the left side 3a
contains the moving object while the right side 3b is the vertical
velocity of the object. That velocity shows us exactly in what
direction the object is moving giving us the motion orientation.

2.4. Tracking

First the edges and boundary features are detected. Then we ap-
ply optical flow over all detected features. From SfM problem,
if the motion can correctly recovered then so is the structure (see
figure 5).
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Figure 5: a: Edges detection, b: feature’s trajectory and c: 3D recon-
struction of the object

Since features share the same motion (valid for only few
frames) then there is no need to track features over many frames.
The vehicle tracking will consist of tracking its center. We have
achieved this goal by computing the center of the features and
then determining their center as the means of tracked features,
that is,

(CxCy) =

 

1

n

n
X

i=1

xi,
1

n

n
X

i=1

yi

!

. (12)

3. Algorithm
In this paper, we implement a multi-estimation algorithm. Our
algorithm implements the Corner detector, Robust Optical
Flow and Unscented Kalman Filter. The ROF is used to track
features detected by Corner detector while UKF to estimate the
hidden state, namely the structure and motion.

3.1. 3D Reconstruction

We choose non-ambiguous representations or three-
dimensional models which describe the state variables
and measurement estimates. Broida and Chandrashekhar in [6]
proposed the use of models that implement three state variables
per feature to describe the translation and rotation. Quaternions
are used to describe the rotation and corresponding velocity
combined with an estimate. Different translation models lead
to different implementations [21], [23] and [13]. Our algorithm
is a multi-estimation method: the current estimated object is
the result of applying different Kalman Filters to compute the
structure and motion separately from each other. Therefore,
at every Kalman loop three different Kalman Filters will be
used to produce the current estimate of the object, one each for
structure, rotation and translation. Given a point pτ in
CCS then it is related to its OCS, p0

2 at time τ by

pτ = RτpO + Tτ , (13)

where Rτ represents an orthogonal matrix, and Tτ
3 is the

translation vector which positions the OCS in relation to the
CCS, at time τ .

The positive x-axis points toward the right, and the positive
y-axis upward. Consider (px, py, pz) be a 3D point, f the fo-
cal length and H be a function which maps P = (px, py, pz)
into the image plane projection (Zx, Zy) or xy � plane. It’s
projection is defined as (cf. [17]),

H[P] =
f

pz + f

»

px

py

–

(14)

We define

Oz =
pz

f
, (15)

then equation (14) can be rewritten as

H[P] =
1

1 + Oz

»

px

py

–

. (16)

The function H is not a one-to-one transform, therefore it can
be defined as a non-linear projection function.

3.2. The Structure Model

Consider the CCS point p = [px, py, pz]
T . From equation (16)

this point projects onto the image plane of the camera as

z =

»

zx

zy

–

=

»

px/(1 + pz/f)
py/(1 + pz/f)

–

. (17)

If this point is scaled around the focal point of the camera
(0, 0,�f), the resulting scaled point p̂ still projects to the same
image plane projection z. Accordingly, if p̂ is the scaled version
of p,

p̂ = α

2

4

px + 0
py + 0
pz + f

3

5+

2

4

0
0
�f

3

5 , (18)

it projects onto the image plane as

ẑ =

»

αfpx/(αpz + αf)
αfpy/(αpz + αf)

–

. (19)

2Since the object is rigid, p0 does not depend on time.
3T translates OCS in relation to the CCS.
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The principle is central to the homogeneous coordinates in the
projective plane of projective geometry, discussed in [9]. We are
therefore free to choose any value of α for our estimate of the
object. For simplicity, we choose α to be the value that places
the initial OCS origin at zero. Thus for ϕz(0) = 0, we define

α(ϕz(0) + f) � f = 0. (20)

In order to complete our structure model, we introduce a vari-
able b(τ ) for each point. This value is used to fully describe the
object in the OCS. It is related to the scaled z-component pz at
time τ by

b(τ )n = α(pz(τ ) + f) � f (21)

Then we can write a point’s equation as

pn(τ ) =

2

4

znx
(τ )(1 + bn(τ )/f)

zny
(τ )(1 + bn(τ )/f)

bn(τ )

3

5 . (22)

This result shows that given the single parameter bn, all of the
components of pn can be correctly reconstructed over time (up
to a scale factor α) from the known observation zn of the nth
point in the set of N . From equation (13) we can therefore write
the OCS location of a point as

pOn
= R

�1(τ ) (pn(τ ) � ϕ(τ )) . (23)

The structure can therefore be represented in terms of the initial
orientation of the OCS. This means that the structure estimate
is represented by one parameter �n(τ ) per feature, which is the
time-varying estimate of �(0) at time τ . We are free to choose
the initial rotation estimate R(0) as the rotation matrix which
aligns the OCS-axis with the CCS-axis, so that R(0) = I. From
equation (20) we have already chosen ϕz(0) = 0. We choose
(ϕx, ϕy) as the centroid z̄ of the initial image plane projections
of the object points. Therefore, our estimated OCS structure is
defined as

pOn
(τ ) =

2

4

zx(0)(1 + �(τ )/f) � z̄x(0)
zy(0)(1 + �(τ )/f) � z̄y(0)

�(τ )

3

5 , (24)

which is fully described by a set

xs = [�0, �1, �2, . . . �N�1] , (25)

and

ρ = [z0(0), z1(0), z2(0), . . . zN�1(0)] , (26)

where xs consists of the current estimate of the initial scaled
z-component of each point in the OCS, and ρ consists of the
initial observations.

3.3. Initializing

3.3.1. State Variables

We set q to the vector (1, 0, 0, 0) regardless of initial infor-
mation since the initial rotation is the identity matrix. From
section 3.2 we have already chosen (tx(0), ty(0), tz(0)) =
(z̄x(0), z̄y(0), 1). However, all the state variables require ini-
tialization, and sensible values must be chosen if they cannot be
obtained from other source(s). These include the � values, the
initial rotational velocity ω and the initial translational velocity
d. The ω values are initialized to zero, indicating that the algo-
rithm assumes zero rotational velocity. When nothing is initially
known about the structure of the object, �n(0) = (zx, zy, 0) is a
good choice for each point, since from equation (24) this makes
the initial estimated object appear to be a flat plane parallel to
the image plane.

3.3.2. Process and Measurement Noise Values

In the previous sections, numerous references were made to the
quantities Qs, Qq, Qω , Qtxy

, Qtz
and Qd. These are, re-

spectively, the structure noise, rotation noise, rotational veloc-
ity noise, xy-translation noise, z-scaling noise and translational
velocity noise. A suitable value for the process noise is found
through experimentation to be 10�2. Measurement noise may
be estimated from knowledge about the system, in our case it
is the image resolution. Our image is, for example, 576 by 720
pixels. We first scale the image so that its coordinates lie be-
tween 0 and 1 in both the x and y axis. Therefore, 1 pixel
difference produces an error less than 0.00164 . If optical flow
can correctly recover the motion then from SfM problem we
can also recover the object’s shape (see figure 4).

4. System Calibration

The system calibration is crucial for surveillance systems, par-
ticularly for 3D estimation accuracy [11], [15]. We take a video
sequence of a known car and we register its speed and dimen-
sions using 3D data. Calibration consists on determining the
3D scale factor. Therefore, using the recovering 3D motion we
are able to compute car’s velocities at given time. We observe
where the 3D reconstructions of the motion, shape and speed
begins to be stable (constant) and we assume only from that
point the 3D data to be correct. Figure 7 shows the recover-
ing of z-component and figure 8 shows the linear velocity and
translation.

0 10 20 30 40 50 60 70 80 90
−500

0

500

1000

1500

2000

Frame

S
tr

u
c
tu

re
 o

f 
X

Structure reconstruction X: REAL DATA 

0 10 20 30 40 50 60 70 80 90
−500

0

500

1000

1500

2000

Frame

S
tr

u
c
tu

re
 o

f 
Y

Structure reconstruction Y: REAL DATA 

Figure 6: Calibration: Structure recovering of the object in data set 1:
x and y coordinates

We see in figure 9 that the 3D reconstruction of the motion
was correct, so is the shape. In that experiment we take a se-
quence containing two cars with known data (speed). We run
the test over one of known data (car) and we save the computed
distance and speed. Next, we run the same experiment using
saved data for the other car in the same sequence. The results
have confirmed that our code was correct. Now we can apply
the code to any sequence 5.

It is important to point out that in our experiments we did
not use the ground truth. As a result we can not present any
comparison between our system output i.e. our system distance
measurement and ground truth distance.

4This mean error will be used as global measurement noise value
error.

5It is important to point out that if the camera moves or camera’s
focal length changes (zooming) the system must be re-calibrated
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5. Conclusions
Robust optical flow forms the mathematical basis of a power-
ful tracking system tool, motion recovering and facilitating the
three-dimensional reconstructions. In this paper, an algorithm
is proposed which implements the framework of background
extraction, Robust Optical Flow, Corner -and Kanade-Lucas-
Tomasi Tracker in conjunction with the Unscented Kalman Fil-
ter. It is shown that ROF estimates the motion very well, even
in situation where KLT decides that the feature is not suitable
for tracking, i.e. edge points. We compute the object’s speed
using the 3D information supplied by the Unscented Kalman
Filter. We observed that initializing the system with minimal
information about a flat object, the algorithm converges slowly.

In general, the system as the following advantages:

1. The sequence may contain one or more moving objects.

2. The object must be rigid but can be subject to perspective
projection.

3. The system can be used for real-data applications.

4. The system can easily be employed in other surveillance
systems.

Although we just shown some advantages of the present al-
gorithm. The system has following constraints:

1. The sequence must have a minimum of eighty frames.

2. The background needs to be updated for every long image
sequence.

3. The features used for reconstruction must belong to one
moving object.

4. Only features tracked through the entire sequence can be
used for three-dimensional reconstruction.
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Abstract

This paper describes an approximately expectation-
maximization (EM) formulation of a homographical iterative
closest point registration approach (henceforth HICP). We
show that such an EM approach allows the algorithm to
converge faster, and more robustly in the presence of noise.
Although this algorithm can register points transformed by a
more general set of linear transformations than the original
Iterative Closest Point (ICP) algorithm, it is only appropriate
for use on point sets which are related by a homographical
transformation, e.g. images taken of a planar scene from
different angles, or images taken of a general scene by a
stationary pan-tilt-zoom camera. The algorithm is tested on
real and synthetic data.

1. Introduction
The Iterative Closest Point Algorithm, [2], aligns point sets by
matching each point in the model point set to the closest cor-
responding point in the scene point set and finding the best ro-
tation to apply to the model point set, to minimize the sum of
squared distance errors between each model point and its cor-
responding scene point. This process is then repeated until no
improvement is made. An expectation maximization approach
for the ICP algorithm was then developed in [5]. Later, the ho-
mographical iterative closest point algorithm was developed in
[1]. Although the authors used it to register free form curves, it
was ostensibly extensible to registering point sets.

2. Iterative closest point algorithms
In the following three subsections, we describe the iterative
closest point algorithm, the homographical iterative closest
point algorithm, and the EM-ICP algorithm. Henceforth, we
shall talk about a scene point setxs which hasN points and a
model point setxm, which hasM points, each stored in matrix
form:

xs =
(

x1
s . . .xi

s . . .xN
s

)T
.

In the algorithms discussed here, we will always attempt to
register the model point set to the scene point set, i.e. the scene
point set is static, while different transformations are applied to
the model point set.

2.1. Formulation of the Iterative Closest Point algorithm
(ICP)

The singular value decomposition (SVD) implementation of
ICP, (which produces identical results to quaternion method of
ICP) is described as follows:

1. Remove meansµs andµm from xs andxm to formxst

andxmt respectively.

2. Fori = (1..M), for xi
mt find closest point inxst, which

we will call xf(i)
st

3. Form a new matrix of corresponding points,xct, such
that

xct =
(

x
f(1)
st . . .x

f(i)
st . . .x

f(N)
st

)T

.

4. Calculate the rotation:[U,S,V] = SVD(xT
mtxct), then

R = UV

5. Apply this rotation to the points inxmt: xmt ← Rxmt.

6. If, in the previous step, the rotation is greater than a cer-
tain amount, (this could be expressed as||R− I2x2|| >
tol), go to step 2, otherwise continue to next step.

7. Algorithm has converged.

2.2. Formulation of the Homographical Iterative Closest
point algorithm (HICP)

The first difference between this algorithm and ICP is that the
points are represented in homogeneous coordinates, so that a
point (x, y, z) represents the point(x/z, y/z) in R2. Secondly,
the calculation of the rotation matrix to apply in step 5 and 6
in the previous section is replaced by a suitable method for cal-
culating the best homography between two point sets. Meth-
ods for doing this are presented in [7]. Two appropriate meth-
ods are the direct linear transform (DLT) and the Gold Standard
Method, the latter of which minimizes the sum of squares dis-
tances of the transformed model points to their corresponding
scene points. We may describe the HICP algorithm as follows:

1. Remove meansµs andµm from xs andxm to formxst

andxmt respectively, by forming the matricesTm and
Ts:

Tm =

 1 0 −µm(1)
0 1 −µm(2)
0 0 1



Ts =

 1 0 −µs(1)
0 1 −µs(2)
0 0 1

 .

2. SetHcum = I3x3

3. Fori = (1..M), for xi
mt find closest point inxst, which

we will call xf(i)
st

4. Form a new matrix of corresponding points,xct, such
that

xct =
(

x
f(1)
st . . .x

f(i)
st . . .x

f(N)
st

)T

.
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5. Calculate best homography betweenxmt andxct, using
either DLT or Gold-Standard method.

6. Apply this homography to the points inxmt:

xmt ← Hxmt,

Hcum← HHcum.

7. If, in the previous step, the effect of the transformation
is greater than a certain amount, (this could be expressed
as||(H − I3x3|| > tol), go to step 2, otherwise continue
to next step.

8. Algorithm has converged. The final homography
which takes the model points to the scene points is
T−1

s HcumTm.

2.3. Expectation Maximization formulation of ICP

Next we briefly give an account of the EM-ICP method of [5]
First, it is necessary to describe the match matrix, which for
M model points andN scene points, has dimensionMxN . It
is filled with binary values, withAij = 1 if there is a hard
correspondence between theith model point and thejth scene
point (there is only one hard correspondence per model point
per match matrix). Each such match matrix has a probability
p(A|xm,xs, T ), given the model points, scene points, and pro-
posed transformationT between them. The expected match
matrix A is the weighted average of each of these match ma-
tricesp(A) = k

∑
p(A|xm,xs, T ).A, (with k a normalizing

constant), which gives us an expectation value for the possible
matches for each model point. The fact thatA is a binary matrix
allows us to write

p(A) =
∏
ij

(Aij)
Aij (1)

There are obviously a combinatorial number of possible match
matrices to evaluate, but the authors of [5] show that since

p(A|xm,xs, T ) =
∏
ij

(
πij .p(xi

s|xi
m, T )∑

ik πik.p(xi
s|xk

m, T )

)Aij

(2)

whereπij is a prior on any particular point match, we may
through identification of the term inside the product in Eqn.1
and Eqn.2 equate

Aij =
πij .p(xi

s|xi
m, T )∑

ik πik.p(xi
s|xk

m, T )
(3)

The EM-ICP algorithm is then formulated as the iterative mini-
mization of the expectation of a cost function. At each iteration
the average match matrix is calculated, then the best transfor-
mation calculated. The cost function used is:

CICP (T, A) = − log(xs, A|xm, T )

=
∑
ij

Aij

(
− log p(xi

s)|xj
m, T )− log(πij)

)
And the expectation of this cost function, which is the cri-

terion to be minimized, is

C(T ) = EA(CICP (T, A))

=
∑
ij

Aij

(
− log p(xi

s)|xj
m, T )− log(πij)

)
(4)

2.4. Expectation Maximization formulation of HICP

Although the formulation used for EM-ICP will work equally
well for HICP, it can also be done by noting the similarity be-
tween this point registration problem (under the assumption of
Gaussian noise) and that of training Gaussian Mixture Models
(GMMs). Under the assumption of Gaussian noise, each point
in the model point set may be regarded as a Gaussian center in
a GMM, which may be responsible for any of the scene points
(taking into consideration its location and covariance). There-
fore we may use the GMM update equations, to find the MAP
estimates for the new locations of the model points (although
these will not be their actual values after the transformation,
these values are determined by the results of the DLT or Gold
Standard methods for finding the best homography between the
model and scene points). The GMM update equations for train-
ing GMMs using the EM method are available in [3] and are as
follows, whereαl is the prior on thelth GMM center,µl is the
lth GMM center’s mean, andΣl its covariance matrix.

αnew
l =

1

N

N∑
i=1

p(l|xi, Θ
g), (5)

µnew
l =

∑N
i=1 xip(l|xi, Θ

g)∑N
i=1 p(l|xi, Θg)

, (6)

Σnew
l =

∑N
i=1 p(l|xi, Θ

g)(xi − µnew
l )(xi − µnew

l )T∑N
i=1 p(l|xi, Θg)

, (7)

whereΘg is (αold
l , µold

l , Σold
l ), i.e. the priors, means and

standard deviations from the previous iteration, andl is a mix-
ture center number, (sop(l|xi, Θ

g) is the probability that mix-
ture centerl was responsible for datumxi).

Since we calculate the homography after taking each ex-
pectation, we omit the calculation of the new covariances, since
they will not be used, and Eqn.7 assumes the means are up-
dated according Eqn.6, which they are not. Similarly, we don’t
put priors on the likelihood of any model point being a cause
of the scene point measurements, so only Eqn.6 is used in our
algorithm. The same equation, written using our notation for
point sets, is:

xjnew
m =

∑N
i=1 xi

sp(xj
m|xi

s, Θ
g)∑N

i=1 p(xj
m|xi

s, Θg)
, (8)

We also experimented with using a covariance measure for
each model point with respect to the scene points, as is some-
times used (e.g. [6]) after k-means clustering but before GMM
training:

1. For each model point, find the scene points which are
closest to that model point, and collect them into a matrix
Bi = (xg

s(1) . . .xg
s(n))T (if there aren such points for

theith model point). Ifn = 0 then setΣi = σ.I2x2 and
return, ifn > 0 continue to step 2.

2. Form the matrixDi, with xi
m subtracted fromBi so that

Di = Bi − Inx1(x
i
m)T

3. Σi = DT
i Di/n

This allows us to calculate a better posterior solution for the
locations of the mixture means (or model points, in our case).
In our experimental results, this version of the algorithm will be
referred to as EM-HICP-K. In the simple EM-HICP algorithm,
σ is initialized and decays it each iteration, and all covariance
matrices are simplyΣi = σI2x2.
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2.5. Algorithm outline

1. Form initial transformation matrices which bring
barycenters of model and scene points to the origin:

Tm =

 1 0 −µ(xm)
0 1 −µ(ym)
0 0 1



Ts =

 1 0 −µ(xs)
0 1 −µ(ys)
0 0 1


2. Initializeσ andHcum = I3x3

3. Convert points to non-homogeneous representation, and
create M virtual scene points:

vj
m =

∑N
i=1 xi

sp(xj
m|xi

s, Θ
g)∑N

i=1 p(xj
m|xi

s, Θg)
,

4. Convert all points back to homogeneous representation,
and calculate the best fitting homographyHt between
the model points and the virtual points.

5. Apply the homographyHt to the set of model points,
to find the model points for the next iteration:mi ←
Htmi

6. Update theHcum matrix: Hcum← HtHcum

7. Reduceσ using a decay factor. In our experiments we
usedσ ← σf wheref is a decay factor between 0 and
1.

8. If the algorithm has converged, (if||Ht − I3x3|| < tol),
go to step 9, otherwise go to step 3.

9. We calculate the final homography between the two
point sets asHfin = T−1

s HcumT−1
m

2.6. Divergence from pure EM

We can see that at stage 5, the above algorithm diverges from
a pure expectation maximization algorithm, since the homogra-
phy which is calculated does not itself maximize the likelihood
of the scene and the matches given the model points and trans-
formation, but rather satisfies the constraint that the new model
points must lie within a projective homographical transforma-
tion of the model points at the previous iteration, in the lest
squares sense. Therefore, it is not the expectation of the pos-
terior likelihood of the scene given the model and transforma-
tion which is maximized, but rather a compromise between this
expectation and constraints imposed by the projective homog-
raphy restriction. Each method for calculating a homography
(DLT, Gold-Standard) will in fact minimize a different criterion
in its attempt to calculate the best homography, (algebraic error,
Sampson error, etc.), but this is expedient in terms of the speed
and ease of implementation of such an algorithm.

3. Experimental Results
To verify the EM-HICP algorithm, we exposed it to real and
synthetic data.

σ % conv. % conv. % conv.
(noise) HICP EM-HICP EM-HICP-K

0 42 75 78
1 16 42 39
2 31 75 77
3 39 79 83

σ ave. iters ave. iters ave. iters
(noise) HICP EM-HICP EM-HICP-K

0 15.2 15.8 11.3
1 24.1 15.3 12.7
2 14.6 15.9 16.1
3 15.2 15.4 16.3

Table 1: Tables of convergence results for the HICP and the
EM-HICP algorithm, using synthetic data. Ave. iters is the
average number of iterations over the successfully convergent
trials, to converge. 150 trials were done for each value ofσ,
which is the standard deviation of the Guassian noise added to
the coordinates of the points in the scene point set.

3.1. Synthetic data

In a single trial using synthetic data, the following procedure
was followed: a random point set of 150 points is generated
in the range(x, y) ∈ ([0, 100], [0, 100]). A random homogra-
phy matrixHr is generated from the product of homographies
Hr = Hs ∗Ha ∗Hp, such that

Hs =

 s cos(θ) −s sin(θ) tx

s sin(θ) s cos(θ) ty

0 0 1



Ha =

 k1 k2 0
0 k3 0
0 0 1


and

Hp =

 1 0 0
0 1 0
v1 v2 1


and the elements in these matrices were drawn from the fol-
lowing distributions: s [0.25, 0.75], θ [0, 0.2π], kl [0.9, 1.1],
k2 [0], k3 [0.9, 1.1], v1 [−0.001, 0.001], v2 [−0.001, 0.001].
We then generate our scene points by multiplyingHr with the
set of model points (which are represented in homogeneous co-
ordinates).

pi = Hrmi

It should be noted that a homography matrix generated from
values outside of these ranges tend to produce synthetic scene
points which cannot be registered using either the HICP or the
the EM-HICP method, and are are not a useful way of compar-
ing the two algorithms. Finally, we corrupt the newly generated
scene points with Guassian noise, so that

si = pi + n,

wheren is a sample from a Gaussian distribution with standard
deviationσ.

The HICP, and EM-HICP algorithms are then run on the
this synthetic data, and the convergence results are shown in
Table 1.

91



Image iters iters iters
number (HICP) (EM-HICP) (EM-HICP-K)

1 10 10 10
2 6 5 5
3 DNC 40 38

Table 2: Table of convergence results for the HICP and the EM-
HICP algorithm, using real data. Iters is the number of iterations
to converge. if convergence was correct. DNC indicates lack of
correct convergence.

3.2. Real data

In the experiments involving real data, some real image pairs
from a pan-tilt-zoom camera were taken, and some images of
(approximately) planar scenes were taken. This guarantees that
corresponding points between the two images are related by a
planar homography. To extract corners from each of the im-
age pairs, the Harris corner detector [4] was used. Obviously
the performance of the corner detector/feature extractor, and
the reliability with with it will extract the same points in cor-
responding scenes affects the outcome of any ICP algorithm
quite seriously. For example, the Harris detector performs un-
reliably when a straight edge changes orientation between im-
ages, where it is prone to selecting corners from this edge in
one image more than in the other. Therefore, where the HICP
registration algorithm has failed, it is usually the failure of the
feature detector to produce consistent features across images. A
table of convergence results is shown in Table 2.

4. Discussion
Results show that EM-HICP-K performs slightly better than the
EM-HICP, and each of them perform better than HICP, in terms
of successful convergence. The average number of iterations
per successful convergence could be improved for EM-HICP
and EM-HICP-K if at some appropriate point the algorithm
was forced into choosing hard correspondences for each model
point, since many iterations are wasted close to the correct local
minimum.

5. Conclusions
We can see that the EM-HICP algorithm is faster than the HICP
algorithm to converge to the true solution, and is more robust to
converge to the correct solution when Gaussian noise is added
to the synthetic data. In the real data, which consists of corner
features extracted from image pairs taken by pan-tilt-zoom cam-
eras and of planar scenes under general intrinsic and extrinsic
parameters, the EM-HICP algorithm performed better than the
HICP algorithm. Moreover, when covariances are estimated for
each model point, the algorithm (referred to previously as EM-
HICP-K) becomes slightly more reliable than when the same
spherical covariance matrix is used for each point for an itera-
tion.
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Abstract 
The unique facial appearance associated with 
fetal alcohol syndrome (FAS) is emphasised in 
diagnosis, which relies, in part, on the 
comparison of linear measurements of facial 
features to population norms. We explore the 
use of shape analysis as an alternative 
diagnostic tool for FAS. This paper implements 
General Procrustes Analysis to compare the 
FAS facial shape with the normal facial shape. 
No statistically significant difference was found 
between the FAS and normal facial shapes.   
 
 
1. Introduction 

 
Fetal Alcohol Syndrome (FAS) is a clinical condition 
caused by excessive maternal consumption of alcohol 
during pregnancy. FAS has come to be accepted as the 
leading identifiable preventable cause of mental 
retardation and neurological deficit in the Western world 
[1] although data from poorer areas of the world with 
much higher prevalence is not readily available. 
Diagnosis of FAS depends on evidence of growth 
retardation, CNS neurodevelopment abnormalities and a 
characteristic pattern of facial anomalies, specifically a 
short palpebral fissure length, smooth philtrum, flat upper 
lip and flat midface [2]. 

 
A confident diagnosis of FAS, based on linear facial 
measurements, can at present only be made by an expert 
dysphormologist [3]. Statistical analysis on data for FAS 
diagnosis thus far has suffered from a lack of quantitative 
scaling. There is however a lot of research into providing 
a quantitative case definition for the disorder based on the 
facial anomalies characteristic of FAS. Objective 
quantitative scales not only improve accuracy and 
precision, but also establish a common numeric language 
for communicating outcomes in medical records and in 
the medical literature [4]. 
 
Quantitative descriptions of the FAS phenotype to date 
have been based on linear measurements. In this paper, 
we explore the use of shape analysis to distinguish 
between subjects with FAS and normal subjects. 

 
Shape is defined as all the geometrical information that 
remains when location, scale and  rotational effects are 
filtered out from an object [5]. Two shapes can be 

compared by adjusting for size and superimposing one 
shape on the other. The differences that remain are then 
due to shape dissimilarity. Landmarks are points of 
correspondence on each shape object that match between 
and within populations. Shape analysis methods play a 
valuable role after identification of facial landmarks that 
are considered important in the diagnosis of FAS. Facial 
shapes may be compared and averaged in terms of the 
relative positions of a set of landmarks[3, 6]. In their 
report on the facial effects of fetal alcohol Clarren et al. 
[3] utilized triangles defined by sets of three landmarks 
for analysing facial landmarks. The mean shapes of these 
triangles were compared between subjects more-exposed 
or less exposed prenatally to alcohol. Pattern profile 
analysis is a simple method of classifying, portraying and 
comparing patterned deviations from the norm[7]. Moore 
et al. [8] used this method to quantify the elements of the 
FAS facial phenotype and to extend the quantitative 
phenotype to individuals who exhibited less severe or 
incomplete manifestations of prenatal alcohol exposure. 
Their results corroborated previous observations that 
individuals diagnosed with FAS exhibit, on average, 
small heads (microcephaly), small faces, short palpebral 
fissures, and hypoplastic midface. 
 
This paper reports on a comparison of the clinically 
relevant facial landmarks of FAS subjects with Normal 
subjects using Generalised Procrustes Analysis (GPA). 
 
 
2. Shape Analysis 
 
2.1 Feature Extraction 
 
The study population consisted of images obtained during 
the screening of first-grade children from disadvantaged 
communities in the Gauteng and Northern Cape 
Provinces of South Africa for FAS. The subjects were 
appraised by three independent dysmorphologists and 
images of subjects with a clinical diagnosis of FAS and 
“Normal” children were used in this study. Images of 56 
normal and 24 FAS subjects were available from the data 
base. 
 
The images were acquired through stereo-
photogrammetry. These images were used to obtain 3D 
coordinates of facial landmarks [9]. The acquisition tool 
consists of control frame with a pair of high resolution 
digital cameras. The cameras used to obtain the images 
are simultaneously triggered by use of remote control. 
The tool was designed with eleven well distributed retro-
reflective control markers whose three-dimensional co-
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ordinates are known and these are exploited in the 
calibration of the images. 
 
Facial landmarks cited in literature as phenotypical of the 
FAS facial profile were considered in the analysis. These 
also have the advantage that they occur on extremes of 
curves and contours making measurements easier. 
Included were the right and left endocanthion (medial 
corners of the eyes), right and left exocanthion (lateral 
corners of the eyes), subnasale (lowest point on the tip of 
the nose), stomion (highest point on mouth directly below 
the subnasale), right and left cheilion (corners of the 
mouth), the midpoint of the philtrum furrow between the 
subnasale and the stomion and the two philtrum ridges on 
either side of the stomion on the upper vermillion 
boarder. These points are shown in Figure 1 below. 
 
Together with the coordinates of the philtrum ridges at 
the upper vermillion line, both cheilion and the stomion 
were used to explore lip thinness. The inner and outer 
canthion on the eyes were used to explore palpebral 
fissure length. The midpoint of the philtrum furrow, the 
subnasale and the philtrum ridges were used to explore 
philtrum smoothness 
 
 

 
 
Figure 1: The facial features used in the Procrustes analysis. 
 
Features on 24 normal and 14 FAS image pairs were 
clear enough for use in the analysis. Points which were 
particularly difficult to see were the cheilion and the 
midpoints of the philtrum furrow in some of the images. 

The coordinates of the features where obtained by mouse 
click on computer screen. To reduce error three 
measurements of landmark coordinates for each subject 
where performed and the results where then averaged. 
For easy visualisation the coordinates where plotted for 
each subject and connected by wire frame. Figure 2 
shows the coordinates of the features for a subject 
together with the wire frame to form a feature 
configuration of landmarks. To implement Procrustes 
analysis each configuration was represented by a (k x n) 
matrix of landmark coordinates, Xi, where (i=1,…,n) and 

the GPA algorithm presented below was used to align the 
configurations. 

 

Figure 2: The plot of feature coordinates to form as 
configuration. 

2.2 Generalised Procrustes Analysis 
 
The Procrustes method for comparing shapes is any of a 
number of methods based on fitting all n landmark points 
for N shapes using various fitting procedures for optimal 
superimposing of landmarks. Shape can be described by 
locating a finite number of points on the shape outline or 
by locating landmarks. An n-point/landmark shape in k 
dimensions can be mathematically represented by 
concatenating each dimension into a kxn-vector. By 
establishing a coordinate reference with respect to 
position, scale and rotation true shape representation can 
thus be obtained. The coordinate reference or pose aligns 
or superimposes all the shape objects in question. 
Optimum superposition of shape objects is achieved 
when translation and rotation effects are adjusted so as to 
minimize the distances between landmarks [10]. Various 
minimization criteria exist but the most popular is that 
which minimizes the sum of the squared distances 
between corresponding points [10]. Generalised 
Procrustes superimposition uses such criteria by taking n 
shapes and resizing them to their centroid size and then 
aligning them to minimize this sum. 
 
The GPA algorithm is: 
 
1. Choose an initial estimate of the mean shape or 

configuration. The initial shape in the set will do. 
2. Align all the remaining shapes to the mean shape 

using the Procrustes superposition. 
3. Re-calculate the estimate to the mean from the 

aligned shapes. 
4. If the estimate mean has changed return to step 2. 
 
 
Convergence is declared when the mean shape does not 
change significantly within an iteration [11]. 
The Procrustes mean shape is found by the equation: 

94



 

∑
=

=
N

iN 1

1
ixx
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The Procrustes mean shape and Procrustes fit coordinates 
are used to plot aligned shape configurations as shown in 
figure 3. 

 
 
 

 
 
 

  

 
 

 
 

 
Figure 3: Unregistered configurations on the left and registered configurations on the right; Normal subjects 
(top) and FAS subjects (bottom). 
 
 
 

2.3  Statistical Analysis of difference in 
means 

 
The Procrustes mean configurations for each group were 
plotted using the coordinates calculated above and the 
two were compared for difference in means. Goodall's F 
test was used to examine differences in mean shape 
between the two groups (Table 1).  The large p-value 
indicates that there is no statistically significant difference 
in the mean shapes of the two groups. The shapes of the 
two groups are superimposed in Figure 4. 
 
 
 
 
 

 
 
Between Group Distance 

0.00272 

F-Score 0.5957 
p 0.956102 
Within Group Variance 
Normal Subjects 

0.01014257 

Within Group Variance 
FAS Subjects 

0.00841307 

 
Table 1: Results of Goodall’s F- test 
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Figure 4: The Normal (solid) and FAS (dotted) shapes 
superimposed. Top figure (frontal view) and bottom figure 
(supine-sagittal view). 
 
 
3. Discussion 
 
This study confirms that the effects of prenatal alcohol 
exposure on the face fall along a continuum instead of 
occurring as discrete traits.  The mean shape difference 
between FAS and Normal subjects in this sample is very 
small as can be observed from figure 4 above. Goodall’s 
test for difference in means confirms that for the study 
sample the facial shape range of FAS subjects’ overlaps 
with the facial shape variability of normal subjects. The 
within group variability of the two groups is almost 
identical and together with the insignificant p-value 
(0.956102) might suggest that there is no objective line of 
division between the FAS and Normal groups. 
 
Figure 5 illustrates this overlap of features. The top image 
is a FAS subject and the bottom image a normal subject. 
Both subjects have smooth long philtrums and their upper 
lips have similar shapes. In the sample this occurrence is 
not unique. GPA attempts to compare shapes after 
removing scaling, rotation and position. In an ideal 
sample it would be possible to delineate the typical FAS 
facial phenotype of smooth philtrum, small palpebral 

fissure length and thin upper lip from that of normal 
subjects based on comparison of mean shape alone. 
 
 

 
 
 

 
 
Figure 5: Top image; FAS subject exhibits smooth philtrum but 
normally developed upper lip. Bottom image; Normal subject 
exhibits same features as FAS subject. 
 
 
Microcephaly is of importance in the craniofacial 
appearance of FAS subjects. Moore et al [8] suggest that 
the commonly used clinical descriptors of long philtrum 
and wide spaced eyes often employed in the diagnosis of 
children with FAS must be seen in relative terms. That is, 
the long philtrum and short palpebral length are not 
measurably different from normal but appear so in 
relation to the overall reduction in cranial size. 
 
 

   
 
Figure 6: More points in feature extraction result in more 
accurate representation of the feature as shown by the wire 
frame on the right 
 
It needs to be noted however that the sample size might 
be too small to make a conclusive assessment of shape 
difference and it is recommended that the study be 
repeated with a larger sample size. Another 
recommendation is implementation of more advanced 
feature extraction methods to annotate the facial features. 
By including more points on the outline of the features as 
shown in Figure 6 a more accurate representation of the 
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features can be obtained and information lost in making 
rudimentary estimations of the features can be used in 
shape analysis. 
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Abstract

Recent advances in froth imaging have made accurate
bubble size distribution information available. This in-
formation has high dimensionality, and is not straightfor-
ward to use effectively. Often, inappropriate simplifica-
tions are made to the data, which can result in a loss of
the useful information originally contained in the data. A
variety of techniques of using bubble size data to clas-
sify a variety of froths are presented. Results show that
the principle component analysis and frequently occur-
ring bubble size distribution algorithms are the best suited
(of the algorithms tested) for classifying froth types by
bubble size information.

1. Introduction

1.1. Flotation

Flotation is a separation process used in many mining op-
erations to upgrade the desired mineral concentration be-
fore further downstream processing. The operation of the
flotation process is a complex one which is not entirely
understood. Each flotation cell has numerous input pa-
rameters (reagent dosage, froth depth, air flow rate) and
is also affected by numerous disturbance variables (ore
type, mill performance). Typically, plant operators in-
spect the state of the froth visually, taking into account
such parameters as velocity, bubble size, texture, colour
and stability. Based on the state of the froth, the operator
might make changes to one or more of the input parame-
ters in order to achieve optimal performance.

As a result of this, numerous machine vision systems
have been developed to analyse the state of the froth in a
manner similar to that of an experienced plant operator.
The advantage of such an instrument is the availability of
precise, unbiased measurements 24 hours a day.

1.2. Bubble Size Distributions

This paper will be focusing on what useful information is
contained in bubble size distributions (BSDs), this being
one of the outputs from a typical machine vision system

for analysing flotation froths. Numerous algorithms exist
for determining bubble sizes in flotation froths [1, 2, 3, 4,
5]. However, most of the froths being analysed in these
examples have narrow bubble size distributions (ie. all
bubbles have similar size). This is not always the case,
and only recently [6, 7] have algorithms been developed
that can generate accurate bubble sizes for froth images
that have wide bubble size distributions (ie. contain both
large and tiny bubbles).

Now that accurate bubble size information exists,
there is still the problem of how best to deal with this
data. Bubble size information is typically viewed in a cu-
mulative bubble size distribution. Commonly, the data is
converted to a mean, p50 (median), p80 or p90 value in
order to reduce the complexity of the data.

1.3. “Dynamic” Bubble Size Distributions

It has been found that for certain froth types, the bub-
ble size distributions are “dynamic”. “Dynamic” BSDs
occur when a froth in steady state has substantially dif-
ferent BSDs over a short period of time (less than one
second). An example of such a case is shown in Figure 1.
It is clear from Figure 1 that for a froth with a “dynamic”
BSD it is highly unlikely that a single frame will provide
enough information for correct classification.

1.4. Objectives

The specific objectives of this paper are to:

• determine how to best classify froth types using
bubble size information.

• determine if reducing bubble size distributions to
mean, median and percentage passing values is an
appropriate simplification to make.

• determine how many frames of video footage are
needed to successfully classify froths with “dy-
namic” BSDs.
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Figure 1: An example of a froth with a “dynamic” BSD.
The BSDs are taken from two frames of video which are
within 1 second of each other.

2. Classification Algorithms

2.1. Froth Data Sets

Two data sets are used in this work. One of them is a
set of video footage taken of platinum bearing froth, the
other is a set of video footage taken of copper bearing
froth. Both data sets have been manually subdivided into
visually similar froth classes, in a similar manner to how
an experienced plant operator would evaluate the state of
the froth.

Each video segment in the data sets is one minute
long (1500 frames). The breakdown of how many exam-
ples were available for each froth type is given in Tables
1 and 2. Figures 2 and 3 show examples of the various
froth classes for platinum and copper respectively.

Table 1: Number of video clips for each froth type for the
platinum data set.

Froth Type Number of Sequences
1 8
2 6
3 6
4 6

2.2. Sampling

Each video segment consists of 1500 frames. This means
that a sample of up to 1500 frames in length can be drawn
out of any video segment.

A sample length is decided upon, for example 200
(consecutive) frames. For each video sequence there are

Table 2: Number of video clips for each froth type for the
copper data set.

Froth Type Number of Sequences
1 9
2 6
3 6
4 3
5 6

Figure 2: Example images of the four platinum froth
classes. Note the different bubble sizes.

Figure 3: Example images of the four copper froth
classes. Note the different bubble sizes.
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1500-200=1300 such samples that can be drawn from it.
Samples are randomly drawn from the video segments to
generate both training and testing data sets of the same
length. Due to the similarity of long length samples, with
similar starting frames, a user-specified minimum level
of overlap between samples is used.

Time

Sample 
1

Sample 
3

Sample 
4

Sample 
2

Figure 4: An example of drawing numerous 3-frame sam-
ples from a video sequence.

2.3. Mean Bubble Size

Classification using the mean bubble size is a straight for-
ward procedure. A training set of sequences of frames are
taken from the video samples for the two froth types that
are being compared. For each sample, the bubble sizes
are known for each frame, and so the mean bubble size
for each sample (sequence of frames) can be easily cal-
culated.

Since there is a mean bubble size associated with each
sample, one can plot a distribution of mean bubble sizes.
This is done for both froth types being compared. An
example of such a distribution is shown in Figure 5.

The optimal decision boundary can be found by scan-
ning along the mean bubble size axis to determine the
point which maximises the number of correct classifica-
tions in the training data according to the following crite-
rion:

• If mean bubble size is less than or equal to the op-
timal decision boundary, classify as froth type 1

• If mean bubble size is greater than the optimal de-
cision boundary, classify as froth type 2

Once the optimal decision boundary for the two
classes has been found, the testing data can be classified,
and the effectiveness of this classification algorithm can
be determined.
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Figure 5: Mean bubble size distribution for two well sep-
arated froth types.

2.4. Percentage Passing A Bubble Size

The same classification scheme as shown above (Section
2.3) can be used with other bubble size measurements.
Instead of looking at the mean bubble size distribution,
one can look at the distribution of 80% passing, or the
distribution of median bubble sizes (50% passing).

Again, one can determine the optimal decision
boundary between two froth types and classify the testing
data accordingly, and determine the effectiveness of clas-
sifying froth types using these measures. The percentage
passing measures used in this study were:

10% passing 50% passing
20% passing 80% passing
30% passing 90% passing

2.5. BSD search

The BSD search classification algorithm is similar to the
classification algorithms mentioned above (Sections 2.3
and 2.4), except that it does not automatically reduce the
information contained in the entire BSD by taking a mean
/ percentage passing value. Instead, a search is performed
through the entire cumulative BSD to determine which
bubble size is optimal for comparing the two froth types.
A distribution is plotted, but this time it is the distribution
of percentage passing the optimal bubble size (see Figure
6). The decision boundary in conjunction with the opti-
mal bubble size is then used to classify the testing data.

2.6. Frequently occurring BSDs

The frequently occurring BSD algorithm is inspired by
the work of Varma and Zisserman [8], but instead of find-
ing imagetextonsthat occur frequently over an image,
frequently occurring BSDsare determined that are found
from the bubble size data.
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Figure 6: Mean bubble size distribution for two well sep-
arated froth types.

For each sample, the cumulative BSD is calculated
from the bubble size information from each of the frames.
A subset of the training data is taken (typically 900 cu-
mulative BSDs) and is put into an unsupervised clus-
tering algorithm. The clustering algorithm used is a
furthest-neighbour clustering algorithm, using the KS
(Kolmogorov-Smirnov) distance measure [9]. Other dis-
tance measures were tested, but due to space considera-
tions, they will not be dealt with here, suffice to say that
the KS distance measure performed the best.
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Figure 7: Frequently occurring BSDs “learnt” from train-
ing data for two froth types.

After the learning process is complete, the training
data can be labelled according to which of the frequently

occurring BSDs it is closest to (in terms of the KS dis-
tance measure). Once the labelling is complete, the dis-
tributions of the number of sample from each froth type
corresponding to each of the frequently occurring BSDs
can be calculated. New data will first be classified as one
of these frequently occurring BSDS. It will then be clas-
sified as the froth type which had the most examples of
this BSD in the training data set.

2.7. Principle Component Analysis

Bubble size information is converted to a cumulative
BSD. Binning this into 50 bins, effectively converts
each cumulative BSD into a fifty dimensional data point.
Training data consists of numerous samples of these 50D
data points, which are then normalised to have zero mean.
Principle component analysis (PCA) can then be imple-
mented for dimensionality reduction. In this work, the
cumulative BSD is reduced to a point in three-space.

A K nearest neighbour algorithm is then used to clas-
sify the testing data into one of the two froth types. A
value of K=15 is typically used in this work.

3. Results

Due to space considerations, only the overall perfor-
mance results for the classification methods are shown in
this section. The results have been split into two sections,
the classification results for platinum froths and those for
copper froths.

3.1. Platinum froths

For ease of viewing, the results have been split into two
groups, those based on simple measures (mean, percent
passing) and those using more information from the bub-
ble size distribution. It is clear that the former (best per-
formance 91.8%) performs much worse than the latter
(worst performance 92.8%). This is shown in Figures 8
and 9 (note that they have different scales on the y axis).
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Figure 8: Platinum froth classification results.
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Figure 9: Platinum froth classification results.

The top performers are the PCA and the frequently
occurring BSDs classification. The PCA classification
performs worse as the number of samples increases. A
closer inspection of the data shows that this occurs only
with froth types 3 & 4. It is suspected that this is the
result of there being a large amount of variance in these
classes. However, this large variance is intra-class vari-
ance rather than inter-class variance, and as such results
in poor classification with a PCA classifier.

3.2. Copper froths

Similar results can be seen in the results for the classifi-
cation of copper froths (see Figures 10 and 11). However,
the correct classification results are much poorer. This is
due to the “dynamic” nature of the copper froth, which
results in much more variance in its bubble size distribu-
tions.

1 2 5 10 25 50 100 200 400
80

82

84

86

88

90

92

94

96

98

100
Copper Froths − Classification Performance

Number of Frames per Sample

P
er

ce
nt

ag
e 

C
or

re
ct

 C
la

ss
ifi

ca
tio

n

PCA
Frequently Occuring BSDs
BSD Search

Figure 10: Copper froth classification results.

It is evident that the classification algorithms that
make use of the entire bubble size distribution perform
much better than those that do not. In fact there is a much
bigger performance gap (>20% for copper as opposed to
>5% for platinum) between the classification algorithms
for the copper froth than for the platinum froth.
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Figure 11: Copper froth classification results.

It is also evident that increasing the number of frames
per sample dramatically increases the effectiveness of the
copper froth classifiers.

4. Conclusions

The following conclusions are drawn:

• Classifiers that make use of the entire bubble size
distribution outperform those that do not, even for
the cases where “dynamic” BSDs are not present.
The PCA and frequently occurring BSD classifiers
perform the best, with frequently occurring BSDs,
outperforming PCA at higher sample lengths. Fur-
ther work should be done to determine if this con-
tinues for even longer sample lengths.

• Commonly used data reduction techniques to re-
duce the dimensionality of bubble size distribu-
tions (such as mean, median, percentage passing
values) are inappropriate for froths with “dynamic”
BSDs, as they lose a large amount of the original
information content. Such reductions render it al-
most impossible to distinguish between two froth
types.

• For both copper and platinum froths, one can
achieve a 95% correct classification for both the
PCA and frequently occurring BSDs algorithms
when samples 100 frames long are used.
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Abstract
In this paper, we present a real-time surveillance system that
is suitable for the indoor environment. The system is designed
to detect, track and recognize the behavior of humans, using
a single static camera. Background subtraction is applied to
extract moving objects; these objects are tracked using linear
approximation. Shadow regions are detected and removed us-
ing linear dependence and spatial connectivity, properties of the
regions. Pattern matching and TDL (Two Dimensional Loga-
rithmic) search approach are used to solve the problem of the
occlusion of objects and depth reasoning. Behaviors of mov-
ing objects are detected by examining the sequence of shapes
extracted from the system. Shapes of moving objects are inter-
preted as characters of an alphabet. Each character represents
a class of similar blob shapes classified using K-Means cluster-
ing. The system outputs the spatio-temporal coordinates, tra-
jectories of the moving objects and detects behaviors of interest
learned by the system. Details of the system model and experi-
mental results are shown in the paper.

1. Introduction
To automate surveillance solutions, a visual surveillance system
embedded within computer vision algorithms to detect actions
of interest in real-time and gathering of data for events reason-
ing, is the current trend that is driving the shift from traditional
surveillance systems that require important human resources in
numbers and competencies to provide a real-time response. In
general, visual surveillance systems are categorized into indoor
or outdoor applications due to different environments and re-
quirements. These requirements affect the low level implemen-
tation. On one hand outdoor environments may include the
problems of unstable background, caused by situations rang-
ing from tree waving to weather conditions like rain or snow.
On the other hand indoor environments may get multi-lighting
sources with shadow effects which also increase the difficulties
of surveillance.

Using computer vision to gather data and provide real-time
event detection has been studied for both indoor and outdoor
applications.

To track objects, Masoudet al. [1] has built a system that is
able to track and count pedestrians in real-time; this system pro-
ceeds at 3 levels: raw image, blobs and pedestrians. Blobs are
obtained from raw image and one pedestrian is represented by
one or many blobs; spatio-temporal coordinates of the pedestri-
ans are recorded and tracking is done by using extended Kalman
filtering.

The system built by Kolleret al. [2] extracts contour and
tracks highway vehicles using cubic splines combined with
Kalman filter. Affine motion of the moving objects is also esti-
mated using Kalman filter.

To detect the posture or behaviors of interest, Cucchiaraet
al. [3] built an indoor system that is able to detect postures of
standing, crouching, sitting and lying by analyzing the vertical
and horizonal projected histograms.

Fujiyoshiet al. [4] presents a system that extracts the skele-
ton of the moving persons; behaviors such as running or walk-
ing are thereafter identified by examining the motion of the
torso and leg angle from the skeleton of the moving body.

Haritaogluet al. [6] and Wrenet al. [7] designed systems
that identified and tracked human using models of head, hands,
feet and torso; gestures, postures and interaction between ob-
jects can be defined and detected.

Ayerset al. [8] built a system that recognizes actions using
prior knowledge of the layout of the room. Action detection is
modelled by a state machine - it consists of action states and
transitions between actions. Actions like entering a room, using
a PC, opening a cabinet or picking up a phone can be detected
and recognized.

In this paper we present a robust indoor system that is able
to extract and track moving objects. Moving objects are tracked
and recorded at spatio-temporal coordinates. The system de-
tects and removes the shadow regions; the occlusion problem
is handled as well. Real-time event detection is performed by
monitoring the behavior of the moving objects. The rest of
the paper is organized as follows: in section 2 we describe the
model of the system; some experiments are done and results
are discussed in section 3; the conclusion and future work are
presented in the last section.

2. System Model Overview
We model our system using Gaussian background subtraction.
Foreground is extracted by taking the difference between cur-
rent frame and background frame; background is updated using
Gaussian model. Blobs are extracted by performing connected
components finding. Candidate shadow regions are selected and
used as a mask to filter out shadow noise from the moving ob-
jects. Each object is represented by one blob and tracked us-
ing linear approximation. Occlusion occurs when two or more
blobs from previous frame are referencing the same blob as a
child in the current frame. Occlusion detection is handled us-
ing pattern matching approach. The TDL search method is per-
formed to maximize the coverage rates from previous blobs to
the current occluded blob. The cost of the texture matching
from previous blobs to the current occluded blob is then used
for depth reasoning; the minimal one will be the closest object
to the camera. Each behavior of interest is modelled as a se-
quence of characters; each character represents a set of shapes
that has similar 7 invariant moments[17]. A behavior is detected
by the system if the sequence of the shapes extracted from each
moving object is similar to a behavior of interest. The processes
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Figure 1:Flowchart of the system.

are detailed in following subsections. The flowchart of the sys-
tem is shown in Figure 1.

2.1. Background Subtraction

Three different approaches to extract foreground from sequence
of images are generally used: optical flow analysis [9], frame
differencing [10] and background subtraction [11, 12, 13]. Op-
tical flow is often used when a camera comes with ego-motion.
It gives good results but is computationally expensive. Frame
differencing extracts foreground by taking the difference of the
two or more consecutive frames. It is adapted to the dynamic
scene but information of the foreground is often not complete.
Background subtraction is similar to frame differencing - it
takes the difference of the current frame and the maintained
background frame; a pixel is set as foreground if the difference
of current frame and the background frame is larger than the
threshold as shown in equation (1). In this system unimodal
background model is used where each pixel in the background
frame is modelled as a Gaussian distribution. For each pixel
(x, y) of the background, two values are maintained: meanµ
and varianceσ. From frame to frame the background model is
updated by IIR filtering. Mean is the actual value of the pixel
while the value of pixels in background frame are updated as
in equation (2). The variance of the pixel is used to control the
threshold in order to determine if a pixel from the current image
belongs to the foreground or the background. It is updated as in
equation (3) and the value of theThreshold for each pixel is
in equation (4).

|It(x, y)−Bt(x, y)| > Thresholdt(x, y) (1)

whereIt(x, y) and Bt(x, y) represent the value of the pixel
at (x, y) for the frame and maintained background at timet,
Thresholdt(x, y) for each pixel is shown in (4).

Bt+1(x, y) = (1− α)µt + α|Bt(x, y)− It(x, y)| (2)

σt+1(x, y) = (1− α)σt + α(Bt(x, y)− It(x, y))2 (3)

whereα is a constant used for the system to control the speed
of the updating rate of the background.

Thresholdt(x, y) = γσt(x, y) (4)

whereγ is some real valued parameter to adjust the system for
better foreground extraction in different scene environment.

2.2. Shadow Region Detection

In our system, we try to identify the behavior of the objects
based on the stream of the shapes extracted from moving ob-
jects. Hence, it is important to filter out the regions of the
shadow that may distort the shape of the moving objects. To
detect the shadow we use an approach similar to the one pro-
posed by Cucchiaraet al. [15]. This method makes use of two
properties of the shadows:

• Linear dependence- shadow regions are linear dependant
on the covered background region.

• Spatial connectivity- shadow usually appear as a region.

For the first property of the shadow, it is usually darker than
the background region that is covered by the shadow, and it can
be expressed mathematically as in equation (5). For the second
property of the shadow, morphology operation can be used to
filter out the regions and pixels that are not large enough as a
region of the shadow.

It(x, y)

Bt(x, y)
= (λ |(x, y) ∈ shadow region) (5)

whereλ is a real constant.

Candidate shadow regions are used as a mask to filter
out the shadow region. Shadow regions are removed by setting
pixels as background if pixels belong both to foreground and
shadow regions. Shadow candidate regions are extracted by
applying algorithms as shown in equations (6), (7) and (8).
Foreground with shadow removed is obtained using equation
(9). Default mask size of the dilation and erosion in this system
is set to5 by 5.

SM1(x, y) =

{
1, if η <= It(x,y)

Bt(x,y)
<= θ

0, otherwise
(6)

SM2(x, y) =

{
1, if SM1(x, y)⊕ Erosion(u, v)

0, otherwise
(7)

SM3(x, y) =

{
1, if SM2(x, y)ªDilation(u, v)

0, otherwise
(8)

newFG(x, y) =

{
fg(x, y), if fg(x, y) 6= 0 AND SM3(x, y)= 0
0, otherwise

(9)
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wherenewFG is the new foreground with shadow removed,
fg(x, y) is the value of the pixel(x, y) of the initial foreground
obtained from background subtraction.

Experimental results show that shadow regions can be
detected and removed. It is important to mention that shadow
was not be removed entirely. In most of the cases it shows
sufficient performance. Some results are shown inFigure2.

2.3. Extraction of Moving Objects

After the foreground has been extracted using background
subtraction, connected components operation is performed to
merge all the foreground pixels that are connected into homoge-
nous blobs. To avoid one object appearing in 2 or more sepa-
rated blob components, morphology operations are performed
after the connected components operation. Opening morphol-
ogy operation with mask size3× 3 is used to remove the small
noise and merge the closely situated yet separated components
into one. Each blob is thereby represented as one object and
after the shadow is removed, information about the blobs are
then calculated. Forith blob at framet, Bi

t , we maintain the
following information:

• Center : Centroid point of the blobBi
t

• Area : Number of pixels for the blobBi
t

• Bounding Box: smallest rectangle box that fits blobBi
t

• Density : Area / size of Bounding Box

• Velocity : Center(Bi
t)− Center(Bi

t−1)

• Invariant Moments: 7 invariant moments extracted from
shape of the object

whereBi
t, B

i
t−1 are blobBi that represent the same moving

object at framet andt− 1 respectively.

2.4. Objects Tracking

A linear approximation approach is used to track detected mov-
ing objects. For each frame blobs from the previous frame are
matched to the blobs extracted from the current frame. Blobs
from the previous frame are first shifted to the estimated new
location on the current frame; after the shifting of blobs to the
estimated location, if the bounding box of the blobBi

t−1 from
the previous framet− 1 overlaps the bounding box of the blob
Bj

t from the current framet, it is then a potential match for the
blob Bi

t−1 to the blobBj
t . We refer to blobBi

t−1 as the parent
of the blobBj

t and blobBj
t as the child of the blobBi

t−1. For
each blob from the previous frame, a new location is estimated
by shifting the location of the blob by the velocity of the blob.
The velocity of the blob is a linear approximation by taking the
displacement of the blob between its current location and its
location in the previous frame. As a result of using such parent-
child relationship, five different following conditions could be
encountered:

1. 1 parent blob matched to 1 child blob

2. 1 parent blob matched to 0 child blob

3. 0 parent blob matched to 1 child blob

4. 1 parent blob matched to more than 1 child blob

5. more than 1 parent blob matched to 1 child blob

For 1) the blob is traced successfully from the previous
frame to the current frame, the same object still appears in the
scene with a predicable movement; if a parent blob ends up

with no child blob as in 2), a search is performed around the
estimated location, if there are blobs around the search region,
a parent-child relationship is assigned to these blobs, otherwise
the object is assumed to have exited from the surveillance scene
and tracking of this object is terminated; if a blob from the cur-
rent frame has no parent blob as in 3), it is marked as a new
object, new tracking is initiated for it; if a parent blob has more
than 1 child blob, similarity function that makes use of the infor-
mation of size, location and density of the blob is measured, the
parent blob will retain the child relationship to the most similar
child blob, parent-child relationship to all other child blobs with
lower similarity is unset. If more than 1 parent blob assigned
child relation to the same blob, object occlusion has occurred,
and occlusion is solved using pattern matching approach. De-
tails for solving the occlusion are described in the next section.

2.5. Occlusion Handling

Occlusion occurs when 2 or more parent blobs are referenced
to the same child blob. In this system, occlusions are solved
by estimating new location for the parent blobs that give the
maximum coverage rate to the occluded child blob and texture
matching is used to find depth order of the parent blobs. To
estimate the location of the parent blobs, the TDL (Two Di-
mensional Logarithmic) searching approach combined with the
hit function is used. The best location for parent blobs is the
location that maximizes the sum of the hit functions. The TDL
searching approach is a suboptimal searching solution proposed
by Jainet al. [14]; it gives efficient computation time with suf-
ficient accuracy. Hit function as defined in equation (10) is the
function that returns the number of pixels that the parent blob
covers to the occluded child blob after the shifting of the parent
blob with TDL searching displacement. The initial TDL search
location is the position plus the velocity of the parent blob. Once
the best location for each of the parent blobs is estimated, tex-
ture matching is then performed to solve the depth order of the
occluded objects. The shape and texture of parent blobs from
the previous frame shifted with the best estimated displacement
found using TDL earlier on is used to match the texture of the
occluded blob. The parent blob that gives the lowest cost will
be the object that is closest to the camera. The MAD (Mean
Absolute Difference) is used as the distance function for texture
matching. Formula used to solve the depth orders is shown in
equation (11).

Hit(B
i
t−1, B

i
t, shift) =

∑

(x,y)t∈Bi
t

{
1, if (x, y)t−1 ∈ (Bi

t−1 + shfit)

0, otherwise

(10)

whereBi
t−1 is one of the parent blobs from previous framet−1

and the child blobBi
t from current framet. shift is the dis-

placement of the TDL searching method,(x, y)t and(x, y)t−1

are pixels of the framet andt− 1.

DepthCost(B
i
t−1, B

i
t, shift) =

∑

(x,y)t−1∈Bi
t−1

|((x, y)t−1+shift)−(x, y)t|

(11)

Bi
t−1, Bi

t , (x, y)t−1, and(x, y)t are the same as in (10). The
shift is the best displacement found for each parent blob using
(10).

If objects are occluded, occlusion is solved first, then the
properties of the objects given in Moving Objects Extraction
section are calculated again. Properties of the occluded objects
are calculated using pixels defined by the Hit function as de-
scribed in equation (10). For example, the size of the occluded
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a) b)

c) d)

Figure 2: Figures a) and b) show detected and extracted mov-
ing objects from this system without application of shadow de-
tection at hall monitor frame index 70. c) and d) show detected
and extracted moving objects from this system with application
of shadow detection at hall monitor frame index 70.

object is the number of the hit. Experiments conducted using
pattern matching to solve short time occlusion give promising
result, (see Figure 3).

2.6. Characters and Behaviors Learning

Behaviors of interest are modelled as streams of characters and
saved in a knowledge database. Each character represents a
set of shapes that share 7 similar invariant moments features.
Learning of the characters is by extracting 7 invariant moments
from the shapes of the detected moving objects from a training
data set. Based on 7 invariant moments, K-Means clustering is
then performed to separate these shapes intoK different classes;
each class is then represented by a unique character. The cen-
troid value for each class is then the features of the character.
After the character learning, each character is considered as
a unique pattern. Invariant moments are appropriate to model
shapes of the moving objects because they conserve invariance
by translation, rotation and scaling of objects. More detail about
invariant moments can be found in references [17, 18]. This set
of characters is then used to represent any possible shape of the
moving objects that the system can detect.

The learning of behaviors of interest is done by extracting
each behavior of interest from a sequence of frames, from each
frame the extracted shape of the blob is then assigned to a char-
acter by comparing 7 invariant moments of the blob to the char-
acters. The nearest Euclidian distance is used to find the best
matched character. Each behavior of interest is then represented
as a stream of characters.

2.7. Detecting Behaviors of Interest

To detect behaviors of interest, the shape of the captured object
is assigned to a character. Euclidian distance is used to find the
nearest character amongst the character set and the shape of the
object. For an object that is traced by the system, a stream of
characters representing a sequence of the shape captured from
the system will be maintained. Similarity between the behavior

a) b)

c) d)

e) f)

g) h)

Figure 3: Figures a) c) e) g) are four frames extracted with
sequential order from testing data, these show extracted mov-
ing objects move across each other, bounding box are drawn to
mark detected moving objects. b) d) f) h) show trajectories of
the center position of each detected moving objects

of the candidate object and the behaviors of interest is evaluated
using Edit Distance algorithm. If a string from the traced ob-
ject and the string of the behavior of interest are similar within
certain error bound, then the behavior of the object is assumed
to be the behavior of interest. Edit Distance is a measure of the
similarity between two strings, the lower the cost return from
Edit Distance the closer the strings. The cost of the Edit Dis-
tance is the sum of the operations needed for the string to insert,
delete or substitute a character within the string.

3. Experiments

Experiments are done in various indoor environments and out-
door environments. The system is built using Borland C++
Builder, running the system on a Pentium 4 machine with 1G
memory. It gives a peak processing speed of about 16 frames
per second. In complicated conditions like occlusion or when
large number of moving objects appear in the surveillance zone,
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Figure 4: Three rounds of normalized Davies-Boulidin index
used to justifyK classes used from 8 to 20 for K-Means Clus-
tering, x-axis is number of the classes used for K-Means Clus-
tering, y-axis is normalized Davies-Boulidin index .

the system can still maintain a speed of about 5 frames per sec-
ond. In order to see the validity of the model for the detection of
the behaviors of interest, we use our system to detect different
styles of the Chinese martial art:Taijiquanor Chinese shadow
boxing. Details about the learning of characters and behaviors
of interest for the experiment are described next.

3.1. Characters Learning

A setup of 407 frames captured at a speed of 5 frames per sec-
ond with one performer practicing Taijiquan is used for charac-
ters learning. Within these 407 frames, shapes of the performer
are extracted and clustered into K classes using K-Means Clus-
tering, 7 invariant moments are used for clustering discrimina-
tion. After clustering shapes into K classes, each class is then
represented as a character, centroid values for each class is then
the features of the character. To get better clustering, Davies-
Boulidin index [16] is used to justify the number of classes
used for K-Means clustering. The Davies-Bouldin index aims
to identify sets of clusters that are compact and well separated,
the lower the index value the better the number of the classes
used for clustering; average linkage is used for intercluster dis-
tances. For intracluster distance, complete diameter is used, Eu-
clidian distance is used for both intercluster and intracluster dis-
tance measurement. Using shapes extracted from this training
data, we performed the test to get Davies-Boulidin index from
8 to 20 classes in three rounds; the results reveal that using 19
classes with K-Means Cluster at first round gives best Davies-
Boulidin index. We therefore used 19 classes corresponding to
the number of characters for this experiment. Each class is as-
signed a unique character and is represented by the character of
the Latin alphabetA, B, . . . , S. Figure 4. shows normalized
Davies-Boulidin index for classes numbered from 8 to 20.

3.2. Taijiquan movement learning

The first 13 movements of the Taijiquan is captured by the sys-
tem with a speed of 5 frames per second. Each shape of the
Taijiquan performer captured from the system is assigned to a
character learned from system earlier. The nearest Euclidian
distance is used to assign a shape to the character. Each move-
ment is then recorded as a stream of characters. To train the
system, this process is repeated three times and each movement
is then represented as 3 of the possible streams. From these

training data, the shortest movement gives length of 18 charac-
ters and the longest movement gives 42 characters.

3.3. Movement Detection

The system recognize the Taijiquan styles by comparing the
stream of the moving object to the stream of the movements
learned and stored in the knowledge base. If the cost of the two
strings from the function of Edit Distance gives lower than the
certain percentage compared to the length of the learned move-
ments, behavior of the object is assumed to be matched to the
movement learned by the system.

3.4. Experimental Results

The experiment is done by performing the first 13 movements
of the Taijiquan by the same performer, with 90% confidence
(10% difference allowed to the length of the learned movement
or up to cost of 5). Results show 8 out of the 13 movements can
be recognized in correct time and it gives 0% false alarm rate.
Some of the movements that are not picked up by the system
during the experiment may be due to the corruption caused by
the shadow.

Table 1:A set of 13 movement strings record in knowledge base.
Movement Movement String

1 CCCCCCCCCCCCCHHHHHHHHHHCCHHHHHHHHHHCHH
2 CCCCCCCCCCQCHHAAABBBBBBEEEE
3 BBPBBBPLLLLOJFJPJPPPP
4 FFFJFJPOOPOLOOOOPJJJFFJFF
5 FJOOPPFJJPOPOPJJJJFFFIIFINNNMMMMMNIIEE
6 FFFPPOJFFPJFFNNNNNNININ
7 NMMNFFIFIFFFINMMMNINM
8 GMMMMMGMFJFIIIIINNIBPOO
9 PBINNFJFIENMMNJBBFIINNN
10 INNIEIIINMGGGGGGGGRGGG
11 GGGGGGGRRRRRRRRRRR
12 NIEINNRGDKSSKDDDDD
13 DKKDDDDDDSSSSSSSSSSKKKKDDDDDDDD

4. Future Work and Conclusions
We have designed a system that is able to extract and track
moving objects, detect and remove shadow regions, handle oc-
clusion and record the 2D spatio-temporal coordinates with the
trajectory of the moving objects. With a suitable training data
set, our system is able to identify the behaviors of interest within
a fixed environment using a static camera. In our future works,
we intend to investigate the following aspects:

• Distance Measurement : Euclidian distance is used for
clustering shapes into K classes and to find the closest
matching character. It will be interesting to use Maha-
lanobis distance and compare results obtained to the cur-
rent ones.

• Weight Learning : 7 invariant moments share equal
weight in this experiment. By learning the importance
of the feature values from these 7 values, this may result
in getting a more stable character assignment.

• Behavior Matching : Edit Distance is used to match
the behaviorial strings. Fuzzy approach to compare two
strings may be investigated to see if it gives a more ac-
curate result.

• Behavior Modelling: To adapt the idea of the finite state
machine that present characters as states and the change
from one character to another as a transition.
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Figure 5: Figures 1) to 18) show one of the matched
style extracted from testing video frames with shape string
GGGGGGGGRRRRRRRRRR.
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Abstract
We study the relationship between lexical tone and mea-

sured values of fundamental frequency for several word classes
in isiZulu, based on objective measurements from recordings
of three speakers. For nouns and adjectives, both in isolation
and in sentence context, a relatively invariant pattern of funda-
mental frequencies is observed. This observation is in apparent
conflict with the range of tonal classes conventionally ascribed
to the nouns and adjectives, and suggests the need for further
research.

1. Prosodic models as statistical pattern
recognition

Many sub-fields within patten recognition have seen the re-
placement of impressionistic, rule-based approaches with sta-
tistical methods – for example, Hidden Markov Models in
speech recognition, or feature-based methods in computer vi-
sion. These statistical methods are often less intuitive than their
rule-based predecessors, but succeed because they are based on
measured data rather than subjective impressions.

A field where rule-based methods currently hold sway is
the modelling of intonation in many of the world’s languages.
Although the complexity of prosody is widely recognized [6],
the lack of widely-accepted descriptive standards for prosodic
phenomena have meant that prosodic systems for most of the
languages of the world have, at best, been described in impres-
sionistic rule-based terms. This situation has become partic-
ularly noticeable with the development of increasingly capable
text-to-speech (TTS) systems [2]. Such systems require detailed
prosodic models to sound natural, and the development of these
detailed models poses a significant challenge to the descriptive
systems employed for prosodic quantities. For languages such
as English or Japanese, for example, the ToBI marking sys-
tem [1] has gained a significant following because of its utility
in producing predictions for these quantities. These models al-
low developers to employ the methods of pattern recognition to
compute numerical targets for the fundamental frequency and
amplitude of spoken utterances, based on their written repre-
sentation.

In the current paper we detail initial results from a pro-
gramme that we have inititiated in order to develop similarly
detailed, reliable intonation models for the languages of South-
ern Africa. In particular, we discuss various measurements that
have been obtained in order to model the fundamental frequency
contours of isiZulu, a language in the Nguni family. We also
present tentative hypotheses on the modelling of nouns and ad-
jectives, along with the measurements that bear on those hy-
potheses.

A wide-ranging overview over intonation in numerous lan-
guages is provided in [6]; here, we briefly review some of the

facts pertinent to our investigations – partially to fix terminol-
ogy, since there is not universal agreement on the semantics of
this domain. We use the terms prosody and intonation inter-
changeably to refer to the melodic pattern of an utterance. In
other words, it is the non-phonetic content of speech; at the
linguistic level, this is represented by variables related to tone,
stress and rhythm. These variables are either attached to spe-
cific words, in which case they are called lexical quantities,
or to (generally) larger units, in which case they are tagged as
supralexical or syntactic. Corresponding to these linguistic vari-
ables are a number of physically measurable quantities – most
noticably fundamental frequency, intensity and duration. Al-
though fundamental frequency generally is most strongly corre-
lated with tone, intensity with stress, and duration with rhythm,
this correspondence is far from perfect. Thus, stress may be in-
dicated with changes in fundamental frequency or duration as
well.

2. Intonation in isiZulu
In tone languages, lexical tone can be used to attach different
meanings to words which share the same phonemic content.
Thus, the contour of fundamental frequencies that accompany
a particular utterance is the result of a complicated interaction
between such lexical tones and the supralexical tonal content
present in any utterance. (Speakers of non-tonal languages can
gain an impression of these phenomena by considering the am-
plitudes assgined to the word “present” in the two sentences
“Present yourself!” and “He gave you a present?”. Word-level
stress, pragmatic accent, and phrasal paradigm combine in sub-
tle yet predictable ways to create several contrasts: verb vs.
noun, non-emphasized vs. emphasized, command vs. ques-
tion.)

The Nguni languages (and the Southern Bantu languages in
general) have interesting tonal characteristics, which have been
the topic of extensive research. In early work, Doke [5] distin-
guished nine different lexical tone levels in isiZulu; subsequent
theoretical advances have simplified this description, and three
tone assignments (low, high, and falling) are currently thought
sufficient to describe the words of isiZulu[9] – or possibly only
the first two. However, in these modern formulations, the rules
for assignment of tone levels to specific syllables are quite com-
plex [8], and we appear to be a long way from the mathemati-
cally precise formulations that have been so useful for TTS in
languages such as English or German.

To develop such a model, one must find a way to relate
the measured values of fundamental frequency (F0) to the tone
values assigned to words. In principle, this is rather straight-
forward: abstract tone assignments can be produced for a num-
ber of written utterances, and these can be correlated with the
F0 values measured when a first-language speaker speaks those
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same utterances. In practice, though, several issues need to be
addressed. Firstly, the measured F0 values depend on a number
of factors besides the tones assigned to the word. These include

• the nominal F0 range of the speaker – females, for ex-
ample, tend to have higher mean F0 and larger variance
than males;

• the lexical context of the word – the tone values of sur-
rounding words often influence the way F0 is realized in
a given word;

• the phonetic content of the word – certain phones tend to
be realized with lower F0 than others;

• the postion of the word in the sentence – F0 tends to
decline continuously throughout a phrase, and

• pragmatic effects – the speaker’s decision to emphasize
certain words, to pose a question or direct a command,
may all affect the F0 values produced.

In addition, the tone values are themselves not straightforwardly
assigned. Doing so from a well-formulated theory (e.g. au-
tosegmental theory) would require knowledge of tone values
for all morphemes in a languages, as well as a solid grasp of
a complex set of rules. In addition, competing theories may
well produce conflicting assignments. Subjective assignment
by first-language speakers, on the other hand, depends on the
dialect of the speaker (which in turn depends on factors such
as the region where the speakers grew up and currently reside,
possibly their ages and socio-economic environment, etc.)

To address these issues, we have chosen to start with a
small set of speakers, speaking words in isolation or carefully
controlled contexts. These utterances have been tone-marked
by speakers with similar backgrounds to those producing the
recordings, but with no knowledge of formal theories of lexical
tone assignment.

3. Methodology and subjective results
We work with recorded utterances that fall into 4 different cate-
gories:

1. Randomly selected isiZulu words.

2. Such words embedded in “carrier sentences”.

3. Randomly selected isiZulu sentences, as well as the in-
dividual words that make up those sentences.

4. isiZulu sentences that have emphasis placed on selected
words.

The categories were selected in order to study the phenom-
ena described in Section 2. For example, a carrier sentence may
be “I am now going to say the word ‘apple’ ”; the word “apple”
can be substituted with any chosen phrase, to study both the in-
trinsic tone of the word and the effects of the carrier context on
these words.

Recordings were obtained from one female and two male
isiZulu speakers, and all utterances were analyzed with the Praat
pitch tracker [3] in order to compute the contours of fundamen-
tal frequency (F0). Separately, a first-language isiZulu speaker
marked each syllable in the text as “High” or “Low” accord-
ing to her subjective expectation for the surface realization of
each utterance. Our initial intent was to study the relationship
between the observed F0 contours and the predicted tone as-
signments in order to understand the tone-to-F0 mapping; how-
ever, as we detail below, an unexpectedly simple pattern was
observed in the F0 contours of certain word classes.

In particular, let us focus on the isolated words, and tenta-
tively mark the initial syllable of a word as “(h)igh” if its mean
F0 is above the mean F0 of the word, and “(l)ow” otherwise.
Subsequent syllables are marked with the same lable as long as
they are within approximately 20 Hz of the preceding syllbable;
otherwise, the lable becomes “h” or “l” depending on the direc-
tion of the change, or “(r)ising” or “(f)alling” if F0 changes by
more than that amount within the syllable. If this convention
is applied to randomly selected nouns, results such as those in
table 1 are obtained. Similarly, representative results for adjec-
tives are shown in table 2. For nouns we consistently observe
a ‘high(*)-falling-low’ pattern, with the ‘falling’ lable invari-
ably assigned to the second last syllable and the last syllable
being ‘low’. There were very few exceptions, the most com-
mon exception being that the word could be characterised by a
high-low-low pattern. The evidence in this regard conflicts sig-
nificantly with the range of noun patterns reported, for example
by Goldsmith [4] as well as Poulos [9] in previous intonation
studies. We therefore present further analysis of these observa-
tions below.

Word Segmentation Tone
amanzi a-ma-n-zi hhfl
ilanga i-la-n-ga hhfl
abantu a-ba-n-tu hhfl
inja i-n-ja hfl
ubuhle u-bu-hle hfl

Table 1: Examples of observed F0 values for the Nouns

Word Segmentation Tone
abathathu a-ba-tha-thu hhfl
omusha o-mu-sha hfl
amahle a-ma-hle hfl
esikhulu e-si-khu-lu hhfl
enkulu e-n-ku-lu hhfl

Table 2: Examples of observed F0 values for the Adjectives

4. Measurements
In order to accurately categorize the observed tone values in the
utterances, it is neccessary to take two types of measurements:
the initial and final value of the pitch in every syllable of a word,
as well as the average value of each syllable in a word. These
parameters were measured using Praat [3]. Three seperate cases
were evaluated, the nouns up to a maximum of six syllables (46
words were used), the adjectives with a maximum of 5 syllables
(21 words were used), and nouns ocurring in a sentence with a
maximum of 4 syllables (9 instances). A rough representation
of the pitch as computed by Praat is shown in figure 1; the figure
indicates a typical high-falling-low pattern.

4.1. Results

Measurements were obtained by listening to each utterance,
finding the syllable boundaries, and then using F0 measure-
ments at the appropriate boundaries. The initial and final values
of the syllables were used to compute the change in frequency
across each syllable, referred to here as ∆f . The mean value of
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Figure 1: F0 contour computed by Praat; the word used in this
case is “ukuma”.

the ∆f values, for each of the cases examined were then com-
puted and can be seen in figures 2, 3 and 4.
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Figure 2: Mean change in F0 across each syllable for 46 nouns
spoken in isolation. In order to group words with different num-
bers of syllables together, syllables are counted backwards from
the end of the word.

In figures 5, 6 and 7 the mean values in the centre of each
syllable, and the variances around these means, are represented
by a solid line and a set of error bars, respectively (each error
bar represents a mean plus or minus one standard deviation).
Note that these values are all computed as changes with respect
to the F0 value at the beginning of the word.

Finally, figures 8, 9 and 10 represent the classifications as-
signed to each syllable according to the algorithm described in
Section 3.

5. Discussion
For nouns and adjectives spoken in isolation, a highly consis-
tent “h(*)fl” pattern is observed – as seen in the ∆f values, the
mean values and standard deviations, and the classifications as-
signed. For the words in sentence context, the observations are
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Figure 3: Mean change in F0 across each syllable for 21 adjec-
tives spoken in isolation.
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Figure 4: Mean change in F0 across each syllable for 9 nouns
spoken in sentence context.
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Figure 5: Mean F0 of each syllable for 46 nouns spoken in isola-
tion; error bars represent the mean plus or minus one standard
deviation.

somewhat less consistent, but broadly similar.
These observations are to be contrasted with the wide va-

riety of tonal patterns assigned to nouns and adjectives by, for
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Figure 6: Mean F0 of each syllable of 21 adjectives spoken in
isolation
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Figure 7: Mean F0 of each syllable of 9 nouns spoken in sen-
tence context.
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Figure 8: Classification of each syllable for 46 nouns spoken in
isolation.

example Doke [5], Rycroft [11] and Poulos [9]. Although those
assignments are phonemic, one would expect to see at least
some of the variability of the different tone patterns in the sur-
face form. It therefore seems that our results are not compatible
with the proposals of these earlier authors. A number of expla-
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Figure 9: Classification of each syllable of 21 adjectives spoken
in isolation
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Figure 10: Classification of each syllable of 9 nouns spoken in
sentence context.

nations for these differences may be considered:

1. It may be that our words were by chance all selected from
the same tonal class (in classical terms). However, to the
extent that the classification by Doke is still accepted, we
can unambiguously state that this is not the case.

2. The dialects of our speakers may have lost the classical
tonal distinctions. Although two of our three speakers
are originally from the Kwazulu region, all three have
spent at least five years in Gauteng, and all three are be-
tween 20 and 35 years old.

3. Our experimental protocol may somehow have sup-
pressed the tonal variation classically suggested. For ex-
ample, the speakers may implicitly have de-emphasized
all words, and a specific request to produce emphasized
or contrasted forms may elicit the expected differences.
(If this is the case, the uniformity of de-emphasized vari-
ants would nevertheless be an interesting discovery.)

4. The tonal classes may be expressed in other physical
measurements than F0 – for example, Roux [10] has
noted interesting correlations between tone and ampli-
tude in isiXhosa, another language in the Nguni family.
A cursory analysis does not support this hypothesis, but
further research is required.
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Understanding this apparent conflict is an important goal of
our future work, as discussed below.

One interesting exception encountered during our study
deserves further mention. Five of the nouns in the database
showed a pitch contour similar to that in figure 11. It can be
observed that during the falling syllable “zi”, there is a small
mid-syllable rise, followed immediately by a continued drop in
F0. This behaviour still remains unexplained and has been iden-
tified as another area of future research.

Figure 11: F0 contour for “umzimba”.

6. Conclusion
By systematically measuring F0 values for several word classes,
a significant simplification was observed for nouns and adjec-
tives. In order to explain the conflict between this simplicity and
the more complex descriptions found in the literature, we intend
to (a) record additional speakers, (b) focus on nouns and adjec-
tives that are assigned to different tonal classes by consensus
in the literature, and (c) investigate the influence of additional
factors such as emphasis or contrast. We will also study the
behaviour of other variables such as amplitude and duration.

Although our initial explorations into other word classes
have produced a number of interesting suggestions, those are
less conclusive than the results presented in Section 4.1. We
therefore continue to investigate those classes as well.

Finally, we intend to combine these observations into a
mathematically robust framework, so as to improve the prosody
of the isiZulu TTS system developed in our laboratory [7].
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Abstract
An investigation into the performance of current speaker
verification technology within a multilingual context
is presented. Using the Oregon Graduate Insti-
tute (OGI) Multi-Language Telephone Speech Corpus
(MLTS) database, we found that the performance of text-
independent speaker verification depends fairly strongly
on the language being spoken, with equal error rates dif-
fering by more than a factor of three between the best
and worst performing languages. It was also found that
training language-specific universal background mod-
els, to normalize speakers’ scores, gives better results
than both language-independent background models and
background models derived from relevant language fam-
ilies.

1. Introduction
A speaker verification system needs to determine whether
or not a person is indeed who he or she claims to be,
based on one or more spoken utterances produced by that
individual [1]. A security system based on this ability
has great potential in several domains - it is, for example,
ideally suited for telecommunications applications since
it is non-intrusive, fast, and usable with normal land-line
or cellular telephones.

Two forms of speaker verification are typically dis-
tinguished, namely text-dependent and text-independent
verification [2]. In a text-dependent setup, a predeter-
mined group of words or sentences are used to enroll a
set of speakers, and these words or sentences are then
used to verify the speakers [1]. In a text-independent
system, no constraint is placed on what can be said by
the speaker. Text-dependent systems are typically used
in combination with pass phrases or personal identifica-
tion numbers in an explicit verification protocol, whereas
text-independent systems generally operate in the back-
ground, performing implicit verification while the user
is performing other tasks (e.g. talking to an agent or a
speech-recognition system). In the current paper, we fo-
cus our attention on text-independent verification.

The most popular modelling approach for text-
independent systems employs Gaussian mixture models
(GMMs) to model the probability densities of acoustic

vectors produced by a speaker. This semi-parametric
modelling method can represent an arbitrary probabil-
ity density [3], and can efficiently be calculated and up-
dated as additional data becomes available. In addi-
tion, no language-specific information is required for this
process; hence, multilingual speaker verification is rel-
atively straightforward compared to the complexities of
other multilingual speech-processing systems. An adap-
tive speaker training method proposed by Reynolds et al.,
(referred to as a coupled training scheme, since a specific
model is adapted from another model) has been shown to
outperform a decoupled training method, in which each
speaker’s model is trained independently [3]. In the cou-
pled training scheme, a speaker’s model is obtained by
adapting a combination of parameters from a universal
background model (UBM). A UBM is a GMM trained
with a combination of speakers from either the same
database as the test population, or a different database.
The adaptation of the UBM parameters is determined by
the speaker’s data [3] – thus, speaker specific models are
created.

In a speaker verification system a threshold (usually
a log-likelihood score) is used to either accept or re-
ject a speaker. The value of the threshold can be deter-
mined using extra data collected from the speaker dur-
ing the enrollment phase and can be altered during appli-
cation of the system, to more closely represent the op-
timal threshold value of a specific speaker, throughout
the use of the system. To improve a verification system’s
performance, [4] proposed that the log-likelihood score,
which results from applying a test utterance to a speaker’s
model, should be normalized. This is achieved by using
a score generated from a subsidiary model, known as the
cohort speaker model. A cohort is a selection of speak-
ers whose voice characteristics closely match the target
speaker. The cohort model is trained using the selected
group’s training data. It was found in [4] that as the co-
hort size increased so did the performance of the verifica-
tion system.

To date, the vase majority of speaker verification sys-
tems have been operated in a single-language environ-
ment. For use in a highly multilingual context (such
as South Africa, India, and much of the developing
world), the effect of multiple languages on state-of-the-
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art speaker verification systems needs to be investigated.
This paper investigates two important issues in multilin-
gual speaker verification, namely

• the dependence of text-independent speaker-
verification accuracy on the language spoken, and

• the design of an appropriate UBM for multilin-
gual speaker verification; in particular, whether it is
preferable to pool speech from different languages
in creating such a model.

The remainder of the paper is organized as follows: sec-
tion 2 describes the OGI database, section 3 details the
verification system, section 4 outlines the experimental
setup, data used in the experiments and results obtained.
Finally, section 5 discusses the results obtained, and pro-
poses refinements and extensions of this research.

2. MLTS Database
The OGI [5] multi-language telephone speech corpus was
used in all our experiments. The data present in the
database is telephone quality speech sampled at 8000
Hz. The database consists of speech in eleven lan-
guages, namely English, French, Farsi, Hindi, German,
Japanese, Korean, Mandarin, Tamil, Spanish and Viet-
namese [6]. With the collection of data, each partici-
pant was prompted for fixed, region-specific and uncon-
strained vocabulary speech.

In the fixed vocabulary section, speakers were asked
their native language (3s), language spoken most of
the time (3s), the days of the week (8s) and numbers
zero through ten (10s). Next, in the region-specific
section speakers were asked for hometown preferences
(10s), hometown climate (10s), occupied room descrip-
tion (12s) and a description of the their most recent meal
(10s). Finally, in the unconstrained section each speaker
was prompted to talk for one minute on a topic of their
choice. This minute of speech was then separated into a
fifty and ten second portion. The minute of free speech
was not just split into the two portions, as the speakers
were warned that the fifty second interval is up and that
they must bring their speech to a coherent end [6].

It must be noted that the database is incomplete
since many of the individual speakers have missing data
recordings.

3. The verification system
The speech signal processing and feature extraction were
performed with the HCopy program available as part of
the Hidden Markov Model automatic speech recognition
toolkit (HTK) [7], and reasonable parameters were cho-
sen based on a combination of experimentation and sug-
gestions in the published literature. A 36 dimensional
feature vector was used, made up of 18 mel-frequency

cepstral coefficients and their first-order derivatives. The
first-order derivatives were approximated over the three
previous and successive samples. The coefficients were
extracted from a 20-ms frame of speech every 10-ms,
with no liftering applied to the resulting coefficients. The
filter bank used in deriving the cepstral coefficients con-
sisted of 20 triangular filters and was constrained to a fre-
quency band of 300-3400 Hz. No linear or non-linear
channel compensation techniques were applied to the
speech signal or resulting coefficients.

The Gaussian mixture model used for both the UBM
and speaker model consisted of 512 mixtures and diag-
onal covariance matrices. The procedure to create the
UBM model was to train the speaker models using the
speaker’s data with the expectation-maximization (EM)
algorithm and then to find the average of the of all these
models. The speaker models were created from the UBM
model by adapting the mean vectors only and using a rel-
evance factor of 16 (based on results in [3]).

4. Experiments

We first selected a set of languages that were suitable for
our cross-language experiments: as mentioned above, the
MLTS database is incomplete in that some of the phone
records are missing or extremely brief for certain speak-
ers. Therefore, the first task was to find all speakers who
had produced a set of preselected recordings. The fifty
second free speech recording was chosen for training the
speaker models; the remaining ten second free speech
segment was used for testing, while the ten second home-
town climate recordings were used for determining the
speaker’s threshold scores.

Additionally, it was observed that the two shorter
recordings chosen for our experiments, which are each
nominally 10 seconds in duration, were actually much
shorter for many speakers; thus, further speakers were re-
moved from the database when a minimum duration limit
of five seconds for each recording was not met. Eventu-
ally, a total of 370 speakers remained in the experimental
database. The different languages and speaker numbers
that made up the experiment database are summarized in
Table 1.

As can be seen in Table 1 the Farsi, Hindi, Korean
and Vietnamese languages were removed from the exper-
iment since an insufficient number of speakers remained
in each of these languages.

The training termination criteria for both the EM
and adaptive training algorithms were chosen as follows:
when the value of the log-likelihood score went below
10% of the previous score’s value or if 30 training itera-
tions were reached, training was terminated.
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Language Female Male
English 30 76
French 9 26
German 23 33
Japanese 16 30
Mandarin 15 20
Spanish 13 38
Tamil 5 36

Table 1: Languages from OGI MLTS that were used for
cross-language experiments, and the number of speakers
(female and male) per language.

4.1. Experiment 1
For the first experiment, both language-specific UBMs
and all-language UBMs were trained and used to normal-
ize individual speakers’ scores. Figures 1, 2 and 3 show
the DET curves [8] obtained for the seven languages in
our corpus; the legend indicates the language tested and
the language(s) used to train the UBM. The keyword “en-
tire” means that all the language data was used to train the
UBM, and the Spanish results are repeated in all three
graphs in order to provide a basis for comparison.
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Figure 1: DET curves for English, German and Spanish
languages using different UBMs. The UBMs were either
trained with data from the target language, or with the
entire database (ENTIRE).

As can be seen in figures 1, 2 and 3, the plots are
somewhat irregular, as is to be expected from the lim-
ited number of test speakers per language. Spanish and
Tamil were the best performing languages, with equal er-
ror rates around 3%. For French, in contrast, the mea-
sured equal error rate was almost 10%, and for German
around 8%.

The other salient fact in these figures is that all lan-
guages, with the exception of Tamil, perform better when
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Figure 2: DET curves for French, Spanish and Japanese
languages using different UBMs.The UBMs were either
trained with data from the target language or with the en-
tire database (ENTIRE).
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Figure 3: DET curves for Spanish, Mandarin and Tamil
languages using different UBMs.The UBMs were either
trained with data from the target language data or with
the entire database (ENTIRE).

a language-specific UBM is employed. This phenomenon
was explored in further detail in Experiment 2.

4.2. Experiment 2

In this experiment, we wanted to see whether UBMs in-
termediate to both the language-specific and language-
independent models could be found with better perfor-
mance than either. Thus, two “language-group” UBMs
were trained, namely a Germanic UBM (using English
and German data), and a Romance UBM (using French
and Spanish data). The two UBMs that resulted were
then used to normalize the languages involved in their
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creation.
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Figure 4: DET curves for French and Spanish languages
using different UBMs. The UBMs were trained with a
specific language’s data, with the entire database (EN-
TIRE) or the Romance language-group data.
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Figure 5: DET curves for English and German languages
using different UBMs.The UBMs were trained with a
specific language’s data, with the entire database (EN-
TIRE) or the Germanic language-group data.

In both figures 4 and 5, the DET curves indicate that
the Germanic and Romance UBMs were a better choice
over the UBM trained with all the data. The Germanic
and Romance UBMs show comparable results in compar-
ison with the same-language UBM, but are consistently
somewhat inferior.

5. Conclusion
We find substantial differences in the speaker-verification
accuracies obtained with different languages. These dif-

ferences do not correlate with the number of training
speakers or the total duration of available speech, which
suggests that these are real inter-language differences.
The existence of such differences is not unexpected in
light of the differences in phonetic content, phonotactic
constraints, speaking rhythms, etc. that exist amongst the
different languages. However, the magnitude of the ob-
served language differences is quite surprising.

It is also consistently seen that language-specific
UBMs lead to improved verification over more general
background models (i.e. those trained with data within
a language family, or across all data). This is interesting
in light of the fact that fairly limited training data was
available, so that language-independent UBMs may have
been expected to benefit from the additional training data.
We therefore expect that this benefit of language-specific
UBMs will be even more pronounced in the presence of
larger training corpora.

All of the experiments in this paper were carried out
with the OGI MLTS corpus, which was originally not de-
signed for the purpose of speaker verification. It would be
interesting to repeat these measurements on other corpora
with larger numbers of speakers per language, in order to
assess how robust these results are. It would also be inter-
esting to systematically investigate other language fami-
lies, and to understand the factors that determine speaker-
verification accuracy in a given language.
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Abstract 
Speaker identification is a powerful, non-invasive and in-
expensive biometric technique. The recognition accuracy 
however deteriorates when noise levels only affect a specific 
band of frequency. In this paper we present a sub-band based 
speaker identification that intends to improve the live-testing 
performance. Each frequency sub-band is processed and 
classified independently. We also compare the linear and 
non-linear merging techniques for the sub-bands recognizer. 
Support vector machines and Gaussian Mixture models are 
the non-linear merging techniques that are investigated.  
Results showed that the sub-band based method used with 
linear merging techniques enormously improved the 
performance of the speaker identification over the 
performance of wide-band recognizers when tested live. A 
live testing improvement of 9.78% was achieved.  
 

1.  Introduction 
 
Speaker identification and speaker verification form a larger 
discipline of speech recognition. Speaker Identification (SID) 
tries to determine which speaker generated a speech signal 
whereas speaker verification confirms if the portion of the 
speech belongs to the individual who claims it. It should be 
noted that there are two types of speaker identification, 
which are; text dependent and text independent. This paper 
will however focus on text dependent speaker identification. 

Current text dependent or even independent SID 
systems produce reasonable results, but still lack the 
necessary performance if they are ‘live’ tested. Live testing is 
defined in this paper as a means of measuring the 
performance of the SID using instant recordings as opposed 
to using pre-recorded data. In this case, an open set of 
speakers is allowed to test the system and results obtained are 
used to grade the performance of the SID. This paper 
challenges this problem by extending the idea originally 
presented by Fletcher [1]. Fletcher’s work resulted to the 
introduction of the sub-bands analysis of speech signals. His 
method shows an advantage in speech recognition and will 
therefore be further explored. 

In exploring this topic, first, a brief review of the work 
done in sub-band based SID is evaluated. Thereafter relevant 
mathematical background is briefly presented. Both the 
conventional and the slightly improved sub-band based 
speaker identification are also discussed. A reliable 
confidence measure is essential in SID and for this reason, is 
also discussed. Finally, the results and conclusion of the sub-
band based speaker identification using the conventional 
Hidden Markov Model (HMM) method as a baseline are 
presented. 

 
2. Related work and motivation 

 
Fletcher [1] suggested that linguistic messages in humans get 
decoded independently in different frequency bands and the final 
decision is based on combining decisions from the sub-bands. His 
work resulted to the beginning of the sub-bands analysis of speech 
signals. Research in this area proved that this method outperforms 
the classical wide band speaker identification systems. 

Sub-band approach has now become popular in speech 
recognition. Some researchers who have shown a lot of interest in 
this field are Hermansky, Mirghafori and Damper [2-4].  All these 
researchers’ results revealed that the sub-band process is highly 
dependent on the merging technique used. Various merging 
technique have been used, for instance, Mirghafori and Hermansky 
compared MLP with linear based merger. A number of other 
merging techniques have been proposed but no comparative work 
has been performed using SVM or GMM merger. Due to this, the 
authors will perform comparative work between SVM, GMM and 
linear based mergers. The paper also attempts to develop an 
approach that will improve live testing by using both conventional 
and sub-band based SID recognizers.  

It should be noted that the proposed sub-band based 
identification system uses a number of recognizers and therefore it 
can be computationally intensive to perform exhaustive search to 
find the optimum architecture for each band. As a result Genetic 
Algorithm (GA) optimization is used to find the optimum 
architectures of all recognizers.  

 
3.  Background 

 
Based on the discussion presented above, this section presents a 
brief discussion of HMM, GMM, SVM and GA, as they will be 
used through out this paper. 
 
3.1 Hidden Markov Model (HMM) 
 
HMM is a pattern-matching technique that is capable of modelling 
temporal variability in speech. Speech patterns are modelled as 
observations of a Markov chain, whose state is not directly 
observable but has outputs which occur with known probability 
within each state [5]. The probability of speech feature vectors 
generated from an HMM is computed using the transition 
probabilities between states and the observation probabilities of 
feature vectors in a given state  

There are three central HMM problems in finding the 
probability of speech feature vectors generated from an HMM [5]. 
Firstly, evaluation, which finds the probability that a sequence of 
visible states was generated by the model M and this, is solved by 
the Forward and Viterbi algorithms [5]. Secondly, decoding finds 
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state sequence that maximizes probability of observation 
sequence using Viterbi algorithm. Lastly, training which 
adjusts model parameters to maximize probability of 
observed sequence. This last step is simply to determine the 
reference speaker model for all speakers. The Baum-Welch 
re-estimation procedures or Forward-Backwards Algorithm 
are used for this case as presented in [5]. The HMM model 
that will be used is the left-to-right or barks models. 

There are two known models of the HMM which are: 
Continuous HMM (CHMM) and Discreet HMM (DHMM). 
Research reveals that data CHMM is more complete than 
DHMM [5]. For this reason only CHMM will be 
investigated. HMM recognisers are used in this paper by both 
the conventional or baseline approach and the sub-band 
based recognizer.  
 
3.2 Gaussian Mixture Models (GMM) 
 
The Gaussian mixture model uses multi-modal Gaussian 
distribution to represent the speaker’s voice and vocal tract 
configurations. The density is a weighted linear combination 
of uni-modal Gaussian densities as presented by [6]. The 
GMM recognizer is used by the sub-band based SID system 
as a linear merger. Using GMM, the speaker identity is 
computed by finding the likelihoods of the unknown speaker 
utterance given the speaker models [7]. These log-likelihoods 
are in turn used to estimate the confidence of the system and 
are given by, 
 

                     )|(log)( ss XPXL λ=                        (1) 

 
The speaker models are estimated using the EM algorithm. 
For the input vector X the mixture densities of the speaker, S, 
is computed as [7], 
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Gaussian densities which are parameterized by a mean vector 
and covariance matrix. 
 
3.3 Support Vector Machines (SVM) 
 
SVM was introduced to solve regression and classification 
problems by Vapnik [8]. SVM tries to derive a unique 
separating hyperplane that maximises the separation between 
the two classes. To illustrate this, assume the training set is 
(xi, yi). SVM assumes this set is linearly separable, meaning 
there exist [w, b] so that, 
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However, when the data is not linearly separable, a slack 
variable, �i, is introduced and the optimization problem 
becomes [8], 
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Equation 4 is solved using quadratic programming by finding 
the Lagrangian multiplier and applying the Karush-Kuhn 
Tucker (KKT) conditions. The SVM classifier described in 
this section is utilized by the merger of the sub-band based 
SID and this is discussed further in section 4. 
 

3.4 Genetic Algorithm (GA) 
 
GA is a non deterministic optimization technique that uses the 
concept of survival of the fittest over consecutive generations to 
solve optimization problems. GA is a random search technique that 
optimise by minimising the cost function. Stages in a GA 
optimisation cycle include creating an initial state, evaluating 
fitness, selection, crossover and mutation [9]. In this paper, GA is 
used to find the optimal architecture of HMM and GMM. GA is 
also used to find the optimum confidence log-likelihood ratio.  
 

4. Proposed methodology 
 
4.1 Pre-processing and feature extraction 
 
The first essential step in any speech related systems is speech pre-
processing and feature extraction. Starting with the pre-processing 
stage, this stage can be sub-divided into various stages as shown in 
figure 1.The first stage of the pre-processing is to apply the pre-
emphasis filter. This filter ensures that the effect of clipping is 
reduced on the input signal. The next stage of this pre-processing 
stage is to isolate the utterance from the background noise by 
detecting the beginning and the end of the utterance. The speech 
signal is further blocked into frames and a hamming window is 
applied to each frame to avoid signal discontinuities at the 
beginning of each frame.  

 
Figure 1: Speech pre-processing and feature extraction 

 
Feature extraction extracts relevant features and these features 

are used to model each speaker [10]. The most popular feature 
extraction used in speaker recognition is Mel-Frequency Cestrum 
Coefficients (MFCC). MFCC are spectrum based features and are 
used in this study since they have shown to give reasonable results. 
Research also shows that, MFCC feature extraction is more 
effective when used with its delta (DMFCC) and the delta-delta 
(DDMFCC) coefficients [10]. DMFCC and DDMFCC get the 
dynamics of the speech. As a result DMFCC and DDMFCC are 
used throughout this paper. 
 
4.2 The classical HMM SID recognizer 
 
The current architecture of automatic HMM based speaker 
identification system is shown in figure 2.  
 

 
Figure 2: The classical HMM based SID recognizer 

 
 
This architecture will be used as the baseline in this study. 
Practically, speech signal can be corrupted in certain frequency 

124



bands. In the conventional SID system this can highly affect 
the performance of the system, since the entire feature vector 
is used by the recognizer. Based on these reason the sub-
band based SID is expected to perform better than the 
conventional SID recognizer for live testing. 
 
4.3 Sub-band based recognizer 
 
The schematic diagram of the proposed sub-band based SID 
is presented in figure 3 below. As shown in this figure, the 
sub-band model begins by dividing the incoming speech 
spectrum into several sub-bands (1…N). The sub-band 
HMM classifier estimates the probability for each band. The 
class conditional log-likelihoods of each sub-band then, serve 
as input to the merger to give the final speaker ID. The main 
advantage of this system is that it allows selective 
deemphasise of unreliable sub-bands. 

We treated each sub-band independently and hence 
feature extraction was performed for each sub-band. The 
success of this sub-band based recognizer method is highly 
dependent on the type of merger used. This paper proposes 
and explores both linear and non-linear merging techniques 
as shown in figure 3 and further discussed in the next section. 

 

 
Figure 3: The sub-band based SID 

 
4.3.1 Merging techniques 
 
There are two types of merging techniques investigated in 
this paper which are the linear and non-linear mergers. The 
non-linear mergers are SVM and GMM. These mergers are 
trained in parallel with the log-likelihoods from each sub-
band as input and the corresponding speaker identity as the 
output. GMM and SVM independently give an identification 
of a speaker. The linear techniques used are the majority vote 
rule, the weighted and un-weighted Linear Combination of 
Log-likelihood Ratios (LCLR) techniques. 

Majority vote: The first linear technique used is a 
majority voting rule. In this method, the identified speaker is 
the one who majority of the sub-bands claim to be the owner 
of the utterance. Ties are resolved by defining a ordering of 
each sub band classifier. This method can only be applied for 
the sub-band based SID with more than 2 bands.  

Weighted and Un-weighted LCLR: The weighted linear 
merger combines the log-likelihood of each sub-band using, 
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where, x is the sub-band data, X is the original input speech signal 
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where, iIR  is the identification rate of the  thi  speaker.  Equation 

6 allocates weights according to the known performance of a sub-
band. Thus a sub-band which generally performs better than others 
is given more weight than the rest of the sub-bands. The un-
weighted LCLR on the other hand, is computed almost exactly the 
same as the un-weighted sum, except that it uses equal weights for 
each band. 
 
4.3.2 Sub-band selection 
 
Another challenge other than determining the merging technique is 
the choice of the number of sub-bands, as well as the frequency 
spanned by each sub-band. We experimented with the 2, 4 and 7 
sub-band systems. The sub-band frequencies were chosen based on 
the suggestion presented by Allen [11] and are as follows: The two 
sub-band system had frequencies in the ranges of 0- 1140Hz, 1046-
4000Hz. The four sub-band system’s frequencies were as follows: 
0-765, 400-1640, 1020- 2700, 1860-4000 whereas for the seven 
sub-band 0-360;330-640, 580-950, 860 -1360, 1265 -1920, 1800-
2700, 2515-4000 were used. In addition, the sub-bands were made 
to overlap to avoid losing features in the edges of the sub-bands.  
 
4.4 The classical and sub-band based voting system  
 
Since the main focus of the study is to improve the live testing, an 
additional approach proposed here is to combine the classical and 
the sub-band based classifiers using the majority voting. The input 
in this approach is the vector scores from the individual classifiers 
and the output is the final speaker’s identity. It should be noted that 
in the occurrence of ties, this is resolved by defining an ordering of 
the classifiers. 
 

5. Confidence and performance measure 
 
5.1 Performance evaluation of the SID 
 
Since this is a speaker identification system the main concern is the 
ability of the system to identify speakers. The performance of the 
system is measured using the identification rate (IR) given by: 
 

%100
utterancespeaker  Total

utterancespeaker  identifiedCorrectly  ×=IR      (7) 

 
It should be noted that that this percentage must be low for the 
impostors and high otherwise. To ensure that this is achieved the 
confidence of the speaker identification system is measured. The 
likelihood ratio test is used as the confidence measure in this study 
and is discussed in the next section. Once the confidence of the 
speaker is determined the system may either identify or reject the 
speaker. The reliability of the system in identifying (i.e. true 
identification) and rejecting the impostors (i.e. true rejection) is 
defined by equation 8. This reliability is usually referred to as the 
decision gap and this is discussed more in the next section. 
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Reliability=Identification rate- True Rejection rate        (8) 
 

5.2 Confidence measure: likelihood ratio test 
 
Confidence measure addresses the issue of how well a 
speaker model matches the data, thereby estimating and 
improving the reliability of the speaker-identification system 
given by equation 8. In other words, the likelihood ratio test 
is aimed at determining whether or not the sequence feature 
vector, X, were generated by the family of probability 
densities of the registered speakers with models Hi…….N. The 
identification confidence estimation using log-likelihood 
ratio test is computed by initially defining the log-likelihood 
ratio (LR) as [11], 
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where, lclaimed identity and lavg is the claimed and average log-
likelihood scores, respectively. 

This quantity is then compared to the thresholdτ , were 
the claimed identity is rejected if the ratio is below this 
threshold.  An important step in the implementation of the 
likelihood ratio is selecting the optimum decision boundary.  
The optimum threshold that will increase the identification 
rate and decreases the impostor identification rate is obtained 
by using Genetics Algorithm.  GA finds this optimum 
decision boundary by increasing the reliability or the 
decision gap given by equation 8. A more detailed discussion 
in using likelihood ratio as confidence measure and 
determining threshold value has been explained by [12]. 
 

6.  Experimental evaluation and setup 
 
In this section we present, the speech database, along with 
the experimentation conditions of both baseline and sub-band 
based recognizers. 

 
6.1 Speech database used for experimentation evaluation 

 
Our experiments are based on the database consisting of 20 
speakers with 50% females both with different South African 
accents.  Each of the 20 speakers (10 are given access and 
the rest are impostors) were required to say ‘password’ 40 
times. The speech signals were taken in sessions that were at 
least a week apart.  This is to ensure that all different speaker 
moods are captured, thereby improving the true identification 
rate. 

Twenty of the forty signals form each of the 10 
speakers, were used for training, the other twenty was used 
for determining the speaker identification rate. On the other 
hand, all forty signals form the last ten speakers were used to 
determine impostor rejection rate for both approaches 

presented here. More signals were required for the live testing. All 
speech signals were recorded at a sampling frequency of 16 kHz in 
laboratory environment. 
 
6.2 The baseline recognizer 
 
The first set of experiments addresses the problem of speaker 
identification using the traditional HMM–based recognizer 
described in section 3. Using this method as a baseline, exhaustive 
search was used to find the optimum HMM parameters. It was then 
found that full covariance matrix and 4 states with 25 Gaussian 
mixtures, produced the best results for each of the 10 speakers and, 
was therefore used throughout this study. 
 
6.3 The sub-band recognizer  
 
The second set of experiments uses the text-dependent sub-band 
based system described in section 4. Using this approach, the 
speech spectrum was divided into 2, 4 and 7 bands using a second 
order Butterworth filter.  As it was for the baseline, the number of 
states and the Gaussian mixtures used to model the speaker in each 
sub-band must be selected. This is performed using GA since 
exhaustive search can be computationally intensive.  

We have also conducted a series of experiments using 
different merging techniques, both linear (voting, weighted and un-
weighted linear combination) and non-linear (SVM and GMM) 
techniques.  The last set of experiments investigated the effect of 
combining the different merging techniques and the baseline 
classifiers using the voting method.  
 

7.  Summary of experimentation results 
 
This section presents the experimental results obtained for each 
recognizer. There are two types of testing that will be used through 
out this paper which are “live” and “non-live” testing. “Non-live” 
testing is performed by splitting the data set into training and 
testing set. The identification rate obtained when using this testing 
set is then the “non-live” test results. 
 
7.1 Sub-band recognizer 
 
This section investigates the benefits of sub-band recognizer over 
the baseline recognizer and also determines the benefit of the linear 
merger over the non-linear merger. Using the speaker database 
described in section 6, the identification rate obtained for each sub-
band   of the 2, 4 and 7 sub-band models, is shown in table 1. From 
this table, it is clear that the accuracy varies with each sub-band. 
Since the accuracy of each band changes, the final identification 
rate of the system is expected to be highly depended on the 
merging technique used. For the non-linear merger, SVM with 
linear kernels and GMM with 20 spherical Gaussian mixtures 
produced the best results. The results obtained using both linear 
and nonlinear merging techniques are shown in table 2.  

 
Table 1: Identification rate of each band in the [2, 4 7] band 

model 
 Band number (%) 

Model 1 2 3 4 5 6 7 
2-band  88 80.5 - - - - - 
4-band  82.5 90 72.5 80.5 - - - 
7-band  82 81.5 75.5 89.5 77.5 87 81 
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Table 2:  Sub-band model identification rate for both 
linear and non-linear merging techniques 

Baseline 84.5 
Recogn
izer 

Linear Non-linear 

 voting Weighted Un-weighted SVM GMM 
2-band  85.5 93.5 93 81 99.5 
4-band 85.5 90.5 91 82 99.5 
7-band  89.6 89 90.5 82 100 

 
This table shows that for voting merger the 7-band 

model outperforms other band-based models and for this 
reason 7-band model is used throughout this study for the 
sub-band based voting merger.  Table 2 also illustrates that 
for both weighted and un-weighted merger 2-band model 
produced the best results. The non-linear merger on the other 
hand, seems to significantly outperform the linear mergers 
for all band-based models. It should be noted that the 
identification results, shown in table 2 above are for “non-
live” testing.   

During the study, it was found that the identification 
rate of each merging technique behaves quite differently for 
the “live” testing.  Both “live” and “non-live” testing results 
are shown graphically in figure 4. The figure shows that 
SVM and GMM merger (i.e. non-linear merger) 
underperform in “live-testing”. This observation opposes the 
“non-live” testing results shown in table 2. The results in 
figure 4 show that the identification rate for “live” testing is 
smaller than the one obtained for the “non-live” testing.  
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Figure 4:  Live testing and non-live testing for both linear 

and non-linear merging techniques. 
 
7.2 Baseline and sub-band voting system results 
 
This section presents the results of combining the baseline 
and sub-band recognizer with linear merging techniques. 
Based on the results obtained in the last section, only linear 
merging techniques are used in this multiple-classifier voting 
system. The results obtained for both “live” and “non-live” 
testing comparing with the baseline for clarity, are shown in 
figure 5. From figure 5, the multiple-classifier voting system 
seems to outperform the baseline and sub-band based 
recognizer for the “live” testing. However, no major 
improvements are found for the ‘non-live” testing.  
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Figure 5: Comparison between the identification rate for the 

multiple–classifier voting system, the sub-band and the baseline.  
 
7.3 Confidence estimation results 
 
Using GA algorithm with 25 generations and a population size of 
50, the optimum decision gap was found to be 88.5 and 47 for the 
sub-band and baseline recognizer.  The schematic illustration of 
these results is shown in figure 6. This figure shows that the 
optimal log-likelihood ratio thresholdτ , as 1245 and 1039.8 for 
the baseline and sub-band method, respectively. The result 
demonstrates that the sub-band based method does not only 
produce higher identification rate (see section 2) but also has a 
higher reliability when compared to the baseline recognizer. 
 

 
Figure 6: Threshold versus reliability for both live testing and non-

live testing 
 

Figure 7 present a detection error tradeoff between false 
rejection and false acceptance rates. The curve in figure 7 was 
obtained by varying the false acceptance rate of the recognizers 
and, this is done by changing the decision threshold. The figure 
shows that decreasing the false acceptance rate increases the false 
rejection rate as expected. Figure 7 also show that the minimum 
false identification rate for the sub-band and baseline recognizer is 
4% and 35% respectively. On the other hand, the false rejection 
rate is 28% for the baseline recognizer   and 8% for the linear sub-
band recognizer. 

Figure 8 displays the plot of the probability distribution 
obtained for the false identification rate of impostors and false 
rejection of speakers for both baseline and sub-band recognizer. 
Figure 8 also shows that there is a clear decision boundary for both 
recognizers and this agrees with the results obtained by GA 
optimization algorithm.  
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Figure 7: Detection error tradeoff curve for live testing 

 

 
Figure 8: The schematic illustration of the probability 
distribution of log-likelihood ratio for true and false 

identification 
  

8. Discussion and conclusions 
 
Due to dynamic nature of the speech signals, current  speaker 
identification systems produce reasonable results , but still 
lack the necessary performance if they are to be used the 
general public. The variability in speech is mainly caused by 
the length of the vocal track, varying pitch and speaking rate 
as well as different accents and speaking styles This paper 
challenged this problem and the results obtained did not only 
improve the identification rate but also improved the 
reliability of the SID system. 

Results presented in this paper demonstrated that sub-
band based speaker recognizer, used with linear merging 
technique offers enormously improved speaker identification, 
compared to the wide band system. Tests were performed, 
comparing the linear and non-linear sub-band recognizer 
with the conventional speaker identification recognizer for 
both live and non-live testing. The test revealed that non-
linear sub-band based recognizer outperformed the 
conventional recognizer and the linear sub-band recognizer 
during non-live testing. The tests further revealed that the 
linear sub-band based recognizer performed better than both 
non-linear sub-bands based and conventional the recognizer. 

It was further observed that the identification rate for 
live testing was generally smaller than that for “non-live” 
testing. For this reason a voting system was adopted, which 
improved the ‘live’ testing results by 9.78%. However, no 

major improvements were observed for the “non-live” testing. 
The reliability of the system has also been evaluated and, this 

was done using the log-likelihood ratio as the identification 
confidence estimation. Using this log-likelihood ratio, the decision 
gap size for each method was analyzed, since this is direct measure 
of the reliability of the identification system. It appears that the 
decision gap of the linear sub-band based recognizer is 
approximately twice that of the conventional wide band approach. 
This enormous improvement in reliability of the system explains 
why the sub-band approach outperforms the conversional method 
for live testing.  

Based on the results obtained there is no doubt that sub-band 
based recognizer offers a practical solution to the problem of 
speaker   identification. However, the work is still far from being 
finished. Future work can look at the effect of using different 
classifier for the sub-band classifier other than HMM. Even though 
it can be computationally intensive, further work can also look at 
the effect of using different feature extraction of different size for 
each band. 
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Abstract
In order to bring the tools of statistical pattern recognition

to bear on intonation modelling, we need tailor-made corpora
in the languages of interest. We describe how two such corpora
were developed (for isiZulu and isiXhosa, respectively). We
also show how those corpora can be used without further inter-
pretation to gain insight into matters such as overall pitch con-
tours and gender differences, and discuss the additional steps
that will be required to create truly generative models from
these corpora.

1. Introduction
Statistical pattern recognition techniques have been applied to
many natural language processing tasks, such as part-of-speech
tagging, grapheme-to-phoneme prediction, base noun phrase
chunking and prepositional-phrase attachment to name a few
[1]. In all of the above tasks, statistical data analysis have re-
sulted in successful models, in the process either complimenting
or contradicting accepted linguistic practise. We are interested
in the application of pattern recognition techniques to the the
task of intonation modelling.

In the literature, a variety of different meanings have been
associated with the term ’intonation’. In this paper we use the
term in its broad sense, to refer to themelodic pattern of an
utterance, either occuring at word-level (lexical intonation) or
over larger sections of an utterance (supralexical or syntactic
intonation). This ‘pattern’ represents the non-phonetic content
of speech, and includes perceptual characteristics such astone,
stress andrhythm. These perceptual or abstract characteristics
correspond to physical measurements such as fundamental fre-
quency, intensity and duration in an often complex manner. An
overview of intonation as observed in a variety of languages is
provided in [2].

The description of an intonation system of a language or
dialect is a particularly difficult task since intonation is para-
doxically at the same time one of the most universal and one
of the most language specific features of human language. Ev-
ery language possesses intonation and many of the linguistic
and paralinguistic functions of intonation systems seem to be
shared by languages of widely different origins. Despite the
universal character of intonation, the specific features of a par-
ticulars speaker’s intonation system also depend strongly on the
language, the dialect, and even the style, the mood and the atti-
tude of the speaker.

Thus, attempting to create an intonation model for any lan-
guage is a complex task. This difficulty is exacerbated by the
fact that there is little agreement about appropriate descriptive
frameworks for modelling intonation. It is widely agreed that
the various abstract intonation characteristics (tone, stress and
rhythm) interact with the syntactic and semantic characteristics

of an utterance, and give rise to the physical measurements (fun-
damental frequency, amplitudes, durations) associated with in-
tonation. But the details of each of these processes have gener-
ally been tackled in ad-hoc fashion for each language of interest.

For South African languages this task is further complicated
by the lack of intonation resources available. While intonation
corpora exist for more researched languages such as French and
English, there are no such corpora available for South African
languages. In this paper we describe the process for develop-
ing a general-purpose intonation corpus (section 2) and describe
two such corpora developed (section 3). We also demonstrate
how these corpora can used to obtain useful information regard-
ing some basic aspects of intonation in the studied languages.

2. Methodology
For the work described in this paper, our aim was to develop
an annotated intonation corpus that would support further sta-
tistical research in intonation modelling. Corpus development
was not guided by specific linguistic hypotheses (although the
testing of such hypotheses is certainly supported by these cor-
pora – see [3]), but rather was aimed at collecting natural read
speech from a number of speakers, and annotating this data in
ways that are meaningful from a pattern recognition perspec-
tive. The methodology used is described in detail below for cor-
pora in two Nguni languages (isiZulu and isiXhosa), illustrating
the process from initially building the corpus of sentences, gen-
erating the voice recordings and tone markings, to extracting
the fundamental frequency (F0), intensity and duration values.

2.1. Collection of Text Corpora

The first step consisted of the selection of an appropriate text
corpus for recording purposes. Initially a large collection of
text sentences was obtained from various isiXhosa and isiZulu
websites. In total 2300 isiXhosa and x isiZulu sentences were
collected. These sentences were then verified as logically and
grammatically correct by first language speakers of the respec-
tive languages.

From this larger corpus, we aimed to select those sentences
that would provide the most value in terms of varying tone lev-
els. Based on the assumption that a large variation in graphemic
bigrams would result in a large variation of intonation phe-
nomena, a subset of sentences was selected that provided large
graphemic variability. This was done using a greedy search al-
gorithm, which selects each successive sentence as the sentence
which adds the greatest set of additional bigrams to the pool
of covered bigrams. The algorithm was initialised based on
graphemic bigram frequencies occuring in the larger text cor-
pus, as illustrated in Table 1.

For isiXhosa 53 of the original 2300 sentences were se-
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Table 1: Examples of bi-gram frequency counts

isiXhosa bi-gram frequencies

i-d 12
i-j 6
>-r 1
h-i 84
m-i 57
#-y 91
#-p 16

lected. For isiZulu 153 of the original x sentences were selected
for recording.

2.2. Recording of Sentences

The sentences selected by the text optimizer were recorded by
a first language isiXhosa male and female speaker and a first
language isiZulu male and female speaker, in a quiet office en-
vironment. All recordings were obtained at a recording rate of
16Khz, using the open source Audacity toolkit on a laptop com-
puter, and a close-talking microphone.

2.3. Marking of Sentences

In order to understand how the ‘expected’ intonation relates to
the actual measured characteristics, the syllabic intonation was
marked as either High (H) or Low (L) depending on how ut-
terances were expected to be pronounced in the context of the
sentence, without using the voice recordings as guide. These
marking were performed by a first language isiXhosa speaker
for the isiXhosa sentences and a first language isiZulu speaker
for the isiZulu sentences. Note that different speakers were used
than during the recordings, i.e. these markings were not influ-
enced by the available audio data.

For each sentence the boundaries of every syllable was
marked and transcribed using Praat [4]. An example of the syl-
lable markings for a portion of an isiXhosa sentence in Praat is
illustrated in Figure 1.

Figure 1: A portion of a signal extracted for an isiZulu
sentence and the pitch contour

2.4. Extracting Intonation measurements

2.4.1. Fundamental Frequency

A large number of F0 tracking algorithms exist. Previous exper-
iments have indicated that the Praat implementation of F0 ex-
traction produced the best results for the studied languages [5].
The F0 extraction algorithm implemented by Praat performs an
acoustic periodicity detection on the basis of an accurate auto-

correlation method [6]. This method is more accurate, noise-
resistant and robust than methods based on ceptrum or combs,
or the original autocorrelation method. This algorithm was se-
lected to extract the pitch values from the isiXhosa and isiZulu
recordings.

The fundamental frequency (F0) values were extracted at
the syllable boundaries, i.e. they were initially extracted at the
start and end of each syllable in the sentence. However, the
fact that unvoiced segments often occur at the beginning of a
syllable meant that a large percentage of the values extracted
for both isiXhosa and isiZulu were not defined in this way.

In order to rectify this problem, the MOMEL (MOdelisa-
tion de MELodie) algorithm [7] was used to obtain a smoothed
contour of the F0 values. MOMEL is an algorithm for the
automatic modelling of fundamental frequency curves, factor-
ing them into a macroprosodic and a microprosodic compo-
nent. The macroprosodic component is modelled as a quadratic
spline function i.e a continuous smooth sequence of segments of
parabolas defined by a sequence of target points corresponding
to points where the first derivative of the curve is nil.

The F0 for each recording was extracted at every 0.01 sec-
ond, and MOMEL used to generate an interpolated F0 contour.
The boundary times (i.e the starting time and ending time) for
each syllable were then compared to the output and the corre-
sponding F0 value extracted. This process is illustrated in Fig.
2. Note how the ’undefined’ values provided by Praat (0’s in the
figure) have been removed in the MOMEL contour.

 0

 20

 40

 60

 80

 100

 120

 140

 160

 180

 200

 0  1  2  3  4  5  6  7  8  9

Pitch
 Valu

es

Time

PRAAT
MOMEL

Figure 2: A graph showing the difference in the pitch values
obtained between Praat and MOMEL

2.4.2. Intensity

The intensity was calculated at each of the syllable boundaries,
as the average squared value of the signal within a 5 millisecond
window.

2.4.3. Duration

To calculate duration of each syllable, the starting and ending
times of the syllable were obtained from the hand lables, and
subtracted.

3. Results
At this point the information contained in the intonation corpus
includes:

• the actual voice recordings, grouped per speaker,

• the orthographic transcription per voice recording,

• syllabification markings,

• the expected High/Low markings for each syllable,

• the values of the raw extracted pitch,
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• the values of the smoothed extracted pitch using MO-
MEL

• the extracted intensity values, and

• the extracted duration values.

The tables below illustrates a typical example of the values
obtained for an isiZulu sentence.

Table 2: An example of an annotated isiZulu data item

Segment Marking F0 Intensity Duration

i H 155.26 59.91 0.13
s L 167.60 71.50 0.146
i L 174.48 83.12 0.158
m L 132.07 83.34 0.123
o L 123.36 82.73 0.184

In [3], these measurements are used to derive a number of
conclusions regarding the relationships between tone markings
and observed F0. In the remainder of this paper, our focus is on
a number of more global measurements related to F0 that were
obtained from the same corpus.

3.1. Declination in F0

In many of the languages of the world, F0 has a consistent ten-
dency to decline within a phrase [2]. However, the extent of this
declination varies significantly between different languages, for
different speaking styles, and possibly also depends on factors
such as the gender and age of the speaker.

We investigated the magnitude of this effect for our lan-
guages and speakers, by computing the average values across
all utterances (in increments of 0.025 seconds), as a function of
the duration from the beginning of the utterances. These aver-
ages are shown in Fig. 3 for the two isiZulu speakers, and in
Fig. 4 for the two isiXhosa speakers.
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Figure 3: Mean pitch as a function of the time since the start of
an utterance, for isiZulu

We see that similar declinations occur in both languages,
and that these declinations do not seem to differ systematically
by speaker gender.

3.2. Pitch variability and speaker gender

The fact that F0 is generally higher for females than males is
a simple consequence of anatomical tendencies; however, there
are also gender differences in the production of prosody that are
cultural in origin. Our subjective experience is that the extent
of pitch variation is such a difference in the Nguni (and related)
languages – specifically, we hypothesize that female speakers
tend to produce wider variability in F0 than males.
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Figure 4: Mean pitch as a function of the time since the start of
an utterance, for isiXhosa

In order to test this hypothesis, we define thepitch variance
of a spoken utterance as the variance of the F0 values (as inter-
polated by MOMEL) observed when the utterance is sampled
at 250 msec. increments. The results are shown in Table 3:
for our limited set of isiZulu speakers, the hypothesis is indeed
confirmed, but for the limited set of isiXhosa speakers the same
hypothesis does not hold.

Table 3: Average pitch variance values for male and female
speakers

Language Male Male Female Female
mean variance mean variance

isiZulu 117.0 21.6 203.8 33.7
isiXhosa 122.9 38.3 197.0 36.0

4. Conclusion

We have motivated the need for intonation corpora in order to
model spoken languages, and described a general approach to
the development of such corpora. For the case of isiZulu and
isiXhosa, we have developed limited corpora, consisting of one
male speaker and one female speaker in each language. By
applying standard tools from the field of pattern recognition –
preprocessing, feature extraction, computation of statistical ten-
dencies – it is possible to learn much from such corpora.

Our corpora are intended as a resource for various tasks,
such as the development of models that relate tone to F0 (which
is important for applications in speech recognition and speech
synthesis). In this paper, we have investigated a number of
global charateristics of F0 that can be inferred from these cor-
pora. In particular, we have seen that similar rates of pitch dec-
lination are observed in both isiZulu and isiXhosa for both gen-
ders. Also, female pitch values tend to be more variable than
those of males in one language but not the other.

Developing these corpora by collecting speech from more
speakers is crucial in order to distinguish between speaker id-
iosyncracies, dialectal variations, and general statements within
a language. In addition, it would be most interesting to collect
similar corpora in related languages to see how widely some
of these observations apply. Finally, the derivation of analytic
models that allow us to compute reasonable contours for pitch,
loudness and duration from the written representation of an ut-
terance remains a significant and worthwhile challenge.
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Abstract – Understandability, flexibility, naturalness and 
pleasantness are the requirements of an advanced TTS 
system. Limited domain unit selection synthesis is a well 
known and trusted concatenative synthesis technique used 
to reliably produce TTS systems with a high degree 
understandability, naturalness and pleasantness. The 
technique can however not produce the flexibility that is 
required and therefore it can not be used for the design of 
advanced TTS systems. This paper is therefore aimed at 
adding flexibility to systems built on the basis of this 
technique by finding a suitable back-up voice used to 
synthesize words that are not in the vocabulary of the 
limited domain. The resulting system is known as hybrid 
TTS system. A diphone concatenative and an open domain 
unit selection synthesis system were both implemented to 
accomplish this task. Results using subjective listening 
tests show that the open domain system will act as a more 
suitable back-up voice for the reason that the voice quality 
of this system is much greater than that of the diphone 
system. Combining the limited and open domain systems 
into a hybrid TTS system, results in a single system that 
meets all the requirements of an advanced TTS system for 
Afrikaans.  
 
 Index terms: hybrid TTS, limited domain, open domain 
and diphone synthesis 

I.    INTRODUCTION   
 
HE quality of a TTS system is determined by how well it 
measures up to the requirements of an advanced TTS 
system. The understandability of the system is the most 

important requirement since it shows how well a synthesized 
message is understood by a listener after the first time of 
listening [1]. The flexibility of the system is the second most 
important requirement for the reason that it shows the 
system’s ability to synthesize any possible linguistic entry. 
The naturalness and pleasantness of the system are both 
features that are a measure of how well the synthetic speech 
sounds compared to that of a human voice [1] [2].  
 
Limited domain (Ldom) unit selection synthesis (USS) is a 
concatenative synthesis technique of the Festival speech 
synthesis system1 that can produce TTS systems with a high 
degree of understandability, naturalness and pleasantness. 
These systems do however not hold the flexibility that is 
required since it has a predefined vocabulary [4] [5]. By using 
                                                           
1 A speech synthesis engine designed by the Centre for Speech Technology   
and Research (CSTR), University of Edinburgh [3] 

the hybrid approach described by [1] and [5], flexibility can be 
added to these systems. This is done by using a back-up voice 
to synthesize out of vocabulary words. The work in this paper 
builds on the work done by [1] where a diphone concatenative 
synthesis (DCS) Afrikaans TTS system is used in the hybrid 
approach to synthesize out of vocabulary words. DCS has the 
ability to produce very flexible TTS systems, but lacks in the 
other requirements [6]. In this work we experiment with the 
use of an open domain (Odom) unit selection system for the 
use of a new possible back-up voice to the limited domain 
system. Odom USS has the advantage that it can produce very 
flexible TTS systems with a high degree of understandability, 
naturalness and pleasantness, but has the disadvantage that it 
can be inconsistent [6]. Using the Odom Afrikaans system in a 
new hybrid approach (as shown in Figure 1.1) means that the 
resulting system would be more acceptable than the system 
built by [1] since the quality of Odom systems are usually 
greater than DCS systems [6]. 
 
 
 
 
 
 

 
 
 
 
 
 
 

Figure1.1: Hybrid approach to an advanced TTS system for 
Afrikaans 

 
The need for an Afrikaans TTS system comes with the 
growing interest in integrating modern technology into the 
eleven official languages of South Africa. Only 8% of the 
country speaks English as its home language according to [7]. 
The majority of modern technological systems in the country 
operate in English and therefore people either have phobias of 
using these systems because they are uncomfortable with the 
language or because they have limited computer literacy skills. 
The aim is therefore to eliminate these phobias by developing 
and implementing multilingual technological systems that all 
users can understand and relate to. The use of such systems 
would mean that people would now able to use technological 
systems simply by communicating with the systems in their 
mother tongues. An Afrikaans TTS system is a step forward in 
achieving this goal by acting as a benchmark for the design of 
the first complete multilingual TTS system for all South 
African languages. 
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Section 2 of this paper discusses the construction of the DCS, 
Ldom and Odom Afrikaans TTS systems to be used in the 
hybrid approaches to designing the advanced TTS system for 
Afrikaans. The same DCS Afrikaans system used by [1] is 
used here, while new Ldom and Odom systems are built. In 
Section 3 we test each system for understandability, 
naturalness, pleasantness and overall impression using 
subjective listening tests. We re-evaluated the DCS system 
using the same procedure used to evaluate the Ldom and 
Odom systems so that suitable comparisons can be made. 
Section 4 shows and evaluates the results obtained in Section 
3. Section 5 concludes on which of the DCS and Odom 
systems will act as the most suitable back-up voice to the 
Ldom system such that the resulting system meets all the 
requirements of an advanced TTS system for Afrikaans. 

II. CONSTRUCTION OF THE ADVANCED TTS SYSTEM FOR 
AFRIKAANS 

 
The requirements of an advanced TTS system for Afrikaans 
are met by using a hybrid approach to TTS synthesis. This 
section discusses the design of the primary Ldom system and 
the two secondary DCS and Odom systems to be used as 
possible back-up voices to the primary system. The hybrid 
system has the following objectives: 
 

1.  Synthesis must be carried out on a word by word basis 
so that the system accommodates for out of vocabulary 
words at any position within the text to be synthesized.  

2. The system must break to the back-up voice only when 
it is faced with an out of vocabulary word. 

3. After synthesizing the out of vocabulary word the 
system must revert back to Ldom voice and continue 
until the next out of vocabulary word is reached. These 
objectives are shown in flow diagram Figure 2.1 below. 

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2.1: Objectives of a hybrid TTS system 

The Festival speech synthesis system, its voice building 
toolset FestVox [8] and the Edinburgh Speech Tools (EST) [9] 
were used for the implementation of the Ldom, DCS and 
Odom Afrikaans TTS systems. The same Afrikaans diphone 
concatenative system built for the system in [1] was used here 
as mentioned, and therefore the construction of this system 
will not be discussed.  
 
2.1 Building the limited domain Afrikaans TTS system 
 
This section describes the steps involved in building the 
limited domain Afrikaans TTS system to act as the primary 
system in the hybrid approach. 
 
Designing the prompts 
 
Since limited domain systems have restricted outputs the first 
step in building the Ldom Afrikaans system was to define the 
vocabulary of the desired output. This is in the form of a 
prompt list and is an extension of the list designed by [1]. Here 
the database consists of 400 phonetically balanced sentences 
of which the first 24 includes greetings and general 
information about the Afrikaans languages. The database was 
sourced from an online Afrikaans newspaper, Die Rapport 
[10] and Wikipedia, a free encyclopedia [11].  
 
The prompt file used to define the prompt list is called 
time.data, and is used by the designers of Festival for building 
talking clocks [8]. This file was modified to suite the 
Afrikaans prompts by replacing each of the prompts in 
time.data with the prompts of the Afrikaans prompt list.  
 
The first four prompts are shown in the example extracted 
from time.data below. 
 
(time0001 “nul, een, twee, drie, vier, vyf, ses, sewe, agt, nege”) 
(time0002 “goeie, more, dames, en, minere”) 
(time0003 “jou, telefoon, nommer, is”) 
(time0004 “jou, identiteits, nommer, is”) 
 
Each prompt is given an identity by the term time000* which 
is used to label the prompt so that it can be identified by the 
sub-processes.      
   
Synthesizing the prompts 
 
This step involves the construction of the synthetic prompts 
needed for recording the vocabulary from the prompt list, and 
to label the resulting speech database. The kal_diphone2 voice 
was originally used to generate the synthetic prompts but was 
later changed to the DCS Afrikaans system [1] for the reason 
that the phonetic transcriptions of the American diphone voice 
do not match the phonetic transcriptions needed for the Ldom 
Afrikaans system. This step gives the system designer a 
reference pronunciation for each prompt and a time limit for 
recording the prompt. It also provides reference speech labels 
for labeling the resulting speech database. The most important 
aspect of this step is the creation of the reference labels from 
                                                           

2  An American diphone voice developed by the designers of Festival 
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the phonetic transcriptions. The reason for this is that these 
labels will be used to represent the speech units for synthesis.  
 
Recording the speaker 
 
Using a professional recording studio, professional recording 
equipment and a professional speaker will produce the most 
desired speech database, but this can be expensive. For this 
research these requirements were not available and therefore 
we recorded straight to a standard Pentium 4, 2.8GHz machine 
at 16000 samples per second (16 KHz) using a standard 
microphone and the voice talent of the author of this paper in a 
laboratory environment. The na_record recording tool, part of 
the EST library [9] was used to record the database. This 
recording tool creates a log of all the recorded data and stores 
them as wave format audio files. Each prompt in the prompt 
list was recorded on a word by word basis which is achieved 
by placing a comma between consecutive words (see extract 
from prompt list). This ensures that a silence in placed 
between the consecutive words. The reason for using this 
strategy was to ensure that overlapping of consecutive words 
does not occur as when recorded in a fluent manner. The 
overlapping of words makes the task of labeling the speech 
database more complicated since it is not known where a 
particular word starts or ends.  
 
Labeling the speech database  
 
A Dynamic Time Warping (DTW) speech labeling algorithm 
was used for labeling the resulting speech database. The 
algorithm first converts the synthetic prompts and the recorded 
utterances into their respective MFCC and delta MFCC 
acoustic features, then time aligns the two using DTW [12]. 
Each utterance is labeled on a phonetic basis for the reason 
that the Ldom technique uses the unit type phone_word 
(phone plus word) as described by [13]. Here information on 
the position of a phone within a word is required for synthesis. 
 
Generating acoustic features   
 
The cluster unit selection algorithm discussed in [8] requires 
information on the acoustic features of each utterance in the 
database so that it can group similar units according to their 
acoustic similarities. The acoustic features of speech used here 
are the mel-scale cepstral (mcep) coefficients and are 
extracted pitch synchronously rather than at fixed rates. The 
reason for this is because it was discovered that the unit 
selection technique produces better results with parametric 
spectral representations represented at pitch periods [4] [8]. 
Because of this strategy the pitch marks in the recorded 
utterances must be extracted. The EST pitchmark extraction 
script pitchmark, was used to extract the pitchmarks from the 
utterances. Power normalization was then performed on each 
utterance in the database to ensure that there are no power 
mismatches between words of different sentences. Finally the 
mcep parameters were extracted using the make_mcep script 
provided by Festival.   
 
 
 

Building the unit clusters  
 
This is the final step in the process of building the Ldom 
Afrikaans TTS system. The first step here is to load all the 
utterances in the database, sort each one into unit type 
(phone_word in this case) and then to give each type 
individual names so that they can be identified by the steps 
that follow [8]. The second step loads the acoustic parameters 
(MFCCs plus F0), calculates the acoustic distance (Euclidean 
Mahalanobis Distance [4] [8] [12]) between units of the same 
type and then saves these distances into a distance table. The 
third step builds the cluster indexes that act as pointers to 
clusters using the feature descriptions of each unit. The fourth 
step finds which features best minimizes the acoustic distances 
between units by looking at the relationship between the 
acoustic features and the acoustic distances. This is done with 
the use of the CART tree builder program, wagon. This 
program builds a decision tree that minimizes the acoustic 
distance between units of the same type [4] [8]. The final step 
takes all the trees generated in step four, places it into a single 
file that is added to a unit catalogue consisting of a list of the 
unit names, the utterance the units come from and the position 
of each unit within the utterance.  
 
2.2 Building the open domain Afrikaans TTS system 
 
This section describes the steps involved in building the open 
domain Afrikaans TTS system to act as a secondary or back-
up system in the hybrid approach. 
 
Constructing, recording and labeling the database 
 
The same 400 sentence phonetically balanced database used 
for the design of the Afrikaans Ldom TTS system was used 
for the design of the Odom system. The same speech database 
was also used and therefore there was no need for re-recording 
a new database. The entire database was however relabeled 
using the DTW algorithm used to label the Ldom database.  
 
Building the utterance structures 
 
The utterance structure is at the heart of the Festival speech 
synthesis system [14]. This step involves the construction of 
the utterance structures of each of the utterances in the 
database. Required for the cluster unit selection algorithm are 
the labels of the speech units, its durations and F0 targets [8]. 
In this case the speech units used were phones and it is 
therefore required that the phonetic labels are the same as the 
phones present in the phoneset for the Afrikaans language. 
The construction of the structures is carried out with the use of 
the build_utts script provided by Festival.  
 
Generating the acoustic features 
 
This step involves the extraction of the acoustic features from 
each utterance in the database for grouping similar units as 
needed by the cluster unit selection algorithm. The mel-scale 
cepstral coefficients are again used and are again extracted 
pitch synchronously rather than at fixed rates. The EST 
pitchmark script was used for the extraction of pitchmarks 
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from the raw utterances and bad picthmarks were fixed using 
the EST fix_pm script. Power normalization was then 
performed to ensure that there are no power mismatches 
between utterances. Finally the mcep parameters were 
extracted using the same script used for the Ldom system. 
 
Building the unit clusters  
 
The technique and steps involved in building the cluster units 
for the Odom system are the same as those used for the Ldom 
system. The difference here is that because the unit type used 
is phone, the step takes longer than for the limited domain 
system since there are more units that make up the speech 
database.  
 
The first step loads all the utterances in the database, sorts 
each one into unit type (phone in this case) and then gives 
each type individual names so that they can be identified by 
the steps to follow. The acoustic parameters are then loaded, 
followed by the calculation of the acoustic distances between 
phones. These distances are then placed in a distance table. 
The cluster indexes are then built using the feature 
descriptions of each phone. The relationship between the 
feature descriptions and the acoustic distances between phones 
are then found using wagon. The final step lists all the trees 
and places them into a unit catalogue consisting of the phone 
name, the utterances they come from and its position within 
the utterances.   
 
2.3 Constructing the hybrid Afrikaans TTS system 
 
A major downfall of the hybrid Ldom/DCS system designed 
by [1] is that it synthesizes the entire utterance with the back-
up voice when it is faced with an out of vocabulary word. This 
is not desired since we want the system to switch only to 
synthesize the out of vocabulary word and then revert back to 
the primary system. The objectives of the new hybrid 
approach shown in Figure 2.1 aims to overcome this problem. 
This form of synthesis is however not available within the 
framework of Festival and therefore the python3 programming 
language was used to write a new algorithm to achieve this 
task. The algorithm performs the following steps to meet the 
objectives discussed in Section 2. 
 

• Step 1:  Breaks each utterance to be synthesized into 
words in the order from initial word to final 
word. 

• Step 2:  Checks the occurrence of each word in the 
Ldom vocabulary. 

• Step 3:  If the word is in the vocabulary, then it is 
stored into a new text file used to store words 
that are in the vocabulary before an out of 
vocabulary word is faced.  

• Step 4:  When an out of vocabulary word is reached, 
the word is stored into a text file used for out 
of vocabulary words. This is done until the 
next word in the vocabulary is reached. 

                                                           
3 Pythom scripting language, http://www.python.org 

• Step 5: Repeats Step 3 and Step 4 until all the words 
in the utterance to be synthesized is sorted. 

• Step 6:  Synthesizes the entries of the text files in the 
order that they were created and concatenates 
the outputs to form the final output. 

  
An example of this procedure is shown in Figure 2.2 where 
the system is faced with the out of vocabulary word, Francois. 
 
 

 
 
 
 
 
 
 
 
 

Figure 2.2: New hybrid TTS synthesis procedure 
 
The hybrid Ldom/Odom system was later modified to use a 
single database since the use two identical databases (one for 
each system) results in double the memory requirements. The 
resulting system therefore saves on memory requirements and 
possibly meets all the requirements of an advanced TTS 
system for Afrikaans.  

III.    TESTING PROCEDURE 
 
The ultimate goal of this study is to design an advanced TTS 
system for Afrikaans. We can achieve this by using a hybrid 
approach to TTS that adds flexibility to a limited domain 
system. This is done by using a suitable back-up voice for the 
synthesis of out of vocabulary words. This section discusses 
the testing procedure used to test the quality of two possible 
back-up voices in the form of a DCS and an Odom Afrikaans 
TTS system. Each system, including the Ldom system and the 
DCS system designed in [1] is tested for understandability, 
naturalness and pleasantness using subjective listening tests.   
 
To perform the subjective listening tests six test sentences 
were constructed. Each sentence was played to each of ten 
listening subjects (5 Afrikaans, 5 English/Afrikaans). Each 
listener was then given an evaluation sheet based on a MOS 
rating system to rate the quality of each system. The subjects 
were then asked to rate each system by answering the 
questions in the evaluation sheet. The rating system used here 
is based on the modified MOS scale designed by [15] used the 
measure the quality TTS systems. The six test sentences used 
for testing were: 
 
1. Afrikaans is die moedertaal vir veertien persent van Suid 

Afrika se bevolking. 
2. Welkom by die demonstrasie van ‘n Afrikaans sprekende 

rekenaar stelsel. 
3. Die nege provinsies van Suid Afrika. 
4. Guateng, Noord Kaap, Oos Kaap, Wes Kaap, Kwazulu 

Natal, Limpopo, Noord Wes, Vrystaat, Mpumalanga. 
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5. Kwazulu Natal het meer mense as enige ander provinsie 
in Suid Afrika. 

6. Dit is die einde van hierdie demonstrasie, dankie dat U 
geluister het, totsiens. 

 
Figure 3.1 shows page 1 of the six page evaluation sheet.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.1: Evaluation sheet 
 
Each sentence was played only once using each of the three 
systems implemented. Thereafter each subject was asked to 
give there opinions according the evaluation sheet. The 
resulting scores for each system were then averaged and 
results are shown and discussed in the following section.  

IV. EXPERIMENTAL RESULTS 
 
This section shows and evaluates the results of each of the 
three Afrikaans TTS systems implemented. The results were 
averaged and tabulated an shown in Table 4.1. A graphical 
representation of the results is shown in Figure 4.2.   
 
Table 4.1: Mean Opinion Score rating of system 

 
 
 
 
 
 

 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
             
 

Figure 4.1: System MOS ratings 
 

Table 4.1 and Figure 4.1 show the following:  
 

1. The limited domain Afrikaans TTS system 
outperforms the open domain and diphone 
concetanative Afrikaans TTS systems in terms of 
understandability, naturalness, pleasantness and 
overall impressions. 

2. The diphone concatenative system as designed by [1] 
performs unacceptably in terms of the 
understandability, naturalness and pleasantness 
required. 

3. The open domain Afrikaans TTS system performs 
acceptably in terms of the requirements needed, 
outperforms the DCS Afrikaans system, and closely 
follows the performance of the limited domain 
system. 

V. CONCLUSIONS 
 
The limited domain unit selection synthesis technique is the 
dominant technique for building an understandable, natural 
and pleasant TTS system for Afrikaans. Flexibility can be 
added to this system with the use of a hybrid approach to TTS 
synthesis by using an open domain unit selection Afrikaans 
TTS system to synthesize out of vocabulary words. Using this 
approach in the design of the advanced TTS system for 
Afrikaans, results in a single system that meets all the 
requirements discussed in Section 1. The open domain 
Afrikaans TTS system also outperforms the diphone 
concatenative Afrikaans system considerably and therefore is 
a more suitable back-up voice to the limited domain system. 
The hybrid Ldom/Odom Afrikaans TTS system can therefore 
be implemented as the advanced TTS system for Afrikaans.  
 
 
 
 
 
 

Requirement Ldom DCS Odom 
Understandability 4.38 1.11 3.72 
Naturalness 4.20 1.18 3.62 
Pleasantness 3.75 1.25 3.22 
Overall Impressions 3.82 1.2 3.32 

137



REFERENCES 
 

[1] F. Rousseau, D. J. Mashao, “A Hybrid Text-To-Speech System for 
Afrikaans”, in Proceedings of SATNAC 2005, Central Drakensberg, 
Kwazulu-Natal, South Africa 

[2] “Assessing Text-to-Speech System Quality”, White Paper, SpeechWorks 
International, Available at http:// www.tmaa.com/tts/white_papers.htm 

[3] A. W. Black, R. Clark, K Richmond, S King “The Festival Speech 
Synthesis System”, University of Edinburgh, Scotland 
www.csrt.ed.ac.uk/projects/festival, Last accessed 15 October 2004 

[4] A. W. Black, K. A. Lenzo, “Limited domain synthesis”, in Proceedings 
of the 6th International Conference on Spoken Language Processing 
2000, Vol II, pp 411-414, Beijing, China 

[5] A. Schweitzer, N. Braunschweiler, T. Klankert, B. Möbius, B. 
Säuberlich, "Restricted Unlimited Domain Synthesis", in Proceedings of 
Eurospeech 2003, pp 1321-1324, Geneva, Switzerland 

[6] A. Conkie, “Robust unit selection system for speech synthesis”, in 
Proceedings of the Joint Meeting of ASA, EAA and DEGA, Berlin, 
Germany, March 1999, available at:   

         http://www.research.att.com/projects/tts/pubs.html 

[7] CENSUS 2001, “Statistics South Africa”, Online resource: 
http://www.statssa.gov.za/census01/html/default.asp, Last accessed 
April 2005 

[8] A. W. Black, K. Lenzo “Building Synthetic Voices”, unpublished 
document, Carnegie Mellon University, Available at 
http://festovx.org.bsv 

[9] P. Taylor, R. Caley, A. W. Black,  S. King, “Edinburgh speech tools 
library system documentation”, available at :  

         http://www.cstr.ed.ac.uk/projects/speech tools/manual-1.2.0/ 
[10] Media 24 Digital, “Rapport, Afrikaans newspaper”, online resource, 

available at: http://www.news24.com/Rapport/Home/0,,,00.html, 
updated daily 

[11] Wikipedia, the free encyclopedia, “Afrikaans”, online resource, available 
at: http://en.wikipedia.org/wiki/Afrikaans, last updated 17 September 
2005   

[12] S. G. Paulo, L. C. Oliveira, “DTW-based Phonetic Alignment Using 
Multiple Acoustic Features”, in Proceedings of Eurospeech 2003, pp 
309-312, Genéve, Switzerland. 

[13] S. Kishore and A.W. Black. “Unit Size in Unit Selection Speech 
Synthesis”, in Proceedings of Eurospeech 2003, pp 1317-1320, Geneva, 
Switzerland 

[14] A. W. Black, R. Clark, K Richmond, S King, “The Festival Speech 
Synthesis System: System Documentaion” Edition 1.4, June 1999 
available at: www.csrt.ed.ac.uk/projects/festival/manual 

[15] Mahesh Viswanathan, Madhubalan Viswanathan, “Measuring speech 
quality for text-to-speech systems: development and assessment of a 
modified mean opinion score (MOS) scale”, Computer Speech & 
Language, Vol. 19, Issue 1, pp 55-83, 1 January 2005 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

138



Obtaining a minimal set of rewrite rules

M. Davel and E. Barnard

Human Language Technologies Research Group
Meraka Institute / University of Pretoria, Pretoria, 0001

mdavel@csir.co.za, ebarnard@up.ac.za

Abstract
In this paper we describe a new approach to rewrite rule extrac-
tion and analysis, usingMinimal Representation Graphs. This
approach provides a mechanism for obtaining the smallest pos-
sible rule set – within a context-dependent rewrite rule formal-
ism – that describes a set of discrete training data completely,
as an indirect approach to obtaining optimal accuracy on an un-
seen test set. We demonstrate the application of this technique
for a pronunciation prediction task.

1. Introduction
Occam’s razor has been an extremely useful heuristic in pattern
recognition: to control the trade-off between bias and variance,
it is generally useful to select the smallest model that satisfies
some accuracy criterion on a training set. In this contribution,
we propose a novel approach to applying this principle in the
context of rewrite rules.

Many pattern recognition tasks are suited to analysis within
a context-dependent rewrite rule framework – for example,
pronunciation prediction which attempts to predict the associ-
ated phoneme string, given the written form of a word. Vari-
ous machine learning algorithms have been applied to the ex-
traction of rewrite rules. For pronunciation prediction, pre-
vious approaches include decision trees [1], pronunciation-
by-analogy models [2], transformation-based learning [3] and
instance-based learning algorithms such as Dynamically Ex-
panding Context (DEC) [4], IB1-IG [5] and Default&Refine [6].

In [6] it was observed that if a rule set provides complete
recovery of a training set1, then the smaller the rule set, the
better it generalises on an unseen test set; a typical appearance
of Occam’s razor in pattern recognition. We therefore define an
approach that will obtain the smallest possible rule set (within a
rewrite rule formalism) that describes a set of discrete training
data completely, as an indirect approach to obtaining optimal
accuracy on an unseen test set.

The remainder of this paper is structured as follows: in sec-
tion 2 we describe the rationale for our approach, in section 3
we describe the implemented algorithm and initial results ob-
tained, and in section 4 we discuss further work.

2. Approach
The above-mentioned task can be described more explicitly us-
ing a typical rewrite rule formalism: Define each rule as the
mapping of a single feature (here grapheme2) to a single class

1The rule set obtains 100% predictive accuracy when tested on the
exact training data.

2While this approach is more widely applicable, we use a concrete
example from pronunciation prediction to illustrate the various con-
cepts.

(here phoneme) using the format:

x1..xm − g − y1..yn → p (1)

Hereg indicates the focal grapheme,xi andyj the graphemic
context, andp the phonemic realisation of the graphemeg. The
rule set is accompanied by an explicit rule application order. A
pronunciation prediction for any specific word is generated one
focal grapheme at a time, by applying the first matching rule
found when searching through the rule set according to the rule
application order.

In order to analyse the options available when attempting
to extract the smallest possible rule set given the above restric-
tions, we define a framework that relies on four main observa-
tions: (1) If, for every training word, we extract all the sub-
patterns of that word (as illustrated in Table 1), we obtain a list
of all the rules that can possibly be extracted from the train-
ing data. Some of these rules will conflict with one another
with regard to phonemic outcome, and we refer to these rules
as conflictedrules. By choosing any subset of the full set of
rules (referred to further as the setZ), and assigning a specific
outcome to each rule, all possible rule sets can be generated,
whether accurate in predicting the training data, or not.

(2)The full set of possible rulesZ cannot occur in any or-
der. It is possible to restrict the allowable orderings between any
two rules for two reasons: (a) if one rule is more specific than
another, the first rule must occur earlier in the rule set than the
second in any minimal rule set. If not, the second (more gen-
eral) rule will always be invoked when predicting a word that
applies to both rules, and the first rule will be redundant (which
is impossible if the rule set is minimal); and (b) if two rules
are applicable to the same word in the training data but conflict
with regard to outcome. For such rules the words shared in the
possible wordssets of each rule dictate the orderings that are
valid.

(3)During rule prediction, the relative rule application or-
der of two rules that occur in an extracted rule set is only of
importance if the two rules conflict with regard to outcome, and
if both can apply to a single word. No other rule orderings are
relevant. During rule extraction, the order in which two rules

Table 1: The relationship between a word and its sub-pattern
rules.

Example grapheme e to phoneme E
in word ’test’

Word pattern #t-e-st#→ E
Sub-patterns -e-→ E,-e-s→ E,t-e-→ E

t-e-s→ E, t-e-st→ E, #t-e-s→ E
-e-st#→ E, #t-e-st→ E
t-e-st#→ E,#t-e-st#→ E
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Figure 1:An example rule graph, corresponding to the word patterns in Table 2

occur in an interim rule set is only of importance if both can
apply to a single word in the training data, and that word has
not yet been ‘caught’ by any required rule occurring earlier in
the rule set. For each rule, we refer to the latter set of words as
thepossible wordsassociated with that rule.

(4) If all the orderings among the full set of possible rulesZ
that may be required by a subset ofZ to be accurate in predict-
ing the training data can be defined, then it becomes possible
to construct a rule graph of the full rule set according to all the
orderings possible, and to define appropriate operations that can
manipulate this rule graph in well defined ways. During graph
manipulation, specific outcomes can be assigned to rules and
rules identified asrequired or superfluous. Superfluous rules
can consequently be deleted, until only a minimalMinimal Rep-
resentation Graphis retained, which corresponds to a minimal
rule set.

Using the above observations, we can analyse a set of train-
ing data in order to understand the interdependencies among
words in the training data, and the options for extracting a min-
imal rule set.

3. Implementation
We illustrate the above approach using a simple 3-word exam-
ple, consisting of the words ‘test’,‘tea’ and ’west’ and consider
the steps required to extract a rule set for the letter ‘e’. As the
software that we developed to implement this approach uses a
single character representation of each grapheme and phoneme,
we do the same in this example.

Prior to rule extraction, aword patternis generated from
each aligned word-pronunciation pair in the training data, as
shown in Table 2. Hashes denote word boundaries. For each of
the word patterns, we generate a set of sub-patterns (as listed in
Table 1 for the word pattern #t-e-st#→ e). These sub-patterns
are arranged in a graph structure according to specificity, with

Table 2: Word patterns associated with the words ‘test’,‘west’
and ‘west’.

aligned ARPAbet
example

single character
representation

Words t e s t→ t eh s t t e s t→ t e s t
w e s t→ wh eh s t w e s t→ w e s t
t e a→ t iy φ t e a→ t i φ

Word
patterns

#t-e-st#→ eh #t-e-st#→ e

#w-e-st#→ eh #w-e-st#→ e
#t-e-a#→ iy #t-e-a#→ i

the more general rules later in the graph (closer to the root), and
more specialised rule earlier (higher up in the graph). Initially,
an ordering is only added between two rules where the context
of one rule contains the context of another, and we refer to these
orderings ascontain patternrelationships. A topological sort of
this graph will result in a rule set that is accurate, but contains a
large number of superfluous rules. From the outset, the process
assumes that any of the rules may be deleted in future. As it
becomes clear that certain rules are required in order to retain
accuracy over the training data (irrespective of further allowed
changes to the rule set), these rules are marked asrequiredrules.

This initialisation process is illustrated in Fig. 1. Word
nodes (one per word pattern) are indicated in green. Clear nodes
indicate rule nodes that can only predict a single outcome. For
these nodes, different coloured outlines indicate different out-
comes. Orange nodes are associated with more than one pos-
sible outcome: different choices with regard to outcome will
result in different rule sets. Black edges indicate that an order-
ing between two rules is required, irrespective of further rule
graph manipulation. In the initial graph these edges represent
contain patternrelationships. Currently no rules are marked as
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Figure 2: Adding super complements to the rule graph of Fig.
1. (Minimal complements are not shown.)

required; if there were, these would be marked in yellow.
Orderings are transitive. If all the orderings implied by the

current set of edges are considered, then the only additional or-
derings that can possibly occur in the full rule set are between
rules that share a word in their respectivepossible wordssets,
and have not already been assigned a fixed ordering. We refer
to these rules asminimal complements. Theseminimal comple-
mentrelationships are added and utilised during rule extraction.
We do not indicate them explicitly on all the graphs used to
illustrate the current example, as the addition of minimal com-
plement relationships results in visually complex graphs. For
example, the rule ‘-e-st’ in Fig. 1 has eight minimal comple-
ments: ‘#t-e-’, ‘#t-e-s’, ‘t-e-s’, ‘t-e-’, ‘#w-e-’, ‘w-e-’, ‘w-e-s’
and ‘#w-e-s’. In figures where these relationships are indicated,
they are marked as orange edges.

Note that the minimal complements associated with any
ruler can only occur in a restricted range: the context of the ear-
liest rule may not contain ruler, and the context of the latest rule
may not be contained byr itself. As this range is restricted, the
number of additional orderings that may be required is similarly
restricted. Each additional minimal complement pair added to
the graph introduces two possible orderings. This increases the
number of options to consider when making any single decision
(whether to resolve a conflicted node to a single outcome, or
whether a specific rule is required or can be deleted.) We would
like to remove as many of the ‘double orderings’ as possible,
and replace these with orderings that indicate a single direction.
In some cases additional information is available to choose one
of the orderings and discard the other without restricting further
graph manipulation options:

(1) If the possible words associated with a ruler is a subset
of the possible words of a second rules, ruler must always oc-
cur earlier in the rule extraction order thans. The reasoning is
similar to that followed when adding the initial contain pattern

orderings, but now holds for minimal complements that are not
necessarily in a contain pattern relationship. We refer to these
relationships assuper complements. While contain pattern rela-
tionships can be added to the graph from the outset,super com-
plementsemerge as the rule set extraction process progresses.
As more rules are marked asrequired, the possible words sets
of later rules decrease, and super complement relationships start
to emerge. Once an ordering is added between two super com-
plements, this relationship is not changed at a later stage during
rule manipulation3

Figure 3: Removing unnecessary edges from the rule graph of
Fig. 2. (Minimal complements are not shown.)

(2) If a rule r predicts a single outcome, and accurately
matches all the words in the intersection of the possible words
of rule r and the possible words of another rules, and there is
at least one word in this set thats will predict incorrectly given
any of its allowed outcomes, then ruler has to occur before
rule s for the rule set to be accurate. We refer to these rela-
tionships asorder requiredrelationships. If neither of the two
rules matches the full set of shared words, the relationship is
still inconclusive. As with super complement relationships, or-
der required relationships also emerge as the rule set extraction
process progresses. In Fig. 2 we identify and add additional su-
per complement relationships. The current rule graph does not

3As more rules are marked as required, the possible words sets of all
other rules become smaller. If a set of possible words associated with a
rule r is the subset of the possible words associated with a rules, this
relationship will be maintained unless both sets become equal. In the
latter case, one of the two rules is redundant and will be deleted during
rule extraction, as discussed later. Since eitherr or s will be deleted,
the ordering between these two rules become insignificant, and the prior
ordering based on their previous super complement relationship may be
retained without restricting the options for manipulating the rule graph.
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Figure 4: Removing unnecessary rules from the rule graph of
Fig. 3.(Minimal complements are not shown.)

have any order required relationships among nodes.
Since orderings are transitive, we can remove any definite

orderings that are already implied by others. For example, in
Fig. 2 the relationship between rules ‘t-e-st’ and ‘#t-e- is al-
ready implied by the relationships between rules ‘t-e-st’ and
‘t-e-s’, and between rules ‘t-e-s’ and ‘#t-e-’. Such redundant
edges can be removed without losing any information currently
captured in the rule graph. This process is illustrated in Fig. 3.
Note how the relationships become simpler and the graph more
loosely connected from Fig. 1 to Fig. 3.

If we have added all the necessary orderings (caused by
contain pattern, super complement or order required relation-
ships) and we keep track of all minimal complement relation-
ships that still have an uncertain ordering, we now have a rule
graph that both contains all possible rules, and specifies all pos-
sible orderings that may be required to define a valid rule appli-
cation order. We can now use this rule graph as basis to make
decisions about which outcome to select where a rule is con-
flicted (has more than one outcome), or even decide when a
rule can be deleted or not.

Rules are eliminated by deleting redundant rules, identify-
ing required rules and resolving conflict rules via a small set of
allowed operations. Thestate of rule extraction can always be
described by a triple consisting of the possible rules that can be
included in the rule set (Z′), the rules that have been marked as
required (Ze), and the orderings that are definite (oset(Z′), the
black edges in the graph). Additional orderings that are possible
can automatically be generated from such a state. Each allowed
operation changes the state of rule extraction, from oneallowed
stateto another, with the initial allowed state as depicted in Fig.
1.

One example of such an allowed deletion operation can be
illustrated as follows: The rule graph in Fig. 3 clearly contains a
number of superfluous rules. Whenever a ruler exists such that
(1) it is not conflicted, and (2) all the possible words associated
with ruler can be caught by one or more immediate successors
that agree with ruler with regard to outcome, and (3) ruler
does not have any immediate successors that can potentially dis-
agree with regard to outcome, then ruler can safely be deleted

from the rule graph. All rules that meet these conditions, can be
deleted from the rule graph, as illustrated in Fig. 4. Since the
rule graph is now significantly simpler, we start displaying the
remaining minimal complements from Fig. 5 onwards.

Figure 5: Removing unnecessary rules from the rule graph of
Fig. 3.(Minimal complements are shown.)

Where the possible words associated with ruler are exactly
the same as the possible words of any one of its successorss,
rule r and rules are deemedrule variants. Either of two rule
variants can be generated at the same point in the rule extraction
order, without influencing the number of rules in the final rule
set. The process keeps track of all deleted rules that are variants
of retained rules. In this way, while a rule node is physically
deleted, the rules are in effect merged, and either of the two
rules may be utilised in the final rule set, as discussed later.

Additional deletion operations identify rules that have an
empty set of possible words, and rules that are true variants of
another, that is, two rules that are both resolved to a single out-
come, and have identical relationships with identical predeces-
sors and successors. While these deletion operations create a
rule graph that is significantly simpler, we have not yet made
any decisions with regard to the best choice of outcome for any
of the conflicted nodes. Prior to rule resolution, we first identify
any ruler assinglewhere – given the current state of rule ex-
traction – at least one word can only be predicted by either rule
r or by another rule directly in the path ofr. In the remaining
figures, these single rules are marked ‘*S’.

There are various conditions under which a conflicted rule
can be resolved, one of which we illustrate here. Conflicted
nodes can be thought of as ‘default’ or ‘fallback’ nodes. During
pronunciation prediction, a fallback node will only be invoked
if a more specialised rule is not available that matches the word
being predicted. These nodes therefore only need to be retained
if, in some way or another, the rule can generalise from its im-
mediate predecessors. This requires that at least two predeces-
sors should predict a similar outcome. If this is not the case,
the fallback node does not provide any further advantage, and
can be removed from the rule graph without constraining the
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Figure 6:Resolving conflicted rule ‘t-e-’.

Figure 7:Resolving conflicted rule ‘#t-e-’.

rule set in a way that does not allow final minimisation4. This
process is illustrated in Fig. 6 and Fig. 7.

Note that in Fig. 7, none of the minimal complement rela-
tionships have been retained. Additional resolution operations
analyse the definite and possible predecessors and select a spe-
cific outcome based on this analysis. When resolving a con-
flicted rule to a specific outcome, it is required that at least one
of the predecessors that has an outcome that matches the out-
come selected for resolution must be marked as asingle rule.
If such a single rule exists, this implies that some rule with the
selected outcome will be generated at this point in the rule ex-
traction order. While there is not certainty that such a rule is
required, the conflicted rule may not yet be resolved. Apply-
ing the same deletion operator discussed earlier, three additional
rule nodes can be deleted, as illustrated in Fig. 8.

4This does not apply to the root node, which maps the context-free
grapheme to a phoneme. The root node is handled as a special case, as
discussed below.

Figure 8:Removing unnecessary rules ‘-e-st’, ‘-e-st#’ and ‘t-
e-s’.

Figure 9:Resolving conflicted rule ‘-e-’.

If the resolution operator discussed previously were to be
applied to the root node, the rule set would remain valid. How-
ever, this would result in the root node being deleted, and it
is easier in practise to manipulate the graph assuming a sin-
gle root node. Also, we would like to generate some ‘default
rule’ that can be used to predict any word pattern not previously
seen. Therefore the root node is always resolved to a single out-
come, once all its predecessors are resolved (and not deleted, as
would be the case if the standard resolution operator were ap-
plied). Resolving the root node to a single outcome when stan-
dard application of a deletion operator indicated that it should
have been deleted, is similar to choosing one variant of a rule
above another variant of the same rule. As all variants are re-
tained during rule extraction, and the final choice with regard
to which variant to select is postponed until after graph min-
imisation, manipulating the root node as a special case does not
restrict the rule extraction process in any way. In Fig. 9 the root
node is resolved to one of its possible outcomes.

If for at least one word patternw in the possible words set of
a ruler, there exists no other rule than can possibly predict word
patternw correctly, given the current state of rule extraction
(the remaining rule set, the required rule set and the decided
orderings); then ruler is arequired rule and can be marked as
such. When a rule is identified as a required rule, all words in
the possible words set of ruler are removed from the possible
words sets of rules occurring later in the rule graph. In Fig
10 two rules are marked as required, with a yellow colouring.
One final deletion (using the standard deletion operator) and the
minimal rule set is obtained, as depicted in Fig. 11.

The rule set that can now be extracted from the rule graph
by performing a topological graph traversal. This results in the
rule set listed in Table 3. For each extracted rule, a number
of possible variants are listed. A rule can be replaced by any
of its variants without affecting the accuracy of the rule set, or
requiring the inclusion of additional rules. Note that for any
single word that gives rise to a single rule (such as the word
pattern #t-e-a# in this example), all word sub-patterns that have
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Figure 10:Identifying required rules ‘-e-a’ and ‘-e-’.

Figure 11:The final (minimal) rule graph.

not been identified as currently part of the rule set are included
as variants.

Table 3:The final rule set generated from the words in Table 2,
including possible variants.
Rule number Extracted rule Possible variants

1 -e-a→ i #t-e-a #t-e-a# -e-a# t-e-a# t-e-a
2 -e-→ e -e-st# -e-s -e-st

At this stage, heuristic choices related to characteristics
such as rule context size, rule context symmetry, or variance
with regard to the training data can be utilised to choose the
most appropriate rule set. In larger rule sets, many rules do not
have variants, but a relatively large proportion of rules retain
at least one variant. The ability to make heuristic choices late
in the rule extraction process, provides significant flexibility in
obtaining the appropriate rule set.

The algorithm was implemented inPerl and results were
compared to similar rule sets extracted usingDefault&Refine,
the most compact rule set generator tested previously [6]. The
initial prototype allowed us to test the theoretical concept on
small data sets, but became computationally slow when dealing
with larger problems. For such small data sets (20-40 words)
smaller rule sets (than extracted usingDefault&Refine) that still
provide100% training data recovery were obtained. However,
for real-world problems, the current solution process becomes
computationally intractable. Further research currently focuses
on increasing the computational tractability of the algorithm by

defining the graph solution process as a constraint satisfaction
problem (CSP) and using proven CSP techniques to address the
time complexity of the solution process.

4. Conclusion
Minimal representation graphs provide an interesting perspec-
tive on rewrite rule extraction: a pattern recognition problem
that has not typically been viewed from a graph theoretical per-
spective. By formalising the choices made during rule extrac-
tion according to orderings and outcomes, a better understand-
ing is obtained of the underlying task.

Further work currently focuses on two main aspects: (1)
formalising the theoretical concepts discussed here and proving
the various statements relating to optimality in a more rigorous
fashion; and (2) improving the current implementation of the
algorithm from a computational perspective, in order to support
the solution of larger problems.

In a sense the extraction of minimal representation graphs
seeks for a global optimum, rather than the local optimum ob-
tained with the greedy search ofDefault&Refine. It is there-
fore interesting to consider whether this approach can be ex-
tended to similarly extend the greedy search of error-driven
transformation-based learning [7].

5. References
[1] O. Andersen, R. Kuhn, A. Lazarides, P. Dalsgaard, J. Haas,

and E. Noth, “Comparison of two tree-structured ap-
proaches for grapheme-to-phoneme conversion,” inPro-
ceedings of the ICSLP, Philadelphia, USA, 1996, vol. 3,
pp. 1700–1703.

[2] F. Yvon, “Grapheme-to-phoneme conversion using mul-
tiple unbounded overlapping chunks,” inProceedings of
NeMLaP, Ankara, Turkey, 1996, pp. 218–228.

[3] Min Zheng, Qin Shi, Wei Zhang, and Lianhong Cai,
“Grapheme-to-phoneme conversion based on TBL algo-
rithm in Mandarin TTS system,” inProceedings of the IC-
SLP, Lisbon,Portugal, September 2005, pp. 1897–1898.

[4] K. Torkkola, “An efficient way to learn English grapheme-
to-phoneme rules automatically,” inProceedings of
ICASSP, Minneapolis, USA, April 1993, vol. 2, pp. 199–
202.

[5] W. Daelemans, A. van den Bosch, and J. Zavrel, “Forget-
ting exceptions is harmful in language learning,”Machine
Learning, vol. 34, no. 1-3, pp. 11–41, 1999.

[6] M. Davel and E.Barnard, “A default-and-refinement ap-
proach to pronunciation prediction,” inProceedings of
PRASA, South Africa, November 2004, pp. 119–123.

[7] E. Brill, “Transformation-based error-driven learning and
natural language processing: A case study in part of speech
tagging,” Computational Linguistics, vol. 21, pp. 543–565,
1995.

144



 

  
 

Abstract—In this paper we propose a digital timing 
recovery framework for mobile communication systems. 
We focus on iterative timing offset estimation based on a 
posteriori information in modern digital receivers. The 
proposed synchronizer maximizes on a turbo receiver’s 
ability to optimize its performance index in low Signal-
to-Noise Ratio. The proposed scheme is made adaptive to 
any modulation as well as insensitive to carrier offsets 
apparent in receivers. It is shown through simulations 
that a derived sequential unconstraint minimization 
technique approaches a theoretical Cramer-Rao bound. 
It has also been shown that the proposed method 
outperforms conventional timing extraction methods 
with respect to jitter performance and synchronization 
convergence speed. This estimation method is suited to 
cellular communication receivers, and other related 
service applications where delay variation is a critical 
issue. 
 

Index Terms—Iterative recovery, matched filter 
output, turbo complex, soft information. 

. 
I. INTRODUCTION 
` 
Timing recovery in low Signal-to-Noise Ratio (SNR) 
environments is one of the most critical receiver functions in 
digital communication systems. The output of the receiver 
filter )(tr must be sampled periodically at the sample rate 

and at the precise sampling instants 0τ+= mTtm   

whereT is the symbol interval and 0τ  is a nominal time 
delay that accounts for the propagation time of the signal 
from the transmitter to the receiver [1][2]. This requires an 
extraction of a clock signal and choosing on optimal timing 
phase within the received symbol interval for which the 
output of the receiver filter is maximum. In some wired 
systems such as computer networks, transmitters and 
receivers have been made to run off the same clock, but this 
implementation is not suited to wireless communication 
systems. The transmission of the clock frequency with the 
data signal is not the best solution due to bandwidth 
requirement constraints [3]. Timing recovery revolves 
around two main issues; Estimating timing information from 
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received data symbols and implementing an optimal 
convergent algorithm which determines the steady-state 
location of the timing instants. Most classical timing 
estimations are derived from the maximum likelihood (ML) 
criterion, but have large computational complexity and 
usually work in data-aided (DA), decision-directed (DD) or 
non data-aided (NDA) synchronization principles [4][5]. In 
such situations, the timing recovery process can be separated 
from the decoding process with little penalty; timing 
recovery can use an instantaneous decision device to 
provide tentative decisions that are adequately reliable, 
which can then be used to estimate the timing error. In 
essence, the timing recovery process assumes that the 
neighboring symbols are independent at high SNR [2]. 
However, since turbo systems operate at low SNR values, 
classical estimators fail to provide good estimates of the 
synchronization parameters. In addition, soft information on 
bits or symbols is available at the decoder output. In the past 
decade, an iteratively decodable error-control code of 
unprecedented power with large coding gains has enable 
communication at very low SNR. Turbo principles enable 
timing recovery to be performed in lower SNR environment 
than ever before. 
This paper is organized as follows. In section II, related 
work is presented. In section III, the problem statement is 
formulated and in section IV timing recovery framework is 
derived. Simulations are performed and conclusions drawn 
in sections V and VI respectively.  
 
II. RELATED WORK 
 
 The idea of using soft information to estimate timing error 
parameters has already been applied in a number of 
contributions. In [6], iterative soft-decision directed timing 
estimation for turbo receivers was proposed with a focus on 
bit-interleaved coded modulation (BICM) scheme. In [7] 
turbo equalization has been used for iteratively 
approximating the joint-ML equalizer and decoder. In [8], 
joint timing recovery and ML equalizer and decoder have 
been presented. Though direct implementation of joint 
equalizer, decoder and timing recovery has increased the 
complexity of the receiver functions, incorporating an 
iterative procedure has maximized the joint likelihood 
function. Turbo estimation has been shown by [9] to be a 
special case of the expectation-maximization (EM) 
algorithm [10]. The work in [9] reveals a general theoretical 
framework for turbo synchronization that allows for 
parameter estimation procedures for carrier phase and 
frequency offset, as well as for timing offset and signal 

Soft information-based timing phase recognition in 
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amplitude. This contribution may work well in specific case 
where symbol synchronization based on assumption that the 
algorithm is insensitive to carrier offsets [11], is desired.  In 
the presence of mobile communications, timing 
synchronization is more challenging. The derived timing 
estimate control signals must follow rapid changes in 
locating the maximum eye opening level. Thus, a rapidly 
converging algorithm for an adaptive synchronizer is an 
important requirement. The novel work in [13] showed a 
class of fast-converging timing recovery algorithms. 
However, this algorithm is sensitive to carrier frequency 
offset recovery. In this paper, an improved turbo timing 
recovery method for digital synchronization (which builds 
on the methods addressed in [6]-[8]) is proposed. We also 
examine work presented in [13] for binary baseband at low 
SNR for mobile communication systems.  
 
III. PROBLEM FORMULATION 
 

A. System modeling description 
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Fig: 1. System Block Model. 
 
 
The considered transmitter is made up of turbo encoder, 
symbol mapper, and waveform shaping filter connected to 
the receiver through additive ambient white noise. The block 
diagram of such a system is shown in fig.1. The input binary 
information bit stream { }ka are encoded using convolutional 
encoder then interleaved to reduce the effects of error bursts.  
The interleaver spreads bits over longer periods, making the 
transmitted bits look more “random.”  The bit stream { }kb  
is passed to a symbol mapper, yielding complex data 
symbols { }kS , which take values from a finite alphabet 
set { }Α=Α aa ,...1  (such as M-PSK,M-QAM,etc). Symbols 

are then passed through a unit energy square root raised 
cosine pulse with roll-off factor 10 ≤< α  and 
output ( )tu . The raised cosine pulse shaping used is a 
compromise to an ideal time domain sinc function with 
limited bandwidth and low intersymbol interference (ISI) 
when sampled at correct time intervals. Assuming that  ( )tu  
is sent over complex envelope additive white Gaussian noise 
(AWGN) channel, ( )tn . For simplicity, we will assume 
that ( ){ }tn  is a sequence of known power spectral density 

02N  with independent and identically distributed (i.i.d) 
zero-mean complex random variables whose distribution is: 

( )2,0 σct Nn →                                                             (1)                                                                                                                      
Hence putting all these facts together, the baseband received 
signal, ( )tv can be written as: 

       ( ) ( ) ( )tntkTtuatv
k

k +−−= ∑
Α

= 0

)(τ , 

       (2) 
where T  and ( )tτ  is the symbol period and the time 
varying delay respectively. 
At the receiver, the output of a matched filter has a 
function, ( )tu −  and performs estimation of the transmitted 
signal. The matched filter output can be expressed as a 
convolution: 
                   ( ) ( ) ( )tutvtr −⊗=                                            (3)                       

  ( ) ( ) ( )tntkTthatr
k

k
k ++−= ∑

−Α=

=

1

0
)(τ ,                        (4)                     

where ( )th ,is a raised cosine waveform with roll is-off,α  
and is defined as: 

( ) ( ) ( ) ( ) ( )
222 /41
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Tt
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π
π

−
=−⊗= ∗ .           (5)                     

                                                                                                  
The matched filter output is sampled with a free running 
clock at instant sm mTt =  with sampling 
interval ( )α+≤ 1/TTs , chosen to sufficiently avoid 
destructive aliasing effects, leading to samples; 

( ) =≈ sm mTrr
( ) ( )

( ) ( )smTumTn

smTukTmTua

s

M

m
s

sk

M

m msk

−−

−−−

∑

∑ ∑
∗

∗Α
τ

  

.                                                                                         (6) 
We can rewrite equation (6) as; 

( ) mms
k

km wkTmThay +−−∆∑ τ  ,                           (7)                       

Where; 
( ) ( ) ,...2,1,0,, === mmTswwmTsyy mm denotes the 

discrete-time index, sT  is the sampling period, and 
( )mTsm ττ = .  

 
In this paper, the problem addressed is the estimation of the 
unknown parameter, τ  based on soft-information estimates 
from a Soft-In, Soft-Out (SISO) turbo complex. In turbo 
decoding structure, serially concatenated codes provide the 
principal model for iterative decoding algorithm. The 
received symbol sequence goes through SISO modules 
repeatedly. The SISO modules’ processes involve detection, 
de-interleaving and decoding phases.  Symbols at the output 
and input of the SISO modules are formulated as log-
likelihood ratios. These ratios are namely, intrinsic, 
extrinsic, and a posteriori information of the transmitted bit 
symbols ka . In our interest we derive our timing recovery 
using a posteriori information at the receiver. Considering a 
nuisance vector { }Aaaa ,,, 21 …=a , we aim at finding the 
trial value τ~  of the parameter vector, τ  which maximizes 

( )τL , such that  
( ) ( )ττ ~maxˆ LL = , and ( )ττ

τ
~maxargˆ

~ L=  ,                    (8)                     

where L  is the likelihood non-decreasing function of the 
conditional probability and τ̂  is the actual estimate timing 
offset.  From theory of Information, turbo system’s entropy   
of SISO information is expressed as in (8) making our 
model appropriate. Neglecting the irrelevant terms 
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independent of the transmitted nuisance 
vector, { }Aaaa ,,, 21 …=a , and variable,τ  to be estimated, 
the log likelihood ratios (LLF) of (7) is denoted as; 
 ( ) ( )ττ ~|ln~ rpL ∆                                                            (9)                                                                                                       

Assuming that the vector, { }Aaaa ,,, 21 …=a  of the 

transmitted symbols, ka  has probability mass function 

denoted as ( )ap , and { }Rrrr ,,, 21 …=r , denotes the 
received signal vector dependent on a .  Applying Bayes 
rules to (8) yields an expanded form: 

( ) ( ) ( ) ,~,|ln~ ⎟
⎠

⎞
⎜
⎝

⎛
= ∑

a
aparpL ττ                  (10)

  
where                                                                                                    
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where 
 ( )sm mTnn ≅                                                               (11)     
         Taylor series expansion gives the approximation of 

qq +≅ 1)exp(  and ( ) qq ≅+1ln  and thus putting (11) 
into (10) and substituting (7) in the resulting expression 
yields an approximation [6]:  
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We assume that the series approximations are valid in low 
signal to noise ratio in which turbo receiver operate. The 
evaluation of (12) requires knowledge of a priori 
information at the receiver; unfortunately, the a priori 
information is not directly available. The stochastic nature 
of most parameters in the received signal leads to 
definitions;   
 ( ) ( )∑

Α∈

=≅
ka

kk raaapr ττη ˆ,|ˆ,                                      (13)                                                                                                                              

( )τρ ˆ,|2 raapa k
a

k =≅ ∑
Α∈

,                                     (14)                                                                                 

as the a posteriori mean and a posteriori mean square value 
of the transmitted symbol, ka  respectively. 

Here ( )τ̂,| raap k = , denotes the marginal a posteriori 
probability (APP) of the kth channel symbol ka conditioned 

on the observation of vector { }Rrrr ,,, 21 …=r  of the 
estimate τ̂  at  )1( −k th step, and a the m-possible values 
taken in the constellation, Α . Equation (13) depicts that for 
known marginal probabilities, a posteriori mean values 
would assume the size of all transmitted symbols. Without 
loss of generality, the proposed joint (turbo decoder and 

Equalizer) system models the received signal r in timing 
error as a Markov process. This enables the computation of 
marginal probabilities using the well known Bah-Jelinek-
Cocke-Raviv (BJCR) algorithm. This novel algorithm has 
been applied in several literatures [7][8] and [14] for turbo 
equalization and control of symbol error rate, however its 
complexity leads to natural choice of Viterbi Algorithm [1]. 
In this work Viterbi Algorithm is used in soft symbol 
estimations.Viterbi Algorithm has the advantage solely, of 
its optimal trellis search speed. The maximally computed 
soft   decision outputs are used as timing estimate system’s 
inputs.   
 
B.  A posteriori probability computation 
 
Turbo complex receivers compute a posteriori probabilities 
on bits rather than on symbols. We make a valid assumption 
that coded bits are independent in every symbol, so that a 
priori probabilities on symbols may be approximated as: 

( ) ( )∏
=

≅
Q

q

q
kk cpap

1

                                               (15)                    

and the corresponding posteriori probability as computed by 
SISO decoder given ith turbo iteration is denoted by: 

( )( ) ( )( )∏
=

−− ≅
Q

q

iq
k

i
k rcprap

1

11 ˆ,|ˆ,| ττ          (16)                     

Where Q  is the number of bits is contained in a symbol, ka , 
q
kc   is the qth bit of ka  and ( )( )1ˆ,| −iq

k rcp τ  is the bit a 
posteriori probabilities delivered by SISO decoder. 
Iterations performed on (16) compute both expectation-
maximization symbol synchronization and turbo 
demodulations. In the next section we derive timing 
extraction algorithm in soft information outs depicted in 
(16).  

 
IV. TIMING RECOVERY ALGORITHM 
 
In this section the estimation of τ̂  that maximizes equation 
(12) is developed.  Fortunately in [12], several second order 
gradient solutions applied in optimal maximization 
problems have been proposed. Tabak and Kuo [12] reported 
the original work of Fiacco and McCormick in the field of 
sequential unconstrained minimization techniques (SUMT) 
It can be shown that modified Newton-raphson (MNR) 
yields suboptimum numerical solution to (12) in the shortest 
time possible. In application to rapidly changing receiver 
systems, this method would be a natural choice. We thus 
adopt it in our maximization problem. 
 Thus, substituting (13) and (14) in (12) and computing 
gradient solution: 
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= k

L
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k
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                                                              (17) 
where ( )τ̂+kTy  is the first order derivative of discrete 
matched filter output evaluated in τ̂+kT .  Incidentally, 
the function to be maximized has a quadratic behavior with 
τ~   close to τ . Solution to equation (17) requires recursive 
process.  We notice also that higher order derivatives can 
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easily be ignored without loss of accuracy.  Re-writing (17) 
as: 
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The first order derivative of the second term may be 
approximated as: 
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while the second order derivative may take the form: 
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This is the basis of early-late gate synchronization principle 
performed on the output of sampled matched filter in fig.3. 
These samples are slightly earlier or later than previous 
estimate ( )1ˆ −iτ  by a predetermined step,δ  . On average, the 
output of the early-late samples will be smaller than the 
peak values. Optimal synchronization is reached when, the 
difference in side samples attain equilibrium. From 
equations (16) and (18), it can be seen that turbo iterations 
and symbol synchronization iterations are embedded as one 
process. At each iteration, the new timing estimate will be 
based on the discrete matched filter output and the posteriori 
probabilities from the previous iteration. The timing 
estimate convergence criterion depends on number of 
iterations in the symbol estimation systems. Further analysis 
of (18) shows  that  when more iterations are taken the 
expectation of random argument τ  will yield optimal 
sampling time; that is turbo demodulator  will estimate 
symbols from maximum eye opening samples of the 
matched filter output.   
 

V. SIMULATION RESULTS 
 
In this section the timing synchronization performance is 
investigated through simulations. At the transmitter, 2000 
information bits is independently encoded using a rate-1/2 
convolutional code. The bits are then interleaved using 

space-time interleavers. Modulation scheme used is 16-
QAM. 500 symbols are generated from bit-symbol mapper. 
Square root raised cosine signaling with roll-off 0.2 is 
chosen and similar matched raised cosine filter is used at the 
receiver whose output is interpolated at taps set to 20. The 
discrete matched filter waveshape is used to derive timing 
estimates along with soft information from turbo systems. 
18 turbo iterations are performed to attain timing 
synchronization level.  Fig.4 gives the mean and variance of 
timing estimator so presented. Clearly, the higher the 
iterations, the closer to the Cramer-Rao bound and the more 
unbiased our timing estimator becomes. The mean values 
are increasingly linear at low iterations indicating good 
performance up to estimates closer to 0.35. Fig.5, presents 
the overall BER performance at low SNR, which is a normal 
operating condition with turbo receivers. It is evident that 
the proposed synchronizer and turbo detection operate as 
complimentary peers. While the synchronizer requires a low 
BER inorder to deliver unbiased and low variance timing 
estimates, the turbo demodulator uses accurate timing 
estimates in order to decrease the BER. Thus, at high turbo 
iterations, with increased SNR, the BER for the proposed 
timing estimator falls rapidly. In fig.6,a comparision in 
synchronization steady state is made with the well known 
Mueller and Muller’s Algorithm. Frames of 63-bit length 
were transmitted over low SNR additive Gaussian noise 
channel. At normalized offset of about 0.35, undesirable 
timing variations were noted at start-up time. The proposed 
algorithm however showed fewer variations during the   data 
acquisition phase. This is desirable in mobile receiver 
systems. 
 

 
Fig.2: Bits-Symbols mapped signal. 
 
VI. CONCLUSION 
 
In this paper a soft information based timing extraction 
algorithm was presented. The idea of early-late gate 
synchronization was used. Turbo receiver system 
performance throughput was improved through iterative 
joint detection, decoding, equalization and synchronization. 
 
Finally; it is noted that increasing iterations of soft 
information exchanges will not only converge BER but also 
generate good timing estimates at low SNR environments. 
Low jitter can be reported in this method showing its 
suitability for the design of cellular receivers. 
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Fig.3: Discrete Interpolated matched filter output. 
 

 
(a) 

 
 

 
 
Fig.4: Mean and Variance performance of proposed 
estimator. 
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Abstract— Spectral (physical) features, especially the Mel-
frequency Cepstral Coefficient (MFCC) feature set, have become
the convention in current speaker recognition systems. A second
category of speaker-specific features viz. psychological (learned)
features like prosodic and conversational patterns prove superior
when spectral system performance deteriorate due to spectral
variations from noise and channel mismatch. Research into
fusion systems containing both types of features record improved
performance over stand-alone systems, e.g. using Maximum
Autocorrelation Values MACV (prosodic) and MFCC (spectral).

It is also often found that the feature distributions between
training and testing conditions differ. A normalisation technique
called histogram equalisation (HEQ) can be used to minimise
this difference. Literature shows that a modified version of HEQ
applied to the MFCC feature-set system yields improved results
over the MFCC-only system.

This paper was concerned with applying MSHEQ to a MACV-
MFCC fusion system. The system was tested on the NIST2000
database and yielded an EER of 26.84% for the MFCC-only
system, 25.85% for the MFCC-MACV system and 12.47% for
MSHEQ applied on the MFCC-MACV system.

Index Terms— MFCC, HEQ, MACV, feature-fusion systems,
prosodic, spectral, speaker verification

I. INTRODUCTION

The advancement of recognition systems come not from
entire system improvements but from optimisations and inno-
vations in components of such systems. The MFCC feature
vector has become the standard and convention in traditional
recognition systems. Much research goes in the direction
of hybrid systems built around the MFCC (state-of-the-art)
feature vector.

The MFCC feature set belongs to a category of features
model the physical vocal tract of a speaker [1], [2], [3]
and is thus spectral in nature. These type of feature sets
are sometimes referred to as low-level features [4], which
imply there are features called high-level features. High-level
or psychological features include information like prosodic,
phonemic, lexical and conversational patterns in speech and
there is a bank of literature that support the fact that the
performance of various recognition systems improve by using
high-level low-level feature fusion [2], [3], [4], [8], [9], [10].
The author’s own experiments verified that such a fusion

system does indeed improve performance in an identification
environment [13]. A prosodic feature (MACV [11]) was com-
bined with the popular MFCC (via GMMs [5], [6]) feature set
to yield improved results.

Another technique that proved to be quite effective in
improving recognition results was that of histogram equali-
sation (HEQ) [15], [16]. This technique normalises feature
distributions and thus minimises mismatches between training
and testing data distributions. Again, HEQ applied to the
MFCC feature set system [17] yielded improved results.

This paper is concerned with applying a modified version of
HEQ (applied differently on utterances) on a MACV-MFCC
(high-level low-level) feature-fusion system. Such a hybrid
system was built with the anticipation of better performance
than the stand-alone system or the simple-fusion systems.

II. SPEAKER-SPECIFIC CHARACTERISTICS OF SPEECH

This section briefly explains a few features of a speech
signal, specifically those pertaining to distinguishing between
speakers. All characteristics are broadly divided into two
categories, viz. low-level and high-level features.

A. Low-level features

Low-level features are based on the alteration of an acoustic
wave’s frequency content as it passes through the vocal tract.
The resonances of the vocal tract (formants), determined by
its physical dimensions, modifies the acoustic wave’s spectrum
[2], [3]. These features are spectral in nature and are thus
sometimes called physical or physiological features. They can
be extracted from relatively short segments of speech which
make them quicker than their alternatives. Traditional and
current speaker recognition systems, including state-of-the-art
all employ such features, the most popular of these feature
sets being the Mel-frequency cepstral coefficient (MFCC).
Such systems perform very good under clean conditions and
acceptable under noisy matched conditions. Under mismatched
conditions (channel, handset, ambient noise, etc.), however,
performance significantly deteriorates [7]. One of the principal
reasons for poor performance in these conditions is because
of the nature of low-level features; being spectral, they are
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susceptible to spectral variations due to noise and channel
effects [4].

B. High-level features

The second category of speaker-distinguishing features are
psychological or habitual opposed to being physical. They are
the aspects of speech learned over time and include features
like prosodic, phonetic, idiolectal and dialogic (conversational)
patterns found in speech.

According to Reynolds, et. al. [4], these features exist in
a hierarchy of levels Fig 1. The higher up the hierarchy
the feature exists, the more difficult it is to be extracted
since the speech segments required for adequate extraction
need to be significantly longer and consequently computation
complexity increases. There are many studies documenting
improved results of high-level low-level fusion recognition
systems over conventional stand-alone spectral systems.

Fig. 1. Speaker-specific feature hierarchy

III. MAXIMUM AUTOCORRELATION VALUES (MACV)
FEATURE SET

This feature set is a prosodic feature (a level one above the
spectral feature set level as described in section 3.2). Prosodic
features are known to carry speaker-specific information like
melody, intonation and loudness. Melody and intonation, com-
prising a major segment of prosody, are parameterised by the
pitch (fundamental frequency - F0) [9].

Pitch information can be acquired in one of two ways from
a speech signal: its global statistic which can be extracted from
the same segment size as the spectral features and then there is
the temporal dynamic changes of the prosodic sequence which
has to be obtained from a relatively longer segment of speech.
Though the latter proves to be of greater accuracy at the cost of
computation, both methods return prosodic information. The
MACV feature set extracts the global statistics of pitch in the
following way:

Given a speech frame {s(n), n = 0, 1, ..., Ns − 1}, the
MACV features are computed as follows [6], [7], [8]:

1) Compute the autocorrelation function:

R(k) =
1

N

∑Ns−1−k

n=0 s(n)s(n + k) k = 0, ..., Ns−1

(1)

2) Normalise R(k)by its maximum value i.e.

R̂(k) =
R(k)

R(0)
(2)

3) Divide the higher portion of R̂(k) into M equal parts.
4) Find the maximum value of R̂(k)in each of the M

divisions.
5) The M Maximum Autocorrelation Values (MACV)

forms an M -dimensional feature vector.
Figure 2 conceptualises the above algorithm.

Fig. 2. MACV feature extractor (after [10])

It should be noted that the lower portion of the normalised
auto-correlation function is not used. It contains information
from the vocal tract (system component of speech) which is
already extracted by the MFCC vector to which the MACV
will be concatenated. The higher portion of the normalised
auto-correlation function was based on the fact that human
pitch frequency is typically between 60-400Hz (males: 60-
160Hz; females: 160-400Hz) which translates into a range
from 2ms to 16ms [11].

IV. MODIFIED SEGMENTAL HISTOGRAM EQUALISATION

Histogram equalisation (HEQ) is a feature-based compen-
sation technique used minimise the mismatch between feature
distributions collected under different recording conditions
(e.g. between training and testing conditions). It does this by
non-linearly transforming the characteristics (i.e., the scale,
shape and location) of one probability distribution to that of
another such that their statistical properties (i.e., the mean,
variance and skew) match [14]. The technique was originally
used in digital image processing to alleviate brightness and
contrast alterations in digital images. HEQ, in the speech
processing context is applied on an utterance-by-utterance
basis, i.e. it is non-segmental [15], [17]. This limits its ability
to compensate for changing environmental conditions encoun-
tered within long utterances. A typical example is that of a
speaker speaking in a car. Here, the speech signal is subject to
distortions caused by engine noise (which changes depending
on the speed at which the car is travelling) and traffic noise
(which changes depending on the time of the day and the part
of town in which the speaker is travelling).

This limitation gave rise to the modified segmental his-
togram equalisation (MSHEQ) technique that is applied to
the features extracted from short adjacent segments of speech
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within an utterance [17]. At the core of MSHEQ is the
non-linear transformation provided by HEQ and as such, the
derivation of the HEQ transformation is provided to better
understand MSHEQ.

HEQ provides a transformation that allows for the con-
version of one probability distribution to another. It does
this by matching the cumulative distributions of a reference
distribution and that of the variable to be transformed. This is
accomplished as follows ([15]): Let x be a random variable
with a probability distribution px(x), and let y = T (x) be
a single-valued and monotonically increasing transformation
that converts the probability distribution px(x) into a reference
probability distribution, pref (y). In so doing, T (x) makes the
probability of finding x in the differential range dx equal to
the probability of finding y in the differential range dy, i.e.

pref (y)dy = px(x)dx (3)

Thus, the transformation y = T (x) modifies the original
probability distribution px(x) according to the expression:

pref (y) = px(x)
dx

dy
= p(G(y))

d(G(y)

dy
(4)

where G(y) = x is the inverse of T (x). Using 4, the rela-
tionship between the cumulative distribution functions (CDFs)
associated with px(x) and pref (y) is as follows:

Cx(x) =

∫ x

−∞

p(x′)dx′

=

∫ T (x)

∞

px(G(y)′)
dG(y)

dy
dy′

=

∫ y

−∞

pref (y′)dy′

=Cref (y)

=Cref (T (x)) (5)

Thus the transformation T (x) that converts px(x) into
pref (y) is given by:

T (x) = C−1
ref (Cx(x)) (6)

where C−1
ref is the inverse of the CDF of the reference

probability distribution. For practical implementations only
a finite number of observations are usually available. As a
result, cumulative histograms instead of cumulative probabil-
ities are used. This is the reason that the transformation is
called Histogram Equalisation and not probability distribution
equalisation.

The transformation given by 6 cannot, however, easily be
applied to the multi-dimensional feature vectors obtained from
the feature extraction module of a speaker recognition system.
For this reason, it is assumed that all the dimensions of
the feature vectors are independent. Under this simplifying
assumption, the transformation can be applied to each feature
vector component independently. A graphical illustration of
the cumulative distribution matching performed by HEQ is
depicted in Figure 3. It shows how the cumulative histogram of
the original variable x and the reference cumulative histogram

Fig. 3. The cumulative distribution matching performed by HEQ

can be used to perform the transformation. Here, each value
of x is replaced by the value of y that corresponds to the same
point in the reference cumulative histogram.

Now MSHEQ is built on the very principles of HEQ, with
the primary difference being the application to the utterance,
as stated earlier. Figure 4 shows how segmental HEQ, non-
segmental HEQ and modified segmental HEQ are applied
to the feature vectors extracted from a particular utterance
(assuming an utterance length of 9 features and a segment
length of 3 features for segmental and modified segmental
HEQ). As can be seen from this figure, non-segmental HEQ
is applied utterance-wise, segmental HEQ is applied over a
sliding window of features and modified segmental HEQ is
applied over adjacent segments of the utterance.

Fig. 4. (a) HEQ (non-segmental, (b) HEQ (segmental), (c) Modified
segmental HEQ

As seen above, though non-segmental HEQ and modified
segmental HEQ process the same number of features per
utterance, MSHEQ takes into account changing environment
conditions within an utterance.

V. EXPERIMENTS

The experiments were carried out to determine how
MSHEQ would affect the performance of a high-level low-
level feature fusion system, viz. MFCC-MACV fusion.
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A. Database

All tests were evaluated on the telephony database used
in 2000 in the annual speaker recognition evaluation con-
ducted by the National Institute of Standards and Technol-
ogy (NIST). This database includes conversational telephone-
quality speech taken from the Switchboard 2 corpus. The
artifacts present in this speech data are caused by "limited
bandwidth, channel noise from various sources, the use of
different microphones, recordings from different locations,
and recordings collected over a period of time" [21]. The
evaluation includes scoring and verifying 6096 legitimate
speaker trials and 60 476 impostor trials (a total of 66572
verification trails) involving 1003 target speakers, male and
female. All test segments are recorded from calls made from
a telephone number that is different from the ones used to
collect training speech. Therefore, all test utterances may be
considered to be collected using a handset different than the
one used for collecting the training utterances. Each speaker
is trained using a single two minute session, while testing
utterances range between few seconds and a minute (with
a primary focus on utterances with ranging from 15 to 45
seconds). A detailed description of the evaluation settings and
rules may be found in [20].

B. Feature extraction

The signal processing involved in the extraction of features
was as follows: The speech signal was first filtered with a pre-
emphasis filter of the form H(z) = 1-0.97z-1 and partitioned
into 25 millisecond frames at a frame rate of 80 Hz. These
frames were then multiplied with a Hamming window to
minimise signal discontinuities at the start and end of each
frame. The frames were then passed through a voice activity
detector (VAD) to eliminate all frames primarily containing
silence or noise. The VAD was implemented as a simple
energy-based detector that discarded all frames below a spec-
ified energy level. About 30% of all frames were discarded.
From the remaining frames the extraction of mel-frequency
cepstral coefficients (MFCCs) took place as follows. Each
frame was first Fourier transformed into the frequency domain.
The squared magnitude spectrum of each frame was then
filtered by a bank of 26 mel-scaled triangular filters distributed
over a bandwidth of 240-3480 Hz (which is approximately the
bandwidth of a telephone channel). The logarithm of the filter-
bank outputs was then cosine transformed into 18-dimensional
MFCC feature vectors. The procedure for extracting MFCCs
was kept identical for all the compensation techniques evalu-
ated.

C. Speaker modelling

As in [5], speaker modelling involved a two step process;
a general Universal Background Model (UBM) was trained
on a large quantity of exclusive speech, and a target speaker
model was then formed by adapting the parameters of the
UBM. The UBM was comprised of a Gaussian Mixture Model
(GMM) [5], [12] which models the PDF of a collection of
multi-dimensional feature vectors (like the MFCCs used in

this work). It does this by using a composition of multi-
dimensional Gaussians mixtures.

Four different UBMs were trained for the system - the
UBMs were both gender- and handset- dependent (carbon-
button or electret). The UBMs consisted of 128 mixtures and
were trained using the entire test data of the telephony database
used in the NIST 1999 speaker recognition evaluation (about
two hours of data for each model). The UBMs were trained
using the Distance-based GMM procedure [19]. That is, the
data was clustered using the K-means algorithm, and the GMM
parameters were calculated as follows. The weights were given
by the relative number of vectors in each cluster, and the
means and variances were the sample mean and variance of
each cluster. No iterations of the Expectation-maximisation
algorithm were performed. Once the UBMs were obtained,
speaker models were formed by adjusting the UBM parameters
by Bayesian Adaptation [5]. The choice of the UBM to use
for adaptation depended on the type of handset employed in
the training session and the claimant speaker’s gender. Only
the means of the UBM mixtures were adapted. As for the
feature extraction portion of the speaker verification system,
the above-mentioned model settings were kept identical for all
the compensation techniques evaluated.

D. Decision making

Fundamentally, a speaker verification system needs to make
a 2-class decision. That is, to either accept or reject the
current identity claim. The system must decide whether the
input speech signal better matches a model of the targeted
speaker or a background model of non-claimant speakers, i.e.
the UBM. For each verification trial, the features extracted
from the test segment are compared to a targeted speaker
model and to a UBM. Following this, a likelihood ratio is
computed as the ratio (or difference in the log domain) of the
scores obtained. This value is then compared to a decision
threshold to determine whether to accept or reject the current
identity claim. The likelihood ratio of a speaker model and
UBM pair was approximated using the five highest scoring
Gaussian components as described in [5].

E. Score normalisation

Before reporting the final performance of the speaker verifi-
cation system, the scores obtained for all the verification trials
were pooled and a speaker-independent decision threshold
was varied so as to obtain the EER of the system. However,
to eliminate handset- and environment-dependent biases and
scales in the scores, Test normalisation (T-norm) [18] was
used. T-norm uses the mean and standard deviation of the
scores derived from evaluating a particular test utterance
against a set of standard speaker models to adjust the score
obtained when a targeted speaker model is tested with the same
utterance. In so doing, T-norm normalises score distributions.

F. Results

For the experiments conducted in this section, 5-
dimensional MACV feature vectors were appended to the 18-
dimensional MFCC feature vectors extracted from each frame
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of speech in the NIST 2000 database. Table I shows the
results obtained when MACVs were appended to the MFCC
feature vectors. Each experiment was run three times and the
average of the results obtained was taken. No feature-based
compensation (MSHEQ) was used at this phase of testing.

Feature Type EER (%) Max DCF (x10-4)
18 MFCCs 26.84 ± 0.01 834 ± 3.61

18 MFCCs + 5 MACVs 25.85 ± 0.04 790 ± 1.53

TABLE I
COMBINED PERFORMANCE FOR ALL TRIALS WHEN MFCCS ARE

COMBINED WITH MACVS (AVERAGE ± STANDARD DEVIATION)

It is worthy to note at this place that the above results in the
table verifies that high-level low-level feature fusion systems
improve recognition performance.

The next phase of testing put MSHEQ into action by
applying it to each feature vector distribution (i.e on MFCC
and MACV) individually. It was applied over 10 second
segment lengths. Figure 5 shows the results of this experiment.
As illustrated, the application of MSHEQ to both feature sets
leads to a substantial improvement in the performance obtained
for the combined feature set. In fact, the average EER of
12.47% and minimum DCF value of 483x10-4 is an impressive
improvement on performance. It must be noted, though, that
normalisation of the MFCC feature vectors led to the largest
improvement in the performance of the combined feature set.
Subsequent normalisation of the MACV feature vectors only
led to marginal, albeit statistically significant, improvements
in performance. Still, this result reinforces the versatility of
the HEQ technique and its ability to compensate for a wide
range of distortions. Furthermore, the application of HEQ to
both feature sets translates to a relative reduction in the EER
and the minimum DCF value of the baseline system of 16.14%
and 15.11% respectively.

Fig. 5. System performance when different components of the combined
feature set are normalised

VI. CONCLUSIONS

This application of HEQ produced results superior to that of
normalising MFCCs alone and showed that HEQ indeed has
the ability to compensate for a wide range of distortions, even
those affecting a combined feature set, viz. MACV-MFCC.
A relative reduction in the equal error rate and minimum
detection cost function value of the baseline system of 16.14%
and 15.11% respectively, was obtained.
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Abstract
Iris recognition is a relatively new and widely developing tech-
nology. The unique and distinct spatial patterns of the iris is
used to create a digital signature for person identification. A
common problem faced by systems is that of accurate segmen-
tation of the region of interest (ROI). This paper discusses var-
ious texture analysis and pattern classification techniques for
characterizing the ROI.

1. Introduction
The iris begins its formation in the 3rd month of gestation [1].
By the 8th month, its distinctive pattern is complete. However,
pigmentation and even pupil size increase as far up as adoles-
cence [2]. The iris has a multilayered texture. This combination
of layers and colour provide a highly distinctive pattern.

Of the utmost importance in a biometric identification sys-
tem is the stability and uniqueness of the object being analysed.
Ophthalmologists [3] and anatomists [4], during the course of
clinical observations, have noted that the irises of individuals
are highly distinctive. This extends to the left and right eye of
the same person. Repeated observations over a period of time
have highlighted little variation in the patterns.

Developmental biology has also provided evidence of the
particular characteristics of the iris [2]. Although the general
structure of the iris is genetically determined, the uniqueness of
its minutiae is highly dependent on circumstances. As a result,
replication is almost impossible. It has also been noted that, fol-
lowing adolescence, the iris remains stable and varies little for
the remainder of the person’s life. Development is continuous
during the early and adolescent years (pigmentation continues
as well as an increase in pupil size) [4, 2].

In 1936, Frank Burch, an ophthalmologist, proposed the
idea of using iris patterns for personal identification. How-
ever, this was only documented by James Doggarts in 1949.
The idea of iris identification for automated recognition was fi-
nally patented by Aran Safir and Leonard Flom in 1987. They
commissioned John Daugman to develop the fundamental al-
gorithms in 1989. These algorithms were patented by Daug-
man in 1994 and now form the basis for all current commercial
iris recognition systems. The Daugman algorithms are owned
by Iridian Technologies and they are licensed to several other
companies.

A key part of iris recognition is the segmentation of the iris
after an image has been acquired. Current systems rely on a
set of assumptions - such as clear boundaries, uncorrupted iris
texture and good illumination - that assist with segmentation.
However, this is rarely the case and unwanted artifacts present
in the image make segmentation a very difficult process.

The fundamental iris recognition papers [5, 6, 7], while in-
strumental in providing rich knowledge for all subsequent en-

deavors, have not addressed the problem of interference caused
by eyelashes, reflection, skin and other artifacts. Iris texture
is the ROI and it is required that we remove useless artifacts -
such as eyelashes and eyelids - from the iris region. A texture
segmentation approach is undertaken.

In this paper we discuss various texture analysis and pat-
tern classification techniques for characterizing the ROI in the
segmentation of an iris image. The rest of the paper is orga-
nized as follows: in section 2 we present some related work;
pre-processing is discussed in section 3; section 4 is devoted to
texture analysis; in section 5 we present unsupervised pattern
classification; experimental results and discussion are exhibited
in section 6; future developments are mentioned in section 7
and in section 8 conclusions are drawn.

2. Related Work
The fundamental iris algorithm and system was developed by
John Daugman. This was presented in his landmark paper [5]
and subsequently updated [8]. The iris is segmented using
integro-differential operators. To extract the rich details of the
texture, he uses complex-valued 2D Gabor wavelets to extract
discriminating information. Recognition is done by means of a
test of statistical independence for two iris codes. A failure of
the test implies a match. The matching system implements a
normalized Hamming distance criteria.

Features can be extracted using an application of Laplacian
of Gaussian filters at different resolutions [6]. Feature extrac-
tion using zero-crossing representations of a 1D wavelet trans-
form [7], the Haar wavelet [9] and the Haar wavelet with a neu-
ral network for identification [10] are well documented. Multi-
channel Gabor filtering [11], circular symmetric filters [12] and
key local variations in 1D signals [13] have also shown to be
very promising for generating digital iris codes.

Images in the real world do not contain uniform intensity.
They generally have intensity variations that follow a particular
periodicity. This is visual texture [14]. The techniques available
for machine learning consist of co-occurrence matrices, Markov
random fields, wavelets and fractals, each one being adaptable
to a particular situation [15].

An algorithm - void of texture classification - to detect eye-
lashes for accurate iris segmentation has been proposed in the
literature [16]. It divides the problem into two possibilities
- separable eyelashes and multiple eyelashes. Separable eye-
lashes are treated as edges. The image is convolved with a Ga-
bor filter and thresholded to segment the eyelashes. The Gabor
function is defined as

G(x, u, σ) = exp{ x2

2σ2
}cos(2πux) (1)

where u is the frequency of the sinusoidal wave and σ is the
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standard deviation of the Gaussian. If the resultant value of a
point falls below a threshold, it belongs to an eyelash. This can
be stated as:

f(x) ∗G(v, u, σ) < K1 (2)
where K1 is a pre-determined threshold and ∗ is the convolution
operator. The success of this process depends on a high inten-
sity difference between iris pixels and eyelash pixels. Multiple
eyelashes are modelled using an intensity variation model - eye-
lashes overlapping in a small area have a low intensity variation.
If the variance of intensity in the area is below a threshold, the
center of the window is labelled an eyelash pixel. This can be
stated as:

∑N

i=−N
∑N

j=−N (f(x + i, y + j)−M)2

(2N + 1)2
< K2 (3)

where M is the mean intensity in the window and (2N + 1)2

is the window size and K2 is a threshold. A connected compo-
nents algorithm is also implemented to avoid misclassification
of pixels. K1 and K2 are empirically determined parameters.

The frequency distribution of iris images has been analyzed
to determine occlusions by eyelids and eyelashes [17]. While
effective, the technique does not provide a solution to removing
the useless regions. In section 4 we discuss four methods for
characterizing different parts of an iris image.

3. Preprocessing
Segmentation of the iris from an image of the eye is sensitive to
numerous factors - noise, uneven lighting and eyelid and eye-
lash interference. Although the pupil and iris borders can be
modelled using two non-concentric circles, with the larger one
forming a closed contour around the smaller one, detection of
these two boundaries is not a simple problem. In a typical case,
the outer iris boundary is a very soft gradient that standard edge
functions do not detect. This boundary is sometimes only par-
tially visible or, possibly, covered by eyelash. Once localized,
the iris is transformed into a 544×96 grid to make it invariant to
changes in pupil diameter. The details of the algorithm can be
found in [18]. An example of a localized iris and a normalized
one is shown in Fig. 1.

4. Texture Analysis
4.1. Gabor texture features

The Gabor function [19] is used to filter an image at different
frequencies and orientations. The filter outputs reflect the spa-
tial and orientation composition of a texture. It has the follow-
ing form

g(x, y) = exp{−1

2
(

x2

σx2
+

y2

σy2
)}cos( 2π

λ
+ φ) (4)

The x and y coordinates can be rotated spatially by a value θ to
produce a filter for different orientations. It can be performed
by computing

x
′

= (x− ξ) cos θ + (y − η) sin θ (5)

y
′

= −(x− ξ) sin θ + (y − η) cos θ (6)

and substituting these values for x and y. The parameter φ con-
trols the phase offset of the function. We also have

σx =

√
ln2(2Bf + 1)
√

2π
λ

(2Bf − 1)
(7)

Figure 1: A localized iris and a normalized iris

σy =

√
ln2

√
2π
λ

tan(Bθ

2
)

(8)

The frequency of the sinusoids is 1

λ
. The spread of the Gaussian

in the x and y directions is controlled by σx and σy respectively.
The frequency bandwidth of the filter is represented by Bf and
the angular bandwidth by Bθ . Bf is set to 1 (octave) and Bθ

is 30 degrees. φ is set to 0 to create a symmetric filter and − π
2

for an anti-symmetric filter. We compute the Gabor energy of
an image by combining the outputs r of a symmetric (even) and
antisymmetric (odd) filter to establish a feature

fλ,θ =
√

(reven)2 + (rodd)2 (9)

for a particular λ and θ. We use θ ∈ {0, 30, 60, 90, 120, 150}
and λ ∈ {1, 1.41, 2.82} and a maximum kernel size of 9× 9.

4.2. The Discrete Wavelet Transform

A fundamental development in signal processing was that of the
wavelet. Mallat [20] was the first to show that wavelets formed
a powerful basis for multiresolution theory. Multiresolution the-
ory incorporates ideas from subband coding, quadrature filters
and pyramidal image processing. The DWT separates a signal
into different frequency components and can be computed us-
ing a cascade of filters. Outputs for the filters h (high pass) and
l (low pass) in the 1D case are given by:

aj+1(x) =

+∞
∑

n=−∞
l(n− 2x)aj(n) (10)

dj+1(x) =

+∞
∑

n=−∞
h(n− 2x)aj(n) (11)

The aj represent the approximated signal and are used for the
next scale of the transform while the dj are the wavelet coef-
ficients. At scale j + 1 there are half the number of elements
as scale j. The DWT can be performed until only 2 elements
remain.
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Features computed from the wavelet coefficients are:

µ =
1

N2

N
∑

i=1

p(i) (12)

e =
1

N2

N
∑

i=1

[p(i)]2 (13)

AAD =
1

N2

∑

i=1

| p(i)− µ | (14)

which are the mean, energy and absolute average deviation re-
spectively. The filtered signal is represented by p while N is the
number of elements in the signal. A generalized Haar [20, 21]
algorithm decomposes the image, extracting detail and approx-
imation coefficients. To perform feature extraction, a 8 × 8
window is centered at each pixel and 2 passes of the Haar algo-
rithm is performed on windowed pixels together with computa-
tion of the statistical information. At each scale, 4 sub-images
are produced from the detail and approximation coefficients -
LL, LH , HL and HH . Features are computed for LL, LH

and HH . For LL, the mean and AAD are computed. For LH

and HL, the energy is computed. Thus, for each pass, 4 features
are computed. In addition, the mean and AAD are computed for
the original image. This provides a total of 10 features for the
DWT transform of a texture.

4.3. Co-occurrence Features

Haralick et al. [22] co-occurrence features are a popular and
effective texture descriptor. It estimates the image properties
to second-order statistical features. A GLCM (Grey Level Co-
occurrence Matrix) element pθ,d(i, j) is the joint probability of
the grey level pairs i and j in a given direction θ separated by
distance of d pixels. Three texture measures are computed from
GLCMs generated from the input image.They are:

CONT =

N
∑

i,j=1

(i− j)2pθ,d(i, j) (15)

ENTR = −
N

∑

i,j=1

pθ,d(i, j)log pθ,d(i, j) (16)

MEAN = µ = µx =
N

∑

i,j=1

iPx(i, j) (17)

where

Px(i) =
N

∑

j=1

pθ,d(i, j) (18)

In addition, a new feature has been defined:

F1 =
N

∑

i,j=1

pθ,d(i, j)
i

j
(19)

Evidence is provided in [23] that GLCM texture features per-
form differently for particular images. Their work was consis-
tent with previous works that divided GLCM features into 3
groups:

1. The contrast group - contrast, dissimilarity and homo-
geneity

2. The orderliness group - energy and entropy

3. Descriptive statistics - mean, standard deviation and cor-
relation

and suggested combining one feature from group 1, one from
group 2 and one or two from group 3. Group 1 and 2 have
their members strongly correlated with the others in their group.
We have selected one from each group and introduced a new
feature. Features are computed for a 9 × 9 window with the
number of grey levels quantized to 64.

4.4. Markov Random Fields

One of the most common and popular of the model-based ap-
proaches is the use of random fields. Markov Random Fields
(MRF) construct a texture model by expressing all grey values
in an image as a function of the grey values in a neighborhood
of each pixel. A Markov random field [24] is a 2D lattice of
points where each point is assigned a value that is influenced
by its particular neighbouring values. Let X(i, j) be a random
variable which denotes the grey value at site (pixel) (i, j) on an
N×M image lattice L. For simplicity, X shall be indexed with
only one variable: X(c) where c = 1, 2, 3..., N ×M . If y is a
neighbour of x then ρ(X(x)) depends on the value X(y). Then
the Markov random field is a joint probability density on the set
of all digital numbers of L such that ρ(X(c)) > 0 and

ρ(X(c) | X(m), m = 1, 2, 3, ..., N ×M, c 6= m)

= ρ(X(c) | neighbours of c)
(20)

A symmetric difference equation is used to model the Markov
process for textures [25]:

X(c) =
∑

βc,m[X(c + m) + X(c−m)] + ec (21)

where the mi is an offset to a neighbouring site. This is a Gaus-
sian Markov Random Field (GMRF). Zero mean Gaussian dis-
tributed noise (estimation error) is denoted by ec, m is an offset
from the center cell c and βc,m are parameters that weigh a pair
of symmetric neighbours to the center cell. The βs form the
feature vector that describes the Markovian properties of the
texture and govern the spatial interactions. A region R of size
w×w is defined together with the order of neighbourhood (N ).
For every wij pixel in R, its neighbouring pixels up to order N

describe a spatial interaction with the pixel. These spatial inter-
actions for all wijs in R are modelled using the Gauss model
described above. We can represent the equation in matrix nota-
tion:

X(c) = β
T
Qc + ec (22)

β is a vector consisting of all the βc,m and Qc is a vector defined
by:

Qc =







X(c + m1) + X(c−m1)
X(c + m2) + X(c−m2)
X(c + m3) + X(c−m3)

...






(23)

The βs can be estimated using a least squares approach:

β =

[

∑

c∈N
QcQ

T
c

]−1
[

∑

c∈N
QcX(c)

]

(24)

Features are computed using the βs by a modified method pre-
sented in [26]. The neighbourhood order is 5 (5 × 5 window)
with a smoothing window of 5×5. The region R is 9×9. Prior
to computing the texture features, the intensity image must be
transformed to a zero mean image. To do this, for every pixel
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xij in the intensity image, compute a local mean µ in a win-
dowed region centered at xij . Then the new value of xij in the
zero mean image is xij − µ.

5. Unsupervised Pattern Classification
The segmentation of an iris image is a problem of unsupervised
classification. In essence, we are required to partition the set
of feature vectors into classes that differ from each other as
much as possible. Concurrently, the vectors in the same class
must differ as little as possible. The number of distinct texture
classes in the region of interest is unknown. Ideally, we require
a two class classifier that separates iris texture and any other
textures. The K-means [27] and fuzzy C-means [28] algorithms
are implemented. There are a multitude of textures possible
when an image of the eye is captured - skin, eyelash, sclera,
iris and pupil. The texture variations are random due to uneven
illumination, eyelashes and the state of the pupil.

5.1. K-means Clustering

The MacQueens k-means algorithm is a popular clustering al-
gorithm in which the number of clusters (k) is known. It is an
iterative process that assigns patterns to the closest cluster using
a distance function (such as the Euclidean distance measure).
The basic algorithm is described below.

1. Define the number of clusters k.

2. Initialize (randomly) the clusters prototypes pi (i =
1..k).

3. For each pattern x, assign x to the nearest cluster pi (i =
1..k).

4. Recompute pi (i = 1..k).

5. Repeat steps 3 and 4 until the prototypes do not change.

The algorithm we use is similar to the once described above but
uses a function to derive weights for the distance function. The
weighting function is proposed in [29].

5.2. Fuzzy C-means Clustering

Fuzzy clustering allows data to belong to more than one class.
This is reflected by their degree of membership in a particular
cluster. It is based on the minimization of the objective function

Jm =

N
∑

i=1

C
∑

j=1

u
m
ij ‖ xi − vj ‖2 , 1 ≤ m ≤ ∞ (25)

where m is a real number greater than 1 (called the fuzzification
factor). uij is the degree of membership of xi in the cluster j

where 0 ≤ uij ≤ 1. xi is the i
th component in a d-dimensional

data set (vectors). vj is the d-dimension center of cluster j and
‖ ∗ ‖ is the Euclidean norm. C denotes the number of clus-
ters and N the number of pattern vectors. Fuzzy partitioning
is an iterative optimization process. The degree of membership
(uij) and the cluster centers vj are computed by the following
equation:

uij =
1

∑C

k=1
(
‖xi−vj‖
‖xi−vk‖ )

2

m−1

(26)

vj =

∑N

i=1
umij ¦ xi

∑N

i=1
umij

(27)

The stopping criterion is | ukij−uk−1

ij |< ε, where ε is a thresh-
old between zero and one. The algorithm is as follows:

(a)

(b)

Figure 2: a) DB index for k-means b) DB index for fuzzy c-
means

1. Select the values of ε and c and initialize the counter k

to 0 (k ← 0).

2. Obtain (randomly) the initial membership matrix, U (0).

3. k ← k + 1

4. Compute the centroids vj (j = 1, ..., c) using equation
(7).

5. Compute the membership matrix U (k) using equation
(6).

6. If || U (k) − U (k−1) ||< ε then stop else go to step 3.

6. Experimental Results and Discussion
The first experiment conducted entailed using the Davies-
Bouldin (DB) index [30] to study the trend of cluster separation
as the number of classes increased and the separation indices
for the different texture methods. The DB index aims to iden-
tify sets of clusters that are compact and well separated - the
lower the index value the better the number of classes used for
clustering. All feature sets were normalized to unit variance
and zero mean. The DB index was computed for 104 test im-
ages with number of clusters from 2 to 5. This was done for
the 4 texture analysis methods and the 2 clustering algorithms.
The average DB index was then computed for each number of
clusters. Table 1. shows the average DB indices for the dif-
ferent methods and parameters. Figure 2. shows the DB index
curve as the number of clusters varies for k-means and fuzzy c-
means. We can see that the DWT and GLCM indices are stable
as the number of clusters increases while the MRF and Gabor
indices keep increasing as the number of classes increases. This
indicates that the Gabor and MRF features do not provide good
separability as the number of clusters increases while the DWT
and GLCM cluster separation remain fairly stable. In addition,
the table of indices shows that the DB index for k-means is sig-
nificantly lower than fuzzy c-means implying a better cluster
separation by k-means clustering.
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Table 1: Average DB indices

We then performed a subjective evaluation on 50 test im-
ages to study the segmentation results. We set the number of
classes to 2 for the clustering algorithms. The test images con-
sisted of iris images with combinations of the following arti-
facts:

• pupillary border

• multiple eyelashes

• single eyelashes

• no eyelashes

• reflection

• uneven illumination

• physiological characteristics such as freckles

Figure 3. shows a few test results. The k-means algorithm is
able to classify reflections, eyelashes and pupillary border pix-
els into a single cluster. Skin and iris texture form the second
cluster. A supervised approach would be able to decompose this
cluster into skin and iris pixels. The fuzzy c-means algorithm
effectively separates iris and skin from eyelashes, reflection and
pupillary border pixels. However, it also tends to classify freck-
les and other texture variations as belonging to non-iris pixels.
If the k value for k-means is set to 3, the freckles are detected.
This shows that k-means differentiates better between iris and
non-iris pixels since freckles are classified as iris pixels, which
is correct. Eyelashes at the lower eyelid are not located by the
clustering algorithms. The reason for this is that these eyelashes
are very fine and that the smoothing process in the preprocess-
ing stage removes them.

The DWT performs the best from the 4 texture techniques.
The segmentation boundaries are clear and precise. Freckles
and other iris characteristics are not misclassified by the k-
means clustering. It is able to generalize well in uneven illu-
mination. The non-iris pixels correspond to high energies with
various fluctuations.

The GLCM method has the ability to clearly distinguish
eyelash zones. The new feature proposed produces a high re-
sponse in the presence of eyelashes and reflections and the
pupillary border. When the gradient between different zones
is low, the algorithm fails to detect the transition although the
segmentation result is acceptable. The technique is not sensitive
to small noisy fluctuations in texture. It also produces precise
and unbroken segmentation contours.

The Gabor filters are very promising. However, they are
very sensitive to noise due to the small size of the kernels and
the high frequency selectivity of the filter. A broader range of
parameters can be used but segmentation accuracy would de-
crease. The dimensionality and running time would also be
greatly affected. The filters are able to detect eyelashes effec-
tively and with high precision due to its edge-like characteris-
tics. The segmentation result contains jagged lines and edges

in some cases due to the sensitivity of the kernel to noise and
fluctuations.

The MRF performs poorly in comparison to the other tech-
niques. A high degree of misclassification occurs at some tex-
ture borders such as eyelash and iris. In some cases, zones are
broken up. The features are not an accurate representation of
texture areas.

Overall, we find that texture classification and unsupervised
clustering is very promising for segmenting iris images. A su-
pervised approach would greatly improve results.

7. Future Developments
A learning process will be performed to determine particular
texture characteristics of different regions in an iris image. This
will provide data for attaching labels to clusters so that regions
can be identified correctly.

8. Conclusion
The results presented in this paper show a distinctive pattern
difference between iris and non-iris texture that will assist in ac-
curate segmentation of iris images. The DWT performs the best
from the four texture techniques. The GLCM and Gabor filter
features are also very promising. The MRF performs poorly for
this application area in comparison to the other methods. The
k-means clustering algorithm with weighted distance measure
performs better than the fuzzy c-means algorithm.
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Abstract

Typically two procedures are used in optimising clas-
sifiers. The first is cost-sensitive optimisation, in
which given priors and costs, the optimal classifier
weights/thresholds are specified corresponding to min-
imum loss, followed by model comparison. This pro-
cedure extends naturally to the multiclass case. The
second is Neyman-Pearson optimisation, in which costs
may not be certain, and the problem involves specifica-
tion of one of the class errors, which subsequently fixes
the corresponding error (in the two class case), followed
by comparisons between different models. This optimi-
sation is well understood in the two-class case, but less
so in the multiclass case. In this paper we study the
extension of Neyman-Pearson optimisation to the mul-
ticlass case, involving specifying various classification
errors, and minimising the others. It is shown empiri-
cally that the optimisation can indeed be useful for the
multiclass case, but obtaining a viable solution is only
guaranteed if a single error is specified. Specifying more
than one error may result in a solution depending on the
data and classifier, which is determined via a multiclass
ROC analysis framework.

1. Introduction

In statistical pattern recognition, a typical design pro-
cedure involves gathering representative data for each
class, and estimating model parameters to derive a dis-
crimination function (e.g. density estimation, support
vector classification), as well as a suitable representa-
tion (e.g. feature extraction, feature selection [1]). Once
a suitable model is found, the next step is to optimise the
various classification weights/thresholds. This optimisa-
tion is defined by the nature of the problem at hand. In
some situations, the optimisation can be posed as a loss-
minimisation problem. In this case classification costs
are known, and the respective loss can be computed for
different classification weights by summing confusion

matrix errors, weighted by the respective costs and pri-
ors. This is commonly known as cost-sensitive optimi-
sation [1], [2].

In other situations, referring specifically to the 2-
class case, precise costs may be unknown, and a differ-
ent optimisation strategy needs to be taken. Two types
of classification errors occur in the 2-class case, namely
the false negative rate (FNr), consisting of class 1 er-
rors misclassified as class 2, and the false positive rate
(FPr) in the opposite case. In this situation, it is of-
ten desirable to specify a fixed FNr or FPr , and select
a model with the corresponding lowest FPr or FNr .
This is referred to as Neyman-Pearson optimisation1.
The optimisation is in selecting the best model. A well-
known classifier analysis approach that is useful in this
context is receiver operator characteristic (ROC) anal-
ysis [4], consisting of a graph representing all possible
classification conditions as the classification weights are
varied. It is important to note that in the 2-class case,
any FNr or FPr specification can be achieved, and a
corresponding weight obtained. This Neyman-Pearson
design is useful in a number of areas such as detection
problems, and medical decision making.

In the multiclass case, several possible classification
outputs result, with C2 � C interclass errors, and C in-
traclass correct classifications, in a C-class problem. In
this situation, it has been shown that both cost-sensitive
optimisation and Neyman-Pearson optimisation extend
theoretically [5], involving the use of multiclass ROC
hypersurfaces. In the case of Neyman-Pearson optimi-
sation, it has thus been shown that specifying a partic-
ular classification error in a C-class problem is achiev-
able, with the subsequent objective to minimise all other
C2�C classification errors. However, a practical situa-
tion may demand the specification of a number of classi-
fication errors, and subsequent minimisation of remain-
ing classification errors. This type of optimisation could

1A more fundamental formalisation and derivation of
Neyman-Pearson theory in a detection context can be found in
[3], with application in a classification sense in [1].
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be applicable to areas such as medical decision making
involving multiple diseases, or remote sensing, in which
the objective is to identify various types of terrain, and
minimise the false positive rates with respect to the de-
sired classes of all other terrain types. This type of anal-
ysis has not yet (to our knowledge) been studied. In this
paper we formalise multiclass ROC analysis, allowing
for an implementation of a multiclass Neyman-Pearson
optimisation procedure. Extendibility and limitations
are identified, primarily discussing the fact that a feasi-
ble point on the ROC hypersurface is only guaranteed if
just one interclass classification error is specified. How-
ever, some experiments show that in practical situations,
specifying a number of classification outputs does result
in a feasible solution. This is a very interesting result,
which may have a large potential for Neyman-Pearson
type problems in the multiclass case.

The paper is structured as follows: Section 2 for-
malises multiclass classification, allowing for derivation
of the various inter- and intra-class outputs inherent to
multiclass classifiers. The foundation of the Neyman-
Pearson optimisation is a multiclass ROC framework,
defined in Section 3. Neyman-Pearson optimisation us-
ing ROC analysis is then discussed in Section 4, with
some experiments to demonstrate the optimisation in re-
alistic situations in Section 5. A final discussion and
conclusions are given in Section 6.

2. Formalisation of multiclass
classification

Consider a multiclass problem with C classes,
ω1, ω2, . . . , ωC , with input data x, and d dimensions.
The objective of a multiclass classifier f(x) is to dis-
criminate between the various classes as well as possi-
ble, according to the requirements of the problem. The
classifier is usually trained based on independent train-
ing data. Many strategies are possible, but the outcome
is typically a vector of continuous values, with higher
values supporting higher confidence (e.g. probability,
distance to a decision boundary, support vector etc.)
in particular classes. For class i, the classifier output
is written as f(ωi|x). In the density-based case, this
would be the posterior estimate for the respective class.
Irrespective of the classification type, the class assign-
ment is typically:

argmax
C
i=1f(ωi|x) (1)

For example in Figure 1, a scatterplot is shown of a 5-
class synthetic example, together with the multiclass de-
cision boundary of a Bayes quadratic classifier.

An observation that can be made is that there are a
number of Degrees Of Freedom (DOF) that can be used
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Figure 1: Scatter plots of a synthetic 5-class problem,
illustrating the decision boundaries (degrees of freedom)
for one operating point.

to adjust the classifier (analogous to thresholds). In fact,
there are C � 1 degrees of freedom in a C�class prob-
lem. Thus in the 2-class case, there is only one DOF,
and in the 10-class case, there are 9 DOF to optimise the
classifier.

When evaluating a classifier, both intraclass out-
puts (correct classifications), and interclass classifica-
tions (between-class errors) are of interest. These are
specified by a confusion matrix CM , with a size C2.
Thus the number of errors increases quadratically with
increasing C. The CM is typically constructed by ap-
plying an independent test set to a trained classifier. In
the 2-class case, only 2 interclass errors occur, namely
the familiar False Negative rate (FNr) and False Posi-
tive rate (FPr), with respect to one of the classes. ROC
analysis involves inspecting the interplay between these
two errors as a function of the single weight/threshold.
The CM is defined in Table 1. The output between
class i and j is denoted cmi,j . CM outputs are usu-

estimated
ω1 ω2 . . . ωC

ω1 cm1,1 cm1,2 . . . cm1,C N1

true
ω2 cm2,1 cm2,2 . . . cm2,C N2

. . .

ωC cmC,1 cmC,2 . . . cmC,C NC

Table 1: A multi-class confusion matrix.

ally normalised by the absolute number of objects Ni

per class ωi, N = [N1, N2, . . . , NC ]T , resulting in
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the normalised confusion matrix Ξ, where each ele-
ment is now referenced as �i,j , and �i,j =

cmi,j

N(i)
. We

now consider the computation of each element in Ξ via
an example. Consider the class-conditional distribu-
tions in Figure 2, consisting of five Gaussian-distributed
classes ω1, ω2, . . . , ω5, with means occurring at �1 =
�6, �2 = �3, �3 = 0, �4 = 6, �5 = 9, and unit vari-
ance. The respective priors are assumed to be equal. The
class-conditional density of class i is denoted p(x|ωi),
and the prior p(ωi).
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Figure 2: Probability density functions for the 5-class
example with known distributions.

This example results in a 5 � 5 element confusion
matrix. In order to compute each confusion �i,j (the
percentage of of ωi misclassified as ωj), the following
integration is performed:

�i,j(x) = p(ωi)

Z

p(x|ωi)Iij(x)dx (2)

The indicator function Iij(x) specifies the relevant do-
main:

Iij(x) =

8

>

>

>

>

>

<

>

>

>

>

>

:

1 if p(ωj |x) > p(ωk|x) ∀k,

k 6= j, i 6= j

1 if p(ωi|x) > p(ωk|x) ∀k,

k 6= i, i = j

0 otherwise

(3)

Equation 2 allows any confusion matrix output to be
computed, generalised for both diagonal elements (per-
formances), and off-diagonal elements (errors).

3. Multiclass ROC analysis

Referring again to Figure 1, the plot shows only a single
operating point, corresponding to a single weight set-
ting. In fact, any combination of weightings results in

a different operating point (the challenge in multiclass
optimisation is in understanding the relation between a
weight modification and the corresponding alteration of
the confusion matrix). Application of this weighting Φ
involves modification of Equation 1, in which the class
assignment is now based on each output f(ωi|x), mul-
tiplied by a corresponding weight, denoted �i, resulting
in:

argmax
C
i=1�if(ωi|x) (4)

The concept of classifier optimisation can be formalised
as the process by which the optimal set of weights
is found to suit the problem at hand. ROC anal-
ysis involves generation of a hypersurface consist-
ing of all possible combinations of Φ, where Φ =
[�1, �2, . . . , �C�1, 1� �1]. A multiclass ROC consists
of C2 � C dimensions (diagonal elements are superflu-
ous), which can be constructed using a similar equation
to 2. In this case, each output between class i and j is
weighted by �i as follows:

�i,j(x|Φ) = �ip(ωi)

Z

p(x|ωi)Iij(x|Φ)dx (5)

The indicator function Iij(x|Φ) is as in 3, except
each posterior is multiplied by the corresponding class
weight. Note that there are only C�1 weights, and thus
�C = 1 � �1.

Consider the 2-class case between ω1, and ω2, in
which a weighting � is applied to obtain the most ap-
propriate threshold. In this case, the classifier output
can be written as:

p(x|�) = [�p(ω1|x) (1 � �)p(ω2|x)] (6)

For 0 � � � 1, �1,2 and �2,1 vary across all possible
combinations, resulting in the ROC plot. In the multi-
class case (C > 2), Equation 5 can be used to construct
a multiclass ROC, resulting in a C2�C dimensional sur-
face. For example, in the 5-class Gaussian example, a 4-
D grid of weights was computed (C�1 DOF), and a step
resolution of 30 was chosen, resulting in 8.1e5 weight
combinations. Application of Equation 5 resulted in a
20 dimensional surface. Even though this surface can-
not be visualised, for demonstration purposes, Figure 3
shows the ROC between the dimensions �1,2, �2,1, and
�2,3.

4. Neyman-Pearson optimisation

Classifier optimisation in a Bayesian framework in-
volves estimates (or given) class conditional densities
(pdf’s), denoted f(x|ωi), ∀i, prior estimates �i, ∀i,
and misclassification costs corresponding to each off-
diagonal output of the confusion matrix CM , denoted
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Figure 3: Plotting �1,2, �2,1, and �2,3 for the example in
Figure 2 as a function of Φ.

cij , i 6= j. The optimisation involves deriving the opti-
mal weight vector Φ such that the overall system loss is
minimised, where the loss is computed via:

L =
C

X

i=1

�i�i

Ni

(
C

X

j=1,i6=j
cmi,jcij) (7)

In some problems (such as detection problems and med-
ical decision making), respective costs cannot be de-
fined, and the cost-sensitive optimisation procedure can-
not be taken. However, it is assumed that the individual
classes can be modelled in some way, e.g. pdf estimates
f(x|ωi), ∀i. In the 2-class case, this implies that an
ROC curve can be estimated between �1,2 and �2,1 (re-
ferring to the previous example), the false negative, and
false positive rates respectively, written as a function of
the weight � as (with population priors �i ∀i estimated):

�1,2(x|�) = ��1

R

f(x|ω1)I12(x|�)dx

�2,1(x|�) = ��2

R

f(x|ω2)I21(x|�)dx
(8)

In Neyman-Pearson optimisation, either �1,2 or �2,1 is
fixed at a specified value α. The optimisation then in-
volves computing a value for the weighting � such that
the specification holds, and the dependent variable is ob-
tained. In the 2-class case, optimisation occurs only
across models. This is illustrated on the ROC plot in
Figure 4 (plotting the false negative rate against false
positive rate). In this example, �1,2 is fixed at 10.00%.
The ROC curve is a useful tool in this case, immedi-
ately resulting in the corresponding �2,1, which is ap-
proximately 26%. The � resulting in this point can
then be used as the optimal Neyman-Pearson threshold
(Note that each point on the ROC plot corresponds to
some � value, and in the multiclass ROC, each point on
the ROC hypersurface corresponds to a C dimensional
weight vector Φ).
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Figure 4: ROC plot example illustrating Neyman-
Pearson design. In this case the false negative rate has
been specified at 10.00%.

The Neyman-Pearson optimisation is well studied
and extensively used in 2-class problems, but this is
not the case in the multiclass context. A practical im-
plementation involves the use of multiclass ROC anal-
ysis which is also a relatively new research area (see
some recent works in [6],[7], [5]). This was also for-
malised in Section 3. Recently, the theoretical extension
of Neyman-Pearson optimisation to multiclass optimi-
sation was proven in [5], with applicability to multiple-
diagnosis in medical decision making. This showed that
by fixing a single classification error in the confusion
matrix, a solution is guaranteed. Thus the first step in-
volves specifying some classification error, and subse-
quently to return a Φ corresponding to a minimisation of
all other C2 � C � 1 classification errors in Ξ. Section
5 demonstrates this optimisation in a few experiments.

In this paper, we also wish to generalise the optimi-
sation procedure such that multiple errors in Ξ can be
specified, followed by a subsequent minimisation of re-
maining errors. It is obvious that when specifying more
than one error, a solution is not guaranteed (multiple de-
pendencies). However, we argue that in many practical
situations, it may still be feasible to specify a number of
outputs, and obtain a solution. The usefulness is, how-
ever, data and problem dependent. Next, an algorithm is
developed that is generalised in the sense that the origi-
nal Neyman-Pearson optimisation holds (specifying one
error), and can also be used to specify multiple errors.

The proposed optimisation algorithm is imple-
mented by the introduction of two C � C matrices,
namely MI and Me (many other implementations are
possible). The elements of these correspond to confu-
sion matrix outputs, allowing for a direct input of re-
quired specifications. The MI matrix is a binary indica-
tor matrix specifying which errors are to be specified. A
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Algorithm 1: Multiclass Neyman-Pearson optimisation
Inputs: ROC resolution step, C classes, trained
classifier D, error specification matrix Me, specification
index matrix MI , independent test set xts

Outputs: Optimal weights Φopt

1) Construct weight matrix Φ, with resolution step
2) Compute C × C multiclass ROC E, using Equation 5, with
step resolution, applying xts to D, for all Φ
3) m = 0
For each row of E i, and column j (i 6= j):
If (MI(i, j) = 1 and Me(i, j) > 0)

ind(m) = E(i, j, k) ≤ Me(i, j) ∀k )
Increment m

End
4) Find hypersurface regions that fulfil Me specifications:

indcom = ind(1) ∩ ind(2) ∩ . . . ind(m)

If size of indcom = 0, no solution - specifications not met
5) Minimise all other non-specified errors
m = 0
For each row i, and column j of E (i 6= j):
If (MI(i, j) = 0)

err(m) =
P

(
P

C

i=1

P

C

j=1
(E(i, j, k) ∀k) i 6= j)

Increment m
End
Index corresponding to minimum error:
indmin = index(min(err(m))), ∀m
Final classifier weights: Φopt = Φ(indmin)
Return: Φopt, or no solution

1 at position MI(i, j) indicates that �i,j is to be speci-
fied, and a 0 at position MI(k, l) indicates that �k,l is to
be minimised. Working in conjunction with MI is Me, a
matrix used to specify the respective errors as specified
in MI . For example, requiring an error rate lower or
equal to 5.00% for �3,1 would require a MI(3, 1) = 1
and Me(3, 1) = 0.05.

Algorithm 1 presents a practical procedure that can
be used to perform a multiclass Neyman-Pearson opti-
misation2.

In step 2, the multi-class ROC is computed, denoted
E using a matrix of weights with C � 1 columns, as per
step 1 (we assume dense sampling). It is convenient to
store this matrix in a similar form to the confusion ma-
trix, resulting in a C � C � stepC�1 dimensional ma-
trix. The diagonal elements are ignored, and need not be
computed. In step 3, all ROC dimensions corresponding
to error specifications are inspected, and the portion of
the surface (in that dimension m) fulfilling the specifi-
cation is stored. The range corresponding to dimension
m is stored in ind(m). Note that the leq operator is used
here since the ROC is discretised. The next step 4 in-
volves intersecting each of these ranges, and identify-
ing common indices (denoted indcom). If no intersec-
tion occurs, this implies that the specifications cannot be
met (no point on the ROC hypersurface fulfils specifica-
tions). If a solution does exist, step 5 involves minimi-

2This algorithm can easily be adapted for the case in which
the distributions are known. We focus here on the practical
situation in which the true distributions are unknown, and data
samples are assumed to originate from the true distribution.

sation of all non-specified errors. This is achieved by
summing all non-specified errors for each Φ weighting
corresponding to indices indcom. The weighting result-
ing in the lowest error sum is then chosen as Φopt.

5. Experiments
To demonstrate the optimisation in a practical situation,
the Satellite dataset is considered3. This dataset con-
sists of 6435 multi-spectral values of a satellite image,
with 36 dimensions (4 spectral bands in a 9 pixel neigh-
bourhood). Six classes have been identified to charac-
terise the topography. These consist of red soil, cotton
crop, grey soil, damp grey soil, soil with vegetable stub-
ble, and very damp grey soil classes. In experiments,
all the grey soil classes are grouped together, resulting
in a 4 class problem. As per dataset recommendations,
the first 4435 spectra are used as a training set, and the
remaining data as the test set.

The first experiment involves training a base
classifier on the data. The first 17 principal compo-
nents are used to represent the spectra, and a Bayes
linear discriminant classifier is then trained on this
representation. The following normalised confusion
results following application of the independent test set:

| red cotton veget grey
------|--------------------------------------
red | 0.9491 0.0000 0.0081 0.0428
cotton| 0.0047 0.8826 0.0986 0.0141
veget | 0.0553 0.0046 0.7051 0.2350
grey | 0.0009 0.0000 0.0037 0.9954

Following classical Neyman Pearson, we now ex-
periment by only specifying single classification errors,
and minimising all others. Two experiments are demon-
strated. In the first experiment, �veget,grey = 8.00%,
and in the second, �cotton,veget = 5.00%, resulting
in the following two normalised confusion matrices:

| red cotton veget grey
------|--------------------------------------
red | 0.9572 0.0000 0.0204 0.0224
cotton| 0.0047 0.8826 0.1127 0.0000
veget | 0.0461 0.0046 0.8756 0.0737
grey | 0.0009 0.0000 0.0454 0.9537

| red cotton veget grey
------|--------------------------------------
red | 0.9552 0.0000 0.0000 0.0448
cotton| 0.0047 0.9061 0.0469 0.0423
veget | 0.0599 0.0046 0.4516 0.4839
grey | 0.0009 0.0000 0.0009 0.9981

As expected, these result in a solution. Compar-
ing with the original normalised confusion matrix, it can
clearly be seen that this new operating point has resulted

3UCI repository of machine learning databases,
ftp://ftp.ics.uci.edu/pub/machine-learning-databasesx.
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in different compromises between the various classes
(which may or may not be acceptable). In the next ex-
periments, we attempt to specify a number of interclass
errors, and minimise the remaining ones. Three experi-
ments are undertaken with the following specifications:

1. Specify �veget,red = 5.00%, �red,grey =
5.00%, and �veget,grey = 5.00%.

2. Specify �veget,red = 5.00%, �cotton,veget =
15.00%, and �veget,grey = 5.00%.

3. Specify �veget,red = 5.00%, �cotton,veget =
10.00%, and �veget,grey = 5.00%.

The optimisation is successful in the first two ex-
periments, but fails in the third. This implies that
the specifications cannot be achieved by the clas-
sifier in this case. The first two cases result in the
following respective normalised confusion matrices:

| red cotton veget grey
------|--------------------------------------
red | 0.9593 0.0000 0.0224 0.0183
cotton| 0.0047 0.8826 0.1127 0.0000
veget | 0.0461 0.0046 0.9171 0.0323
grey | 0.0009 0.0000 0.1186 0.8804

| red cotton veget grey
------|--------------------------------------
red | 0.9593 0.0000 0.0224 0.0183
cotton| 0.0047 0.8592 0.1362 0.0000
veget | 0.0461 0.0046 0.9171 0.0323
grey | 0.0009 0.0000 0.1186 0.8804

These normalised confusion matrices should be
compared to the original one. It can be seen in the
first case that the output �veget,veget has improved from
around 70% to over 90%, but �grey,grey is around 11%
lower. Note that many solutions are often possible.
These specifications were also not met in the first ex-
amples, in which single errors were specified. These ex-
periments (which are limited due to space constraints)
demonstrate the potential and practicality of the pro-
posed approach. Once a multiclass ROC has been com-
puted, a practitioner can quickly and easily enter and
modify a specification via the matrices MI and Me.

6. Conclusion

This paper considered the applicability of Neyman-
Pearson optimisation to multiclass problems. This is a
well-studied and extensively used technique in 2-class
problems (stemming from detection applications), ap-
plicable in situations where costs cannot be defined, and
it is more practical to specify a fixed true- or false- pos-
itive rate. ROC analysis is a tool facilitating this optimi-
sation, allowing for a direct query of the corresponding
classification threshold/weight. In the multiclass case,

several possible classification outputs result. Work per-
formed in [5] showed that Neyman-Pearson optimisa-
tion does hold in the multiclass case, in which case a
single output/error is specified. A more practical multi-
class scenario may involve the necessity to specify mul-
tiple error rates. This paper investigated this empirically,
with results showing that this is possible, but a solution
is not guaranteed. Since the optimisation hinges on ROC
analysis, a multiclass ROC framework was developed,
and an algorithm designed to perform the optimisation.
The algorithm attempts to find regions on the ROC hy-
persurface that meets the specifications, and then sub-
sequently minimises all other classification errors. The
algorithm terminates in the case that a solution cannot
be found. Some real experiments demonstrated the po-
tential of this approach. On-going research is focused
on obtaining efficient representations of the ROC hyper-
surface for large C problems, which remains a signifi-
cant challenge to multiclass design.
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Abstract
The concept of texture implicitly suggests some local shift in-
variant statistical properties. Motivated by this idea we have
shown in a series of papers that textures can be modelled by
estimating the joint probability density of grey levels in a suit-
ably chosen observation window. In this paper we apply the
estimated density to evaluate the original texture image locally.
At each position of the window the normal mixture density is
computed for the circumscribed texture and the corresponding
log-likelihood value is presented as a grey level at the central
pixel of the window. In this way we can visualize the low- and
highly probable parts of the original texture. The method is ap-
plicable e.g. to identify defects or abnormalities in grey-scale
textures.

1. Introduction
Recently we have proposed a novel mixture based approach to
grey-scale texture modelling based on estimating the local sta-
tistical properties of the original texture [3],[4]. The method
assumes that the statistical properties of the texture in the inte-
rior of a small observation window are shift invariant. In this
sense the texture parts chosen by the moving window can be
viewed (in a vector arrangement) as observations of a random
vector identically distributed with an unknown joint probability
density.

The method is based on estimation of the unknown proba-
bility density in the form of a normal mixture of product compo-
nents by means of EM algorithm [5]. The mixture components
defined as a product of univariate normal densities are suitable
to compute the related marginal and conditional distributions
and therefore we can use a simple conditional expectation for-
mula to synthesize arbitrarily large textures sequentially. The
method proved to be practically applicable to different types of
grey-scale textures and in a slightly modified form it has been
applied to model color textures [5] and even rough (BTF) color
textures [6].

Comparing the synthesized textures with the original tex-
ture image we have an interesting possibility to verify the qual-
ity of the estimated density visually. In case of a successful
texture synthesis we may assume that the underlying mixture
density locally describes all essential statistical properties of the
texture. Motivated by the good experimental results [5], [6] we
propose to apply the estimated density to a local evaluation of
the source texture image. If we compute the mixture density at
different positions of the window we obtain a quantitative mea-
sure of typicality of the corresponding texture pieces. In this
way we can assign to the central pixel of the window at each

position a grey level which corresponds to the log-likelihood of
its window-defined neighborhood. The interpretation of the re-
sulting “likelihood” grey-scale texture is straight-forward. The
high pixel values correspond to the “typical” highly probable
parts of the texture and the low values reflect the less-probable,
“untypical” or “unusual” parts. The method has a clear theoret-
ical justification and can be applied e.g. to identify defects or
abnormalities in grey-scale texture images.

The paper is organized as follows. In Sec. 2 we describe
the local statistical texture model based on the product mixtures
and discuss the computational aspects of m.-l. estimation of
the mixture parameters. The application of the local statistical
model to texture synthesis is described in Sec. 3. The applica-
tion of the estimated mixture density to a local analysis of the
original texture is subject of Sec. 4. In Sec. 5 we discuss some
application possibilities of the method from the point of view of
the underlying criterion.

2. Local Statistical Texture Model
A digitized grey-scale texture image can be described by a ma-
trix of discrete variables

Y = [yij ]
I J
i=1 j=1 , yij ∈ K.

Each variable yij in the I × J matrix Y specifies the grey-level
at the corresponding pixel, usually a discrete value from the
interval K = 〈0, 255〉.

Despite the absence of a generally accepted definition of
the texture it is intuitively assumed that a texture may be char-
acterized by some local properties and simultaneously that it
is homogeneous with respect to these properties. More specifi-
cally we assume in the following that the statistical properties of
grey-levels in a suitably chosen observation window are shift-
invariant, i.e. that they do not depend on the window position.
In this sense the statistical properties of the texture may be de-
scribed locally by a joint probability density of inside pixels of
the observation window. Denoting by

x = (x1, x2, . . . , xN )

the vector of grey-levels of the window we assume the joint
probability density P (x) in the form of a mixture of normal
components with diagonal covariance matrices [5]

P (x) =
X

m∈M

wmF (x|µm, σm), x ∈ X , X = RN , (1)

M = {1, 2, . . . , M}, N = {1, 2, . . . , N}.
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Here M,N denote the index sets of components and variables
respectively and the mixture components are defined as prod-
ucts of univariate Gaussian densities

F (x|µm, σm) =
Y

n∈N

fn(xn|µmn, σmn), (2)

fn(xn|µmn, σmn) =
1√

2πσmn

exp{− (xn − µmn)2

2σ2
mn

}. (3)

Let us remark that, assuming the Gaussian densities (3),
we need only two parameters to specify the density
fn(xn|µmn, σmn) but, on the other hand, we ignore the dis-
crete nature of the variables xn and also the fact that the interval
〈0, 255〉 is bounded and discrete. In the original papers [3], [4]
we have assumed more adequate discrete distributions instead
of Gaussian densities, but the large number of the involved pa-
rameters occurred to be too strong handicap from the point of
view of the underlying estimation problem.

The maximum-likelihood estimates of the parameters
wm, µmn, σmn can be computed by means of EM algorithm
[1], [2], [5], [7], [8]. The data set S is obtained by pixel-wise
shifting the observation window within the original texture im-
age

S = {x(1), . . . , x(K)}, x(k) ∈ X (4)

and the corresponding log-likelihood function

L =
1

|S|
X
x∈S

log [
X

m∈M

wmF (x|µm, σm)] (5)

can be maximized by means of the well known EM iteration
equations:

E-step: (m ∈M, n ∈ N , x ∈ S)

q(m|x) =
wmF (x|µm, σm)P
j∈M wjF (x|µj , σj)

(6)

M-step:

w
′
m =

1

|S|
X
x∈S

q(m|x) (7)

µ
′
mn =

1P
x∈S q(m|x)

X
x∈S

xnq(m|x) (8)

(σ
′
mn)2 = −(µ

′
mn)2 +

P
x∈S x2

nq(m|x)P
x∈S q(m|x)

. (9)

Here the apostrophe denotes the new parameter values in each
iteration.

An advantageous feature of estimating the window mixture
density from textures is a large data set S. Even for small tex-
ture images we obtain hundreds of thousands of data vectors by
pixel-wise shifting the observation window. On the other hand
even a small window size of tens of pixels implies the window
space dimension of order N ≈ 102 ÷ 103. For computational
reasons the dimension of the estimated density should be kept
as small as possible but, simultaneously, the size of the window
should enable to capture the low-frequency details, i.e. to de-
scribe the statistical dependencies of rather distant pixels. For a
more detailed discussion of the related problems cf. [4],[5].

A serious theoretical problem arises in connection with the
data set S obtained by shifting the observation window. The
likelihood criterion (5) assumes the data vectors x(k) ∈ S to be
independent and identically distributed observations of a ran-
dom vector. Obviously this condition is not satisfied since the

data vectors produced by pixel-wise shifting the window are
strongly overlapping and therefore not independent. Even in
case of a large texture image the data set S corresponds only to
a small subset of the window-space X which can be seen as a
“trajectory” produced by the generating shifts. Consequently,
the data set S has bad sampling properties, it is not representa-
tive with respect to the assumed unknown probability distribu-
tion. Roughly speaking, the resulting mixture distribution is es-
timated with a high accuracy in the neighborhood of data points
from the set S but it is less reliable in the remaining parts of the
multidimensional window-space X . Thus the evaluation of the
distribution mixture P (x) at new independent points x ∈ X
may be expected to yield low unreliable values and the esti-
mated probability density P (x) is likely to have bad generaliz-
ing properties. This circumstance may negatively influence the
application of the estimated mixture to practical problems like
classification or prediction and, probably, it is responsible for
some difficulties occurring in the published experiments.

3. Texture Synthesis by Local Prediction
Assume a fixed position of the generating window. If xC ∈
XC is a sub-vector of all pixels previously specified within this
window

xC = (xn1 , xn2 , . . . , xnl) ∈ X C , X C = K|C|, (10)

C = {n1, n2, . . . , nl} ⊂ N
then the statistical properties of the remaining unspecified pixel
variables xn, n ∈ (N \ C), can be described by the following
conditional densities

pn|C(xn|xC) =
Pn,C(xn, xC)

PC(xC)
(11)

having the form of mixtures

pn|C(xn|xC) =
X

m∈M

Wm(xC)fn(xn|µmn, σmn), (12)

with some specific conditional weights

Wm(xC) =
wmF (xC |µm, σm)P
j∈M wjF (xC |µj , σj)

. (13)

Here the marginal densities F (xC |µm, σm) are simply ob-
tained by omitting the superfluous terms in the product

F (xC |µm, σm) =
Y
n∈C

fn(xn|µmn, σmn). (14)

Equation (12) is easily applicable to a sequential texture syn-
thesis. Starting with some unconditional “seed” we can shift
the observation window step-wise left-to-right and top-to-down
and at each position we can compute a new piece of texture by
prediction. In the prediction step the simple conditional expec-
tation formula can be used

E{xn|xC} =

Z
xnpn|C(xn|xC)dxn =

X
m∈M

µmnWm(xC)

but, for the sake of increased variability, we have performed ran-
dom sampling according to the conditional weights Wm(xC).
As a result the unspecified part of the observation window is ac-
tually filled by the respective values µmn of a randomly chosen
mixture component.
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Let us remark in this connection that the component means
µm correspond to the typical variants of data vectors in S.
In the arrangement of the window pixels they represent typi-
cal “averaged” variants of texture pieces occurring in the shift-
ing window. Examples of synthesized textures of the basic
“smoothed” form are shown on Fig. 1 and Fig. 2 (upper right
images). In order to obtain a more realistic texture we have re-
placed in the final stage of synthesis the component means µm

by similar pieces of the original texture (cf. [5]).
Let us recall that the estimation of high-dimensional prob-

ability density functions is a standard tool e.g. in statistical
pattern recognition but the application to a local texture mod-
elling is rather unusual. On the other hand, unlike the classifi-
cation problems, the above texture synthesis method provides a
unique possibility to verify the quality and the properties of the
estimated mixture density visually - by comparing the original
and synthesized texture image. In case of a successful synthe-
sis, i.e. when the original- and synthesized texture are nearly
indiscernible, the statistical model can be viewed as a sufficient
statistics of the source texture, in the sense that all the essen-
tial texture properties can be described locally by estimating the
joint probability distribution of grey-levels in the window.

4. Local Evaluation of the Original Texture
The shift-invariant statistical model of texture properties based
on a movable observation window suggests the possibility to
evaluate the original texture locally. By computing the values of
P (x) at different positions of the window we obtain a measure
of typicality of the corresponding piece of texture described by
x. The results of evaluation can be displayed as a gray scale tex-
ture image if we assign the computed value to the central pixel
of the window at each position. Note that, from the point of
view of scaling, it is more suitable to display the log-likelihood
log P (x) which is more sensitive to the low probability values.
In this way we can identify places of the texture of high- or
low probability or, in other words, we can localize typical and
untypical parts of the original texture.

Let us recall that the log-likelihood values log P (x) are ac-
tually obtained as a by-product in the last iteration of EM al-
gorithm. The corresponding mean represents the maximized
log-likelihood function converging to the expectation (here P ∗

denotes the true density)

1

|S|
X
x∈S

log P (x) → E{log P ∗(x)}, (15)

which is the related negative entropy

E{log P ∗(x)} =

Z
X

P ∗(x) log P ∗(x)dx = −H(P ∗).

(16)
It can be seen, that the log-likelihood values are highly sensitive
to the deviations of grey levels. So e.g. some hardly visible light
points in the texture of Fig. 2 (“foil”, left upper image) produce
several dark marks of window size (left lower image).

An interesting alternative to the above likelihood texture
analysis is to display the log-likelihood ratio log P (x)/P0(x)
where P0(x) is a product of univariate unconditional marginal
densities

P0(x) = P0(x|µ0, σ0) =
Y

n∈N

fn(xn|µ0n, σ0n), (17)

µ0n =
1

|S|
X
x∈S

xn, (σ0n)2 = −(µ0n)2+
1

|S|
X
x∈S

x2
n. (18)

Let us remark that the marginal means µ0n and variances σ0n

are nearly identical for all n ∈ N , as it can be expected.
The mean value of the log-likelihood ratio can be viewed

as an estimate of the Shannon information contained in the es-
timated window density. Note that the mean value converges to
the corresponding expectation

1

|S|
X
x∈S

log
P (x)

P0(x)
→ E{log

P ∗(x)

P0(x)
},

which can be rewritten as a difference of the related entropies

E{log P ∗(x)

P0(x)
} =

Z
P ∗(x) log

P ∗(x)

P0(x)
dx = (19)

= H(P0)−H(P ∗) = I(P ∗, P0).

At the first view the grey-scale texture displaying the log-
likelihood ratio is qualitatively different (Fig. 1 and Fig. 2
lower right images). Note that the value of P0(x) depends only
on grey-levels xn inside the window - regardless of their order.
Therefore the log-likelihood ratio is less dependent on the grey-
level mean and it is more sensitive to structural differences. This
property may be particularly useful e.g. in case of detection of
complex structural defects of textures. As it can be seen on
Fig. 1, the structural irregularities of the “ratan” texture (cf. left
upper image) are more clearly identified by the log-likelihood
ratio (right lower image) than by the log-likelihood alone (left
lower image).

The application of the estimated density mixture to the
source texture image appears to be even better justified than
in the texture synthesis procedure. Let us remark that in the
proposed framework of texture evaluation the limited represen-
tativeness of the set S is less relevant. On the contrary, the
properties of the data set produced by shifting the observation
window exactly correspond to the considered application. In
case of local texture evaluation the estimated mixture is applied
to the source texture image again. In particular the evaluation of
the original texture by means of the estimated probability den-
sity consists in computation of the values of P (x) at the same
points x ∈ S which has been used in the estimation procedure.
Instead of computing the estimated density P (x) for new inde-
pendent data x ∈ X we only want to know how probable (or
typical) are the texture pieces corresponding to the original data
x ∈ S. In other words we may detect unusual places in the
original texture image. In accordance with this goal the maxi-
mum likelihood criterion optimally “fits” the estimated mixture
density to the data set S.

5. Concluding Remarks
Obviously, there are different application possibilities of the lo-
cal evaluation of textures in the fields like fault detection or
novelty and abnormality detection. However, there are differ-
ences in the statement of the underlying problems. It should be
noted that solution of a fault detection or abnormality detection
problem is of supervised nature, which assumes availability of
training sets both for normal- and abnormal (fault containing)
texture pieces. Let us recall that e.g. in case of frequently oc-
curring “faults” the corresponding texture pieces may become
rather probable.

Unlike supervised methods the local evaluation of a sin-
gle texture image based on a local statistical model need not be
trained by using other texture images and the result of the local
texture evaluation is theoretically well justified. In this case we
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may ask why a locality of the texture has been found unusual
instead of verifying if e.g. the goal of the fault detection has
been achieved satisfactorily. This circumstance may be useful
in case of large variability of the evaluated textures like in med-
ical diagnostics.
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Figure 1: Example of a local texture evaluation (ratan). The upper right image illustrates the capability of the estimated mixture
to reproduce the basic features of the original texture by a sequential prediction. The synthesized texture can be viewed as a result
of statistically controlled sampling of the mixture component means which represent typical variants of the texture occurring in the
window. Their smooth appearance follows from the underlying EM averaging mechanism. The lower images show the results of the
local evaluation of the original texture based on the likelihood (left) and likelihood-ratio values (right). The comparison of both images
illustrates the qualitative differences between the respective criteria. Note that the black frame width corresponds to the half window
size since the likelihood values are available at the window center only.
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Figure 2: Example of a local texture evaluation (cushion). The results of local evaluation illustrate the capability of the estimated
mixture model to reveal even hardly visible defects of the original texture. They are displayed as dark spots of window size. The
likelihood values are sensitive primarily to any local deviations of grey-levels whereas the likelihood-ratio values rather tend to reflect
atypical structural details. The gray scales may be influenced by extreme values since we display the full extent of likelihood values
from the minimum to the maximum - in order to avoid any cutting of low or high values.
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Abstract

Seeded region growing is one approach towards segmenting im-
ages for further processing. This paper proposes an extension
to the standard approach to seed region growing which allows
multiple seed points or seed areas in the region of interest and
maintains separate information about these seed points. This
means that regions of interest which do not have homogeneous
properties but are logically the same area can be segmented as a
single region. The modified approach has been applied to some
synthetic and real images and gives promising results.

1. Introduction
Identifying the various regions of an image is an important task
in feature extraction and image recognition. The problem can
be approached in two ways – trying to find the boundaries be-
tween regions (finding edges in the images) or by using the idea
of similarity to find the regions themselves. Region growing
[1, 2, 3, 4] is one way of tackling the problem by considering
the regions directly. The simplest approach to region growing
is pixel aggregation where the process starts with a number of
seed points and regions are grown from these seed points ap-
pending to each seed point any neighbouring pixels which are
“similar” to the seed point. Region growing is a useful tech-
nique to consider when segmenting images because it is simple,
can give good results and, even if it is not the final result of
segmentation, can be a good starting point for other techniques.

A problem with region growing is that it relies on pixels
in the regions being grown having some similarity property. In
some instances the regions which one would like to identify do
not have similar gray level or colour values. Consider for exam-
ple the portion of a bunker (a hazard on a golf course) shown in
Figure 1. Here the shaded areas in the bunker and the areas of
the bunker in full sun are logically part of the same region. This
problem could be tackled by segmenting the original image into
a number of regions which have homogeneous gray level values
and then merging the regions together into larger regions. An-
other approach is to use the power of seeded region growing
[2] and define a number of seeds in the region of interest where
each seed point (or possibly seed area) is representative of a part
of the region of interest. If a point being considered by the al-
gorithm is “close” in value to any of the seeds of a region then
it is added to that region. This paper considers an improvement
to the seeded region growing algorithm of Adams and Bischof
[2] that makes use of this idea.

The paper is structured as follows. First a description of
the algorithm by Adams and Bischof [2] is presented, then the
improvements to the algorithm are discussed, and finally some
results of applying the algorithms to segment images of hazards
on a golf course are presented.

2. The algorithm
The approach taken by Adams and Bischof [2] is to begin by
choosing a set of seed points (or seed areas) in the image where
one or more of the seed points (areas) represent each region of
interest in the image. The initialisation phase of the algorithm
is then to label each seed point according to the regions that
they represent and to calculate the mean value for each region
from the values of the seeds in that region. Then the differ-
ence between each neighbouring pixel of each seed point and
the mean of the region in which the seed falls is calculated (δ)
and these neighbours are inserted into a data structure called
a sequentially sorted list (SSL) which is maintained in sorted
order based on the values of δ for each neighbour.

The algorithm then proceeds by considering each point in
the SSL in turn. Here the first point is removed from the SSL
and compared to its neighbours to determine which region it
should be merged with. Two difference approaches to dealing
with the point can be taken – these are shown in Figures 2 and
3.

The first approach (Figure 2) flags boundary pixels (pixels
which fall between two or more regions). In this case each of
the neighbours of the current point which is already part of a
region is checked and if all of these neighbours are part of the
same region then the current point is added to that region as well
and the mean of the region is updated. The neighbours of the
current point are then added to the SSL (if they are not already
there or already assigned to a region). If the neighbouring points
are not all of the same region then the current pixel is flagged as
a boundary point.

The second version of the algorithm (Figure 3) appends the
current point from the SSL to the region which it is closest to
in value. This is determined by calculating the difference in
value between the current point and the mean of the region in
which each of its neighbouring points falls. The mean of the
region that the current point is added to is then updated and the
neighbours of the current point are then added to the SSL (if
they are not already there or already assigned to a region).

Clearly the performance of the algorithm, in terms of accu-
racy of segmentation, is affected by the choice of seed points.
If the regions are relatively noiseless then picking a single seed
point with a value typical of the region will give a good result.
If the region is noisy then a small seed area or a number of seed
points in the region is likely to give a better starting mean value
and hence a better segmentation.

Note that the algorithm will append every pixel in an image
to some region (or flag it as a boundary pixel) of the image
even if the value of the pixel is very different to the region to
which it is eventually apppended. This does have the positive
effect of removing noise or unwanted artifacts from the region
of interest. It could, however, also have the effect of possibly
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Figure 1: A portion of a bunker near the eighteenth green at Parkview Golf Course

01 For each seedpoint, s

02 label s according to the region it represents
03 For each region r

04 For each seedpoint, s in r

05 Update the mean of r using the value of s

06 For each seedpoint s

07 For each neighbour k of s

08 Calculate δ for k based on the mean of the region containing s

09 Insert k into the correct place in the sequentially sorted list (SSL)
based on the value of δ

10 While the SSL is not empty
11 Remove the first point, y, from the SSL
12 If all the labeled neighbours of y have the same label

(ignoring those with the boundary label)
13 Then
14 Set y’s label to be this label
15 Update the mean of the corresponding region
16 For each neighbour k of y

17 If k has not been set and k is not in SSL
18 Then
19 Calculate δ for k based on the mean of the region containing y

20 Add k to the SSL based on δ

21 Else
22 Label y with the boundary label

Figure 2: The Seeded Region Growing algorithm due to Adams and Bischof [2] with boundary flagging

giving different segmentations of images based on the location
of seed points even if the seed points have the same values.

3. The modified algorithm
As mentioned earlier in some instances the regions which one
would like to grow might not have similar gray level or colour
values. In this section modifications of the algorithms by
Adams and Bischof [2] discussed above that address this prob-
lem are presented. The algorithms allow the definition of a num-
ber of seeds in each region of interest, where each seed point (or
possibly seed area) is representative of a part of that region. If
any point being considered by the algorithm is “close” in value
to any of the seeds of a region and is “near” to that region then

it is added to the region.

Figures 4 and 5 give the detail of this modification to the
original algorithms. The first difference to the algorithms in the
previous section is in the setting of the means – here each re-
gion will have a number of seed points (or as an extension, seed
areas) and each of these will have its own initial mean value
set (see line 03 in each algorithm). In the boundary flagging
version of the algorithm each point from the SSL is checked to
see if its already allocated neighbours are in the same region.
If they are, then the point is added to that region but only the
mean of the seed to which the point is closest in value is up-
dated (lines 13 to 17). As before, once this updating has been
done, the neighbours of the current point are added to the SSL
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01 For each seedpoint, s

02 label s according to the region it represents
03 For each region r

04 For each seedpoint, s in r

05 Update the mean of r using the value of s

06 For each seedpoint s

07 For each neighbour k of s

08 Calculate δ for k based on the mean of the region containing s

09 Insert k into the correct place in the sequentially sorted list (SSL)
based on the value of δ

10 While the SSL is not empty
11 Remove the first point, y, from the SSL
12 For each labeled neighbour p of y

13 Determine the difference δ between y and the mean of the region containing p

14 Determine the label for the neighbour with the smallest difference
15 Set y’s label to be this label
16 Update the mean of the corresponding region
17 For each neighbour k of y

18 If k has not been set and k is not in SSL
19 Then
20 Calculate δ for k based on the mean of the region containing y

21 Add k to the SSL based on δ

Figure 3: The Seeded Region Growing algorithm due to Adams and Bischof [2] using the minimum difference criterion

01 For each seedpoint, s

02 Label s according to the region, r, it represents
03 Update the mean of the group rs of r represented by s using the value of s

04 For each neighbour k of s

05 For each group ri of the region r containing s

06 Calculate δ for k based on the mean of ri
07 Choose the smallest such δ

08 Insert k into the correct place in the SSL based on the value of this δ

09 While the SSL is not empty
10 Remove the first point, y, from the SSL
11 If all the labeled neighbours of y have the same label

(ignoring those with the boundary label)
12 Then
13 Set y’s label to be this label
14 For each group ri in the region r with this label
15 Calculate the difference δ between y and the mean of ri
16 Choose the group which results in the smallest such δ

17 Update the mean of this group
18 For each neighbour k of y

19 If k has not been set and k is not in SSL
20 Then
21 For each group ri of the region r containing y

22 Calculate δ for k based on the mean of ri
23 Choose the smallest such δ

24 Add k to the SSL based on this minimum δ

25 Else
26 Label y with the boundary label

Figure 4: The modified seeded region growing algorithm with boundary flagging
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01 For each seedpoint, s

02 Label s according to the region, r, it represents
03 Update the mean of the group rs of r represented by s using the value of s

04 For each neighbour k of s

05 For each group ri of the region r containing s

06 Calculate δ for k based on the mean of ri
07 Choose the smallest such δ

08 Insert k into the correct place in the SSL based on the value of this δ

09 While the SSL is not empty
10 Remove the first point, y, from the SSL
12 For each labeled neighbour p of y

13 For each group rt which is in the same region as p

14 Determine the difference δt between y and the group rt
15 Determine the smallest such δt
16 Using the δts find the neighbour with the smallest δ

17 Determine the label for the neighbour with the smallest δ

18 Set y’s label to be this label
19 For each group ri in the region r with this label
20 Calculate the difference δ between y and the mean of ri
21 Choose the group which results in the smallest such δ

22 Update the mean of this group
23 For each neighbour k of y

24 If k has not been set and k is not in SSL
25 Then
26 For each group ri of the region r containing y

27 Calculate δ for k based on the mean of ri
28 Choose the smallest such δ

29 Add k to the SSL based on this minimum δ

Figure 5: The modified seeded region growing algorithm using the minimum difference criterion

but here the mean for the seed group of the appropriate region
which gives the smallest δ is used.

In the minimum difference version of the algorithm (Figure
5) the main difference in the algorithm is in the determination
of which region to append the current point to – this is done by
calculating the difference in value between the current point and
each seed group for the region in which the neighbour appears
and picking the minimum and then finding the closest neighbour
using these minimum differences. Setting the means for each
seed of each region and updating the means is done as in the
boundary flagging version of the algorithm.

4. Results

The standard SRG algorithm [2] and the modified SRG algo-
rithm were applied to a number of synthetic and real images.
The real images are grey level and colour images of hazards
(bunkers) on a golf course. In this paper the results of running
the algorithms on images of the bunker shown in Figure 1 in
Section 1 are presented. Figure 6 shows the input image with
the seeds used in the various algorithms marked by crosses.

Figure 7 shows the result of using the standard algorithm
applied to a colour image of the bunker (shown in grey scale in
this paper as Figure 1) using two seed points – one in the bunker
and one on the grass surround. It is clear that the algorithm does
a good segmentation of image except in the top left corner of the
image where the shadow leads to some errors in the segmenta-
tion – the bunker region grows into what is actually part of the

grass surround. Note that the portion of the bunker seen in the
top right corner of the image is included in the grass region –
it would have been possible to specify a separate region for this
bunker but it was not a real area of interest and it was decided
to allow the algorithm to include it in the grass region.

Using the extended algorithm as proposed in Section 3 on
the same colour image and choosing a number of seed points in
each region leads to the segmentation shown in Figure 8. This
is clearly a good segmentation of the image.

If the original algorithm (where one mean is maintained for
each region rather than a mean for each seed point of each re-
gion) is used with a number of seeds points in the regions of
interest then the segmentation is very poor (see Figure 9). The
result here is worse than that for using a single seed point in
each region of interest. It seems that this poor result could be
due to the order in which points are inserted into the SSL. The
neighbours of each seed point are inserted in turn based on their
difference from the value of the seed point. If the seedpoints
are well chosen (i.e. representative of that part of the region)
then these points are all added near to the beginning of the SSL
and this means that the neighbours of the last seed point in a
region all appear near the beginning of the SSL. This favours
growing around that point and makes the mean for the region
tend towards the value of that seed point which could be quite
different to the values of other seed points in the region. In the
figure shown the algorithm favours the seed points in the full
sun on the grass and grows from those first eating into the full
sun portion of the bunker as it does so. It should be possible
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Figure 6: The input image with seed points marked by crosses

Figure 7: The segmentation of the colour image using a single seed point in each region of interest

Figure 8: The segmentation resulting from applying the modification proposed in this paper

to amend the algorithm to address this problem but that seems
unneccessary based on the performance of the extended algo-
rithm.

The algorithms were also applied to a grey scale version of

the image shown in Figure 1. In this case some information
has been lost as there is now only one colour band. The results
for both single seed points in each region of interest and for
multiple seed points with a single mean per region were poor.
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Figure 9: The segmentation resulting from using multiple seed point and a single mean in each region of interest

Figure 10: The result of applying the modified algorithm to the grey scale version of the input image

The modified algorithm performed better than both of these but
even so the results were somewhat disappointing (see Figure
10).

The algorithms were applied to other similar images and
similar results were observed. Ongoing work is to apply the al-
gorithms to other types of images – specifically, in this context,
to ponds, streams, etc and to cart paths.

5. Conclusion
This paper presents a simple modification to an existing algo-
rithm [2] for seeded region growing. The modified algorithm
allows for the selection of multiple seed points in the regions of
interest of an image. Each seed point represents portions of the
region that have different properties from the rest of the region
but are still obviously part of the region and should be grown as
such. As an example, the shaded and unshaded regions of the
bunker in Figure 1 have different properties but are both still
part of the same region. The modified algorithm keeps track of
information related to each seed point and uses this to decide on
which region a given pixel is appended to.

The algorithm is simple to implement and gives good seg-
mentations of the images tested. There seems to be scope to use
it in other domains (for example medical imaging) as a primary

segmentation technique even if it is not used to give the final
segmentation.
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Abstract 
We describe the development of an 
autofocusing algorithm for a smart microscope 
currently under development in the UCT/MRC 
Medical Imaging Research Unit. Different 
focusing techniques are explored with 
emphasis on passive focusing. Three different 
focus measures (namely Energy of the image 
Laplacian, Variance of the log-histogram and 
First order Gaussian derivative) are tested on 
three different sets of slide sequences. The 
Energy of the Image Laplacian performs best 
in this application. A combination of search 
methods is then applied in conjunction with the 
focus measure in order to find the focus point.  
 

1 Introduction 
The WHO has declared that Tuberculosis (TB) 
is a global emergency. With the common 
combination of TB and AIDS in sub-Saharan 
Africa, the number of people dying from TB 
has increased enormously. Currently the health 
services are overwhelmed with the number of 
people suffering from TB. This leads to 
problems such as a high mortality rate during 
treatment, a low TB cure rate, high rates of re-
infection and high rates of drug resistance. The 
diagnosis of TB is also compromised due to lab 
technicians being overworked; thus there is an 
over-diagnosis of sputum smear-negative TB 
and under-diagnosis of sputum smear-positive 
TB (WHO, 1996). 
 
A smart microscope is under development in 
the MRC/UCT Medical Imaging Research Unit 
that would considerably aid the fast detection 
and tracking of TB. The microscope will 
automatically detect the presence of TB bacilli 
in sputum smears. The microscope will consist 
of a digital camera, motorised stages, and a 

processor that will contain the algorithms for 
autofocusing the microscope and for 
automatically identifying TB bacteria on the 
Ziehl-Neelsen stained slides. Representative 
images of the slides will be stored for human 
review.  
 
The smart microscope would contribute to 
superior TB control in the following ways: 

• It would form the basis for a low-cost 
microscope substitute for use in any 
TB screening laboratory with access to 
electricity. 

• It will allow a greater number of slides 
to be screened, thus increasing the 
screening efficiency and reducing the 
demands on laboratory staff. 

• Reduced human involvement in the 
screening process will mean that less 
technically experienced staff could 
perform TB screening. 

• Reduced human involvement could 
reduce the risk of laboratory staff 
contracting TB. 

• It will be able to scan a greater number 
of fields with higher diagnostic 
accuracy.  

 

 
Figure 1: The current microscope 
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Identification of TB is routinely done by 
analysing sputum smears with a microscope. 
However, manual screening for the bacilli is 
labour intensive and there is a high false 
negative rate (Forero et al., 2004).  
 
Both Forero et al. (2004) and Veropoulos et al. 
(1998) developed bacilli-detection techniques 
that automatically detect TB bacilli in sputum 
samples stained with fluoroscope auramine. 
This automated screening has many 
advantages, such as decreased workload for 
clinicians and improved sensitivity and 
accuracy in diagnosis due to the increased 
number of images the computer can scan. 
However, the fluorescence microscope used to 
analyse the auramine stained smears in this 
technique is prohibitively expensive, and thus 
not suited for low-income countries. Currently 
no studies have been conducted on the 
automatic detection of TB bacilli in sputum 
using Ziehl-Neelsen (ZN) stains. ZN stained 
sputum analysis is done on a light microscope, 
which is far more accessible to low-income 
countries. 
 
Automated detection of TB bacilli in ZN-
stained sputum smears requires automated 
focusing of the microscope as a preliminary 
step. This paper describes such an autofocusing 
algorithm. 

2 Focusing 
 
In general there are two ways to approach 
autofocusing; the first uses knowledge of the 
image formation process to find the degree of 
defocus in the images, this is known as active 
autofocusing (Nicolls, 1995). The second 
involves using a predefined focus measure, 
which is then searched to find the optimal focus 
position; this is known as passive autofocusing.  
 

2.1 Active Autofocusing 

This method involves analysing the captured 
images and then relating them back to the 
system’s parameters. Knowledge of the precise 
way in which the imaging system affects the 
image is required to be known in order to relate 
information from the blurred image to a system 
parameter. The amount of defocus of an object 
in an image is often used to obtain the distance 

to the object. This depth-from-defocus can be 
used for autofocusing. By knowing the distance 
to the object the focal length can be corrected 
to bring the object into focus. A requirement of 
this method is a means of translating the 
amount of blur into the required variable 
(normally the distance-to-object). There are 
two approaches to this translation: the use of 
look-up-tables or the use of models (Nicolls, 
1995). 
 
The advantage of active focusing is that the 
entire search process associated with passive 
focusing is avoided. However the system must 
be calibrated before the distance to the object 
and thus the focal length can be found (Nicolls, 
1995). According to Subbarao and Tyan (1998) 
depth-from-defocus autofocusing methods are 
less accurate than search based methods. 

2.2 Passive Autofocusing 

2.2.1 The Focus Measure 

The focus measure is an indication of how in-
focus an image is. It can be generally obtained 
from the image in the following manner: first 
the image is normalised for brightness, it is 
then convolved with the focus measure filter 
(FMF) and then the energy in the filtered image 
is computed. This energy is the focus measure. 
Blurring an image is equivalent to passing it 
through a low pass filter (high frequency 
attenuation), thus most FMFs correspond to 
filters that emphasise high frequencies 
(Subbarao and Tyan, 1998). Different authors 
have proposed a number of different focus 
measures.  
 
Focus measures can be grouped into five 
different classes depending on the information 
they use from the image (Santos et al. 1997). 
These are gradient, peaks/valleys, variance, 
histogram and correlation. Kautsky et al. 
(2002) laid out some basic requirements that 
any focus measure should meet: it should be 
content independent (should not be based on 
any particularly bright structures in the image); 
it should be monotonic with respect to blur (the 
more blurred the image, the less the focus 
measure should be); and the measure should be 
robust to noise. Geusebroek et al. (2000) give 
the following criteria for good focusing: 
accuracy, reproducibility, general applicability 
and insensitivity to other parameters. 
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Although autofocusing is a long standing topic 
in literature, there is no generally applicable 
solution. Methods are often designed for one 
kind of imaging mode (Geusebroek et al. 
2000). Forero et al. (2004) when designing 
their automatic TB detection algorithms 
considered four standard and one novel focus 
measure before designing their own. They 
found that none of the standard measures 
provided meaningful results when applied to 
their data, as the contribution of the TB bacteria 
to the total image was so small. Thus they 
found that the novel approach, the variance of 
the log-histogram, provided the best focus 
measure.  
 
The only generally applicable solution for 
microscopy is given by Geusebroek et al. 
(2000) and they propose the use of a first-order 
Gaussian derivative to measure the focus score. 
They tested their autofocus algorithm on a 
number of different applications. To evaluate 
the performance of the autofocusing algorithm 
unfocused, arbitrarily selected fields were 
visited and manually focused by two 
independent experienced observers. The focus 
positions were recorded for both observers and 
were then compared to the focus position found 
by the algorithm. The results showed a 98% to 
100% success rate for bright light microscopy 
applications, a greater than 99% success rate 
for fluorescent microscopy applications and a 
100% success rate for phase-contrast 
microscopy applications. 
 

2.2.2 Finding the position of Optimal 
Focus 

In real-time autofocusing applications, the 
bottle-neck is not caused by the computational 
time but rather from the time taken for the 
mechanical motion of the lens from one 
position to another (Subbarao and Tyan, 1998). 
Once the focus measure has been found the 
next step is to move the lens to the position of 
the optimal focus measure, thus ensuring that 
the system is in the correct focused position. A 
large number of different techniques can be 
used.  
 
The most obvious method is global searching. 
In this technique the peak position is found by 
scanning though all of the lens positions in a 
forward manner.  Thus there is no chance of 

falsely obtaining a local maximum. However 
this method is very slow and is only effective if 
the focus range is narrow (Kehtarnavaz and Oh, 
2003). 
 
The most computationally effective search 
algorithm is the Binary or Fibonacci search, 
which uses a ‘divide-and-conquer’ approach. 
However, as this method passes the optimal 
focus position every time, the mechanical 
motion is extensive and thus causes this 
method to be very time consuming (Svahn, 
1996). 
 
The ‘difference of signs’ approach computes 
the gradient of the function to be maximised 
and then moves in the negative direction. This 
involves computing the focus measure for one 
lens position, moving to another position and 
calculating the focus measure. The difference 
of the two focus measures is then obtained and 
if it is negative, the lens has moved in the 
wrong direction. Although this method is very 
simple to implement it can only be used for 
unimodal functions (Svahn, 1996). 
 
Focus measure functions tend to take the form 
of a Gaussian bell. Thus a function can be fitted 
to the collected data points and the maximum 
found. This maximum should correspond to the 
maximum of the focus measure (Svahn, 1996). 
 
Subbarao and Tyan (1998) propose an 
algorithm that combines a difference-of-signs, 
a coarse binary or Fibonacci search and 
interpolation to minimise the lens motion. 
Initially a difference-of-signs is taken to 
indicate what direction the lens should be 
moving in. A coarse search is then performed 
in this direction to narrow the search interval. 
The focus measure is then taken at three 
different points in this interval and a Gaussian 
is fitted to these points. The maximum of the 
Gaussian is taken to be the maximum focus 
measure.  
 

2.3 Slide Quality 

Passive autofocusing algorithms will fail to 
correctly focus a slide if there is a shortage of 
content in the field to be imaged. When the 
maximum focus measure found is not 
significantly larger than the measures at the end 
of the focus interval then the focus position 
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must be rejected. The microscope should then 
attempt to focus a neighbouring field 
(Geusebroek et al., 2000). If a predetermined 
number of fields do not contain enough content 
the slide should be rejected and flagged for 
human inspection.  
 

3 Implementation 
A passive autofocus algorithm can be divided 
into two main components: 
 

1. The Focus Measure 
2. The Search Algorithm 
 

Before the focus measure can be found the 
image of the slide must be acquired. This was 
done by using a Lumenera digital camera. The 
camera was controlled by a laptop computer 
and images were downloaded from the camera 
to the laptop. The images were then imported 
into the MATLAB version 6.5 programming 
environment. Each image was then converted 
from a colour RGB image to a greyscale image 
and then its brightness was normalised by 
dividing the image by the mean of the image 
brightness. Once this was complete the focus 
measure of the image could be found. 
 

3.1 The Focus Measure 

The focus measure can be found in many 
different ways. However according to Subbarao 
and Tyan (1998) the number of candidate focus 
measures that should be considered for good 
performance is limited. Thus the focus 
measures that were considered are: 
 

1. Energy of the image Laplacian 
(Subbarao and Tyan, 1998). This can 
be found by applying the following 
equation to the image: 

 
 
 

 
 
Where g(i,j) is the image’s grey level 
function at pixel (i,j) 

 
2. Variance of the log-histogram 

(Forero et al., 2004). The equation to  
 

find the variance of the log-histogram 
is as follows: 
 
 
 
Where pl is the probability of intensity 
level l in the image and where  

  
 

 
 

is the expected value of the log-
histogram.  
 
As these equations were designed for 
use in fluorescence microscopy the 
bacteria would show up bright against 
a dark background. The reverse occurs 
in light microscopy, the bacteria are 
dark against a light background. Thus 
in order to apply the variance of the 
log-histogram equations to a light 
microscopy image, the inverse of the 
image must be used instead of the 
original image. 

 
3. First order Gaussian derivative 

(Geusebroek et al., 2000). This 
involves the convolution of each pixel 
in the image with the derivative of a 
Gaussian smoothing function at that 
point. The equation is: 

 
 
 
 
 
 

where f(x,y) is the image’s grey value 
at pixel (x,y) and Gx(x,y,σ) and 
Gy(x,y,σ) are the first order Gaussian 
derivatives in the x and y directions 
respectively, at a scale of σ (the 
standard deviation).  

 
σ must be chosen such that noise in the 
image is maximally suppressed while 
the response to details of interest in the 
image is preserved. For bar-like 
structures such as TB bacilli an 
approximate value for σ can be found 
as follows: 

 
 

ML = Σ ( g(i-1,j) + g(i+1,j) + g(i,j-1)  

+ g(i,j+1) – 4g(i,j))2  
  

i, j

Mlog = Σ (l – Elog{l})2 log(pl) 
l

Elog{l} = Σ l log(pl) 
l

F(σ) =   Σ  [f(x,y) * Gx(x,y,σ)]2  

         +[f(x,y) * Gy(x,y,σ)]2  
x,y

  1 
 
NM 

σ ≈ (d/2 )√3 
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where d is the thickness of the bar 
(which is 4µ for TB bacilli). 
 

Each of the above focus measures was tested 
on a number of slides that had varying amounts 
of image density. These slides were obtained 
from the Tuberculosis Laboratory at the 
National Health Laboratory Service in 
Greenpoint, Cape Town.  
 
In Table 1 plots of focus measure versus image 
number for three different slides are shown. To 
generate each plot the following procedure took 
place: 

1. A number of images of each slide were 
obtained ranging from out-of-focus to 
in-focus to out-of-focus again. 

2. The focus measure of each image was 
found. 

3. The focus measure was then plotted 
against the image number. 

 
The procedure of calculating the focus measure 
for all the images was timed, as calculation 
time is an important factor in choosing the best 
focus measure.  
 
In figure 2 an example of a focus measure plot 
is shown. The image with image number x 
would be the image that is in focus as it has the 
highest focus measure.  
 

Figure 2 An example of a focus measure plot. 
 

3.2 The Search Algorithm 

Subbarao and Tyan (1998) recommend a 
combination of search algorithms. First the 
difference-of-signs method is used to move the 
lens in the correct direction. A sequential 
search is then initiated by moving the lens in 

small steps until the focus measure decreases 
for the first time. Then a binary search is begun 
in the interval containing the last three lens 
positions until the search interval has been 
narrowed to a certain size. A quadratic or 
Gaussian is then fitted to three or more points 
until the maximum focus measure is found. 
This algorithm was designed to minimise the 
lens movement. 
 
This method was applied to the same set of 
slides as shown in Table 1. The search worked 
well except for the fact that a binary search 
could not be implemented. This is due to the 
fact that the system cannot tell where in the 
focus measure curve it is. It has no way of 
knowing whether the correct in-focus position 
is in front of it or behind it. Thus no binary 
search could be implemented as in a binary 
search the data that is being searched is in order 
and the exact position of the required data is 
known. 
 
As no binary search was implemented a 
sequential search with smaller intervals was 
used in the interval outlined by the sequential 
search with larger intervals. A quadratic curve 
was then fitted to three points within the final 
interval and the turning point found. This 
turning point gives the position of the 
maximum focus measure. 
 

4 Results 

4.1 The Focus Measure 

Table 1 shows the “in-focus” slide in each of 
three series of approximately 30 slides. Below 
each slide are the corresponding focus measure 
plots calculated using the three different focus 
measures being investigated. In terms of shape 
(smoothness and monotonicity) the First Order 
Gaussian derivative focus measure plots are the 
best; however the amount of time it took for the 
focus measures to be calculated is far too long 
for this focus measure to be feasible. The 
Energy of the Image Laplacian focus measure 
also has a good shape, however it less smooth 
than the First Order Gaussian derivative. But 
the Energy of the Image Laplacian takes 
significantly less computing time than the First 
Order Gaussian derivative, thus making it a 
much more sensible choice. The Variance of 
the log-Histogram plots have a very poor shape 
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and are not unimodal.  Thus the focus measure 
to which the search algorithm was applied, was 
the Energy of the Image Laplacian. 
 

4.2 Comparison with a Human 
Observer 

Whether a slide is in focus or not is a subjective 
issue. Geusebroek et al. (2000) compared their 
autofocusing algorithm against two 
experienced microscope observers. The 
maximum error between the two observers was 
1.27µm and the autofocus versus observers was 
1.12µm. Thus they concluded that their 
autofocus performance was comparable to 
experienced observers. 
 
The autofocusing algorithm has produced good 
results on 5 test images, with the maximum 
difference between the focal point chosen by 
the algorithm and that chosen by one of the 
authors (MJR) being 5µm or 0.005mm. The 
differences between the focal point chosen by 
the algorithm and that chosen by the human 
observer are shown in figure 3. The slide 
numbers refer to the following slide sequences: 
 

• Slide 1: The high content slide 
• Slide 2: The medium content slide 
• Slide 3: The low content slide 
• Slide 4: A test slide 
• Slide 5: A blood smear slide 

 
 

Difference between the focus point chosen by the autofocus 
algorithm and that chosen by the author
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Figure 3 

 
Figures 4 and 5 show focused images obtained 
by the human observer and the automated 
algorithm, respectively. It is very difficult to 
decide, by visual inspection, which image is 
most in focus. 

 
The algorithm developed by Geusebroek et al. 
(2000) took between 1.5s and 2.8s to focus the 
microscope. This is in the same time range as 
experienced microscope observers. This is a 
considerably shorter time than that taken by the 
current autofocus algorithm, which takes up to 
35s to focus. 
 

 
Figure 4 The test slide image the human observer 
chose as being most in focus 

 

 
Figure 5 The test slide image the autofocus 
algorithm chose as being most in focus 

 

5 Conclusion 
 
An autofocusing algorithm has been developed 
for the smart microscope. Preliminary testing 
has shown the algorithm to be successful in its 
task, although the time taken to autofocus the 
microscope is lengthy compared to what has 
been reported by other researchers. Further 
work will attempt to reduce the focusing time. 
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Table 1 Showing the different focus measures obtained from slides with different densities and the 
time it took for each focus measure plot to be calculated 

 Slide 1 Slide 2 Slide 3 

Focused 
Image 

 
High Density 

 
Medium Density 

 
Low Density 

Energy of 
the image 
Laplacian 

   
Time Taken 

(s) 
25.0560 

 
21.8510 

 
25.5160 

 

Variance 
of the log-
Histogram 

   
Time Taken 

(s) 
26.5380 21.1810 23.2240 

First-
Order 

Gaussian 
Derivative 

   
Time Taken 

(s) 
3729.7 3296.7 3866.3 
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Bushing Condition Monitoring using Computational Intelligence Methods 
B.C. Vilakazi, P.R. Mautla, E.M. Moloto, and T. Marwala 
 
This paper presents bushing condition monitoring frameworks that uses multi-layer perceptrons 
(MLP), radial basis functions (RBF) and support vector machines (SVM) standalone classifiers 
and a committee of classifiers.  The first phase of the framework determines if the bushing is 
faulty or not while the second stage determines the type of fault. The diagnostic gases in the 
bushings are analyzed using the dissolve gas analysis. There is no significant difference in the 
performance of the stand-alone classifiers and the committee of classifiers. 
 
Three-dimensional reconstruction of spinal shape from low dose digital x-ray 
images 
Khalid I. Hussein and Tania S. Douglas 
 
Standard 3D spine shape reconstruction using stereo-radiography is usually limited in accuracy 
because of the limited number of visible landmarks in one or more projections. This paper 
presents a semi-automatic stereo-radiographic method for 3D reconstruction of the spinal shape 
based on anatomical landmarks, from digital x-ray images. Points are found in stereo images 
along the centre of the spine, and matched using polynomial fitting, prior to 3D reconstruction of 
point locations using the  Direct Linear Transform. A specimen of a human scoliotic spine with a 
radio-opaque wire embedded at the centre was scanned within a calibration frame consisting of 
25 control markers at 15° intervals from 0 to 90°. The spinal shape was reconstructed and the 
reconstruction accuracy was tested for different separation angles between stereo images. The 60° 
separation angle gave the optimal results for reconstruction of the spinal shape using polynomial 
fitting, with mean errors of 2.63 mm, 1.46 mm, and 0.46 mm in X-, Y-, and Z directions, 
respectively. 
 
Evaluation of a Low Complexity Microphone Array for Speaker Recognition 
Nicholas Zulu and Daniel Mashao 
 
Microphone arrays offer the possibility of hands free speech acquisition. This increases the 
convenience for users of speech technology equipment as they do not need to hold a microphone 
in order to interact with a speech system. In addition, a microphone array has the advantage of 
potential gains in signal-to noise ratio in noisy and reverberant environments. In this paper we 
evaluate the quality of a locally designed four element linear microphone array. The microphone 
array enhanced speech is evaluated on distortion, noise and speaker recognition performance. The 
reported results show that the noise canceling beamformer with post filter produced low 
distortion, high signal-to-noise ratio speech, and the best speaker identification and verification 
rates when compared to other general beamforming techniques. 
 
Towards Detecting Man-made Objects in Natural environments for a Manmade 
Object MPEG-7 CBIR Descriptor – SANDF Application 
J.S. van der Merwe, H.C. Ferreira, and W.A. Clarke 
 
This paper shows how a simple method can extract both edge and uniform-region information to 
be used in detecting manmade objects in a South African military environment. The method’s use 
with the MPEG-7 Standard and a compatible descriptor is also discussed. The results show the 
relative effectiveness of the method and some possible improvements are discussed. 
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DSP Implementation of a Real-Time Horizon Detection Algorithm 
Charles Behi, Francois-Pierre Clouet, and Barend J. van Wyk 
 
The recent need for small and slow aircrafts such as MAVs (Micro Air Vehicles) and UAVs 
(Unmanned Aerial Vehicles) raised some critical issues, one of them being the flight stability of a 
pilot-less vehicle. This paper first introduces some details regarding the stability problem for 
UAVs, describes a well-known horizon detection algorithm [1], and then explains a few 
improvements made to embed it. It has been simulated in MATLAB and implemented on a TI 
DSP board. Finally, results are presented and further improvements, such as an FPGA 
implementation, are discussed. 
 
Influence of different portal radiograph reconstruction methodologies on the 
accuracy and efficiency of automatic treatment setup verification during conformal 
radiotherapy 
Leendert van der Bijl, Evan A. de Kock, and Neil Muller 
 
In conformal radiotherapy the final treatment position should ideally be verified with an 
automatic verification system. The automatic verification process involves the registration of 
portal radiographs (PRs) of the patient with digitally reconstructed radiographs (DRRs). The 
details of the method used to generate the DRRs have a great impact on this registration process, 
both on its efficiency and its accuracy. Aspects that are investigated are computed tomography 
(CT) calibration curves, beam hardening effects, CT slice thickness and image smoothing through 
direct interpolation of the DRRs and through the interpolation of CT data. 
 
Relevance Feedback With Continuous Learning in Content Based Image Retrieval 
C. Loots, W.A. Clarke, and H.C. Ferreira 
 
People are constantly being bombarded by multimedia on television, radio and the most important 
source, the Internet. Therefore content-based image retrieval has become a notorious research 
area. In this paper we take an overview of the current system implementations of relevance 
feedback as well as continuous learning in CBIR systems. We propose a system that already 
implements several of the MPEG-7 visual descriptors and extend this system with the 
implementation of a two-class relevance feedback architecture, as well as a Self Organizing Map 
framework for continuous learning. 
 
The effect of network degradation on speech recognition 
Gabriel CDS Joubert and Etienne Barnard 
 
We describe a system, based on open-source tools, that was developed in order to study the effect 
of network degradations in Voice-over-Internet-Protocol applications on speech-recognition 
accuracy. Sophisticated play-out algorithms are found to enhance recognition accuracy when 
network jitter occurs, but do not generally compensate for packet loss successfully. We also 
confirm that packet loss is a more significant problem for large packets. 
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Comparison of Dynamic Time Warping and HMM Labeling for a Sesotho TTS 
System 
Lehlohonolo Mohasi, Francois Rousseau, and Daniel Mashao 
 
High accuracy phonetic segmentation is critical for achieving good quality in concatenative text 
to speech synthesis. Due to the shortcomings of current automated techniques based on HMM-
based alignment or Dynamic Time Warping (DTW), manual verification and labeling are often 
required. In synthesis labeling, however, the  sequence of phones spoken is known. This 
knowledge is based on the assumption that the voice recording the prompts did so properly, and 
thus we wish to find out where those phones are in general. The main interest here is knowledge 
of the boundaries of segments. One other concern in synthesis labeling is working with a single 
speaker. This is useful in that, if we are to get a synthesizer that works well, recording needs to be 
done very carefully and consistently. This does make things easier for the labeling task. However, 
in synthesis labeling, we are also concerned about prosody, and spectral variation. 
 
Two approaches to gathering text corpora from the WorldWideWeb 
Gerrit Botha and Etienne Barnard 
 
Many applications of pattern recognition to natural language processing require large text corpora 
in a specified language. For many of the languages of the world, such corpora are not readily 
available, but significant quantities of text are available on the World Wide Web. We describe 
and compare two approaches to gathering language-specific corpora from this resource, and show 
that the use of a commercial search engine as a first stage leads to good results. 
 
Optimisation Methods for Skin Based Face Detection 
Christiaan M. van der Walt 
 
This paper presents a technique for automatically detecting human faces in complex visual 
environments. A twostep process first detects highly probable human skin regions in a digital 
color image and then extracts information from these regions which might contain a face. Color 
and texture properties are combined to detect human faces. 
 
Granulometries for the characterization of laser-treated high strength steel alloy 
samples 
I. Tchangou Toudjeu, B.J. van Wyk, M.A. van Wyk, and L.R. Kgomari 
 
The focus of this paper is the image-based characterization of laser-treated high strength steel 
alloy samples using granulometric methods. A granulometry can be thought of as a sieving 
process which converts an image to a new image in which objects smaller than the size of a pre-
defined structuring element are removed. A granulometric curve or pattern spectra is obtained by 
varying the size of the structuring element and calculating the rate at which an image is sieved. It 
is shown that the pattern spectra of laser-treated steel images can be used to train a neural 
network to quantify the microstructural deviation of a treated steel sample from a predefined 
template. An overview of the principles underpinning the calculation of granulometries and 
pattern spectra are given and preliminary experimental results are discussed. 
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Wavelet Based Compression: The New Still Image Compression Technique 
Veruschia Mahomed and S.H. Mneney 
 
As of recent, wavelet-based coding schemes have emerged as a cutting edge technology within 
the field of compression. This paper provides an in depth analysis into the wavelet transform as 
well as the various wavelet coding schemes. It also looks at modern compression standards like 
the DCT-based JPEG compression standard and the newer wavelet-based JPEG2000 standard. 
Two important wavelet coding schemes, the Embedded Zerotree Wavelet (EZW) algorithm and 
the Set Partitioning in Hierarchical Trees (SPIHT) algorithm are discussed in great detail. The 
performance of these algorithms is then evaluated. The results verify that wavelet-based 
compression outperforms DCT-based compression thus highlighting the short-comings of the 
current DCT-based JPEG compression standard and the need for wavelet-based compression. 
 
Comparison of X-Ray Image Registration Techniques across Rotation and 
Translation 
Jantine Frahn, Evan de Kock, and Neil Muller 
 
In proton therapy, the final treatment position is verified by means of the comparison between the 
current patient position and a digital reconstructed radiograph of the expected final position. If 
these images do not match sufficiently well, the patient is not considered to be in position. In this 
paper we assess several common X-ray image registration techniques performance in this 
situation. We find that, of the techniques considered, the mutual information and correlation ratio 
based techniques give the most reliable indications of mismatches. Of particular interest, is that 
the match output for these two techniques degrade smoothly in the vicinity of the correct position 
for most of the transformation parameters. This suggests that numerical optimisation techniques 
can be used to calculate the actual transformation between the observed position and the desired 
final position. 
 
Texture Based Image Segmentation using Textons 
Stephen Haddad 
 
Two methods of image segmentation using Texture cues are investigated in this paper. The first 
uses an intermediate step in which pixels are given Texton labels. Textons are used to model 
typical filter responses of pixels in the image by clustering the filter responses of example texture 
images. The histogram of Textons in the neighbourhood of each pixel is used for classification. 
The second algorithm models each with a Gaussian Mixture Model, each component in the 
Mixture representing a Texton. The sum of log-likelihoods in the neighbourhood of the pixel are 
used for classification. 
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Integrated Fiber Optical Gyroscope Simulation Based On The Sagnac 
Interferometer 
Bo Zhang and M.T.E. Kahn 
 
Along with the development of the micromachining processing technology, such as large-scale 
integrated circuit (LSIC), microelectrical-mechanical systems (MEMS), Which make possible of 
the miniaturization and the integrated about many kinds of sensors and actuators, as instance the 
temperature, stress, chemical, acceleration, angular velocity etc. Those micro applications give us 
a lot of advantages, which makes the physical size of the sensors much smaller, power consuming 
lower, the production cost reducing much lower because of assembly producing. The paper 
introduce the Sagnac effect principle, which is the based principle of the all type optic 
gyroscopes, researches on angular velocity sensor (FOG) and discusses the improvement of 
combination with fiber optic gyroscope (FOG) and MEMS technology, which is supplied 
advantages and developing direction. Over the last twenty years the fiber-optic gyroscope (FOG) 
has evolved from a pioneering physics experiment to a practical device. Because their operational 
principle for sensing inertial rotation is not mechanical, but optical, FOGs are inherently quick to 
start, resistant to shock and vibration, light, compact and long lived. The measurement of rotation 
is of considerable interest in a number of areas. It is not only used in aircraft but also have been 
already developed new applications fields such as  automobile navigation, antenna/camera 
stabilizer, crane control, unmanned vehicle control. The FOG is an angular velocity sensor with 
photo electricity examination method based on the Sagnac effect. Then the assume design model 
did in the CoventorWare, which is a 3-D software to simulating the MEMS applications. 
 
Improved signal detection for Neural Networks on wired fences 
Johannes de Vries 
 
The focus of this paper is to improve signal detection on wired fences for an event classification 
system previously developed by the author [3]. One factor that determines the cost of an event 
detection system for a wired fence is the distance at which an event can be detected. By 
increasing the event detection possibility, less event detection units needs to be installed. Possible 
improvements are investigated in this paper. This proposed improvement is part of a more 
elaborate farm information system and is not intended to function as a stand-alone detection 
system. 
 
Evaluation of speaker adaptation algorithms for improved speech recognition 
Ofentse Noah and Daniel Mashao 
 
An IVR system enables users to speak to a computer system. Speech recognition is therefore an 
important part of an IVR system design. There are two ways in which a speech recognition 
system can be designed; speaker independent and speaker dependent. A speaker independent 
system is trained on many people but performs poorly on individual speakers. Speaker dependent 
systems are ideal but not possible in the case of a public IVR server. The aim of a speaker 
adaptation algorithm is to enable a speaker independent system to perform at the level of a 
speaker dependent system. Two state of the art algorithms, MAP and MLLR have been proposed 
for speaker adaptation. In this paper we evaluate these algorithms for a public access IVR server. 
The results show that MLLR is better than MAP for data less than 30 seconds. 
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Asterisk software PBX and speech technology 
Gladys Sonko, Mercy Njau, Nicholas Zulu, and Daniel Mashao 
 
This paper is a proposal for the combination of the Asterisk software PBX with speech 
technology. The Asterisk software PBX provides all the common PBX features as well as VoIP 
functionality. Speech technology is a diverse field; and as such this research will only focus on 
speaker recognition and text to speech applications. In speaker recognition we will focus 
specifically on speaker identification and speaker verification. Our aim is to create new telephone 
based IVR applications using the Asterisk PBX and the above mentioned speech technologies. 
 
Robust Speaker Recognition with Histogram Equalization and Support Vector 
Machine Classifier 
Thembi Mazibuko and Daniel Mashao 
 
This paper presents a proposal for a speaker recognition system which combines Histogram 
Equalization and Support Vector Machine classification. The research will include application of 
these techniques to both speaker verification and speaker identification tasks, though the final aim 
is to produce a speaker verification system. The development of SVM for faster implementation 
is important in order to generate interest in its application to real-time speaker recognition 
systems so as to take advantage of the benefits of the technique. The development of HEQ for 
speech related applications has produced encouraging results which have prompted increasing 
interest in the implementation of this technique to the field. This research therefore proposes to 
investigate the benefits of applying these techniques simultaneously. 
 
Vision-based driver fatigue detection (September 2005) 
K.T. Luhandjula, T.S. Nedzamba, B.J. van Wyk, and M.A. van Wyk 
 
Several fatigue detection techniques have been proposed in literature. A balance between low 
computational cost and improved performance is the object of ongoing research in this area. The 
purpose of this paper is to compare two non-intrusive driver fatigue detection algorithms in terms 
of computational cost and performance. Both algorithms use the same steps with different 
implementations. The different steps are: The localization of the face, the localization and 
tracking of the eyes, and the evaluation of the fatigue status. 
 
Speech Enabling Small Devices: Implementation of Voice Dialing System on 
Cellular Phones 
Dale B. Isaacs and Daniel J. Mashao 
 
This paper investigates currently supported speech technologies which have been implemented on 
mobile devices. Today, being able to communicate from anywhere in the world has become quite 
a mandatory task with the latest technology. As this technology is constantly improving, we are 
always striving towards developing easier means of communication, especially a more user 
friendly means of interacting with our devices. Speech enabling these devices helps to alleviate 
some of the frustration connected with using these devices and in some cases helps those who are 
only able to use their speech as a means of communication. In this paper we look at a simple 
voice dialing system on mobile phones and propose to match or better its current performance by 
use of new algorithms. 
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Natural Language Call Routing for a Call Center Menu 
Dirshan Vanmali Patel and Daniel Mashao 
 
Call centers are important for businesses in the present competitive environment. It is very 
expensive to keep completely manned operations to provide services to their clients 24 hours a 
day 7 days a week. So call centers typically employ a complex hierarchy of touch-tone menus to 
provide self-service in the IVR (Interactive Voice Response) system. However, as menu 
complexity increases, IVR usage decreases which can become very costly. The proposed solution 
to this problem is a natural language (NL) call router which will implement topic identification 
i.e. keyword spotting, to help reduce the menus by allowing the caller to specify their requests by 
just speaking. The spotting system will be based on the Hidden Markov Model (HMM) as well as 
the Dynamic Time Warping (DTW) speech recognition engines. An evaluation and comparison 
of both speech engines will be conducted in order to determine the better efficiency of routing. 
Routing accuracy is critical because of the direct cost impact of a misrouted call. For large call 
centers handling several million calls per year, the corresponding cost savings can be in the 
millions of Rands. 
 
Phonetization for Text-to-Speech Synthesis in Sesotho 
Lehlohonolo Mohasi and Daniel Mashao 
 
In spite of all the hard work in speech synthesis which has led to state-of-the-art text-to-speech 
systems, there is no guarantee that a lexicon will contain all words found in the text for a 
particular language. It is therefore essential that a way should be found for predicting 
pronunciation for out-of-vocabulary words. One approach is phonetisation, transcription of 
written text into sounds, which uses a set of well-defined language-dependent rules augmented by 
a dictionary of exceptional words that constitute their own rules. This paper presents an 
investigation into phonetisation of Sesotho language for the purpose of developing a 
comprehensive system for letter-to-sound conversion and assessing the quality of this 
transcription system. The investigation is in its early stages and thus there are no definite results 
yet. 
 
Data Modeling for Intelligent Learning Environments 
M.T.E Kahn 
 
Analyzing the flow of knowledge and logical relationship between data for comparison between 
the old and new systems is often difficult or intensive. Of particular interest here is the 
development of methods or techniques that can look at knowledge and data from within the 
context of a mathematics that can present effective and logical analysis of knowledge basis that 
would assist the design of an intelligent learning environment. A model for data and knowledge is 
proposed based on the structure of relational databases’s, which allow sets, intervals and even 
objects to be used as attribute values. A tabular system with two level knowledge organization is 
proposed which uses algebraic analysis of their logically defined characteristics but which does 
not suffer from the computational complexity that first order predicate calculus forces one to 
adopt in problems of this nature. This paper puts forward a proposal for algebraic analysis and 
verification of qualitative properties defined in a logical way. This approach, which can be 
considered as the algebraization of knowledge manipulation is aimed at simplification and 
making more efficient certain verification procedures in an education environment. This may also 
be applicable to other systems. 
 

198


	PRASA 2005
	Papers
	An Overview of Feature Selection Techniques in Statistical Pattern Recognition
	Discrete Frobenius-Perron Tracking
	Characterizing one-class datasets
	Neural Network Based Techniques for Estimating Missing Data in Databases
	Simplifying the model-based classifiers for multi-modal problems in classification of spectra
	A Variable Kernel Classifier for Bearing Fault Diagnosis using Simple Statistical Features
	lp deconvolution for water pipe channel identification
	Using timing information in speaker verification
	Block DCT optimization on object edges
	A Digital Watermarking Algorithm for Authentication and Tamper Detection
	Estimating relative world views
	Virtual View Synthesis using Visual Hulls
	A Video Based Traffic Monitoring System: Speed, Flow Estimation and 3D Reconstructions
	An approximate EM Homographical Iterative Closest Point algorithm
	Procrustes Analysis in Fetal Alcohol Syndrome diagnosis
	Bubble Size Distributions For Froth Classification
	Real-Time Indoor Surveillance System with Behavior Detection
	Statistical investigations into isiZulu intonation
	Language dependence in multilingual speaker veri�cation
	HMM Sub-band Based Speaker Identification Using Linear and Non-linear merging techniques
	Developing Intonation Corpora for isiXhosa and isiZulu
	A Hybrid Text-To-Speech Approach for an Advanced Afrikaans System
	Obtaining a minimal set of rewrite rules
	Soft information-based timing phase recognition in asynchronous digital receivers
	Feature-fusion speaker verification system normalised with modified segmental histogram equalisation (MSHEQ)
	Texture Analysis and Unsupervised Clustering for Segmenting Iris Images
	On Neyman-Pearson optimisation for multiclass classifiers
	A Statistical Approach to Local Evaluation of a Single Texture Image
	Seeded region growing using multiple seed points
	Autofocusing a smart microscope for the detection of tuberculosis in sputum smears

	Poster abstracts
	Bushing Condition Monitoring using Computational Intelligence Methods
	Three-dimensional reconstruction of spinal shape from low dose digital x-ray images
	Evaluation of a Low Complexity Microphone Array for Speaker Recognition
	Towards Detecting Man-made Objects in Natural environments for a Manmade Object MPEG-7 CBIR Descriptor - SANDF Application
	DSP Implementation of a Real-Time Horizon Detection Algori
	Influence of different portal radiograph reconstruction methodologies on the accuracy and efficiency of automatic treatment setup verification during conformal radiotherapy
	Relevance Feedback With Continuous Learning in Content Based Image Retrieval
	The effect of network degradation on speech recognition
	Comparison of Dynamic Time Warping and HMM Labeling for a Sesotho TTS System
	Two approaches to gathering text corpora from the WorldWideWeb
	Optimisation Methods for Skin Based Face Detection
	Granulometries for the characterization of laser-treated high strength steel alloy samples
	Wavelet Based Compression: The New Still Image Compression Technique
	Comparison of X-Ray Image Registration Techniques across Rotation and Translation
	Texture Based Image Segmentation using Textons
	Integrated Fiber Optical Gyroscope Simulation Based On The Sagnac Interferometer
	Improved signal detection for Neural Networks on wired fences
	Evaluation of speaker adaptation algorithms for improved speech recognition
	Asterisk software PBX and speech technology
	Robust Speaker Recognition with Histogram Equalization and Support Vector Machine Classifier
	Vision-based driver fatigue detection (September 2005)
	Speech Enabling Small Devices: Implementation of Voice Dialing System on Cellular Phones
	Natural Language Call Routing for a Call Center Menu
	Phonetization for Text-to-Speech Synthesis in Sesotho
	Data Modeling for Intelligent Learning Environments





