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Abstract

Recent advances in froth imaging have made accurate
bubble size distribution information available. This in-
formation has high dimensionality, and is not straightfor-
ward to use effectively. Often, inappropriate simplifica-
tions are made to the data, which can result in a loss of
the useful information originally contained in the data. A
variety of techniques of using bubble size data to clas-
sify a variety of froths are presented. Results show that
the principle component analysis and frequently occur-
ring bubble size distribution algorithms are the best suited
(of the algorithms tested) for classifying froth types by
bubble size information.

1. Introduction

1.1. Flotation

Flotation is a separation process used in many mining op-
erations to upgrade the desired mineral concentration be-
fore further downstream processing. The operation of the
flotation process is a complex one which is not entirely
understood. Each flotation cell has numerous input pa-
rameters (reagent dosage, froth depth, air flow rate) and
is also affected by numerous disturbance variables (ore
type, mill performance). Typically, plant operators in-
spect the state of the froth visually, taking into account
such parameters as velocity, bubble size, texture, colour
and stability. Based on the state of the froth, the operator
might make changes to one or more of the input parame-
ters in order to achieve optimal performance.

As a result of this, numerous machine vision systems
have been developed to analyse the state of the froth in a
manner similar to that of an experienced plant operator.
The advantage of such an instrument is the availability of
precise, unbiased measurements 24 hours a day.

1.2. Bubble Size Distributions

This paper will be focusing on what useful information is
contained in bubble size distributions (BSDs), this being
one of the outputs from a typical machine vision system

for analysing flotation froths. Numerous algorithms exist
for determining bubble sizes in flotation froths [1, 2, 3, 4,
5]. However, most of the froths being analysed in these
examples have narrow bubble size distributions (ie. all
bubbles have similar size). This is not always the case,
and only recently [6, 7] have algorithms been developed
that can generate accurate bubble sizes for froth images
that have wide bubble size distributions (ie. contain both
large and tiny bubbles).

Now that accurate bubble size information exists,
there is still the problem of how best to deal with this
data. Bubble size information is typically viewed in a cu-
mulative bubble size distribution. Commonly, the data is
converted to a mean, p50 (median), p80 or p90 value in
order to reduce the complexity of the data.

1.3. “Dynamic” Bubble Size Distributions

It has been found that for certain froth types, the bub-
ble size distributions are “dynamic”. “Dynamic” BSDs
occur when a froth in steady state has substantially dif-
ferent BSDs over a short period of time (less than one
second). An example of such a case is shown in Figure 1.
It is clear from Figure 1 that for a froth with a “dynamic”
BSD it is highly unlikely that a single frame will provide
enough information for correct classification.

1.4. Objectives

The specific objectives of this paper are to:

• determine how to best classify froth types using
bubble size information.

• determine if reducing bubble size distributions to
mean, median and percentage passing values is an
appropriate simplification to make.

• determine how many frames of video footage are
needed to successfully classify froths with “dy-
namic” BSDs.
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Figure 1: An example of a froth with a “dynamic” BSD.
The BSDs are taken from two frames of video which are
within 1 second of each other.

2. Classification Algorithms

2.1. Froth Data Sets

Two data sets are used in this work. One of them is a
set of video footage taken of platinum bearing froth, the
other is a set of video footage taken of copper bearing
froth. Both data sets have been manually subdivided into
visually similar froth classes, in a similar manner to how
an experienced plant operator would evaluate the state of
the froth.

Each video segment in the data sets is one minute
long (1500 frames). The breakdown of how many exam-
ples were available for each froth type is given in Tables
1 and 2. Figures 2 and 3 show examples of the various
froth classes for platinum and copper respectively.

Table 1: Number of video clips for each froth type for the
platinum data set.

Froth Type Number of Sequences
1 8
2 6
3 6
4 6

2.2. Sampling

Each video segment consists of 1500 frames. This means
that a sample of up to 1500 frames in length can be drawn
out of any video segment.

A sample length is decided upon, for example 200
(consecutive) frames. For each video sequence there are

Table 2: Number of video clips for each froth type for the
copper data set.

Froth Type Number of Sequences
1 9
2 6
3 6
4 3
5 6

Figure 2: Example images of the four platinum froth
classes. Note the different bubble sizes.

Figure 3: Example images of the four copper froth
classes. Note the different bubble sizes.



1500-200=1300 such samples that can be drawn from it.
Samples are randomly drawn from the video segments to
generate both training and testing data sets of the same
length. Due to the similarity of long length samples, with
similar starting frames, a user-specified minimum level
of overlap between samples is used.
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Figure 4: An example of drawing numerous 3-frame sam-
ples from a video sequence.

2.3. Mean Bubble Size

Classification using the mean bubble size is a straight for-
ward procedure. A training set of sequences of frames are
taken from the video samples for the two froth types that
are being compared. For each sample, the bubble sizes
are known for each frame, and so the mean bubble size
for each sample (sequence of frames) can be easily cal-
culated.

Since there is a mean bubble size associated with each
sample, one can plot a distribution of mean bubble sizes.
This is done for both froth types being compared. An
example of such a distribution is shown in Figure 5.

The optimal decision boundary can be found by scan-
ning along the mean bubble size axis to determine the
point which maximises the number of correct classifica-
tions in the training data according to the following crite-
rion:

• If mean bubble size is less than or equal to the op-
timal decision boundary, classify as froth type 1

• If mean bubble size is greater than the optimal de-
cision boundary, classify as froth type 2

Once the optimal decision boundary for the two
classes has been found, the testing data can be classified,
and the effectiveness of this classification algorithm can
be determined.
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Figure 5: Mean bubble size distribution for two well sep-
arated froth types.

2.4. Percentage Passing A Bubble Size

The same classification scheme as shown above (Section
2.3) can be used with other bubble size measurements.
Instead of looking at the mean bubble size distribution,
one can look at the distribution of 80% passing, or the
distribution of median bubble sizes (50% passing).

Again, one can determine the optimal decision
boundary between two froth types and classify the testing
data accordingly, and determine the effectiveness of clas-
sifying froth types using these measures. The percentage
passing measures used in this study were:

10% passing 50% passing
20% passing 80% passing
30% passing 90% passing

2.5. BSD search

The BSD search classification algorithm is similar to the
classification algorithms mentioned above (Sections 2.3
and 2.4), except that it does not automatically reduce the
information contained in the entire BSD by taking a mean
/ percentage passing value. Instead, a search is performed
through the entire cumulative BSD to determine which
bubble size is optimal for comparing the two froth types.
A distribution is plotted, but this time it is the distribution
of percentage passing the optimal bubble size (see Figure
6). The decision boundary in conjunction with the opti-
mal bubble size is then used to classify the testing data.

2.6. Frequently occurring BSDs

The frequently occurring BSD algorithm is inspired by
the work of Varma and Zisserman [8], but instead of find-
ing imagetextonsthat occur frequently over an image,
frequently occurring BSDsare determined that are found
from the bubble size data.
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Figure 6: Mean bubble size distribution for two well sep-
arated froth types.

For each sample, the cumulative BSD is calculated
from the bubble size information from each of the frames.
A subset of the training data is taken (typically 900 cu-
mulative BSDs) and is put into an unsupervised clus-
tering algorithm. The clustering algorithm used is a
furthest-neighbour clustering algorithm, using the KS
(Kolmogorov-Smirnov) distance measure [9]. Other dis-
tance measures were tested, but due to space considera-
tions, they will not be dealt with here, suffice to say that
the KS distance measure performed the best.
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Figure 7: Frequently occurring BSDs “learnt” from train-
ing data for two froth types.

After the learning process is complete, the training
data can be labelled according to which of the frequently

occurring BSDs it is closest to (in terms of the KS dis-
tance measure). Once the labelling is complete, the dis-
tributions of the number of sample from each froth type
corresponding to each of the frequently occurring BSDs
can be calculated. New data will first be classified as one
of these frequently occurring BSDS. It will then be clas-
sified as the froth type which had the most examples of
this BSD in the training data set.

2.7. Principle Component Analysis

Bubble size information is converted to a cumulative
BSD. Binning this into 50 bins, effectively converts
each cumulative BSD into a fifty dimensional data point.
Training data consists of numerous samples of these 50D
data points, which are then normalised to have zero mean.
Principle component analysis (PCA) can then be imple-
mented for dimensionality reduction. In this work, the
cumulative BSD is reduced to a point in three-space.

A K nearest neighbour algorithm is then used to clas-
sify the testing data into one of the two froth types. A
value of K=15 is typically used in this work.

3. Results

Due to space considerations, only the overall perfor-
mance results for the classification methods are shown in
this section. The results have been split into two sections,
the classification results for platinum froths and those for
copper froths.

3.1. Platinum froths

For ease of viewing, the results have been split into two
groups, those based on simple measures (mean, percent
passing) and those using more information from the bub-
ble size distribution. It is clear that the former (best per-
formance 91.8%) performs much worse than the latter
(worst performance 92.8%). This is shown in Figures 8
and 9 (note that they have different scales on the y axis).
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Figure 8: Platinum froth classification results.
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Figure 9: Platinum froth classification results.

The top performers are the PCA and the frequently
occurring BSDs classification. The PCA classification
performs worse as the number of samples increases. A
closer inspection of the data shows that this occurs only
with froth types 3 & 4. It is suspected that this is the
result of there being a large amount of variance in these
classes. However, this large variance is intra-class vari-
ance rather than inter-class variance, and as such results
in poor classification with a PCA classifier.

3.2. Copper froths

Similar results can be seen in the results for the classifi-
cation of copper froths (see Figures 10 and 11). However,
the correct classification results are much poorer. This is
due to the “dynamic” nature of the copper froth, which
results in much more variance in its bubble size distribu-
tions.
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Figure 10: Copper froth classification results.

It is evident that the classification algorithms that
make use of the entire bubble size distribution perform
much better than those that do not. In fact there is a much
bigger performance gap (>20% for copper as opposed to
>5% for platinum) between the classification algorithms
for the copper froth than for the platinum froth.
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Figure 11: Copper froth classification results.

It is also evident that increasing the number of frames
per sample dramatically increases the effectiveness of the
copper froth classifiers.

4. Conclusions

The following conclusions are drawn:

• Classifiers that make use of the entire bubble size
distribution outperform those that do not, even for
the cases where “dynamic” BSDs are not present.
The PCA and frequently occurring BSD classifiers
perform the best, with frequently occurring BSDs,
outperforming PCA at higher sample lengths. Fur-
ther work should be done to determine if this con-
tinues for even longer sample lengths.

• Commonly used data reduction techniques to re-
duce the dimensionality of bubble size distribu-
tions (such as mean, median, percentage passing
values) are inappropriate for froths with “dynamic”
BSDs, as they lose a large amount of the original
information content. Such reductions render it al-
most impossible to distinguish between two froth
types.

• For both copper and platinum froths, one can
achieve a 95% correct classification for both the
PCA and frequently occurring BSDs algorithms
when samples 100 frames long are used.
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