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Abstract – Understandability, flexibility, naturalness and 
pleasantness are the requirements of an advanced TTS 
system. Limited domain unit selection synthesis is a well 
known and trusted concatenative synthesis technique used 
to reliably produce TTS systems with a high degree 
understandability, naturalness and pleasantness. The 
technique can however not produce the flexibility that is 
required and therefore it can not be used for the design of 
advanced TTS systems. This paper is therefore aimed at 
adding flexibility to systems built on the basis of this 
technique by finding a suitable back-up voice used to 
synthesize words that are not in the vocabulary of the 
limited domain. The resulting system is known as hybrid 
TTS system. A diphone concatenative and an open domain 
unit selection synthesis system were both implemented to 
accomplish this task. Results using subjective listening 
tests show that the open domain system will act as a more 
suitable back-up voice for the reason that the voice quality 
of this system is much greater than that of the diphone 
system. Combining the limited and open domain systems 
into a hybrid TTS system, results in a single system that 
meets all the requirements of an advanced TTS system for 
Afrikaans.  
 
 Index terms: hybrid TTS, limited domain, open domain 
and diphone synthesis 

I.    INTRODUCTION   
 
HE quality of a TTS system is determined by how well it 
measures up to the requirements of an advanced TTS 
system. The understandability of the system is the most 

important requirement since it shows how well a synthesized 
message is understood by a listener after the first time of 
listening [1]. The flexibility of the system is the second most 
important requirement for the reason that it shows the 
system’s ability to synthesize any possible linguistic entry. 
The naturalness and pleasantness of the system are both 
features that are a measure of how well the synthetic speech 
sounds compared to that of a human voice [1] [2].  
 
Limited domain (Ldom) unit selection synthesis (USS) is a 
concatenative synthesis technique of the Festival speech 
synthesis system1 that can produce TTS systems with a high 
degree of understandability, naturalness and pleasantness. 
These systems do however not hold the flexibility that is 
required since it has a predefined vocabulary [4] [5]. By using 
                                                           
1 A speech synthesis engine designed by the Centre for Speech Technology   
and Research (CSTR), University of Edinburgh [3] 

the hybrid approach described by [1] and [5], flexibility can be 
added to these systems. This is done by using a back-up voice 
to synthesize out of vocabulary words. The work in this paper 
builds on the work done by [1] where a diphone concatenative 
synthesis (DCS) Afrikaans TTS system is used in the hybrid 
approach to synthesize out of vocabulary words. DCS has the 
ability to produce very flexible TTS systems, but lacks in the 
other requirements [6]. In this work we experiment with the 
use of an open domain (Odom) unit selection system for the 
use of a new possible back-up voice to the limited domain 
system. Odom USS has the advantage that it can produce very 
flexible TTS systems with a high degree of understandability, 
naturalness and pleasantness, but has the disadvantage that it 
can be inconsistent [6]. Using the Odom Afrikaans system in a 
new hybrid approach (as shown in Figure 1.1) means that the 
resulting system would be more acceptable than the system 
built by [1] since the quality of Odom systems are usually 
greater than DCS systems [6]. 
 
 
 
 
 
 

 
 
 
 
 
 
 

Figure1.1: Hybrid approach to an advanced TTS system for 
Afrikaans 

 
The need for an Afrikaans TTS system comes with the 
growing interest in integrating modern technology into the 
eleven official languages of South Africa. Only 8% of the 
country speaks English as its home language according to [7]. 
The majority of modern technological systems in the country 
operate in English and therefore people either have phobias of 
using these systems because they are uncomfortable with the 
language or because they have limited computer literacy skills. 
The aim is therefore to eliminate these phobias by developing 
and implementing multilingual technological systems that all 
users can understand and relate to. The use of such systems 
would mean that people would now able to use technological 
systems simply by communicating with the systems in their 
mother tongues. An Afrikaans TTS system is a step forward in 
achieving this goal by acting as a benchmark for the design of 
the first complete multilingual TTS system for all South 
African languages. 
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Section 2 of this paper discusses the construction of the DCS, 
Ldom and Odom Afrikaans TTS systems to be used in the 
hybrid approaches to designing the advanced TTS system for 
Afrikaans. The same DCS Afrikaans system used by [1] is 
used here, while new Ldom and Odom systems are built. In 
Section 3 we test each system for understandability, 
naturalness, pleasantness and overall impression using 
subjective listening tests. We re-evaluated the DCS system 
using the same procedure used to evaluate the Ldom and 
Odom systems so that suitable comparisons can be made. 
Section 4 shows and evaluates the results obtained in Section 
3. Section 5 concludes on which of the DCS and Odom 
systems will act as the most suitable back-up voice to the 
Ldom system such that the resulting system meets all the 
requirements of an advanced TTS system for Afrikaans. 

II. CONSTRUCTION OF THE ADVANCED TTS SYSTEM FOR 
AFRIKAANS 

 
The requirements of an advanced TTS system for Afrikaans 
are met by using a hybrid approach to TTS synthesis. This 
section discusses the design of the primary Ldom system and 
the two secondary DCS and Odom systems to be used as 
possible back-up voices to the primary system. The hybrid 
system has the following objectives: 
 

1.  Synthesis must be carried out on a word by word basis 
so that the system accommodates for out of vocabulary 
words at any position within the text to be synthesized.  

2. The system must break to the back-up voice only when 
it is faced with an out of vocabulary word. 

3. After synthesizing the out of vocabulary word the 
system must revert back to Ldom voice and continue 
until the next out of vocabulary word is reached. These 
objectives are shown in flow diagram Figure 2.1 below. 

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2.1: Objectives of a hybrid TTS system 

The Festival speech synthesis system, its voice building 
toolset FestVox [8] and the Edinburgh Speech Tools (EST) [9] 
were used for the implementation of the Ldom, DCS and 
Odom Afrikaans TTS systems. The same Afrikaans diphone 
concatenative system built for the system in [1] was used here 
as mentioned, and therefore the construction of this system 
will not be discussed.  
 
2.1 Building the limited domain Afrikaans TTS system 
 
This section describes the steps involved in building the 
limited domain Afrikaans TTS system to act as the primary 
system in the hybrid approach. 
 
Designing the prompts 
 
Since limited domain systems have restricted outputs the first 
step in building the Ldom Afrikaans system was to define the 
vocabulary of the desired output. This is in the form of a 
prompt list and is an extension of the list designed by [1]. Here 
the database consists of 400 phonetically balanced sentences 
of which the first 24 includes greetings and general 
information about the Afrikaans languages. The database was 
sourced from an online Afrikaans newspaper, Die Rapport 
[10] and Wikipedia, a free encyclopedia [11].  
 
The prompt file used to define the prompt list is called 
time.data, and is used by the designers of Festival for building 
talking clocks [8]. This file was modified to suite the 
Afrikaans prompts by replacing each of the prompts in 
time.data with the prompts of the Afrikaans prompt list.  
 
The first four prompts are shown in the example extracted 
from time.data below. 
 
(time0001 “nul, een, twee, drie, vier, vyf, ses, sewe, agt, nege”) 
(time0002 “goeie, more, dames, en, minere”) 
(time0003 “jou, telefoon, nommer, is”) 
(time0004 “jou, identiteits, nommer, is”) 
 
Each prompt is given an identity by the term time000* which 
is used to label the prompt so that it can be identified by the 
sub-processes.      
   
Synthesizing the prompts 
 
This step involves the construction of the synthetic prompts 
needed for recording the vocabulary from the prompt list, and 
to label the resulting speech database. The kal_diphone2 voice 
was originally used to generate the synthetic prompts but was 
later changed to the DCS Afrikaans system [1] for the reason 
that the phonetic transcriptions of the American diphone voice 
do not match the phonetic transcriptions needed for the Ldom 
Afrikaans system. This step gives the system designer a 
reference pronunciation for each prompt and a time limit for 
recording the prompt. It also provides reference speech labels 
for labeling the resulting speech database. The most important 
aspect of this step is the creation of the reference labels from 
                                                           

2  An American diphone voice developed by the designers of Festival 
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the phonetic transcriptions. The reason for this is that these 
labels will be used to represent the speech units for synthesis.  
 
Recording the speaker 
 
Using a professional recording studio, professional recording 
equipment and a professional speaker will produce the most 
desired speech database, but this can be expensive. For this 
research these requirements were not available and therefore 
we recorded straight to a standard Pentium 4, 2.8GHz machine 
at 16000 samples per second (16 KHz) using a standard 
microphone and the voice talent of the author of this paper in a 
laboratory environment. The na_record recording tool, part of 
the EST library [9] was used to record the database. This 
recording tool creates a log of all the recorded data and stores 
them as wave format audio files. Each prompt in the prompt 
list was recorded on a word by word basis which is achieved 
by placing a comma between consecutive words (see extract 
from prompt list). This ensures that a silence in placed 
between the consecutive words. The reason for using this 
strategy was to ensure that overlapping of consecutive words 
does not occur as when recorded in a fluent manner. The 
overlapping of words makes the task of labeling the speech 
database more complicated since it is not known where a 
particular word starts or ends.  
 
Labeling the speech database  
 
A Dynamic Time Warping (DTW) speech labeling algorithm 
was used for labeling the resulting speech database. The 
algorithm first converts the synthetic prompts and the recorded 
utterances into their respective MFCC and delta MFCC 
acoustic features, then time aligns the two using DTW [12]. 
Each utterance is labeled on a phonetic basis for the reason 
that the Ldom technique uses the unit type phone_word 
(phone plus word) as described by [13]. Here information on 
the position of a phone within a word is required for synthesis. 
 
Generating acoustic features   
 
The cluster unit selection algorithm discussed in [8] requires 
information on the acoustic features of each utterance in the 
database so that it can group similar units according to their 
acoustic similarities. The acoustic features of speech used here 
are the mel-scale cepstral (mcep) coefficients and are 
extracted pitch synchronously rather than at fixed rates. The 
reason for this is because it was discovered that the unit 
selection technique produces better results with parametric 
spectral representations represented at pitch periods [4] [8]. 
Because of this strategy the pitch marks in the recorded 
utterances must be extracted. The EST pitchmark extraction 
script pitchmark, was used to extract the pitchmarks from the 
utterances. Power normalization was then performed on each 
utterance in the database to ensure that there are no power 
mismatches between words of different sentences. Finally the 
mcep parameters were extracted using the make_mcep script 
provided by Festival.   
 
 
 

Building the unit clusters  
 
This is the final step in the process of building the Ldom 
Afrikaans TTS system. The first step here is to load all the 
utterances in the database, sort each one into unit type 
(phone_word in this case) and then to give each type 
individual names so that they can be identified by the steps 
that follow [8]. The second step loads the acoustic parameters 
(MFCCs plus F0), calculates the acoustic distance (Euclidean 
Mahalanobis Distance [4] [8] [12]) between units of the same 
type and then saves these distances into a distance table. The 
third step builds the cluster indexes that act as pointers to 
clusters using the feature descriptions of each unit. The fourth 
step finds which features best minimizes the acoustic distances 
between units by looking at the relationship between the 
acoustic features and the acoustic distances. This is done with 
the use of the CART tree builder program, wagon. This 
program builds a decision tree that minimizes the acoustic 
distance between units of the same type [4] [8]. The final step 
takes all the trees generated in step four, places it into a single 
file that is added to a unit catalogue consisting of a list of the 
unit names, the utterance the units come from and the position 
of each unit within the utterance.  
 
2.2 Building the open domain Afrikaans TTS system 
 
This section describes the steps involved in building the open 
domain Afrikaans TTS system to act as a secondary or back-
up system in the hybrid approach. 
 
Constructing, recording and labeling the database 
 
The same 400 sentence phonetically balanced database used 
for the design of the Afrikaans Ldom TTS system was used 
for the design of the Odom system. The same speech database 
was also used and therefore there was no need for re-recording 
a new database. The entire database was however relabeled 
using the DTW algorithm used to label the Ldom database.  
 
Building the utterance structures 
 
The utterance structure is at the heart of the Festival speech 
synthesis system [14]. This step involves the construction of 
the utterance structures of each of the utterances in the 
database. Required for the cluster unit selection algorithm are 
the labels of the speech units, its durations and F0 targets [8]. 
In this case the speech units used were phones and it is 
therefore required that the phonetic labels are the same as the 
phones present in the phoneset for the Afrikaans language. 
The construction of the structures is carried out with the use of 
the build_utts script provided by Festival.  
 
Generating the acoustic features 
 
This step involves the extraction of the acoustic features from 
each utterance in the database for grouping similar units as 
needed by the cluster unit selection algorithm. The mel-scale 
cepstral coefficients are again used and are again extracted 
pitch synchronously rather than at fixed rates. The EST 
pitchmark script was used for the extraction of pitchmarks 



TTeexxtt  ffiillee  11  
   LLddoomm 

TTeexxtt  ffiillee  22  
BBaacckk--uupp  

TTeexxtt  ffiillee  33
LLddoomm

      LLddoomm  
ssyynntthheessiiss

  BBaacckk--uupp  
ssyynntthheessiiss  

LLddoomm  
ssyynntthheessiiss     ++           ++  

    WWeellkkoomm  bbyy                                  FFrraannccooiiss          ssee  ddeemmoonnssttrraassiiee  vvaann  AAffrriikkaaaannss  

SSyynntthheessiizzeedd  
uutttteerraannccee 

TTeexxtt  ttoo  bbee  
ssyynntthheessiizzeedd 

from the raw utterances and bad picthmarks were fixed using 
the EST fix_pm script. Power normalization was then 
performed to ensure that there are no power mismatches 
between utterances. Finally the mcep parameters were 
extracted using the same script used for the Ldom system. 
 
Building the unit clusters  
 
The technique and steps involved in building the cluster units 
for the Odom system are the same as those used for the Ldom 
system. The difference here is that because the unit type used 
is phone, the step takes longer than for the limited domain 
system since there are more units that make up the speech 
database.  
 
The first step loads all the utterances in the database, sorts 
each one into unit type (phone in this case) and then gives 
each type individual names so that they can be identified by 
the steps to follow. The acoustic parameters are then loaded, 
followed by the calculation of the acoustic distances between 
phones. These distances are then placed in a distance table. 
The cluster indexes are then built using the feature 
descriptions of each phone. The relationship between the 
feature descriptions and the acoustic distances between phones 
are then found using wagon. The final step lists all the trees 
and places them into a unit catalogue consisting of the phone 
name, the utterances they come from and its position within 
the utterances.   
 
2.3 Constructing the hybrid Afrikaans TTS system 
 
A major downfall of the hybrid Ldom/DCS system designed 
by [1] is that it synthesizes the entire utterance with the back-
up voice when it is faced with an out of vocabulary word. This 
is not desired since we want the system to switch only to 
synthesize the out of vocabulary word and then revert back to 
the primary system. The objectives of the new hybrid 
approach shown in Figure 2.1 aims to overcome this problem. 
This form of synthesis is however not available within the 
framework of Festival and therefore the python3 programming 
language was used to write a new algorithm to achieve this 
task. The algorithm performs the following steps to meet the 
objectives discussed in Section 2. 
 

• Step 1:  Breaks each utterance to be synthesized into 
words in the order from initial word to final 
word. 

• Step 2:  Checks the occurrence of each word in the 
Ldom vocabulary. 

• Step 3:  If the word is in the vocabulary, then it is 
stored into a new text file used to store words 
that are in the vocabulary before an out of 
vocabulary word is faced.  

• Step 4:  When an out of vocabulary word is reached, 
the word is stored into a text file used for out 
of vocabulary words. This is done until the 
next word in the vocabulary is reached. 

                                                           
3 Pythom scripting language, http://www.python.org 

• Step 5: Repeats Step 3 and Step 4 until all the words 
in the utterance to be synthesized is sorted. 

• Step 6:  Synthesizes the entries of the text files in the 
order that they were created and concatenates 
the outputs to form the final output. 

  
An example of this procedure is shown in Figure 2.2 where 
the system is faced with the out of vocabulary word, Francois. 
 
 

 
 
 
 
 
 
 
 
 

Figure 2.2: New hybrid TTS synthesis procedure 
 
The hybrid Ldom/Odom system was later modified to use a 
single database since the use two identical databases (one for 
each system) results in double the memory requirements. The 
resulting system therefore saves on memory requirements and 
possibly meets all the requirements of an advanced TTS 
system for Afrikaans.  

III.    TESTING PROCEDURE 
 
The ultimate goal of this study is to design an advanced TTS 
system for Afrikaans. We can achieve this by using a hybrid 
approach to TTS that adds flexibility to a limited domain 
system. This is done by using a suitable back-up voice for the 
synthesis of out of vocabulary words. This section discusses 
the testing procedure used to test the quality of two possible 
back-up voices in the form of a DCS and an Odom Afrikaans 
TTS system. Each system, including the Ldom system and the 
DCS system designed in [1] is tested for understandability, 
naturalness and pleasantness using subjective listening tests.   
 
To perform the subjective listening tests six test sentences 
were constructed. Each sentence was played to each of ten 
listening subjects (5 Afrikaans, 5 English/Afrikaans). Each 
listener was then given an evaluation sheet based on a MOS 
rating system to rate the quality of each system. The subjects 
were then asked to rate each system by answering the 
questions in the evaluation sheet. The rating system used here 
is based on the modified MOS scale designed by [15] used the 
measure the quality TTS systems. The six test sentences used 
for testing were: 
 
1. Afrikaans is die moedertaal vir veertien persent van Suid 

Afrika se bevolking. 
2. Welkom by die demonstrasie van ‘n Afrikaans sprekende 

rekenaar stelsel. 
3. Die nege provinsies van Suid Afrika. 
4. Guateng, Noord Kaap, Oos Kaap, Wes Kaap, Kwazulu 

Natal, Limpopo, Noord Wes, Vrystaat, Mpumalanga. 



5. Kwazulu Natal het meer mense as enige ander provinsie 
in Suid Afrika. 

6. Dit is die einde van hierdie demonstrasie, dankie dat U 
geluister het, totsiens. 

 
Figure 3.1 shows page 1 of the six page evaluation sheet.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.1: Evaluation sheet 
 
Each sentence was played only once using each of the three 
systems implemented. Thereafter each subject was asked to 
give there opinions according the evaluation sheet. The 
resulting scores for each system were then averaged and 
results are shown and discussed in the following section.  

IV. EXPERIMENTAL RESULTS 
 
This section shows and evaluates the results of each of the 
three Afrikaans TTS systems implemented. The results were 
averaged and tabulated an shown in Table 4.1. A graphical 
representation of the results is shown in Figure 4.2.   
 
Table 4.1: Mean Opinion Score rating of system 

 
 
 
 
 
 

 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
             
 

Figure 4.1: System MOS ratings 
 

Table 4.1 and Figure 4.1 show the following:  
 

1. The limited domain Afrikaans TTS system 
outperforms the open domain and diphone 
concetanative Afrikaans TTS systems in terms of 
understandability, naturalness, pleasantness and 
overall impressions. 

2. The diphone concatenative system as designed by [1] 
performs unacceptably in terms of the 
understandability, naturalness and pleasantness 
required. 

3. The open domain Afrikaans TTS system performs 
acceptably in terms of the requirements needed, 
outperforms the DCS Afrikaans system, and closely 
follows the performance of the limited domain 
system. 

V. CONCLUSIONS 
 
The limited domain unit selection synthesis technique is the 
dominant technique for building an understandable, natural 
and pleasant TTS system for Afrikaans. Flexibility can be 
added to this system with the use of a hybrid approach to TTS 
synthesis by using an open domain unit selection Afrikaans 
TTS system to synthesize out of vocabulary words. Using this 
approach in the design of the advanced TTS system for 
Afrikaans, results in a single system that meets all the 
requirements discussed in Section 1. The open domain 
Afrikaans TTS system also outperforms the diphone 
concatenative Afrikaans system considerably and therefore is 
a more suitable back-up voice to the limited domain system. 
The hybrid Ldom/Odom Afrikaans TTS system can therefore 
be implemented as the advanced TTS system for Afrikaans.  
 
 
 
 
 
 

Requirement Ldom DCS Odom 
Understandability 4.38 1.11 3.72 
Naturalness 4.20 1.18 3.62 
Pleasantness 3.75 1.25 3.22 
Overall Impressions 3.82 1.2 3.32 
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