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Abstract— Spectral (physical) features, especially the Mel-
frequency Cepstral Coefficient (MFCC) feature set, have become
the convention in current speaker recognition systems. A second
category of speaker-specific features viz. psychological (learned)
features like prosodic and conversational patterns prove superior
when spectral system performance deteriorate due to spectral
variations from noise and channel mismatch. Research into
fusion systems containing both types of features record improved
performance over stand-alone systems, e.g. using Maximum
Autocorrelation Values MACV (prosodic) and MFCC (spectral).

It is also often found that the feature distributions between
training and testing conditions differ. A normalisation technique
called histogram equalisation (HEQ) can be used to minimise
this difference. Literature shows that a modified version of HEQ
applied to the MFCC feature-set system yields improved results
over the MFCC-only system.

This paper was concerned with applying MSHEQ to a MACV-
MFCC fusion system. The system was tested on the NIST2000
database and yielded an EER of 26.84% for the MFCC-only
system, 25.85% for the MFCC-MACV system and 12.47% for
MSHEQ applied on the MFCC-MACV system.

Index Terms— MFCC, HEQ, MACV, feature-fusion systems,
prosodic, spectral, speaker verification

I. INTRODUCTION

The advancement of recognition systems come not from
entire system improvements but from optimisations and inno-
vations in components of such systems. The MFCC feature
vector has become the standard and convention in traditional
recognition systems. Much research goes in the direction
of hybrid systems built around the MFCC (state-of-the-art)
feature vector.

The MFCC feature set belongs to a category of features
model the physical vocal tract of a speaker [1], [2], [3]
and is thus spectral in nature. These type of feature sets
are sometimes referred to as low-level features [4], which
imply there are features called high-level features. High-level
or psychological features include information like prosodic,
phonemic, lexical and conversational patterns in speech and
there is a bank of literature that support the fact that the
performance of various recognition systems improve by using
high-level low-level feature fusion [2], [3], [4], [8], [9], [10].
The author’s own experiments verified that such a fusion

system does indeed improve performance in an identification
environment [13]. A prosodic feature (MACV [11]) was com-
bined with the popular MFCC (via GMMs [5], [6]) feature set
to yield improved results.

Another technique that proved to be quite effective in
improving recognition results was that of histogram equali-
sation (HEQ) [15], [16]. This technique normalises feature
distributions and thus minimises mismatches between training
and testing data distributions. Again, HEQ applied to the
MFCC feature set system [17] yielded improved results.

This paper is concerned with applying a modified version of
HEQ (applied differently on utterances) on a MACV-MFCC
(high-level low-level) feature-fusion system. Such a hybrid
system was built with the anticipation of better performance
than the stand-alone system or the simple-fusion systems.

II. SPEAKER-SPECIFIC CHARACTERISTICS OF SPEECH

This section briefly explains a few features of a speech
signal, specifically those pertaining to distinguishing between
speakers. All characteristics are broadly divided into two
categories, viz. low-level and high-level features.

A. Low-level features

Low-level features are based on the alteration of an acoustic
wave’s frequency content as it passes through the vocal tract.
The resonances of the vocal tract (formants), determined by
its physical dimensions, modifies the acoustic wave’s spectrum
[2], [3]. These features are spectral in nature and are thus
sometimes called physical or physiological features. They can
be extracted from relatively short segments of speech which
make them quicker than their alternatives. Traditional and
current speaker recognition systems, including state-of-the-art
all employ such features, the most popular of these feature
sets being the Mel-frequency cepstral coefficient (MFCC).
Such systems perform very good under clean conditions and
acceptable under noisy matched conditions. Under mismatched
conditions (channel, handset, ambient noise, etc.), however,
performance significantly deteriorates [7]. One of the principal
reasons for poor performance in these conditions is because
of the nature of low-level features; being spectral, they are
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susceptible to spectral variations due to noise and channel
effects [4].

B. High-level features

The second category of speaker-distinguishing features are
psychological or habitual opposed to being physical. They are
the aspects of speech learned over time and include features
like prosodic, phonetic, idiolectal and dialogic (conversational)
patterns found in speech.

According to Reynolds, et. al. [4], these features exist in
a hierarchy of levels Fig 1. The higher up the hierarchy
the feature exists, the more difficult it is to be extracted
since the speech segments required for adequate extraction
need to be significantly longer and consequently computation
complexity increases. There are many studies documenting
improved results of high-level low-level fusion recognition
systems over conventional stand-alone spectral systems.

Fig. 1. Speaker-specific feature hierarchy

III. MAXIMUM AUTOCORRELATION VALUES (MACV)
FEATURE SET

This feature set is a prosodic feature (a level one above the
spectral feature set level as described in section 3.2). Prosodic
features are known to carry speaker-specific information like
melody, intonation and loudness. Melody and intonation, com-
prising a major segment of prosody, are parameterised by the
pitch (fundamental frequency - F0) [9].

Pitch information can be acquired in one of two ways from
a speech signal: its global statistic which can be extracted from
the same segment size as the spectral features and then there is
the temporal dynamic changes of the prosodic sequence which
has to be obtained from a relatively longer segment of speech.
Though the latter proves to be of greater accuracy at the cost of
computation, both methods return prosodic information. The
MACV feature set extracts the global statistics of pitch in the
following way:

Given a speech frame {s(n), n = 0, 1, ..., Ns − 1}, the
MACV features are computed as follows [6], [7], [8]:

1) Compute the autocorrelation function:

R(k) =
1

N

∑Ns−1−k

n=0 s(n)s(n + k) k = 0, ..., Ns−1

(1)

2) Normalise R(k)by its maximum value i.e.

R̂(k) =
R(k)

R(0)
(2)

3) Divide the higher portion of R̂(k) into M equal parts.
4) Find the maximum value of R̂(k)in each of the M

divisions.
5) The M Maximum Autocorrelation Values (MACV)

forms an M -dimensional feature vector.
Figure 2 conceptualises the above algorithm.

Fig. 2. MACV feature extractor (after [10])

It should be noted that the lower portion of the normalised
auto-correlation function is not used. It contains information
from the vocal tract (system component of speech) which is
already extracted by the MFCC vector to which the MACV
will be concatenated. The higher portion of the normalised
auto-correlation function was based on the fact that human
pitch frequency is typically between 60-400Hz (males: 60-
160Hz; females: 160-400Hz) which translates into a range
from 2ms to 16ms [11].

IV. MODIFIED SEGMENTAL HISTOGRAM EQUALISATION

Histogram equalisation (HEQ) is a feature-based compen-
sation technique used minimise the mismatch between feature
distributions collected under different recording conditions
(e.g. between training and testing conditions). It does this by
non-linearly transforming the characteristics (i.e., the scale,
shape and location) of one probability distribution to that of
another such that their statistical properties (i.e., the mean,
variance and skew) match [14]. The technique was originally
used in digital image processing to alleviate brightness and
contrast alterations in digital images. HEQ, in the speech
processing context is applied on an utterance-by-utterance
basis, i.e. it is non-segmental [15], [17]. This limits its ability
to compensate for changing environmental conditions encoun-
tered within long utterances. A typical example is that of a
speaker speaking in a car. Here, the speech signal is subject to
distortions caused by engine noise (which changes depending
on the speed at which the car is travelling) and traffic noise
(which changes depending on the time of the day and the part
of town in which the speaker is travelling).

This limitation gave rise to the modified segmental his-
togram equalisation (MSHEQ) technique that is applied to
the features extracted from short adjacent segments of speech
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within an utterance [17]. At the core of MSHEQ is the
non-linear transformation provided by HEQ and as such, the
derivation of the HEQ transformation is provided to better
understand MSHEQ.

HEQ provides a transformation that allows for the con-
version of one probability distribution to another. It does
this by matching the cumulative distributions of a reference
distribution and that of the variable to be transformed. This is
accomplished as follows ([15]): Let x be a random variable
with a probability distribution px(x), and let y = T (x) be
a single-valued and monotonically increasing transformation
that converts the probability distribution px(x) into a reference
probability distribution, pref (y). In so doing, T (x) makes the
probability of finding x in the differential range dx equal to
the probability of finding y in the differential range dy, i.e.

pref (y)dy = px(x)dx (3)

Thus, the transformation y = T (x) modifies the original
probability distribution px(x) according to the expression:

pref (y) = px(x)
dx

dy
= p(G(y))

d(G(y)

dy
(4)

where G(y) = x is the inverse of T (x). Using 4, the rela-
tionship between the cumulative distribution functions (CDFs)
associated with px(x) and pref (y) is as follows:

Cx(x) =

∫ x

−∞

p(x′)dx′

=

∫ T (x)

∞

px(G(y)′)
dG(y)

dy
dy′

=

∫ y

−∞

pref (y′)dy′

=Cref (y)

=Cref (T (x)) (5)

Thus the transformation T (x) that converts px(x) into
pref (y) is given by:

T (x) = C−1
ref (Cx(x)) (6)

where C−1
ref is the inverse of the CDF of the reference

probability distribution. For practical implementations only
a finite number of observations are usually available. As a
result, cumulative histograms instead of cumulative probabil-
ities are used. This is the reason that the transformation is
called Histogram Equalisation and not probability distribution
equalisation.

The transformation given by 6 cannot, however, easily be
applied to the multi-dimensional feature vectors obtained from
the feature extraction module of a speaker recognition system.
For this reason, it is assumed that all the dimensions of
the feature vectors are independent. Under this simplifying
assumption, the transformation can be applied to each feature
vector component independently. A graphical illustration of
the cumulative distribution matching performed by HEQ is
depicted in Figure 3. It shows how the cumulative histogram of
the original variable x and the reference cumulative histogram

Fig. 3. The cumulative distribution matching performed by HEQ

can be used to perform the transformation. Here, each value
of x is replaced by the value of y that corresponds to the same
point in the reference cumulative histogram.

Now MSHEQ is built on the very principles of HEQ, with
the primary difference being the application to the utterance,
as stated earlier. Figure 4 shows how segmental HEQ, non-
segmental HEQ and modified segmental HEQ are applied
to the feature vectors extracted from a particular utterance
(assuming an utterance length of 9 features and a segment
length of 3 features for segmental and modified segmental
HEQ). As can be seen from this figure, non-segmental HEQ
is applied utterance-wise, segmental HEQ is applied over a
sliding window of features and modified segmental HEQ is
applied over adjacent segments of the utterance.

Fig. 4. (a) HEQ (non-segmental, (b) HEQ (segmental), (c) Modified
segmental HEQ

As seen above, though non-segmental HEQ and modified
segmental HEQ process the same number of features per
utterance, MSHEQ takes into account changing environment
conditions within an utterance.

V. EXPERIMENTS

The experiments were carried out to determine how
MSHEQ would affect the performance of a high-level low-
level feature fusion system, viz. MFCC-MACV fusion.
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A. Database

All tests were evaluated on the telephony database used
in 2000 in the annual speaker recognition evaluation con-
ducted by the National Institute of Standards and Technol-
ogy (NIST). This database includes conversational telephone-
quality speech taken from the Switchboard 2 corpus. The
artifacts present in this speech data are caused by "limited
bandwidth, channel noise from various sources, the use of
different microphones, recordings from different locations,
and recordings collected over a period of time" [21]. The
evaluation includes scoring and verifying 6096 legitimate
speaker trials and 60 476 impostor trials (a total of 66572
verification trails) involving 1003 target speakers, male and
female. All test segments are recorded from calls made from
a telephone number that is different from the ones used to
collect training speech. Therefore, all test utterances may be
considered to be collected using a handset different than the
one used for collecting the training utterances. Each speaker
is trained using a single two minute session, while testing
utterances range between few seconds and a minute (with
a primary focus on utterances with ranging from 15 to 45
seconds). A detailed description of the evaluation settings and
rules may be found in [20].

B. Feature extraction

The signal processing involved in the extraction of features
was as follows: The speech signal was first filtered with a pre-
emphasis filter of the form H(z) = 1-0.97z-1 and partitioned
into 25 millisecond frames at a frame rate of 80 Hz. These
frames were then multiplied with a Hamming window to
minimise signal discontinuities at the start and end of each
frame. The frames were then passed through a voice activity
detector (VAD) to eliminate all frames primarily containing
silence or noise. The VAD was implemented as a simple
energy-based detector that discarded all frames below a spec-
ified energy level. About 30% of all frames were discarded.
From the remaining frames the extraction of mel-frequency
cepstral coefficients (MFCCs) took place as follows. Each
frame was first Fourier transformed into the frequency domain.
The squared magnitude spectrum of each frame was then
filtered by a bank of 26 mel-scaled triangular filters distributed
over a bandwidth of 240-3480 Hz (which is approximately the
bandwidth of a telephone channel). The logarithm of the filter-
bank outputs was then cosine transformed into 18-dimensional
MFCC feature vectors. The procedure for extracting MFCCs
was kept identical for all the compensation techniques evalu-
ated.

C. Speaker modelling

As in [5], speaker modelling involved a two step process;
a general Universal Background Model (UBM) was trained
on a large quantity of exclusive speech, and a target speaker
model was then formed by adapting the parameters of the
UBM. The UBM was comprised of a Gaussian Mixture Model
(GMM) [5], [12] which models the PDF of a collection of
multi-dimensional feature vectors (like the MFCCs used in

this work). It does this by using a composition of multi-
dimensional Gaussians mixtures.

Four different UBMs were trained for the system - the
UBMs were both gender- and handset- dependent (carbon-
button or electret). The UBMs consisted of 128 mixtures and
were trained using the entire test data of the telephony database
used in the NIST 1999 speaker recognition evaluation (about
two hours of data for each model). The UBMs were trained
using the Distance-based GMM procedure [19]. That is, the
data was clustered using the K-means algorithm, and the GMM
parameters were calculated as follows. The weights were given
by the relative number of vectors in each cluster, and the
means and variances were the sample mean and variance of
each cluster. No iterations of the Expectation-maximisation
algorithm were performed. Once the UBMs were obtained,
speaker models were formed by adjusting the UBM parameters
by Bayesian Adaptation [5]. The choice of the UBM to use
for adaptation depended on the type of handset employed in
the training session and the claimant speaker’s gender. Only
the means of the UBM mixtures were adapted. As for the
feature extraction portion of the speaker verification system,
the above-mentioned model settings were kept identical for all
the compensation techniques evaluated.

D. Decision making

Fundamentally, a speaker verification system needs to make
a 2-class decision. That is, to either accept or reject the
current identity claim. The system must decide whether the
input speech signal better matches a model of the targeted
speaker or a background model of non-claimant speakers, i.e.
the UBM. For each verification trial, the features extracted
from the test segment are compared to a targeted speaker
model and to a UBM. Following this, a likelihood ratio is
computed as the ratio (or difference in the log domain) of the
scores obtained. This value is then compared to a decision
threshold to determine whether to accept or reject the current
identity claim. The likelihood ratio of a speaker model and
UBM pair was approximated using the five highest scoring
Gaussian components as described in [5].

E. Score normalisation

Before reporting the final performance of the speaker verifi-
cation system, the scores obtained for all the verification trials
were pooled and a speaker-independent decision threshold
was varied so as to obtain the EER of the system. However,
to eliminate handset- and environment-dependent biases and
scales in the scores, Test normalisation (T-norm) [18] was
used. T-norm uses the mean and standard deviation of the
scores derived from evaluating a particular test utterance
against a set of standard speaker models to adjust the score
obtained when a targeted speaker model is tested with the same
utterance. In so doing, T-norm normalises score distributions.

F. Results

For the experiments conducted in this section, 5-
dimensional MACV feature vectors were appended to the 18-
dimensional MFCC feature vectors extracted from each frame
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of speech in the NIST 2000 database. Table I shows the
results obtained when MACVs were appended to the MFCC
feature vectors. Each experiment was run three times and the
average of the results obtained was taken. No feature-based
compensation (MSHEQ) was used at this phase of testing.

Feature Type EER (%) Max DCF (x10-4)
18 MFCCs 26.84 ± 0.01 834 ± 3.61

18 MFCCs + 5 MACVs 25.85 ± 0.04 790 ± 1.53

TABLE I
COMBINED PERFORMANCE FOR ALL TRIALS WHEN MFCCS ARE

COMBINED WITH MACVS (AVERAGE ± STANDARD DEVIATION)

It is worthy to note at this place that the above results in the
table verifies that high-level low-level feature fusion systems
improve recognition performance.

The next phase of testing put MSHEQ into action by
applying it to each feature vector distribution (i.e on MFCC
and MACV) individually. It was applied over 10 second
segment lengths. Figure 5 shows the results of this experiment.
As illustrated, the application of MSHEQ to both feature sets
leads to a substantial improvement in the performance obtained
for the combined feature set. In fact, the average EER of
12.47% and minimum DCF value of 483x10-4 is an impressive
improvement on performance. It must be noted, though, that
normalisation of the MFCC feature vectors led to the largest
improvement in the performance of the combined feature set.
Subsequent normalisation of the MACV feature vectors only
led to marginal, albeit statistically significant, improvements
in performance. Still, this result reinforces the versatility of
the HEQ technique and its ability to compensate for a wide
range of distortions. Furthermore, the application of HEQ to
both feature sets translates to a relative reduction in the EER
and the minimum DCF value of the baseline system of 16.14%
and 15.11% respectively.

Fig. 5. System performance when different components of the combined
feature set are normalised

VI. CONCLUSIONS

This application of HEQ produced results superior to that of
normalising MFCCs alone and showed that HEQ indeed has
the ability to compensate for a wide range of distortions, even
those affecting a combined feature set, viz. MACV-MFCC.
A relative reduction in the equal error rate and minimum
detection cost function value of the baseline system of 16.14%
and 15.11% respectively, was obtained.
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