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Abstract 

A text segmentor for the identification of sentences, named 
entities, words, abbreviations and punctuation in Afrikaans texts 
is described in this paper. The task is viewed as an integrated 
annotation process, and a memory-based classifier is hence 
trained to perform the task. Compared to baseline results for 
other languages, the classifier performs quite well (overall f-
score of 97.79% on the full tag set), especially in consideration 
of the relatively small training data set used. The paper con-
cludes with directions for future research.  

1 Introduction 

Text pre-processing is a very basic though important process in 
almost all text-based human language technology (HLT) appli-
cations (such as spelling and grammar checkers, information 
retrieval systems, etc.) [1]. Pre-processing tasks such as senten-
cisation (i.e. the identification of sentence boundaries) and to-
kenisation (i.e. the identification of words and punctuation) are 
generally assumed quite trivial (e.g. [2], [3]), while the recogni-
tion of multiword expressions (idioms, fixed expressions and 
phrasal verbs) and other specialised units (such as named enti-
ties, abbreviations, email addresses, dates, etc.) are seen as more 
challenging (see for example various annual challenges and 
shared tasks at major conferences, such as the Conference on 
Computational Natural Language Learning (CoNLL), and the 
Message Understanding Conference (MUC)). Hence, these dif-
ferent sub-processes are mostly treated as distinct, ad hoc proc-
esses in HLT applications, with different modules and different 
techniques used for different tasks: for example, a rather simple 
rule-based module would be used for sentencisation (e.g. [4]), 
while a more advanced statistical-based module would be used 
to handle the task of named-entity recognition (NER; e.g. [5]). 
Since no research has been done on the development of modules 
for text pre-processing in Afrikaans, the aim of this research is 
to develop such modules for Afrikaans. Although Afrikaans 
does not necessarily pose any unique structural problems with 
regard to text pre-processing (i.e. the orthographical structure of 
Afrikaans is similar to languages such as English, Dutch, or 
German), Afrikaans is generally considered to be a so-called 
"resource-scarce language" (i.e. very few and relatively small 
corpora and other resources exist for Afrikaans). In as such, the 
development of text pre-processing modules could be interest-
ing from a more general methodological perspective, especially 
with regard to statistical approaches. Furthermore, contrary to 

the general practice sketched above, we take a somewhat different 
stance in this research when we depart from the following two pre-
suppositions: 
(a) We see text pre-processing as an integrated process, consisting of 
various interconnected sub-processes to identify text segments such 
as sentences, words, punctuation, and various named entities (e.g. 
proper names, dates, numerical expressions, etc.) in running text. 
Following [1], we identify three basic, sub-processes, viz. sentencisa-
tion, tokenisation, and named-entity recognition, and we use the term 
Text Segmentation as an overarching, generic descriptor for these 
various interrelated sub-processes. The aim of this research is there-
fore rather to develop a single text segmentor for Afrikaans, instead 
of various different modules for text pre-processing, as stated earlier. 
Insofar we know, this is a novel approach to text pre-processing.  
(b) We also view text segmentation as a text-enriching annotation 
process, where tags are assigned to the different text segments 
through a process of disambiguation (e.g. resolving the ambiguity of 
full-stops, capital letters, and white spaces, while also assigning tags 
to unambiguous elements). For example, instead of producing a list 
of tokens as output for the sub-process of tokenisation, text segments 
are rather tagged as words, punctuation marks, abbreviations, named 
entities, etc. In other words, a sentence like My name is Lucky. could 
be tagged as follow: 

My<WORD; SENTENCE BEGIN> name<WORD;    SEN-

TENCE MIDDLE> is<WORD; SENTENCE MIDDLE> 
Lucky<NAMED ENTITY; SENTENCE END> 
.<PUNCTUATION; SENTENCE END> 

Although this approach in itself is not necessarily novel or innova-
tive, we will indicate that our tag set is linguistically and theoretically 
well-motivated, and that it supports our first presupposition well. 
Subsequently, in the next section we will give an elaborate discussion 
of our tag set, since this is fundamental to the approach we take. In 
section 3 we present our solution and methodology, while section 4 
discusses the results of our experiments. We conclude with a critical 
evaluation and ideas for further research. 

2 Tag Set 

Since text segmentation is viewed as an annotation process in this 
research, we need to construct a tag set for tagging the different text 
elements; in this case specifically sentences, words, abbreviations, 
punctuation, and named entities. In constructing our tag set, we fol-
lowed the EAGLES guidelines [6] for Part-of-Speech (POS) tags, 
and aligned it with the POS tag set for Afrikaans as explicated by [7]. 
This ensures, inter alia, the reusability and portability of the tags 
across languages (through the use of so-called intermediate tags – 
included in the tables), as well as the possibility to expand the tag set 



in future to a larger, or more specific tag set. The tags are struc-
tured to comprise of four "slots" (viz. (1) main category, (2) 
sub-category, (3) specific category, and (4) sentence position), 
which allows us to specify the level of granularity when anno-
tating a text. For example, one can decide to tag the word Lucky 
in the example above "coarsely" as a NAMED ENTITY, or other-
wise very specifically as a NAMED ENTITY of the kind NAME of a 
PERSON, occurring at the SENTENCE END.  
Our tag set comprises of 51 tags, structured into four main cate-
gories, namely WORD, ABBREVIATION, PUNCTUATION and NAMED 

ENTITY; in [7], definitions, and elaborate structural descriptions 
and linguistic motivations for each of these are presented.  
These main categories are all further particularised in sub-
categories and specific categories, while the relative sentence 
position of the specific text segment is indicated in the last 
"slot" (i.e. whether the text segment appears at the beginning, in 
the middle, or at the end of a sentence).  
Table 1 gives a summary of the main categories WORD, ABBRE-

VIATION  and PUNCTUATION. In the main category WORD, there is 
a differentiation between COMMON WORD<W> (ek, stoel) and 
ENCLITIC FORM<WEV> (ŉ, hy's), while the main category AB-

BREVIATION distinguishes between COMMON ABBREVIATION<A> 
(a.g.v., bl.) and TITLE<AT> (mnr., me.). The latter category is 
introduced for purposes of NER, since titles mostly form part of 
a person's name (e.g. Mr. Lucky Luke is a named entity). The 
main category PUNCTUATION includes the sub-categories PUNC-

TUATION<P> (.,;), PUNCTUATION LEFT PARENTHESIS<PLP> ({, [) and 
PUNCTUATION RIGHT PARENTHESIS<PRP> ( }, ]).  
The tags we devised for the main category NAMED ENTITY are based 
by and large on the NER task of the Message Understanding Confer-
ences (MUCs). These conferences produced a scheme for named-
entity annotation [9], and offered developers the challenge to evalu-
ate systems for English on the same data. The MUC NER tasks con-
sist of three main categories (with sub-categories) of named entities 
to be recognised, viz. ENTITY NAME (specifically PERSON, LOCATION, 
and ORGANIZATION), TEMPORAL EXPRESSION (specifically DATE, TIME, 
and DURATION), and NUMBER EXPRESSION (specifically MONEY, 
MEASURE, PERCENTAGE, and CARDINAL NUMBER) [9]. Subsequently, 
the CoNLL-2002 [10] and CoNLL-2003 [11] NER tasks were also 
based on this scheme; however, their main categories were PERSON, 
LOCATION, and ORGANIZATION, with various sub-categories and spe-
cific categories under each [12]. They also introduced a fourth main 
category, MISCELLANEOUS, which is used for named entities such as 
religions, languages, and wars, as well as for derived forms of named 
entities (e.g. African). For our tag set for NAMED ENTITIES<B> we 
opted not to include all the finer grained categories of CoNLL, al-
though these categories can be added easily as sub-categories or spe-
cific categories, according to specific needs.  

In Table 2, the sub-category NAME<N> is divided into specific cate-
gories PERSON<P>, LOCATION<L> and ORGANISATION/PRODUCT<B> 

(i.e. extending MUC's category to also include product names, since 
product names are most often also business names, e.g. Ford, Neder-
burg, etc.). We also include MISCELLANEOUS NAME<A> to accommo-
date all other names not belonging to these specific categories. 
MUC-7's main category TEMPORAL EXPRESSION is in our tag set sub-
sumed under the sub-category NUMBER EXPRESSION<S>, as tokens 
belonging to this group usually contain digits written in a specific 
format or some unit of measure. Therefore, as can be seen in Table 3, 
we distinguish DATE<D>,  TIME<T> (which includes MUC-7's DURA-

TION category), PERCENTAGE<P> and MONEY<G> as specific catego-
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ries of the sub-category NUMBER EXPRESSION. Tokens containing 
digits, but not belonging to one of the four specific categories 
(e.g. measures, cardinal numbers, telephone numbers, identity 
numbers, etc.) are classified as MISCELLANEOUS DIGIT<A>. 
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Table 3: Tags for NUMBER EXPRESSION 

Although web addresses and e-mail addresses were not included 
in the above-mentioned shared tasks of MUC and CoNLL, we 
specifically wanted to recognise these addresses for purposes of 
information extraction and spam filtering. We therefore include 
a sub-category INTERNET ADDRESS<I>, with specific categories 
WEB ADDRESS<W> and E-MAIL ADDRESS<E>, as represented in 
Table 4. 
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Table 4: Tags for INTERNET ADDRESS 

3 Implementation: Afrikaans Text Segmentor 

Following general trends in natural language processing (NLP) with 
regard to annotation tasks such as POS tagging and NER, we choose 
a machine learning approach for this annotation process, and more 
specifically, a memory-based approach. The rationale for this is sim-
ply based on the satisfactory results that were obtained by researchers 
in other, similar annotation tasks (e.g. [5], [13]). Since not all re-
sources available for other languages (e.g. large annotated corpora), 
the challenge here is to find ways to obtain satisfactory results, given 
limited resources.  
Before a classifier can be trained, however, a few preparatory steps 
are necessary. These steps, including the step where the classifier is 
trained, are described next. 

3.1 Step 1: Pre-processing 

In order to ensure uniformity of the text, the input text is first submit-
ted to a range of replacement processes. These include, amongst 
other, replacement of all smart quotes with straight quotes, normalis-
ing all different forms of the indefinite article (ŉ) to the same form, 
converting all text to UTF-8 encoding, replacing all white spaces 
with paragraph marks, etc.  

3.2 Step 2: Feature Assignment 

The input required by memory-based learners is a sequence of in-
stances (i.e. the tokens), described by a set of features (e.g. whether a 
word is written with a capital letter, whether it appears in a certain 
lexicon, etc.) [14]. To automatically assign such features to the data, 
we use two types of processes: rules (i.e. pattern matching with regu-
lar expressions), and lookup in a variety of lexicons. The outputs of 
these processes are stored as feature attributes, where the values of 
the various attributes are numerical: “1” if the token contains the 
feature, and “-1” if the token does not contain the feature. In total, 32 
feature attributes are identified for each token, derived via the proc-
esses described next. 
The rules used are so-called expert rules (or grammar rules), based 
on regular patterns in the language and text structure. Since this proc-
ess requires considerable time and precision from the expert, it is 
limited to the recognition of unknown/novel abbreviations, number 
expressions, and internet addresses, as well as the identification of 
word-case characteristics from the specific string (i.e. whether a 
string starts with a capital letter or not, etc.). A total of 37 regular 
expressions are implemented in this rule section. 
With regard to lexicon lookup, one can distinguish between two types 
of lexica, namely a common lexicon (i.e. a comprehensive list of 
common words, normally written in lower case, including lexemes, 
inflected forms, derivations, compounds, etc.), and specialist lexica 
(a.k.a. gazetteers – i.e. lists of abbreviations, acronyms, place names, 
business- and product names, titles, etc.). It is self-evident that the 
more comprehensive these lists are, the higher the recall and preci-
sion of any system will be, even more so in the case of named-entity 
recognisers (see [15], [16], amongst others).  
In this Afrikaans text segmentor, the common lexicon of the Afri-
kaans Spelling Checker 3.0 of the North-West University, compris-
ing 314,706 common words, is employed. The fifteen gazetteers we 
use, consisting of 84,618 words, are also based on specialised sec-
tions of the Afrikaans Spelling Checker 3.0 lexicon, but was divided 



into specific categories by hand, and thereafter expanded where 
necessary and/or possible.  
After assigning feature attributes to each token through the 
processes described above, each token, together with its three 
preceding and three following tokens (including all their feature 
attributes) are stored as a single training instance. In other 
words, each training instance consists of 7 tokens, each with 32 
feature attributes; each training instance thus has 231 features 
(i.e. 7 tokens, plus 7x32 attributes). Lastly, the data is stored in 
the format required by the machine learner, and subsequently 
passed on to the machine learner as training data. 

3.3 Step 3: Training the Classifier 

The classifier is developed using the Tilburg Memory-Based 
Learner (TiMBL; [17]), a learner in which a variety of learning 
algorithms are used (including specifically the k-nearest 
neighbour algorithm). The classifier is trained with training data 
sets, which are explicitly stored in memory. These stored in-
stances are then used to classify new instances based on similar 
cases (i.e. the k-nearest neighbours). 
For development data, we compiled a corpus of 1,607 sentences 
of Internet texts, comprising 40,906 words, of which 3,068 are 
named entities. The corpus is loosely based on the stratum of the 
International Corpus of English (Great Britain), and consists of 
formal texts (e.g. scientific articles, newspapers, etc.) and in-
formal texts (e.g. chat room conversations, personal emails, 
etc.). It should be noted that this is a relatively small corpus, 
compared for instance to the German corpus used in CoNLL-
2003, which consisted of 12,705 sentences, 206,931 tokens, and 
11,851 named entities [11]. Our corpus was semi-automatically 
annotated with the tags described in Section 2, after which it 
was thoroughly verified by an external linguist. 
Next, the data is randomised (on sentence level) and divided 
into ten different 90-10% parts, with a view to do tenfold cross 
validation. Following the methodology of [18] and [19], the 
90% parts are used as training data and the 10% parts as test 
data. Experiments are executed ten times (once for each 90%-
10% pair), and results based on the mean score achieved by 
each classifier on all ten folds are reported. These experiments 
are done to determine the parameter settings for the best classi-
fier, which will be evaluated on another dataset (see 4 below). 
We experimented with four of TiMBL’s parameter settings, 
namely three algorithm types, distance metrics, feature-
weighting possibilities and the number of nearest neighbours 
(k=2-7). All possible permutations are used, and 2,700 classifi-
ers are subsequently trained to determine the best parameter 
settings for the task at hand. The classifier that achieved the 
highest f-score (97.25%) on the complete tag set used the IB1-
algorithm (i.e. the classic instance-based algorithm) with the 
distance metrics set on M (“Modified value difference metric”), 
a feature-weighting possibility sv (“Shared Variance”), and a k-
value of 7. This classifier is used in subsequent evaluations. 

4 Evaluation Results 

For evaluation purposes, we compiled an evaluation set com-
prising 4,010 tokens, of which 378 are named entities. This 
evaluation set consists of texts from three newspapers during the 

month of November 2006, and includes general news articles, articles 
from the sport, automobile and financial sections, as well as let-
ters/comments from readers. Both the complete tag set and a simpli-
fied tag set (comprising of the main categories, as well as sentence 
position) have been used. Results on the complete tag set give an 
indication of the system’s capability to differentiate between specific 
categories, while results on the simplified tag set reflect the system’s 
capability to differentiate between the main categories only. Three 
metrics are used to evaluate the system, namely precision (number of 
correct tags over total number of tags predicted), recall (number of 
correct tags over total number of tags in data) and f-score (harmonic 
mean of precision and recall). 

4.1 Overall Results 

Table 5 provides a summary of the overall results of the best classifi-
ers with the complete tag set (51 tags) and the simplified tag set (12 
tags). 
 

 Precision Recall F-Score 

Complete tag set  97.78% 97.80% 97.79% 

Simplified tag set  98.80% 99.20% 99.00% 

Table 5: Overall Results 

4.2 Sentence Recognition 

In the development phase, 120 classifiers (from a total of 2,700) ob-
tained an f-score of 100% (with 100% precision and 100% recall) on 
the task of sentence recognition. On the evaluation set the classifier 
once again achieves an f-score of 100%. This is not surprising, since 
the task of sentence recognition is generally considered not a difficult 
one [1]. However, it proves that the way we conceptualised the tag 
set (i.e. integrating the relative sentence positions in the tags for the 
various categories) is unproblematic, and that the feature attributes 
we assign to tokens are effective for detecting sentence boundaries.  

4.3 Word, Abbreviation and Punctuation Recognition 

Table 6 provides a summary of the results of the best classifier on the 
main categories WORD, ABBREVIATION, and PUNCTUATION, as well as 
on their various sub-categories. Overall, these results are on par with 
baseline results for other languages (cf. [4]), while there is room for 
improvement in the recognition of abbreviations. This could be done, 
for example, by continuously expanding the list of abbreviations (to 
incorporate newly formed abbreviations), as well as to refine the 
regular expressions that identify probable new abbreviations. 
 

 Precision Recall F-Score 

WORD 99.17% 99.58% 99.37% 

ENCLITIC FORM 98.80% 89.13% 93.71% 

ABBREVIATION  92.86% 61.90% 74.29% 

TITLE 90.00% 94.74% 92.31% 

PUNCTUATION 97.59% 100% 98.78% 

PUNCTUATION LEFT PAR. 100% 100% 100% 

PUNCTUATION RIGHT PAR. 92.86% 100% 96.30% 

Table 6: Results for WORD, ABBREVIATION and PUNCTUATION  



4.4 Named-Entity Recognition 

Table 7 provides a summary of the results of the best classifier 
on NER, using the complete named-entity tag set (33 tags) and a 
simplified named-entity tag sets (3 tags, viz. NAME, NUMBER 

EXPRESSION, and INTERNET ADDRESS).  
 

 Precision Recall F-Score 

Complete tag set  86.76% 85.15% 85.94% 

Simplified tag set  97.84% 96.02% 96.92% 

Table 7: Results for NAMED ENTITY 

If one consider baseline results for the same task in other com-
parable languages (e.g. in CoNLL-2003, the best Precision ob-
tained for English was 88.99%, and for German 83,87%, using 
five tags; [11]), our system performs surprisingly well – espe-
cially if one takes into cognisance the large differences in train-
ing data sizes (mentioned above), as well as the fact that POS 
data was available in the CoNLL-2003 task.  
The relative success of our system could probably be ascribed to 
the fact that we have access to a very large common lexicon 
(314,706 common words), as well as extensive and well-
structured gazetteers (consisting of 84,618 words). For other 
languages without such resources, the task will definitely be 
more challenging. This once again proves the value of compre-
hensive and specialized lexica as some of the most important 
resources to be developed for resource-scarce languages. 
Yet another contributing factor to the performance of the system 
could be the large number of features (i.e. 231) that we use, 
especially in the context of memory-based learning. By increas-
ing the instance space in this way, one succeeds to create more 
detail around a certain query point in the instance space, thus 
increasing the chance of a better classification. It would be 
worth the while to experiment in future with even more features, 
such as increasing the context to, say, five or six tokens on both 
sides. 
In order to identify specific problems and areas for future im-
provement, we derived a confusion matrix (given in Table 8) 
from the test data (n=4,010). From this confusion matrix, it 
becomes clear that gazetteers need to be refined/expanded fur-
ther, since tokens appear in the data that are not included in the 
gazetteers. For example, the large number of person names clas-
sified as OTHER NAME<BNA> can be ascribed to the restricted 
number of indigenous person names in the gazetteers (e.g. Le-
bogo, Bosasa), since these gazetteers mainly contain Afrikaans 
names and only a limited number of well-known or high profile 
names from other South African languages. Along the same 
lines, person names classified as COMMON WORD<W> is encoun-
tered when unknown person names appear at the beginning of a 
sentence (e.g. Schabir, Wolela, etc.). 
An interesting case is the classification of the preposition van 
(i.e. a common word) as OTHER NAME<BNA>, in the case where 
van appeared between two named entities (Eleine Roets van 
Pretoria). In addition, various tokens that belong to the category 
OTHER NAMES are erroneously classified as WORD; compare for 
example the van in Direkteur-Generaal van Grondsake and the 
en in Brixton Moord en Roof Orkes. These problems with regard 

to prepositions and conjunctions (such as van and en) will most 
probably only be resolved when more training data is used.  

5 Conclusion 

In this paper, we have shown that text pre-processing tasks such as 
sentencisation, tokenisation, and named-entity recognition, can be 
successfully handled as an integrated annotation process (what we 
called here text segmentation). For purposes of this annotation proc-
ess, we presented a comprehensive tag set that could be transported 
to other languages, and that could be implemented on various levels 
of granularity.  
We have also shown that, for a resource-scarce language like Afri-
kaans, one could achieve satisfactory results by only using compre-
hensive and well-structured lexica, as well as a few expert rules for 
the training of a classifier. Our overall results (f-score of 97.79% 
when the complete set of tags is used), as well as our results on NER 
specifically (f-score of 85.94% on the complete named-entity tag set), 
compare well to baseline results for other languages.  
Future work includes experiments with other machine-learning algo-
rithms, as well as combination techniques where different classifiers 
could be combined in various ways to improve results. We will also 
need to expand the training data, in order to achieve better perform-
ance.  
Since named entities (specifically from the category NAME) belong to 
a so-called “open category” (it is expanded productively), it is inevi-
tably also of importance that the gazetteers are constantly updated 
[20]. 
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