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Abstract— Evolutionary methods are playing an ever increasing
role in the field of image processing. Many document image
segmentation applications are based on structural methods, neural
network techniques, Gabor filtering and wavelet methods. In
this paper we present a document images analysis based on an
evolutionary approach. Results obtained from experiments are
promising.

I. INTODUCTION

The primary aim of document image processing is to
recognize the graphics and text components in a document
and to extract the required information from the text and
image components[11]. Most of this processing is the type of
processing that humans automatically perform when viewing
a document. Such processing includes determining whether
an area of a document is part of the text component or the
image component of the document, recognizing characters in
the document and classifying text scripts [17].

In general, segmentation algorithms are too basic to solve
this problem perfectly. However, these algorithms are usually
very general, predictable and efficient[15].

Document image segmentation is the process of segmenta-
tion specifically carried out on document images. This form
of segmentation occurs on two levels. On the first level, if the
document contains both text and graphics, these are separated
for subsequent processing by different methods[3], [18]. On
the next level, the text itself is segmented by locating columns,
paragraphs, words, and characters. On the graphics segment,
additional segmentation usually includes separating symbol
and line components.

One of the most frequently used methods for segmenting
the text and image components in document images is tex-
ture analysis. Grey Level Co-occurrence Matrix (henceforth
referred to as a GLCM) is one of the current preferred methods
for texture feature extraction. This method is a part of the sta-
tistical group (as opposed to the less popular structural group)
of texture analysis algorithms. Once a GLCM is calculated,
Haralick features can be determined from it [4], [5]. These
features include measures such as contrast, energy, correlation,
inverse different moment, inertia, mean and variance. GLCM’s
and Haralick features can be useful in many applications
involving texture analysis.

Haralick features are frequently used with the K-Means
algorithm for the purposes of clustering the Haralick features
space. As experimental results have shown, this can be a

fairly accurate way of segmenting an image into K segments
provided the right features are used[1], [8].

Genetic programming was formally introduced in the 1970s
by John Holland at University of Michigan. Koza initially
used LISP, since programs in this language can be expressed
as parse trees, which is the form that individuals in genetic
programming take[14].

Genetic programming is inspired by Darwin’s theory of
evolution. In this methodology, problems are solved by an
evolutionary process resulting in the best solution that has
evolved through a process of evolution (survival of the
fittest type tournaments) through many generations of possible
solutions[9].

The continuing price/performance improvements of com-
putational systems has made genetic programming attractive
for some types of optimization. Genetic programming is less
susceptible to converging at local optima than many other
search methods. However, it tends to be computationally
expensive[12], [14].

The tournaments, in genetic programming, are based upon
the fitness of individuals. The less fit individuals are removed.
The fitness or objective function is a function that evaluates
individuals, giving them fitness ratings. The fitness function
is possibly the most important part of a genetic system, as
it dictates which possible solutions are removed and which
continue to evolve[10], [12], [14].

The genetic representation of genetic programs generally
takes on a tree form. These trees consist of branch nodes re-
ferred to as function nodes and leaf nodes referred to as termi-
nal nodes (these are collectively referred to as primitives)[6],
[7], [9], [10].

Genetic programming has recently become more widely
used for many purposes in the field of image processing,
including; OCR, object detection and extraction[7], image
classification[16], medical image segmentation[2] and even
on-road vehicle detection schemes[19].

Our approach is similar to that of Maulik et al[13], in which
a system for clustering data via a hybrid of the K-Means
algorithm and genetic programming (the KGA-clustering al-
gorithm) is implemented. This algorithm can perform a similar
function to what is being discussed in this paper by using it
on Haralick features and clustering the features using genetic
programming.
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II. METHOD AND TECHNIQUES

A. The aim of the genetic programming system

The aim of the system to be designed is to find an improved
way to segment a document image by using the image’s
Haralick features. We want to determine which single Haralick
feature segmentations will be combined as well as the manner
in which these features are combined in order to reach an
optimal segmentation.

B. The concept

Different Haralick features have different success rates at
segmenting the various components of document images. For
instance; one Haralick feature could successfully segment the
image component, but at the same time extracting some of the
text. This could then be combined with a Haralick feature that
extracts the text correctly. This will then allow us to extract
the image segment correctly. The idea is that by combining
different features into an extraction of one of the components
(for instance text) we would get a far better segmentation.

The genetic system takes as input the training set (human
input for the ideal segmentation and the segmentations of the
document image via the K-Means algorithm on single Haralick
features). As output it produces two individuals (one individual
is an algorithm for segmenting the image component of a
document image, the other component is the algorithm for
segmenting the text component of the document image). In
order to increase the accuracy of the process and to allow the
system more freedom in terms of the operations it may use,
the system performs two seperate genetic runs so each run
may focus on the extraction of either the text component or
the image component.

C. The learning

In genetic systems the training set usually comprises of
a number of input variables and desired resulting values
achieved by combining the input variables in a logical or
mathematical manner (such as decision making processes or
mathematical equation creation). The desired resulting values
are often observed values which we would like our genetic
system to find a way of emulating in order to solve a particular
problem. In the case of this system we have a large number of
input values observed. These input values are the results of the
segmentation of a document image, represented as a Haralick
feature space, using K-Means clustering. For the desired result
input, the desired membership of each block to a particular
group (text, image or background) is used.

The test data used to determine a genetic program’s fitness
is generated by user input. The user selects the type of region
to mark (whether it be an image, text or background region).

The input of the genetic module of our system is the
segmentations achieved via the K-Means algorithm by combi-
nations of different Haralick feature, angle and distance for one
document image as well as the ideal resulting segmentation
created by a human user for that image. The ideal segmentation
by the user is used to determine the fitness function.

Genetic programs for extracting text and genetic programs
for extracting images are created seperately.

Once a genetic program is created for segmenting the
training document image, the same genetic program can then
be applied to other document images. Applying a learned
genetic program trained for segmenting a page of a newspaper
on other newspaper pages will produce good results. However,
the program will not work as well on magazine page document
images as a genetic program that was trained to segment mag-
azine page document images would. This is due to different
distributions of Haralick feature values.

D. The genetic system model

Our system uses the steady state, generational control
model.

E. The representation of individuals

Individuals in the population are encoded using the tree
type approach to genetic programming with each node being
represented by a string. Each node also contains references to
it’s child nodes.

F. The terminal set

The terminals of the genetic system are the different possi-
ble Haralick K-Means segmentations. The terminals comprise
of all the single combinations of Haralick feature (we are using
9 Haralick features), angle (0o, 45o, 90o, 135o) and distance (1
or 2). Our terminals are triples: (feature name, angle, distance).
The following are some examples: (Contrast, 45, 1), (Energy,
90, 2), (Mean, 0, 1).

In terms of the fitness function evaluation, the terminals
represent the resulting values of a segmentation of the test
image via a single Haralick feature (for example this could
be contrast at angle 45 degrees at distance 1). The observed
values of each segmentation after the K-Means clustering are
0, 1 or 2.

In order to allow our system more flexibility and faster
computations, we further split each segmentation into two
segmentations with possible values of 0 or 1. This is done
by splitting the input segmentations in such a way that in the
new segmentation we have values of 1 for values that were
previously 1 and values of 0 for values that were previously
not 1. Similarly for the second segmentation, values of 2 will
result in values of 1, values that are not 2 will result in values
of 0.

Since all our terminals have binary observed values we will
be able to use boolean operations, which are in general better
for decision making tasks, in this case deciding which segment
a block of the image belongs to. As far as the representation
of the terminals is concerned the split value shall have a value
of 0 or 1 to denote the two different splits of the terminals
input values. The final representation of the terminal values
is as follows: (feature name, angle, distance, split parameter).
For example: (Contrast, 45, 1, 0), (Entropy, 135, 2, 1).

As far as the semantics of the terminals are concerned
when running the program that has undergone training via the
genetic system on other document images, the program would
interpret the terminal value (Contrast, 45, 1, 0) as the K-Means
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segmentation of the new document image with the parameters
being contrast, 45o and distance one. It would then, since the
split parameter is 0, interpret all the values of 1 as 1 and all
other values (0 or 2) as 0. If that was the only node, which is
a very rare scenario, but convenient for this example, in the
program for finding images it would interpret all of the values
of ’1’ as belonging to the image segment.

G. The function set

Boolean operations have been chosen as the function set as
they are very fast computations. This is a valuable property
as far as genetic systems are concerned due to the very large
number of computations that are carried out when determining
the fitness of individuals. Boolean operations are also a logical
choice due to the decision making nature of the problem (since
a true or false result is required when determining whether or
not a block belongs to a segment).

The functions act upon between 1 and 3 terminals as
described below and as graphically illustrated in figure 1

Fig. 1. Examples of the function set. The above images show four binary values at a
time being acted upon by the operators for the example. In the program each function
acts upon a single binary value for each input (for instance 2 single binary inputs for
AND

1) AND: acts upon the corresponding two input values,
producing the corresponding output value as the binary AND
of the two input values. If both values have a value of 1
then the output has a value of 1 otherwise the output has a
value of 0. This function is used for combining two possibly
oversensitive (in terms of classificaton) terminals together into
something which yields a more useful result.

2) OR: acts upon the corresponding two input values,
producing the corresponding output value as the binary OR
of the two input values. If either value has a value of 1 then
the output has a value of 1 otherwise the output has a value
of 0. This function is used for combining two possibly under
sensitive (in terms of classification) terminals together into
something more usable.

3) XOR: acts upon the corresponding two input values,
producing the output value as the binary XOR of the two
input values. If exactly one of the two values has a value of
1 then the output has a value of 1 otherwise the output has a
value of 0.

4) NOT: acts upon one value of an input image at a time
producing the corresponding output value as the binary NOT
of the input value. If the input value has a value of 1 the output
is 0 otherwise the output is 1. This operation has been chosen

for inverting input values to a possibly correct or more usable
value.

5) TRIO: acts upon the corresponding values of three input
values, producing the output value as the value that is in the
majority in the three values at the corresponding positions.

H. The evaluation of individuals

The fitness function calculates the fitness of the individuals
in the population by evaluating the individuals parse tree with
all of the available fitness cases. The fitness function will
combine the K-Means Haralick segmentations from the input
according to the genetic program and determine the results.
The results are then compared to the ideal result for the test
case and then the distance from the correct result is returned.

I. The fitness function

The fitness function uses the desired segmentation specified
in the input file for the training image (the desired result for the
test cases) and then compares it to the result achieved by the
evaluation of each individual with the test cases. The function
then returns a fitness, in this implementation we use the
distance from the desired value, so lower fitnesses are better.
When determining the fitness the program runs through all
sets of input values and calculates the result from the genetic
program. The result is then compared to the corresponding
desired value for the inputs. If the desired result is not equal
to the result of an individual evaluated with the test case input,
the fitness of the individual is increased by 1.

Fig. 2. The program displaying its final output of some of the genetic programs created.

J. Population initialization

For each population, the specified number of individuals is
randomly generated at the start of the run from the primitives.
This is done using the grow method of population creation.
For an example of a part of a population of individuals see
figure 2.
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TABLE I

This table shows the genetic parameters for the system.

Crossover % 95%
Mutation 5%
Maximum height 3
Minimum height 1
Termination criteria 4000 generations
Number of populations 3
Individuals per population 50
Population crossover size and frequency 1 every 3 rounds
Mutation & population generation growth % 50%

K. Genetic operations

Once the individuals for replacement have been chosen via
a tournament, they are then replaced via one of the three main
genetic operators (which are the three implemented for this
system) with randomly chosen parents in the population. The
operations include the standard three genetic operations: mu-
tation, crossover and reproduction. With mutation a selected
node is mutated and copied into the following generation. The
mutation entails a point in the individual being selected and
a random subtree being generated at that point. Crossover is
the main operator used in genetic programming as it is used
to gather good parts of fitter individuals and combine them to
create fitter offspring. Reproduction is a straight copy of an
individual into the following generation.

L. The tournaments

The tournaments involve the fitness function being applied
upon all of the individuals that have not yet been tested (results
from the testing on previous generations will be saved so as
not to repeat calculations), after this has been carried out some
members of the population will be replaced with new members
as described in the previous section.

M. Linear ranking

There is no fixed number of individuals that will be removed
during a generation. An individual, Ind, has a probability,
Pr(Ind) of being removed that is calculated as follows (where
individual fitness rank is expressed as IFR(Ind) and number
of individuals in the population is denoted Nbrp):

Pr(Ind) =
IFR(Ind)

Σ(Nbrp)
i=1 IFR(i)

For example: suppose we have individuals with the following
fitnesses: 120,50,70,66,79,84,150
They would have ranks 6,1,3,2,4,5,7, we then have
(ΣNbrp

i=1 IFR(i)) = 28
So their probabilities of being chosen for replacement would
be 6

28 , 1
28 , 3

28 , 2
28 , 4

28 , 5
28 , 7

28 , respectively.

N. Parallel populations

The genetic system is capable of running any number of
fixed size populations in parallel. Multiple parallel populations
has been shown to increase the odds of finding a good solution

since it limits the probability of the system getting stuck at a
local optima. This is because genetic diversity is maintained
by population crossovers. In terms of the simulation of actual
evolution, this is a slightly more realistic approach.

There are a number of ways in which the parallel popu-
lations could be generated. We could randomly generate all
individuals in all of the populations or generate individuals
with a certain a set of primitives in each population. By default
the system generates random individuals for each population.

Fig. 3. This image shows the max fitness vs time of 4 genetic populations running in
parallel.

O. Population crossover

Population crossovers significantly help to decrease stagna-
tion as we are introducing new individuals into the population
that have already undergone evolution (and are thus generally
fitter than randomly mutated individuals). Population crossover
takes place once in every few generations, or a set number of
times in a run.

The crossover is performed by two populations being chosen
at random, and then a set number of random individuals from
each population being exchanged.

P. Termination criteria

The termination criteria for the genetic system is given as
a desired fitness as well as a maximum number of rounds.
The system stops and returns its results once either of the
termination criteria is met.

Q. Post-processing

The post-processing consists of four steps.

(1) This process removes the fuzzy class from the output by
replacing regions classified as being uncertain with their
most likely class. This is done by connected component
analysis of the fuzzy class and then making the class
decision based on the neighbourhood of that component.

(2) This process removes weak connections (often caused by
noise) between text components. This is done to seperate
columns of text. The method for this step entails using
vertical line scans to find weak connections within a
connected component. This process is only applied to the
text class.

(3) This process culls noise components. This is done by
finding all connected components and then replacing the
components of a size smaller than a certain threshold
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with the class they most likely are base upon their
neighbourhood.

(4) This process expresses the segmentation map in terms of
square areas. This is done because image and text blocks
usually appear in rectangles.

R. Finishing off

Once the genetic system has found a suitable individual for
segmenting the image and an individual for segmenting the
text, the genetic programs will be saved to a file for recall for
segmenting other similar documents. The K-Means algorithm
will not be applied again in future runs on similar documents
and the saved K-Means values that were used for the creation
of the initial segmentations of images in the input data will
be used for the clustering instead of the Haralick values for
the new image.

III. RESULTS

The results of the genetic system are promising. The genetic
system has been tested on a variety of input, the bulk of which
are scanned newspaper images as these images contain text,
images and have a lot of noise. The system has consistently
provided genetic programs which perform accurate segmenta-
tions on the newspaper input images.

The non-genetic K-Means based method used for compari-
son uses the K-Means algorithm to cluster the result spaces of
the Haralick features of the image for an initial classification.
The results are then processed by four other algorithms (as
described in the section on post processing) in order to give a
better segmentation.

As far as run time is concerned; the program created by the
genetic system runs faster than the non-genetic K-Means based
method as it has pre-determined means for the segmentation
and simply performs a few simple clusterings, which it then
combines. The non-genetic K-Means based method requires
a large number of feature spaces to be calculated for the
image, and then for those feature spaces to be clustered via
K-Means in a large number of dimensions, which is a rather
slow process. The GP method requires a small number of
feature spaces to be calculated, once those feature spaces are
calculated there is no need for the K-Means algorithm since
the final centroids are pre-calculated (the centroid values are
stored along with the genetic program). In the GP case, all that
would remain is for the program to cluster the feature spaces
around the pre-calculated centroid and combine the Haralick
features according to the algorithm.

In the images shown in figures 5-12, the results are shown as
seperate images for each segment. The results in the following
figures demonstrate the accuracies of the the genetic programs.

In table II we give the comparison between accuracy of the
two methods. It is noticed that on average GP performs better
than the K-Means method. The images used to obtain the
results in table II are all scanned newspaper images that have
both text and image, this is done to put the K-Means algorithm
on a more fair ground when compared to the genetic programs
(textless or imageless document images causes problems with
regular K-Means based classifiers as there are no longer three

definite clusters, causing the background or text segment to be
split into two different clusters).

TABLE II

This table shows the accuracy of different segmentation algorithms on the test images.

The times shown do not take into account the calculation of the Haralick features since

the Haralick features are pre-calculated.

Image K-M GP K-M GP KM GP
Img Img Txt Txt Time Time

1 99% 99% 89% 88% 10s 2s
2 88% 89% 91% 91% 11s 1s
3 58% 91% 65% 79% 10s 1s
4 77% 91% 87% 92% 12s 3s
5 83% 98% 92% 94% 11s 3s

Avg 81% 93.6% 84.8% 88.8% 10.8s 2s

IV. CONCLUSION

From the experimentation performed using the non-genetic
K-Means based method and the K-Means/genetic method
it appears that the K-Means/genetic method does not only
produce better and more consistent results, but once trained,
the genetic segmentation system also performs segmentations
far faster than the K-Means algorithm.
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Fig. 4. These are the resulting genetic programs from the training set.

Fig. 5. This (image 5) is the image used to train the genetic system.

Fig. 6. This is the image segment of image 5 achieved via the genetic program.

Fig. 7. This is the text segment of image 5 achieved via the genetic program.

Fig. 8. Image 2.
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Fig. 9. This is the image segment of image 4 achieved via the genetic program.

Fig. 10. This is the text segment of image 4 achieved via the genetic program.

Fig. 11. This is the image segment of image 4 achieved via the K-Means based method.

Fig. 12. This is the text segment of image 4 achieved via the K-Means based method.


