
HMM-based face recognition and real-time implementation 

 

AR Liversage
1 

 

BJ van Wyk
1 

 

MA van Wyk
1 

 

T Al-Ani
2

1French South African Technical Institute of Electronics 
Private Bag X680 Pretoria 0001 Republic of South Africa. Tshwane University of Technology 

Tel: (+27 12) 318-4191. Fax: (+27 12) 318-5294 
liversaa@esiee.fr 

2École Supérieure d’Ingénieurs en Électronique et Électrotechnique, Marne-la-Vallee, France 
 

Abstract 

In this paper we present face recognition in real-time using 
Hidden Markov Models (HMM) as a basis for the 
implementation. A previously established HMM recognition 
method is implemented in a novel manner and put into 
practice in hardware. The algorithms are tested using the 
AR Face Database. 

1. Introduction 

Automatic face recognition systems (referred to as 
recognition systems) can be explained as computer driven 
applications for the automatic identification of persons from 
digital data (images). Current state-of-the-art recognition 
systems are based on a 40-year heritage of two-dimensional 
algorithms, dating back to the 1960’s. Over this period [1], 
researchers elaborated on the original ideas such as basic 
face geometry and separate features of the eyes, nose etc. 

These ideas are ready for practical implementation thanks to 
a number of recognition technologies that have progressed 
beyond the research phase and are now available for 
industrial application and the improved performance of 
today’s standard computer platforms, which allow more 
researchers access to powerful equipment capable of 
running complex computation intensive recognition 
processes [2]. In addition to these reasons, a recent demand 
by corporations for mass implementation of face 
recognition systems has lead to a revival in the research of 
face recognition. The three main contenders for the most 
significant improvements in face recognition are high 
resolution images, improved pre-processing and 3-D 
recognition. 

Despite being mentioned as a popular method of face 
recognition, algorithms using HMM’s for face recognition 
have not been investigated as thoroughly as other more 
widely used methods. 

In this paper, a brief introduction to Hidden Markov Models 
is given, followed by a detailed explanation of the reasoning 
and implementation of the face recognition using HMM’s. 
A review of the reasoning behind real-time implementation 
is offered, alongside the results of the experiment. 
Conclusions are then offered. 

2. Hidden Markov Models 

Hidden Markov Models (HMM’s) have been successfully 
applied to sequential recognition problems such as 
automatic speech recognition, optical character recognition 
(OCR), hand-writing recognition, face and facial-expression 
recognition [3]. 

This section will establish the basic theory and notations of 
HMM’s. For a complete introduction to Markov Systems 
and Hidden Markov Models, the interested reader is 
referred to excellent introductions by Rabiner [4], Dugad 
and Desai [5] and M. Nechyba [3]. 

Hidden Markov Models are a set of statistical models used 
to characterize the statistical properties of a signal [6]. 
HMM’s consist of two interrelated processes: (1) an 
unobservable Markov chain with a finite number of states, a 
state transition probability matrix and an initial state 
probability distribution and (2) a set of probability density 
functions associated with each state [7]. The elements of the 
HMM are: 



• N, the number of states in the model 

• M, the number of possible observables 

• A, the N×N state transition matrix with elements 
{aij}, i.e. A = {aij} where 
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• B, the M×N output probability distribution matrix 
with elements bkj = bj(k), 
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and Ot is the observation symbol at time t. 

• Π, the N-length initial state probability vector with 
elements πi,  
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In mathematical shorthand an HMM is defined as the triplet 
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The characterization in (4) corresponds to a discrete HMM, 
necessary for the face recognition problem, where the 
observations are chosen from a finite alphabet V = {v1, v2, 
…, vM}. 

3. Face Recognition 

As a basis for a recognition system to implement in real-
time, the method proposed by Nefian and Hayes [7] was 
applied. When reading the data of a facial image, the data is 
encountered in a natural top-to-bottom order, the most 
significant facial regions being the hair, forehead, eyes, 
nose and mouth as shown in figure 1.  

Applying the method in [7] faces used for training and 
recognition are divided into the 5 blocks according to the 
afore-mentioned states. 

 

Figure 1: Left to right HMM from [7] 

Deviating from the method, it became evident that the hair 
and forehead block could be merged into one, as most “hair-
only” states look very similar and hold trivial information 
critical to the recognition process. 

 

 

Figure 2: The information in Hair-only states is non-distinctive 

 

In an attempt to find a collection of states more distinctive, 
the ‘mouth’ block in [7] was divided into two more specific 
blocks (1) a more isolated mouth and (2) chin. 

 

 

Figure 3: Separating the mouth into two distinct states 

 

Despite relative similarity in a variety of chins, results show 
that there is more distinct information in the isolated chin 
block than in the isolated hair block. Both isolated blocks 
are also very susceptible to change, as hair does not look 
exactly the same at all times, thus causing discrepancy 
between training and testing images. The isolated chin 
block often includes some form of clothing, and this is very 



likely to change in the same manner as the hair block. The 
left to right state transition was thus modified, as shown in 
figure 4. 

 

Figure 4: Modified left to right HMM 

As the dividing of each image was done manually, the 
feature extraction in [7] proved overly complex in 
comparison to the requirements in this application, as each 
image is divided into blocks on a case by case basis. The 
formulae used in the feature extraction of [7] were replaced 
by a manual dividing of each image into blocks as shown in 
figure 5. 

 

Figure 5: An example of the division into states 

A critical aspect in the dividing of faces into blocks is P, a 
factor mentioned by Nefian and Hayes in [7], namely the 
overlap between states. After much training and comparison 
between different overlaps, it was found that 5% of the total 
image height as overlap (figure 6) returned the best results. 
Considering images as matrices, as an example, the overlap 
of blocks in an image with height 128 (rows) would be 7 
rows. That is, if the hair & forehead block were to be 45 
rows, an additional 7 rows should be used in the block as 
overlap. The following block, eyes, should then include 7 
rows of the hair & forehead and 7 rows of the nose block. 

The Discrete Cosine Transform (DCT) is then performed on 
each block separately, returning a matrix of the same 

dimension as the inputted block, for this experiment, an 
image of dimension 96×1281. 

 

Figure 6: The overlap between states 

The majority of the information in the resulting matrix is 
concentrated over the lowest frequencies in the DCT 
domain as shown in figure 7. By retaining only the 
significant DCT components, namely a 9×4 block, a 
considerable reduction in the dimension of the DCT feature 
vectors resulted. 

 

Figure 7: Distinctive DCT coefficients of the blocks 

Each person in the test was represented by 5 images in 
slightly different poses and/or lighting. The 36 DCT 
coefficients from each block were then used to form the 
observation vector for the HMM.  

                                                           
1
 The images from the AR Database were resized to 96×128 

and cropped to removed most of the negligible background 



 

Figure 8: Instances of the same face 

Because capturing of the data and ordering of the blocks 
was manual, the initial state and state transition matrices 
were known to be a perfect left-to-right model, i.e. 
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Using the training data as testing data, the recognition rate 
was near perfect at 96%, but once images from outside the 
test set were used, the rate of recognition dropped to 
approximately 70%. In table 1, comparison between the 
HMM method (with different selections of DCT 
coefficients) and the ‘high-speed recognition’ method used 
in [8] is shown. These results indicate clearly that the choice 
of DCT coefficients is critical to the success rate of the 
HMM recognition method in this paper. Images from 
outside the training set are also shown to be recognised less 
successfully. Comparing the drop in recognition when 
introducing images from outside the training set in the 
HMM method to that in the High-speed method in [8], the 
HMM method shows a more significant drop in success. 

Table 1: Comparison of recognition rates in simulation 

 Rate of 

recognition 

using training 

images 

Rate of 

recognition 

using images 

from outside 

the training set 

High-speed 

recognition 

(Method for 

comparison) 

96% 83% 

HMM – 36 

DCT 

coefficients 

96% 74% 

HMM – 33 

DCT 

55% 32% 

coefficients 

HMM –  39 

DCT 

coefficients 

62% 48% 

HMM – 45 

DCT 

coefficients 

64% 44% 

 

4. Real Time Implementation 

Real-time systems collect data and process it immediately 
or within a pre-defined time frame so that the processor is 
processing the data of the current sample, not of outdated 
samples. 

For implementing this algorithm in hardware, the decision 
between traditional analogue devices (including amplifiers, 
modulators and filters), DSP (Digital Signal Processor) and 
FPGA (Field Programmable Gate Array) had to be made. 
The benefits of choosing a DSP over the analogue devices 
are clear in today’s digital environment, with more 
flexibility, reproducibility, reliability and the ability to 
implement more complex algorithms than analogue 
solutions [9]. 

Another alternative is the FPGA (Field Programmable Gate 
Array). FPGA’s are very modular and application specific, 
with, however, a number of disadvantages when analysing 
the requirements of signal processing algorithms. FPGA’s 
have, in most cases, lower clock speeds than in DSP-
specific hardware. This is countered by the FPGA’s ability 
to process instructions in parallel (much more efficiently 
than DSP-specific hardware). The decisive factor in 
eliminating FPGA’s as a choice for DSP applications is that 
FPGA’s have no floating point compatibility, and the 
developer has to keep track of all floating point variables as 
they see fit. FPGA’s also have great difficulty when dealing 
with for-loops, square, square-root and division functions. 

 

The system design flow of a DSP algorithm is shown in 
figure 9, where the requirements of the algorithm are 
analysed and hardware chosen accordingly. System 
requirements for the face recognition algorithm from [7] 
are: 



• High clock speed 

• Floating point compatibility 

• Large memory 

The application requires high clock speed due to the real-
time constraints imposed by the initial problem statement. 
The calculations involved are not trivial (in terms of clock 
cycles) and a processor with high speed capabilities would 
make easier work of these calculations. 

Floating point compatibility is not explicitly required. In 
modern DSP hardware compatibility with floating point 
variables invariably implies longer words and a higher 
accuracy (or lower quantising noise). This compatibility 
also ensures more comfortable design, as operations on 
variables are not required, as in hardware that support only 
fixed point variables (non-floating point) where conversions 
to floating point variables require operations to keep track 
of the decimal point [9]. 

A large memory is required to ensure that the program will 
be able to ‘fit’ and be left with sufficient memory for the 
complex calculations. When considering a high-level 
implementation, such as C, for-loops and the like seem to 
occupy little space, but once converted to machine-level, 
these high-level tools often prove inefficient, as the 
machine-level translation is much larger (in terms of 
memory). In an application such as this, with numerous 
matrix functions, and thus numerous for-loops, the 
machine-level translation is very memory intensive. 

DSK’s from Texas Instruments Incorporated conform to 
these requirements, and specifically the DSK320C6711 
board which has a high clock frequency, sufficient memory 
and floating point compatibility. 

Algorithm development was conducted using the Code 
Composer Studio™ IDE, which accommodates C. The 
advantages of using a development environment linked to 
the hardware are the time saved in development, simplified 
debugging and easy analysis. 

Functions required to calculate the HMM parameters were 
analysed and optimised until only the minimum remained. 
This minimum includes 9 for-loops, depending on the 
number of faces and observation sequence length, executed 
for each person in the database. That is to say that if there 

are 10 people in the database, these 9 for-loops execute for 
each of them (10 executions). 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 9: A Simplified DSP design flow 

5. Conclusion 

As shown in table 2, the number of clock cycles per 
execution of these 9 for-loops is unreasonably high, due to 
the high number of iterations dependant on the observation 
sequence length, and computationally intensive operations.  
This algorithm is thus unfeasible as a candidate for 
application in conjunction with the selected DSP board. A 
reduction in this count could be achieved by a DSK with 
improved signal processing specific functions, higher 
frequency and a larger memory capacity. 

  

Application 

System requirement specification 

Algorithm development and simulation 

Select DSP devices 

Software 
architecture 

Hardware schematic 

Coding and 
debugging 

Software 
architecture 

System integration and debug 

System testing 



Table 2: Real-time implementation statistics 

Average 

run-time 

per image 

CPU 

usage 

(clock 

cycles) 

240 

minutes 

777231586 

 

References 

[1] W.W. Bledsoe, “The Model Method in Facial      
Recognition,” Technical Report PRI 15, 

Panoramic Research Inc. Aug. 1966. 
[2] J. Pampus and F. Weber, “Facial Recognition – An 

Overview,” Information Security Technical Report, 
vol. 3, no. 1, pp. 40–46, 1998. 

[3] M. Nechyba, “Introduction to Markov Systems,”  
EEL6825 Course Materials, Fall 2003 

[4] L. Rabiner, “A Tutorial on Hidden Markov Models 
and Selected Applications in Speech Recognition,” 
Proceedings of the IEEE, vol. 77, no. 2, Feb. 1989. 

[5] R. Dugad and U.B. Desai, “A Tutorial on Hidden 
Markov Models,” Technical Report No. SPANN-
96.1, May 1996. 

[6] L. Rabiner and B. Huang, Fundamentals of Speech 
Recognition. Engelwood Cliffs, NJ: Prentice Hall, 
1993. 

[7] A. Nefian and M. Hayes, “Hidden Markov Models 
for Face Recognition,” IEEE International 
Conference on Acoustic, Speech and Signal 
Processing, vol. 5, pp. 141-145, Oct. 1998. 

[8] Z. Pan and H. Bolouri, “High Speed Face 
Recognition Based on Discrete Cosine Transforms 
and Neural Networks”, Sept. 1999. 

[9] S.M. Kuo and B.H. Lee, Real-Time Digital Signal 
Processing, 1st reprint edition, 2004, Wiley and 
Sons: New York 

[10] A.M. Martínez and R. Benavente, The AR Face 

Database. CVC Technical Report No. 24, June 
1998 

[11] T. Al-Ani, Hidden Markov Model Toolbox, 
www.scilab.org/contrib/displayContibution.php?fil
eID=172, Nov. 2003. 


