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Abstract

Statistical models are parameterized, flexible models which
have emerged as powerful tools for representing, interpreting,
and synthesizing the complex non-rigid structure of the human
face. The inherent strength of these models arise from the uti-
lization of a representative training set which provides a-priori
knowledge of the allowable appearance variation of the face.
The appearance model utilized in the Active Appearance Algo-
rithm [1] combines individual statistical models of shape and
texture variation in order to produce a model of correlations be-
tween both shape and texture. In the context of facial modelling,
this approach produces a model which is flexible in that it can
accommodate the range of variation found in the face, specific in
that it is restricted to only facial instances, and compact. An ap-
proach using Procrustes Alignment, Affine Transform Warping
and Principal Components Analysis is used to build the appear-
ance model using two separate training sets and these models
assessed with regard to the above characteristics. The results
demonstrate the ability to easily restrict the model to ”legal”
faces, to represent and synthesize new unseen images and to
significantly reduce the dimensionality of input facial images.

1. Introduction
The appearance model has gained tremendous support from re-
searchers in the image processing field since its debut in 1998
by Edwards et al [2] and has been and is still being utilized in a
plethora of applications relating to facial images.

The appearance model is a linear, flexible and parametric
statistical model which exploits a-priori knowledge in the form
of a training set of annotated images in order to produce a com-
pact model incorporating knowledge of legal facial shapes and
textures and correlations between the two. Although linear in
both shape and appearance, the appearance model is nonlinear
in terms of the pixel intensities. The model has been popular-
ized by the Active Appearance Algorithm [2], an image align-
ment algorithm which uses the residual error between a synthe-
sized image and target image to drive the model toward a better
fit. Since this introduction, the model has been used in a num-
ber of applications. One such application, illustrated in Fig. 1 is
in the domain of coding and synthesis whereby a set of param-
eters representing the image may be transmitted across a low
bandwidth channel instead of the entire image.

By placing constraints on its parameters the model can be
constrained to synthesize only legal instances of the face and
the Principal Components Analysis (PCA) employed to statis-
tically analyze the data results in a highly compact model of
facial appearance. This model however still exhibits the abil-
ity to take into account all major sources of variability such as

Figure 1: Application of the appearance model to low-bit rate
encoding.

pose, expression and lighting. It is the above characteristics of
the appearance model that will be investigated within this paper.

Section 2 provides an insight into the origins of the original
appearance model after which the concept and importance of
training set selection for a statistical model is described in Sec-
tion 3. This is followed by the process of building the shape,
texture and appearance model in Section 4. Finally, the capa-
bilities of the models built in MATLAB using the IMM and
XM2VTS facial training sets are presented in Section 5.

2. Literature Survey
In 1995, the Point Distribution Model (PDM) was introduced
by Cootes et al [3]. This shape model learnt its possible lim-
its of variation from a-priori information in the form of shape
data corresponding to annotated facial landmark points. In
1991 Turk and Pentland [4] introduced the concept of modelling
grey-level variation of faces using a weighted combination of
eigenfaces for facial recognition. The eigenface approach was
then improved by Craw et al [5].

A number of models incorporating both shape and texture
information emerged in the early 1990’s [6, 7]. In 1998, the
Active Appearance Algorithm [1] was proposed. This popu-
lar approach to image alignment used a model combining the
PDM [3] and shape-normalized eigenface approach for texture
modelling [5] to produce a powerful combined model that was
computationally inexpensive to manipulate. The success of the



Active Appearance algorithm led directly to the success and
widespread adoption of the associated appearance model.

Since 1998 numerous applications for the model have
emerged. Such applications include the likes of facial coding
& synthesis, facial recognition, gender recognition, expression
recognition and pose estimation [8]. Various alternatives for its
construction have also been proposed and are found mentioned
throughout Section 4.

Additional prominent AAM work has been done by
Ahlberg [9], Stegmann [10] and Matthews [11].

3. Training Sets
In order to generate a statistical model, an annotated training
set is required. These annotations are found in the form of ad-
ditional data in a variety of formats such as .PTS, .ASF and
.MAT. These annotations define the coordinate pairs of signifi-
cant landmarks on each the face and must correlate for all faces
across the training set.

A variety of training sets are available, each produced by
varying a specific set of carefully controlled parameters. Var-
ied parameters include a subset of identity, illumination, facial
expression, pose, occlusion, image quality, distance from the
camera, number of annotated points and background. A com-
prehensive overview of 27 publicly available databases can be
found in [12].

Due to its nonrigidity and complex three-dimensional (3D)
structure, the two-dimensional (2D) appearance of the human
face is noticeably affected by the above-mentioned parameters.
Since the shape and texture variability of the final model is de-
pendent on the shape and texture variability of the training set
upon which it is trained, this selection is thus critical.

(a) Yale B (b) Yale A (c) Bio ID

(d) Purdue AR (e) AT&T (f) Cohn-Kanade

(g) CMU PIE (h) IMM (i) XM2VTS

Figure 2: Assessed annotated training sets with superimposed
landmark data.

A number of training sets illustrated in Fig. 2 were as-
sessed for feasibility. Based upon number of annotated land-
marks, positioning of these landmarks, image quality and facial
pose and expression variation, the Informatics and Mathemati-
cal Modelling (IMM) [13] and Extended Multi-Modal Verifica-
tion for Teleservices and Security Applications face databases

[14] were selected to build two appearance models. Character-
istics of these training sets are tabulated in Table 1.

Table 1: Selected Database Characteristics

IMM XM2VTS

No. of Images N 240 2360
No. of Individuals 40 295
Format BMP PPM
Resolution 640 × 480 720 × 576

Number of Points 58 68
Annotated Data Format .ASF .PTS
Colour or Grayscale COLOUR COLOUR
Database Size 26.6MB 2.73GB

4. Building the Models
4.1. Overview

Building the appearance model is a three step process (Fig. 3):

1. A Point Distribution Model (PDM) is built using the an-
notated shape information associated with each image in
the training set.

2. A shape-free grey-level model is built using the texture
information of the facial regions of each image in the
training set.

3. Using the models built in 1) and 2), each face in the train-
ing set is parameterized in terms of its shape and shape-
free texture parameters and a model built to represent the
correlations between these combined parameters across
the training set.

In order to build the shape model, the shape information for
each facial image must be collected and, using an alignment al-
gorithm, normalized into a common coordinate frame. The data
is then statistically analyzed to yield a linear model of shape
variation.

Building the texture model involves the extraction of tex-
ture from beneath the facial region of each image. Each tex-
ture is warped to a standard shape using a warping function and
then photometrically normalized to remove the effects of global
lighting. Once this has occurred, statistical analysis may be per-
formed to yield a linear shape-free texture model.

Finally each image in the training set is parameterized using
the shape and texture model. The shape and texture parameters
are combined with an appropriate weighting to create an ap-
pearance vector for each image. These appearance vectors are
combined into an appearance matrix and statistically analyzed
to generate the final combined appearance model.

4.2. Statistical Analysis

Principal Components Analysis (PCA) [15] and Fisher’s Lin-
ear Discriminant Analysis (LDA) [16] are two viable options
used for linearly projecting data in a high dimensional space
to a low dimensional subspace in order to find redundancy in
multivariate data. In [17] Belhumeur et al concludes that PCA
projections are however optimal for reconstruction from a low
dimensional basis whilst from a discrimination standpoint such
as facial recognition, LDA is a more appropriate choice. With
the low-bit rate application in mind, PCA was thus selected.



(a)
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Figure 3: The process of (a) building the shape and texture mod-
els in order to (b) construct the combined appearance model.

4.2.1. Principal Components Analysis

PCA calculates the eigenvectors Φ and eigenvalues Λ of a train-
ing set’s shape, texture or appearance covariance matrix in order
to obtain its respective principal components and principal val-
ues. The eigenvectors act as a set of orthogonal basis vectors
which can be linearly weighted and combined in order to de-
scribe any training shape, texture or appearance from the origi-
nal training set. This linear representation is as follows:

A′ = A + ΦbA

where A′ is the reconstructed data, A is the mean of the
original data, Φ is the matrix of eigenvectors of the covariance
matrix of the original data and bA is the parameter vector. By
varying bA, various data reconstructions can be achieved.

Due to the inherent orthogonality of the eigenvector matrix
Φ, the exact parameters bA required to reconstruct an original
training shape, texture or appearance can be calculated using:

bA = ΦT �A −A
�

where A is the original data.
The eigenvalue associated with each eigenvector describes

the variance expressed by that particular eigenvector. Further-
more, the eigenvector Φ1 corresponding to the largest eigen-
value λ1 describes the highest proportion of variation in the
distribution, the second Φ2 corresponding to the next largest
λ2 the second highest and so on. With a total of n eigenvectors,
the percentage variation represented by the ith eigenvector Φi

is determined by:

Pλi =
λi�n

j=1 λj
(1)

Whilst the dimensionality of the data is reduced, the major-
ity of its variation is retained by using the principal eigenvectors
which account for the highest amount of variation. The effect of
the number of eigenvectors kept on the final synthesis is shown
for an unseen image in Section 5.2.

4.3. Building the Shape Model

Shape can be defined as all the geometrical information that
remains when location, scale and rotational effects are filtered
from an object [18]. Thus, shape is invariant to Euclidean simi-
larity transformations.

Let St(x) apply a similarity transformation defined by pa-
rameters in vector t. Utilizing this transformation, the configu-
ration of points now defined by x and St(x) are considered to
have the same shape.

The shape of an object itself is represented by a set of n
points, which may be in any dimension d. If n points, (xi, yi)
are used to describe the face shape, then the shape can be de-
scribed with d = 2 as a 2n element vector x, where

x = (x1, x2, . . . , xn, y1, y2, . . . , yn)T

4.3.1. Alignment

In order for statistical analysis to be performed it is required that
the effects of location, scale and rotation are filtered out. This
is achieved by establishing a coordinate reference to which all
shapes are aligned.

One alignment procedure for obtaining such a coordinate
frame is known as Procrustes Analysis or least-squares orthog-
onal mapping [19]. Procrustes Analysis uses the Procrustes dis-
tance to compare two sets of data:

Pd =
n�

j=1

[(xj1 − xj2)
2 + (yj1 − yj2)

2]

The Procrustes distance Pd is a least-squares type shape
metric that requires two aligned shapes with one-to-one point
correspondence.

To align a single shape x to x′, parameters t are chosen
which minimize Pd. A simple approach to align a set of shapes
to the standard mean shape x is outlined in [19]. Since the
mean shape is a function of the current shapes, this is an iterative
process and convergence is declared when the estimate of this
mean does not change significantly within an iteration.

With the variation attributed to the allowed global transfor-
mation St(x) removed, PCA can be performed. The resulting
shape model and the determination of parameters for a single
facial shape are shown in (2) and (3) respectively:

x = x + Φsbs (2)

bs = ΦT
s (x − x) (3)

where x is the mean shape, Φs is a matrix of modes of
shape variation and bs is the variable shape parameter vector. It
is Φs and x that constitute the shape model base data and are
fixed for a specific training set.

Alternate shape metrics include the Hausdorff distance [20]
and strain energy [21].

4.4. Building the Texture Model

Facial texture refers to the pixel intensities across the facial re-
gion [22]. In the case of the shape model, the extraction of



shape for each training image was relatively simple as the fea-
ture points themselves constituted the data. With the texture
however, it is the texture bound within the landmarks that is
of relevance. The following vector representation describes an
image texture:

g = (g1, g2, g3, g4, . . . , gm)T (4)

with m representing the number of pixels sampled over the
facial region.

Due to shape variance, faces across the training set do not
contain the same number of pixels and as a result a method must
be derived in order to consistently capture the texture informa-
tion for each image.

4.4.1. Warping

Warping is the process of transforming one spatial configura-
tion of an image into another. Each training image’s facial re-
gion is warped to a standard shape so that it can be statistically
analyzed within a normalized framework. Since the model is
landmark-based, the class of image warping methods that con-
siders the mapping of one arbitrary point set {x1 . . . xn} into
another {x′

1 . . .x′
n} is used where each point is represented as

x = [x, y]T .
Since the face is internally non-rigid, a single warping func-

tion cannot be utilized. Instead a number of individual n-point
based warps must be utilized where each warping function f
is locally linear and the final transformation T is represented
by a number of local warps. In order to implement this in a
planar framework the term locally must be more stringently de-
fined. The approach adopted is to partition the convex hull of
the points using Delaunay triangulation. This connects an ir-
regular point set by a mesh of triangles each satisfying the De-
launay property. Affine warping functions are calculated for
each individual triangle pair and each point within each triangle
warped by its respective f.

An alternate approach is to use thin plate splines [23] at the
expense of an increased number of calculations per warp. A
survey on warping techniques can be found in [24].

4.4.2. Photometric normalization

As the pose was filtered from each training image to obtain
the true shape, similarly must the texture model be invariant
to global changes in illumination. Effects causing such changes
include usage of different film media, different exposure times,
external lightning or shadows. A scaling α and offset β is ap-
plied to compensate for the possible linear changes in pixel in-
tensity across the set.

With the shape and global lighting variation removed, PCA
can be performed. The resulting grey-level model and the de-
termination of parameters for a single shape normalized facial
texture are shown in (5) and (6) respectively:

g = g + Φgbg (5)

bg = ΦT
g (g − g) (6)

where g is the mean texture, Φg is a matrix of modes of
texture variation and bg is the variable texture parameter vector.
It is Φg and g that constitute the texture model base data and
are fixed for a specific training set.

4.5. Building the Combined Appearance Model

The shape and texture of any individual training image can now
be independently described using (2) and (5) using appropri-
ate parameters bs and bg respectively. Because there may be
correlations between the shape and texture variations, certain
combinations of shape and grey-level modes may correspond to
illegal facial reconstructions and thus the model is not specific
and compact enough.

Such an example is the mode of variation responsible for
opening and closing the mouth which should simultaneously be
responsible for the texture of the teeth.

The respective shape and texture models are consequently
used to convert each training image to its corresponding model
parameters, bs and bg using (3) and (6) respectively. For each
training image, the concatenated vector bc is generated:

b =

�
Wsbs

bg

�
=

�
WsΦ

T
s(x − x)

ΦT
g(g − g)

�
(7)

where Ws is a diagonal matrix of weights for each shape
parameter. Ws allows for the difference in units between the
shape and gray-level models to be accounted for and ensures
the variance of the shape parameters within the training set is
equal to the variance of the texture parameters.

PCA may now be applied to the matrix of appearance vec-
tors to produce the final linear combined appearance model:

b = Φbc (8)

c = ΦT
b b (9)

where Φb is the matrix of modes of appearance variation
(eigenvectors), c is the variable appearance parameter vector
and b is the generated vector of appearance simultaneously rep-
resenting the shape and texture of the model. It is Φb that con-
stitutes the appearance model base data and is fixed for a spe-
cific training set.

It must be realized that any appearance vector generated, b
does not produce the actual shape and texture vectors but rather
the parameters that produce the shape and texture. Thus the
original shape and texture models are required to synthesize a
facial region. The linear nature of the model does however al-
low the expression of shape and gray-levels directly as a func-
tion of bc as illustrated in Fig. 4. A full reconstruction of a
facial region may thus be synthesized for a generated bc by
generating the shape-free gray-level image vector g, inverting
the grey-level normalization, and warping it using the control
points described by x.

5. Results
Individual shape and texture models were built for the IMM and
XM2VTS training sets in MATLAB. The training sets were then
parameterized using the respective models. These parameters
were concatenated, weighted and used to build the appearance
model.

5.1. Specificity

The parameters c for both models were randomly perturbed be-
tween the limits of −3

√
λi < ci < +3

√
λi. The resultant faces

synthesized are illustrated in Fig. 5.
All instances are observed to be ”legal” faces.



Figure 4: Using the combined model parameters c to produce
a (a) shape-normalized texture and (b) shape which combined
results in (c) the synthesis of a complete facial image.

(a) (b) (c)

(d) (e) (f)

Figure 5: Investigating the faces synthesized from the (a)-(c)
IMM and (d)-(f) XM2VTS models by constraining the appear-
ance parameters within limits derived during the model training.

5.2. Flexibility

The model built using the IMM training set was used to param-
eterize an unseen image (not utilized during the training proce-
dure) using (3), (6), (7) and (9). These parameters were then
used to subsequently re-synthesize the original facial region in
order to determine its ability to represent the provided unseen
face. The re-synthesized face as a function of number of param-
eters k utilized for reconstruction is illustrated in Fig. 6.

The convergence of the model is numerically quantified by
the Mean Square Error (MSE) of pixels across the facial region
and Mean Error (ME) of the synthesized shape compared to
the corresponding groundtruth coordinates as a function of k.
This is illustrated in Fig. 6(b) and Fig. 6(c). This confirms the
models ability to refine the model as a function of parameters
retained. In Fig. 6(b) it is observed that after 150 parameters,
not much improvement is made to both texture MSE and shape
ME. The successful synthesis can be subjectively confirmed by
the human eye in Fig. 6(k).

5.3. Compactness

The average facial size (in pixels) was calculated for the respec-
tive training sets. Since the input images are greyscale, each
pixel is represented by 1 Byte. Thus the total size of the aver-
age facial region was calculated and is shown in Table 2.

Using (1), the number of eigenvectors required to account

Table 2: Characteristics of an average facial image for the re-
spective training sets.

IMM XM2VTS

Data/Pixel 1 Byte
Ave. Face Size 202 × 188 225 × 248

No. Facial Pixels 29807 (29.1kB) 45083 (44.0kB)

for 100, 98, 80% of the variation observed in the training set
was calculated. Each associated parameter is represented by 4
Bytes (Data type Single). Thus the data required to reconstruct
the face was calculated and is shown in Table 3.

Table 3: The number of eigenvectors required (and associated
resulting size) to successfully account for a certain percentage
of variation found within the respective training sets.

IMM XM2VTS

Data/Parameter 4 Bytes
100% Variation 233 (0.91kB) 294 (1.15kB)
98% Variation 184 (0.72kB) 230 (0.89kB)
80% Variation 34 (0.13kB) 70 (0.27kB)

Base Data Size 21.87MB 36.23MB

By employing the entire range of eigenvectors (accounting
for 100% variation) to synthesize an image, the dimensionality
of the data space is substantially reduced from d = 29807 (on
average) to d = 233 for the IMM model and d = 45083 (on
average) to d = 294 for the XM2VTS model. This is a 127 and
153 fold reduction in dimensionality respectively.

This large reduction can be achieved due to the existence of
the model base data containing the a-priori learnt facial varia-
tion. The base data sizes of the IMM and XM2VTS models are
tabulated in Table 3.

6. Conclusion
Two separate appearance models were built. Both models were
assessed and found to be successfully constrained to synthesize
only legal examples of the facial region by limiting the param-
eters between learned limits. The model based on the IMM
training set was utilized to successfully represent an unseen im-
age and this success verified both numerically and subjectively.
Further to this, both model representation were found to be ex-
tremely compact, reducing the dimension space of the input im-
ages substantially.
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