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Abstract 

Non Negative Matrix Factorization (NMF) is a recent technique that has been proposed to find parts in a dataset of 

objects in an unsupervised fashion. Encouraging results on the use of NMF have been reported in certain cases but 

the applicability and interpretation of the method and its results have been questioned in others. We investigate this 

discrepancy by using a synthetic dataset which highlights the methods' limitations and perhaps its interpretation. 

We observe that for ideal and intuitive parts to be discovered the input database has to be arranged in a specific 

way. This arrangement will allow the method to discover parts that result from the main differences in the objects 

of the database. If the input set is so arranged we can easily obtain the optimal rank for the Non negative matrix 

factorization algorithm. Moreover the algorithm then comes closer to realising its promise of providing a 

decomposition into an intuitively meaningful set of parts. 

 Keywords: non negative matrix factorization, parts, rank approximation, matrix decomposition.  

1. Introduction 

In machine learning one is often interested in 
automatically finding out the structure of a given 
database of objects to have insight into which 
analysis step to follow for example cluster the data 
before classification of perform the classification 
straight away. Huge insights can be gained by 
actually being able to a prior determine how the 
different dataset objects are different or what their 
constituents elements are. A method, Non negative 
matrix factorization (NMF), to perform such a task 
has recently been proposed, [6, 7, & 5]. 

NMF has been presented as a method for 
discovering the underlying structure of objects, that 
is, parts that combine to form the objects in a 
database [2]. This is in contrast with the results 
achieved by for example Principal Component 
Analysis (PCA) with Eigen faces where holist 
features of objects are discovered [4,10]. 
Furthermore the NMF paradigm to approximating a 
database is claimed to be more intuitive than PCA’s 
holistic features [6]. This is due to the constraints 
placed on the factorization matrices of the method. 

The factorization results achieved by the application 
of NMF on, for example facial database, are often 
not the ideal ones, nor are they easily interpretable 
in real settings. Little has been written in the 
literature on the exact meaning and interpretation of 
NMF bases. Many papers on NMF tend not to focus 
on the interpretation of the NMF results but on the 
reconstruction and classification accuracies of the 
algorithm [3, 4].  

In [1] this problem has been highlighted and a more 
formal and ideal performance of NMF is given in 
[2]. If the problem setup is similar to the one 
presented in [2], we propose that:  

 •Non negative matrix factorization does not 
discover the underlying structure of an object but 
the variation amongst the input objects. 

 • Thus best rank of the NMF algorithm can be 
easily approximated. 

The rest of the paper is as follows. In section 2 we 
present the formal NMF algorithm from [6] and a 
address a number of fundamental questions about 
NMF’s bases. In section 3 we present a variant of 
the ideal problem set (the swimmer dataset) 
presented in [2]. We show a simple best rank 
approximation pseudo code and the results obtained. 
In section 4 we conclude the paper and give some 
limitations of our method. 

2. Non Negative Matrix Factorization 

Given a positive mn × matrix V, where n can be 
the number of dimensions the objects have and  m is 
the number of objects in question. We factorise this 
matrix V such that V ≈ WH where W & H are 
constrained to be positive matrices. Thus W is 

rn ×  and H is a mr ×  matrix. The columns of 
W are called the bases and the rows of H are the 
coefficients. 



The positivity constraint on the factorization 
matrices forms the core and intuitive appeal of 
NMF. Unlike PCA, where the projection of data 
into the principal components could result in 
negative values which do not have literal 
interpretation, NMF only allows additive 
summation of positive elements. In many domains 
(for example music, text documents, images etc) 
this makes sense as negative amounts of objects do 
not have any tangible meaning.  According to [6] 
this ability of NMF to form whole objects by adding 
constituent parts is supported by physiological 
evidence in humans when we seek to discern whole 
objects.  

 
In order to compress the input objects into a few 
salient parts we have a 'compression parameter' r. 
The bases represent the fundamental parts of the 
input data and the coefficients are the weights or 
abundances of these parts in the input matrix. The 
original NMF used the Euclidian objective function1  
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that is optimized via the multiplicative2 updating 
scheme. In the factorization we have to 
incrementally update the W and the H matrices [7]. 
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Note the NMF algorithms do not terminate, thus one 
has to decide on the stopping criterion e.g. 
minimum objective size or number of iterations 
could be used. The literature presents NMF as a 
method to discover the underlying parts of objects. 
In order to understand the details on how NMF or 
its variants operate and how they could work in 
some situations and not in others, we asked the 
following fundamental questions: 
 
1. Can NMF or its variants (e.g. LNMF3) factorize 
multiple copies of the same object? We applied 
LNMF and NMF on a dataset consisting of a 
number of copies of one particular object in the 
same articulation. The method failed to decompose 
this input set into any discernable bases on a range 
of sparsity parameters.  

                                                 
1 The divergence objective function has also been shown   
to be applicable [7]. 
2 The Gradient Descent updating scheme is also used in 
[7]. 
3 Local NMF (LNMF) is a variant of the NMF it was 
presented in [3] & shown to be better than NMF. It’s code 
was made available by P.Hoyer[5]. 

 

Figure 1: Ten images of one person in the same 
articulation/pose [8]. 

 

Figure 2: Bases found after 500 iterations at r=5, 
alpha =1 & Beta = 1 by the LNMF and NMF. 

Alpha (�) and Beta (�) are the algorithm’s sparsity 
parameters that allow the bases in W to be as 
expressive and different as possible (see [3]) for 
details. We did not find any factorization 
differences, on both algorithms, when their 
respective sparsity parameters were adjusted! 

2.  Can LNMF decompose three different objects 
with different articulations into discernable bases? 
An example of such a set of objects is given in 
figure 3 and the bases discovered by LNMF are 
shown in figure 4. 

 

Figure 3: First three people’s ten different images 
[8] 



 
 
Figure 4: LNMF bases after 2500 iterations at r =10 
�=1 & � =1. 

The NMF bases were less clearly defined as 
compared to the LNMF bases. The above figure 
seems to suggest that the more variations there are 
in the input objects the better the chances are of 
LNMF finding parts of objects. In [3] it was shown 
how if the objects in the input database were 
changed and not as heavily pre-processed (for 
example similarly aligned as in [6]) holistic bases 
could be discovered by NMF [3]. The question now 
becomes which parts then does NMF discover? Or 
equivalently how does NMF arrive at the parts it 
produces? 

3. A simple synthetic example 

3.1 Interpretation of NMF 

A typical NMF bases on part of the ORL face 
database [8] is shown in figure 6 below, where 
NMFSC (NMF with Sparseness constraint 
algorithm) [5], sW= the number of activated bases 
and sH is the abundances of these bases in the input. 

 

Figure 5: Typical input dataset 

   

Figure 6: NMFSC sW=0.7 sH=0.20 r =25 

How does the NMF algorithm arrive at the ‘parts’ 
shown in figure 6? How does one interpret these 
results? We attempt to answer these questions with 
a problem similar to the swimmer database in [2], 
the sticks database in figure 7. This is a hypothetical 
input made up of 16, 4x14 objects in different 
articulations/poses. 

There are actually two sticks that vary their 
positions from the initial two sides that form a 
triangle to the fully open triangle position of the last 
object in figure 7. This input, like the swimmer 
database in [2], consists of all the combinations of 
how these two sticks can be oriented between image 
1 and image 16.  

Figure 7: The sticks database 

Note that there is a non varying part (at the bottom 
of each object) in the database. Often one cannot 
look through a typical input database to find the 
parts that can be described as constituents of the 
data. We thus seek an automatic method of finding 
the number of parts that constitute all or most of the 
input.  

When the NMF algorithm is to be applied one is to 
empirically guess a value of r to factorize the input 
to. If we arbitrarily choose r = 2, 5 and 8 for the 
input in figure 7, the NMF bases are shown in 
figures 8, 9 and 10 below respectively. We used the 
number of iterations (500) as our stopping criterion 
as this is easily controllable in the algorithms 
presented in [5]. 

 

Figure 8: NMF r=2 

 

Figure 9: NMF r=5 



 

Figure 10: NMF r=8 Best decomposition 

Note in figure 10, NMF discovers 8 bases/parts that 
are really 2 parts at different articulations. The 
bottom middle of the objects is common in all 
objects. Figure 10 shows us that NMF does not 
really discover the fundamental parts of a database 
(Here actually 2) but the parts that occur in a certain 
position the most and are the most differently poised 
amongst the objects, in the database. 

This then goes someway to explaining why NMF 
cannot factorize one object’s multiples as posed in 
section 2 figure 1. One object in multiples does not 
expose different articulations of its constituent parts 
which is what the non negative matrix factorization 
algorithm discovers in an input set. This means we 
have the eyes, ears, hair etc always occurring in the 
same position in all the images. Non negative matrix 
factorization seems to require some of the parts of 
the inputs to be active in some objects and those 
same parts to be inactive in other objects. 

The above experiments explain why in [1] the 
images of an eye could not be decomposed into its 
constituent parts. The above argument further gives 
insight into why as alluded to in [1] that better 
results are possible with a larger database. We 
should add that the database should consist of as 
many different objects at different poses as possible 
with a number of them being similar in terms of 
their parts occurring in the same positions and not 
occurring in some!  

Figure 4 shows that the more consistent (in the 
sense that they tend to occupy a certain position in a 
number of images and not in others) and prominent 
(are the most distinguishing features of the object) 
parts tend to be the discovered bases. 

3.2 Approximating the best r 

In the above synthetic problem setting it is possible 
to eliminate the guessing of the best rank (r) for the 
factorization. We can compare each object to all the 
other objects and note the differences. Then we can 
count the differences that have been noted the most 
from each object, as compared to the other objects. 
The pseudocode of the above argument is presented 
below: Given data V = [n x m] where n is the 
number of pixels in each object and m is the number 
of objects, 16 in this case. 

1. compare each object in the database with every 
other object. 

1.1Note the number of differences4 for each object. 

2. Extract only the differences that occur the most 
for each object. Call these max_occur 

3. compare each object’s max_occur with every 
other object’s max_occur.  

3.1 Store only max_occur s that are unique. 

4. Count the number of max_occurs obtained. 

Figure 11 shows the results discovered by this 
algorithm 

 
 

Figure 11: Pseudo code results for different parts 

Note that the bottom of the triangle does not appear 
in figure 11 due to step 1.1 (differences) of the 
algorithm. The above result shows the parts that 
differ the most This is why we argue that the 
presentation of NMF as a technique for discovering 
parts of objects is misleading. 

 
Figure 12: Pseudo code for equal parts 
Figure 12 shows the results obtained by changing 
step 1.1 in the pseudocode to the number of equal 
aspects. Note that the common invariant part from 
the input is discovered as a separate basis as 
compared to figure 11’s results. This is a more ideal 
result as compared to figure 11 where we will never 
know that there is a constantly occurring invariant 
feature in all the objects in the database.  
 

3.3 Coefficient Matrix 

The synthetic problem modelled above shows well 
how one can interpret the coefficient matrix. This 
simple setting shows when or where in the input 
matrix a particular part, observed in the bases 
matrix, occurs. The first row in figure 13 models the 
first basis/part discovered in figure 10, NMF's best 
decomposition, subsequent rows model the 
corresponding bases in figure 10. 

                                                 

4 Or the differences or the number of equal ‘parts’ in the 
objects. See Fig.11 & 12 

 



 

Figure 13: Coefficient matrix for figure 10’s results 

The first basis found by NMF in figure 13 occurs in 
the same position in all the first four input objects of 
the sticks database (figure7). This is the right arm at 
that particular position. The seventh row of figure 
13 shows where the 7th basis occurs in the same 
position in the sticks database; input objects 2, 
8,9,10. This is the left arm in a vertical position. 
This part, in this particular position, does not occur 
anywhere else in the sticks input.  

Note that in this synthetic problem a basis is either 
present or not, that is why we do not have fractions 
in the coefficient matrix. It is either on or off.  

4. Discussion 
We have highlighted the limitations of the Non 
Negative matrix factorization (NMF) approach to 
decomposing input patterns to their ideal bases. We 
have shown that when there is little variation in the 
input objects good bases are not discovered. The 
more variations (e.g. head poses in facial images) 
there are in the objects some form of bases are 
discovered. To better understand how NMF could 
discover more intuitive bases we use a synthetic 
example similar to the one presented in [2]. We 
have been able to give more insight into the 
interpretation of NMF in the context of discovering 
ideal parts of objects.  

We have shown that for a specific though synthetic 
input dataset NMF is not requires if one is interested 
in finding the parts that constitute it. We have 
provided a pseudocode to support our argument 
which has a further advantage of being able to 
obtain the best rank for the factorization. The 
limitation of this procedure is that it will only apply 
to datasets that exhibit characteristics similar to the 
sticks database. Some audio recordings could 
perhaps have such behaviour, where certain notes 
are present in a number of certain time intervals and 
not present in other intervals [9]. 
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