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Abstract
Matching commercial off-the-shelf (COTS) Threat Evaluation
and Weapon Assignment (TEWA) subsystems with an acquir-
ing defence force’s tactical doctrine tends to pose challenges.
The slow upgrade cycles of TEWA subsystems and faster doc-
trinal updates of a defence force often result in the suboptimal
use of a TEWA subsystem. This paper explores the possibility
of a layered TEWA approach to bridge the temporary gap be-
tween TEWA functioning and associated doctrine. The suitabil-
ity of Bayesian networks (BN) in a pattern classification scheme
to model selected TEWA processes is investigated. Furthermore
the feasibility to capture growing human operator skills – The
“art” of warfare – is also explored with the use of BNs. All in-
vestigations were conducted in a tactical air defence simulation
environment making use of a rule-based TEWA subsystem.

1. Introduction
Due to the highly dynamic nature of modern aircraft, the num-
ber of events and short time spans of air strikes, defence forces
are forced to make extensive use of decision support systems
for fire control. Fire control is in essence the “optimal” assign-
ment of weapon systems to threats (targets). These systems are
collectively referred to as Threat Evaluation and Weapon As-
signment (TEWA) subsystems [1]. A TEWA subsystem evalu-
ates and prioritises possible threats, proposes the assignment of
resources to counter threats and schedules future assignments.

Threat evaluation is the process of evaluating all possible
targets as a threat against the defended asset using specified
guidelines to estimate the relative priority of a given target.
Weapon assignment is the process of analysing the weapon sys-
tem availability and expected effectiveness and quality of effec-
tiveness against each target in order to appropriately allocate the
target to one or more weapon systems [2].

The specialised nature of TEWA subsystems resulted in a
number of international companies offering, as part of their
military-commercial products, off-the-shelf TEWA subsystems
[3][4][5]. These subsystems are often integrated as part of
system-of-systems solutions. TEWA subsystems are based on
generic military doctrine, using basic rules to determine threat
rankings and weapon assignments. Because of its generic na-
ture it is often the case that TEWA processes start to deviate
from a specific defence force’s doctrine over time, even if it
was possible to closely match its rule based decision making
with its battle experience. Although some level of customisa-
tion is possible it is usually focussed on the characteristics of
weapons systems rather than operator experience.

In countries such as South Africa subsystems are often only
upgraded once during its life-cycle as part of a so called mid-
life upgrade. This leads to large gaps developing over time as
doctrine is updated to capture experiences. To overcome the

Figure 1: A Layered Approach to Adapt a TEWA Subsystem.

problem of customising a TEWA subsystem regularly to match
the ever changing battle-handling, a layered approach is pro-
posed, as shown in Fig. 1, where experience is captured within
a separate layer.

Sensor-based outputs from radar sensors, electro-optical
sensors or human sightings are fed into the TEWA subsystem.
The same inputs are also channelled to the TEWA extension,
which is the additional layer introduced to extend or modify the
TEWA subsystem output with. The outputs of both (subsystem
and extension) are displayed on a TEWA console. A human op-
erator considers the suggestions and interacts with the TEWA
console to effect fire control.

To investigate the feasibility of this concept a Bayesian
network (BN) approach has been selected to implement the
weapon assignment part of a TEWA extension. Although
closely related, threat evaluation and weapon assignment are
two separate processes and can be modelled as such. As part of
a collaboration between Reutech Radar Systems and the Uni-
versity of Stellenbosch, research into threat evaluation are con-
ducted [6], therefore our work focuses on weapon assignment.
Weapon assignment is in principle an optimisation problem [7],
but a classifier-based approach can also be adopted. The as-
signment patterns of an existing weapon assignment subsystem
can be used as training and test data for a classifier. BNs were
selected as it is a numerical-based technique but with the ca-
pability to process evidence and inputs as qualitative values in
addition to quantitative values [8][9][10].

This suits TEWA subsystems well, as the underlying math-
ematics of TEWA algorithms is typically numerical based on
distance, intersection and time-based calculations. However hu-



Figure 2: An example air defence system layout with threat in-
dicated.

man reasoning regarding threats is more qualitative than quanti-
tative. In principle, training a Bayesian-based TEWA with more
scenarios (data) over time will adapt or optimise the weapon
assignments. A possible alternative technique is fuzzy logic,
which also supports qualitative and quantitative inputs, outputs
and rules[11][12].

Three categories of questions were set out to be answered
with this exploratory work:

• Is it feasible to model weapon assignment with a BN?
Could similar performance be achieved by using BNs for
weapon assignment, than with a TEWA subsystem? Are
inputs to a TEWA subsystem appropriate and map-able
to a BN? Underlying to this is the issue whether enough
(and diverse enough) data can be collected to train a BN
without significant changes to system design, what are
the limitations and is the trained BN only usable under
certain conditions?

• Is a layered approach feasible where an existing TEWA
subsystem cannot be modified or adapted, or if the pos-
sibilities to modify it are limited?

• Does a weapon assignment subsystem coupled with a
BN, trained with previous experience, improve the over-
all system performance? Underlying to this question is
whether it is possible to capture human operator experi-
ence?

Before addressing these questions in the remaining sec-
tions, some background is provided on air defence.

1.1. Background

Fig. 2 depicts a symmetrical air defence battery layout with two
aircraft (threats) flying an arbitrary attack profile. The battery
comprises eight weapon systems with a central command node
(fire control). It is assumed that at least unidirectional commu-
nication is possible from the command node to the weapon sys-
tems and that the command node has situational awareness of
targets in the vicinity of the entire air defence system. The fol-
lowing two paragraphs applies to the scenarios used to generate
training and test data for the BN classifier.

1.1.1. Targets

Two flight profiles, both straight and level (see Fig. 3), were
chosen for the feasibility study, a low flying and high flying tar-

Figure 3: Scenario used to generate train and test data.

get. Simple profiles were selected due to the fact that a simple
target prioritisation algorithm is used and that the main focus is
weapon assignment. For each flight profile a number of scenar-
ios were created with varying height and crossing distance of
target to the defended asset.

1.1.2. Battery Layout

An air defence battery was defined as consisting of a number
of weapon systems centrally controlled by means of a central
command node, who is able to direct fire power towards se-
lected targets. Weapon systems are typically deployed around
defended assets taking into consideration terrain and most prob-
able/dangerous directions of attack. Because of single targets
flying simple flight profiles towards the defended assets it is
only necessary to deploy one weapon system of each type for
the purpose of generating training data. The different weapon
systems were positioned so that each has equal opportunity to
engage a target. Keep in mind however that BNs trained using
these simple scenarios may not necessarily function optimally
for complex scenarios as the interaction between neighbouring
weapon systems or separate aircraft attacks are not taken into
account.

2. Feasibility of Modelling Weapon
Assignment with a Bayesian Network

Commercial TEWA subsystems generally support some level of
customisation, such that the subsystem can be integrated with
other equipment and to support the end-user’s doctrine, specif-
ically with regards to weapon and sensor characteristics. The
upgrade schedule of the TEWA subsystem will not match the
demands of the end-user, resulting in operators having to “filter”
the output of the TEWA through the battle-handling doctrine.
To add additional decision support capability it is expected that
at least the same inputs to the TEWA subsystem will be required
as information sources and possibly the outputs from the TEWA
subsystem. The initial configuration for a test simulation envi-
ronment is shown in Fig. 4.

Note that the configuration shown in Fig. 4 in essence pro-
vides for a capability to switch between the weapon assignment
of the TEWA subsystem and extension. The TEWA subsystem
model used in the test simulation environment is based on some
basic TEWA principles [13]. The threat evaluation output of
the existing TEWA subsystems is used without modification or
extension. Weapon assignment considers time of opportunity,



Figure 4: Initial Weapon Assignment Extension Configuration
in the Simulation Environment.

cost, effectiveness, availability and fire rank (detailed descrip-
tions are given later in this Section).

For this configuration the weapon assignment is a com-
plete unit in its own right and provides the same outputs as
the weapon assignment part of the TEWA subsystem. The ex-
tension is based on a BN as shown in Fig. 5. BNs represent
the probabilistic relationships among a set of variables at some
point in time [14]. In the model of the weapon assignment ex-
tension, each weapon-target pairing is assessed for probability
of association through assignment. The probabilistic informa-
tion is represented in the model for each unit of time. The
weapon assignment model is a naı̈ve hidden variable BN as
shown in Fig. 5. Naı̈ve hidden variable BNs have the following
properties [14]:

• There is a single hidden variable (“Assignment” in this
case).

• All observables (features) are children of the single hid-
den variable (“Assignment”).

• There are no edges (connections) between any observ-
ables.

The goal, through inference, is to determine the probability
distribution over the states of the hidden variable “Assignment”
over time, given time series data of the children nodes (observed
variables or features).

The children nodes represent six observable factors on
which the probability of assignment, PAssignment, is depen-
dent. Evidence is given for each of these children nodes, which
is then inferred to the hidden variable “Assignment” as a prob-
ability distribution over two states: true and false. The children
nodes are defined as follows:

• CPA Quality: The quality of the Closest Point of Ap-
proach (CPA) – This is a percentage to indicate if a tar-
get is directly approaching the weapon considered or if
it will be a crossing target. This value is mapped to an
interval state between 0% (passing tangential) and 100%
(directly approaching) with a resolution of 5%.

Figure 5: Bayesian network used for the TEWA extension Envi-
ronment.

• Time of opportunity: The time a target is likely to spend
in the launch envelope of the weapon expressed as a per-
centage of the maximum possible. Similar to the CPA
quality this value is mapped to an interval state between
0% and 100% with a resolution of 5%.

• Cost: The cost of the engagement – Each weapon sys-
tem has an associated cost relative to the other weapon
systems that may be considered. This node has states for
each of the costs currently defined in the TEWA subsys-
tem.

• Effectiveness: The effectiveness of the weapon system
is dependent on the flight profile of the target that it is
being considered for. This node relates to an effective-
ness index for the considered weapon system relative to
others, with regard to the particular flight profile of the
considered target. This node has states for each of the
four index values (5%, 30%, 60% and 80%) currently
defined in the TEWA subsystem.

• Available: The availability of the weapon system – This
node has two states, either true or false, to take into ac-
count whether the the weapon system being considered
is available for an assignment or has already been as-
signed.

• Firing Rank: The rank of the weapon-target pair – A rank
is assigned based on whether the target is predicted to
pass through the primary (prime) or secondary (second)
fire arc of the weapon system, through the launch enve-
lope, but not through either of the fire arcs (low) or not
through the launch envelope at all (zero).

Fig. 6 illustrates the CPA, time of opportunity and firing
rank for a typical weapon-target pair.

For assignment suggestions (or auto-assignments), targets
are sorted from highest to lowest threat (rank) and consid-
ered for weapon assignment in that order. The probabilities
for all possible weapon pairs, with the considered target, are
then sorted from high to low according to the probability of
PAssignment being true, i.e. the value on the “true” state of
“Assignment”. The pair with the highest probability is com-
mitted. If a weapon system cannot be assigned because it has
already been assigned to a target of a higher threat the next best
pair is committed. A planned assignment is committed to be
an assignment order when the target in that pair reaches a pre-



Figure 6: CPA, time of opportunity and firing rank for a
weapon-target pair.

determined threshold. All probabilities are recalculated in each
time interval for all targets not already being engaged.

2.1. Training of the Bayesian Network

To train a BN a training data set is required. In this case the
set was generated by simulating a number of different scenar-
ios and recording the weapon-target assignments of the TEWA
subsystem.

The training data set was created by simulating a number of
attacks on a defended asset, with the targets and battery layout
described in Section 1.1. above. The first flight profile (FP1)
was that of a low target flying straight and level, approaching
from the north and flying due south. For the first attack the
target flew directly over the defended asset 100m above ground
level and with each subsequent attack the target increased it’s
altitude by 50m, up to a maximum altitude of 950m. Subsequent
attacks were flown in the exact same manner with each attack
increasing in altitude, but with an increased CPA distance of
500m for each set up to a maximum CPA distance of 7000m.
The second flight profile (FP2) was that of a high target flying
straight and level. Attacks by the FP2 were flown in the exact
same manner as those by the FP1, with a starting altitude of
1100m, increasing in increments of 250m up to 6000m. Attacks
were then simulated with two targets – Either with two FP1s,
two FP2s or one of each. These attacks were coordinated by
either flying the same path with one target lagging the other
by 10 seconds, or with the two targets flying in parallel with
a distance between them of 500m. This created a total of 645
attacks. The features for each weapon-target pair were recorded
creating approximately 4000 cases with which to train the BN.

2.2. Testing of the Bayesian Network

In order to evaluate the performance of the Bayesian weapon as-
signment 184 random test attacks were simulated with the two
targets used for training (FP1 and FP2), with each attack dif-
fering in altitude and/or CPA distance from the defended asset.
The weapon-target assignment orders were recorded for each
attack, first using the existing TEWA subsystem and then us-

ing the Bayesian weapon assignment (TEWA extension). The
assignment orders were then compared and the differences anal-
ysed.

An important aspect to keep in mind when comparing
weapon assignment results, are that successful engagements
will influence subsequent TEWA suggestions and engagement
results. To illustrate, consider a single target and two weapons.
If the TEWA subsystem assign the target to the first weapon,
and the engagement is successful, the second weapon may be
well be able to successfully engage the target, but will not get
the chance to do so.

2.3. Results

Test results of the BN-based weapon assignments are subject to
a similar problem than above. A weapon system might success-
fully comply to an engagement order, but fail to kill the target.
For a similar situation in the training data set, the weapon could
have killed the target, as engagement results (kill or miss) are
statistically generated.

Of the 184 test scenarios applied to the original TEWA sub-
system, 124 resulted in assignments, of which 25 cases had a
second engagement. For the BN-based subsystem only 6 cases
had a second engagement.

Of the 124 engagements, the BN-based subsystem assigns
in 99 cases the same weapon-target pair as the original TEWA
for the first assignment and of the 25 second assignments only
5.

2.4. Conclusion

The results here are very promising for modelling weapon as-
signment with a BN and the proof of its success will lie in the
ability to generalise the current network, whilst maintaining the
high performance.

BNs are desirable for their probabilistic nature and their
ability to learn from experience data. However, a BN used as
a classifier may not be the most suitable method for an optimi-
sation problem as it is very difficult to model features of a con-
tinuous nature such as time, distance and relative positioning.
This also means that since a BN works with states rather than
functions, it is unable to extrapolate the position of the target
the way a human can. A model that has an element of memory
could add an appreciation of the temporal nature of the scenario
and may improve the effectiveness of the system. Although a
naı̈ve BN does not have memory capability, it can be built in
through the use of a dynamic BN, the use of which should per-
haps be explored in the future.

The use of a BN to evaluate the probability of assigning a
particular weapon to a target is based on the assumption that
weapon-target pairs can be treated independently and then as-
signed based on a prioritisation of those pairs. The results above
show that the prioritisation of weapon-target pairs can success-
fully be determined in a simple scenario and shows that our
assumption is correct for simple scenarios. If this assumption
is correct for more complex scenarios we will be able to gener-
alise our BN to be able to prioritise weapon-target pairs for al-
most any scenario. However one needs to be careful to maintain
the sensitivity of the model as one expands the scenario set and
generalises the model, because the model may lose its ability to
differentiate between distinct cases. This may mean that more
features may need to be added to the more generalised BN in
order to aid it in differentiating between the different cases i.e.
in order to generalise the BN, not only will it have to be trained
with examples of the scenarios we wish to generalise to, but fea-



tures which describe the differences between the scenarios will
need to be added.

3. Feasibility of a Layered TEWA Approach
The most important reason why a layered approach is proposed
to extend and modify an existing TEWA subsystem, is that we
make the assumption that it cannot be modified or extended and
is fixed. In order to adapt the TEWA subsystem such that it can
be used in a given doctrinal environment, it will be necessary to
over-ride engagement suggestions to a human operator. If the
output of the existing TEWA subsystem is not considered at all,
it boils down to replacing it with another TEWA which is not
in line with the layered philosophy. Furthermore, the aim of
the layered approach is to encode some of the TEWA (human)
operator’s skills or doctrine and to combine those with the exist-
ing TEWA subsystem to provide a more efficient and effective
subsystem.

Consider a threat pair approaching an air defence system
deployed to protect a point. If the human operator always as-
signs the leader, as opposed to the wingman, irrespective on
which side it is, and which aircraft the existing TEWA subsys-
tem suggests, the TEWA extension can take this into account
and override the suggestions from the TEWA subsystem. How-
ever, with the current TEWA extension inputs (CPA quality,
time of opportunity, cost, effectiveness, available and rank) it
would not be possible to indicate to the BN why the human op-
erator favours the leader and not the wingman. This remains the
case even if the TEWA subsystem suggestions are included as
inputs to the TEWA extension. An extra indicator is required to
differentiate the case when the leader is engaged as opposed to
the wingman. A possible solution is to add target appreciation
mechanisms – One would be to have the ability to indicate to
the BN if a target is a leader or wingman in multiple aircraft
formations. This in turn would require the ability to detect if
a target is part of a formation. These calculations are not triv-
ial since aircraft are highly dynamical, especially in relation to
each other. Should the operator’s behaviour become more com-
plex, with more elaborate effector-target engagement rules, it
will be even more difficult to qualify, based on the available
quantities.

Alternatively, if assumed that only the existing TEWA sub-
system weapon-target pair suggestions are available, the BN in
the TEWA extension can be augmented with an additional child
node. The suggestions can be transformed into probabilities by
mapping the list of suggestions into an interval state. The entire
suggestion list can be mapped to the interval state, or a mapping
can be defined for the top N positions. The latter case is more
general, as using the entire list will cause different probabilities
to be calculated for second and third places in the suggestion
list if the number of suggestions differs between cases. It is also
possible to only use a true or false indicator if a pair has been
suggested or not.

Although the approaches outlined have not been tested yet,
it certainly demonstrates that a layered approach is possible, but
that care should be taken on how the TEWA subsystem outputs
are used as inputs into the TEWA extension and how spatial,
temporal and other features are transformed into probabilities
to maintain the level of generalisation for the BN.

4. TEWA and Bayesian Combination Gain
To determine if the layered TEWA approach offers more than
merely being able to extend or modify and existing TEWA sub-

Figure 7: Adapted Layered TEWA to Adapt for Operator Per-
formance.

system, some human-in-the-loop (HIL) experiments are neces-
sary. The BN-based Weapon Assignment extension should also
be adapted to take human actions and performance into account.
The adapted architecture is shown in Fig. 7.

It can be seen from Fig. 7 that feedback from the TEWA
console – which is operated by a human – is fed back into
the Weapon Assignment extension. This also implies that
suggested weapon-target engagements that originated from the
TEWA subsystem (and not extension) will eventually be fed
back to the Weapon Assignment extension as operator accep-
tances or rejections. The most important aspect of including
human actions as an input is to be able to differentiate cases
where TEWA suggestions have been accepted from those that
were not.

The biggest advantage of the TEWA-BN-operator combi-
nation is to have a system that adapts as the operator becomes
more adept at evaluating threats and assigning resources. The
system should then in principle improve as the operator gains
experience. To achieve this, the Weapon Assignment extension
is initially trained (bootstrapped) with a data set generated by
the existing TEWA subsystem in automatic assignment mode.
Once trained, the existing TEWA subsystem and extension are
used in parallel - both outputs are presented to the operator.
As the operator manually commits, accepts and rejects weapon-
target pairs, the BN is adapted on-line with the new cases. The
BN can also be augmented as described in Section 3 to present
a single output to the operator, and not a dual output - one from
the TEWA subsystem and one from the extension. The BN can
in addition be augmented with child nodes to indicate which
TEWA output (existing subsystem or extension) the operator
selected, if the outputs differed. Again, experiments have to be
conducted to establish if the approach indeed adds value.

Batch-mode (off-line) training of the BN using a human op-
erator can also be used, but presents other challenges. These
include managing human operator boredom when collecting
training data and preventing operators from ”learning the sys-
tem”.

4.1. Batch-mode Training Data Set

The same battery layout and a few selected attacks as those for
the training data set in Subsection 2.1 have been used. Instead
of using the automatic TEWA commitments, a human opera-
tor is used to suggest, approve and commit weapon-target pairs.
Enough data was gathered to be able to train the BN, but an



oversight due to minimal attacks was to match the increments
for target altitude and crossing distance such that data is avail-
able for every division (interval states) in the child node tables
(features). This impacted on results achieved with the test data
set.

4.2. Batch-mode Test Data Set

The same methodology was used to test the trained BN, as out-
lined in Subsection 2.2, but with less cases than for the auto-
mated TEWA case.

4.3. Results

The same level of performance was achieved than for the auto-
mated TEWA case, but as stated in Subsection 4.1, certain inter-
val states have not been trained properly for some of the child
nodes. In such cases the output of the BN cannot be trusted as
it can be easily influenced by small changes in evidence proba-
bility values.

4.4. Conclusion

A BN can certainly be trained with human operator actions and
behaviour. Although the on-line training option has not been
experimentally tested yet, it seems to be the better solution as it
will not have the same problems as batch-mode (off-line) train-
ing with regard to operator side-effects. A BN could be trained
in off-line mode to reproduce similar results than the existing
TEWA subsystem.

5. Conclusion
Only the first question, whether it is possible to model a weapon
assignment subsystem with a BN, has been answered with cor-
roborating experimental results. Further experiment work is
necessary to determine if a layered approach can be followed
to adapt or modify an existing TEWA subsystem and what the
gain is in using a BN to integrate human operator experience
into a TEWA system.

The second question, whether a layered TEWA approach is
feasible, has been answered to some extent, as a system can be
constructed that uses the output of an existing TEWA subsys-
tem as input to a TEWA extension. However, the modification
of an existing TEWA subsystem is limited to the inputs that the
TEWA extension can use, which are limited by the BN. All in-
puts to the BN have to be transformed into probability values,
which makes it difficult to use spatial parameters of aircraft and
aircraft relative to points and other aircraft. The playoff between
a BN’s generalising capabilities and its sensitivity to differenti-
ate between different cases are an important aspect - if too many
features that are specific to certain cases are used, it will not be
able to generalise over cases where the specific features are not
important. The counter-side is also true, if a BN is too gener-
alised, it may loose the ability to differentiate cases.

An alternative application of BNs in the process of evaluat-
ing threats and assigning resources, could be to assist the human
operator with better decision support aids - Specific BNs can be
trained to estimate the behaviour of targets, such as detecting a
specific manoeuvre. These estimates can then be used as inputs
to an TEWA subsystem or extension, but can be accepted or re-
jected by the operator. As threats in an air defence environment
are also highly dynamic, it is suggested to investigate BNs that
support temporal inputs as well.
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