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Abstract

The current patient positioning system at iThemba Labs makes
use of an accurately calibrated multi-camera stereophotogram-
metry (SPG) setup that is vulnerable to physical disruptions that
invalidate system calibration. We use an unscented Kalman fil-
ter (UKF) based structure from motion (SFM) system to verify
the correct operation of the SPG system. We investigate im-
proving the speed of convergence and reconstruction accuracy
and show our system to be stable and accurate.

1. Introduction

Cancer is one of the leading causes of death worldwide. From a
total of 58 million deaths worldwide in 2005, cancer accounted
for 7.6 million (or 13% of all deaths [8]). The Medical Radia-
tion Group (MRG) at iThemba Labs has treatment facilities for
neutron, proton and photon radiotherapy.

The current patient positioning system at iThemba Labs
makes use of a motorised treatment chair to which the patient
is fixed with an immobilisation device. The patient is then
moved into position for treatment by a unique system based
on multi-camera stereophotogrammetry (SPG). The patient
wears a custom-made plastic mask that carries radiopaque and
retro-reflective markers. The SPG system accurately calculates
the position of the markers detected by the CCD cameras and
uses this to automatically position the treatment chair. This
positioning system aligns the tumor and treatment beam with
an accuracy of approximately 1mm.

Currently there is no way of verifying the accuracy of
the SPG system at treatment or pre-treatment phase without
using a calibration object. Our task is to develop an indepen-
dent vision system to verify the operation of and the marker
positions calculated by the SPG system.

We make use of the well known Kalman filter (KF) for
our structure from motion system to estimate the structure of
the tracked markers. We propose new methods to improve the
speed of convergence and the performance of the KF by using
pre-calculated initialisation data obtained from the KF and a
projective matrix factorisation (PMF) system.

We discuss the observation model used in our system in
Section 2. Section 3 describes our implementation of the
unscented Kalman filter (UKF). We discuss the PMF system in
Section 4 and present our results in Section 5.

2. Structure from motion
In the fields of computer vision and photogrammetry structure
from motion (SFM) is the estimation an object’s 3-dimensional
structure and motion from a sequence of video images (2-
dimensional motion) [9, 13, 7]. The observation process we
need to model is that of a camera taking an image (or sequence
of images) of a 3-dimensional scene, this is illustrated in Fig-
ure 1.
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Figure 1: Linear perspective projection of a point P onto the
image plane Y at focal length−f

The mathematical relationship between the 3-dimensional point
Pccs and the 2-dimensional projectionY is given by

Y =

»

P ccs
x

P ccs
y

–

 

1

1 +
P ccs

z

f

!

, (1)

wheref is the focal length of the camera. The center of projec-
tion (COP) of the camera, also known as the focus, lies at−f .
We now invert (1) so we are able to retrievePccs in terms of its
projectionY and focal lengthf . This relationship is given by
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From the above equation we see that we only require the ratio
P ccs

z

f
to reconstruct our object up to a scale factor. We assume

that we have knowledge of our focal length and we have the
coordinates on the image plane thus we are left with only one
unknown parameter per coordinate we wish to reconstruct.



The camera coordinate system (CCS) and the object co-
ordinate system (OCS) are related via an orthogonal rotation
matrixR and translation vectort. This relationship is given by

P
ccs = RP

ocs + t, (3)

or inversely

P
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T = R

−1
. (4)

By substituting (2) into the above we can write (4) as
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3. The Kalman filter
The Kalman filter (KF), first introduced in 1960 by Kalman
[6], is a mean squared error minimiser that estimates the state
of a dynamic system from a series of measurements under the
influence of Gaussian noise. Initially the KF could only be
used for linear system estimation but two popular techniques
have been developed to expand the scope of the Kalman filter
to deal with non-linear systems, these are the extended Kalman
filter (EKF) used in [1] and the unscented Kalman filter (UKF)
[5]. We make use of the UKF in our system as it offers higher
statistical accuracy at the same computational complexityas
the EKF [12].

The UKF algorithm follows the following steps :

1. Obtain observations for the first frame

2. Initialise the UKF states

3. Estimate structure, rotation and translation (Predict the
next state)

4. Predict observation using estimated state from 3.

5. Obtain observation for the next frame

6. Correct prediction

7. Proceed to step 3.

For the UKF to estimate the structure and motion of the tracked
object we need to design models for the state and observations.
This is very important as the performance of SFM systems de-
pend greatly on these models. We need a model for the state
transition process that predicts the new state in terms of the old
state, as well as an observation model that transforms the pre-
dicted state into a predicted observation. We can also choose
how to initialise these models using information availableto us
about the scene. We discuss our state prediction and observation
models next.

3.1. Predicting structure, rotation and translation

As stated in Section 2 we have one unknown parameter per
tracked feature we need to estimate to recover the structureof
our object. We place the unknown parameter for each tracked
feature in a structure vector

s = [s0, s1, ..., sm] , (6)

wherem is the number of features we are tracking andsk =
P ocs

z,k . The structure state transition equation that governs the
structure estimate is

si|i−1 = si−1|i−1 (7)

which states that the current structure estimate is similarto the
previous structure estimate. This is a valid assumption if we
are tracking a rigid object.

Quaternions [3] are used in our system to represent the
rotation of the tracked object relative to the object’s coordinate
system(OCS). The rotation transition equations act on the
rotation vector

q = [q0, q1, q2, q3] (8)

and rotational velocity vector

ω = [ωx, ωy, ωz] . (9)

The equations for our rotation prediction is

qi|i−1 = qi−1|i−1 + ∆t
1

2
Ω(ωi|i−1)qi−1|i−1 (10)

with
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The above equation has the termΩ(ωi|i−1) that is a function of
the angular velocity of the tracked object. We therefore need to
incorporate the angular velocity of the tracked object relative to
the OCS into our model. For this we use the angular velocity
transition equation

ωi|i−1 = ωi−1|i−1 (12)

that states the angular velocity of the tracked object between
frames is constant.

The formulation for the translation transition equations
follow a similar procedure. The translation relates the origin
of the OCS with respect to the origin of the camera coordinate
system(CCS). The translation transition equations act on the
translation vector

t = [tx, ty, tz] (13)

and translational velocity vector

d = [dx, dy , dz] . (14)

We model the translation transition with

ti|i−1 = ti−1|i−1 + ∆tdi|i−1 (15)

whered is the model of the translation velocity given by

di|i−1 = di−1|i−1. (16)

The translational velocityd is related to the translationt via

d =
dt

dt
, (17)

that states the velocity is the time derivative of the translation.

The translation transition equation (15) states that the
translation in the current step is equal to that of the previous
step plus the change in translation and (16) states that the
translational velocity is constant between steps. By assuming
we have a constant velocity in our system (and therefore no
acceleration) any acceleration of the object will be handled
as noise effects. Our final step in the modelling process is to



combine the state vectors for structure and motion into the full
state vector,

x = [s,q,ω, t, d] . (18)

Our state vector has dimensionsm+13 wherem is the number
of features we are tracking.

We investigate three methods to obtain initialisation val-
ues for the structure and motion models of our system. If no
knowledge of the 3-dimensional scene is available we initialise
the entries in the structure , rotation velocity, translation and
translation velocity vectors to zero and set the rotation vector
to q = [1, 0, 0, 0] (the unit quaternion). The second scheme
we have for obtaining initialisation information is to use the
structure and motion estimate calculated by the UKF from
a previous run on the same sequence. Our last method is to
use a PMF system to batch process a subset of frames from
the sequence of interest to calculate structure and motion
initialisation information for the UKF.

3.2. Predicting the observation from our estimated struc-
ture and pose

The UKF estimates the structure relative to the OCS, for us to
make our prediction we need to orientate it with the CCS using
(3). Once our estimated structure is correctly aligned withthe
CCS we take a 2-dimensional projection of it in accordance
with the basic pinhole camera model described in (1).

The observation estimate is then compared to the actual
observation to produce an error that is used by the Kalman filter
to update the state variables and covariances describing their
distributions.

4. Projective matrix factorisation

The matrix factorisation (MF) method batch processes a set of
frames from a video sequence to calculate the structure and mo-
tion of a tracked object. MF was introduced by [10] for the case
of a single object under motion within a single plane using the
orthographic camera model. The orthographic camera model is
a special case of the pinhole (projective) camera model (Section
2) that occurs when the focal length approaches infinity. This
method provides reconstruction of a scene up to an affine trans-
formation. In our system we make use of a projective matrix
factorisation (PMF) algorithm proposed in [11] that provides
reconstruction upto a projective transformation, this algorithm
differs from the original MF method by employing a projective
camera model.

4.1. How it works

At frame f = 0 . . . F in the video sequence the
observed 2-dimensional homogeneous image coordinates,
Yfi = [xfi, yfi, 1], are related to the 3-dimensional real world
homogeneous coordinates,Si = [Xi, Yi, Zi, 1], by a projec-
tive transformationPf and scale factorλfi such that

λfiYfi = PfSi. (19)

The scale factorλfi is referred to as the projective depth. The
observed image coordinates and projective depths of the fea-
tures in each frame are arranged in a measurement matrixW of

the form
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Each column ofW represents the trajectory of one feature point
over time and each set of two rows represents the features de-
tected in a particular frame. The structure and camera matrices
are arranged in a structure matrixS = [s1, s2, . . . , sN ] and
concatenated camera matrixP = [P1, P2, . . . , PF ]T such that

W =
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The original applications of the MF method were formulated
as the case of a moving camera observing a static object,
we choose to follow [2] and reformulate the problem as a
static camera observing a moving object. This implies that
the camera and camera setup at each frame is the same and
therefore any change in the estimated camera matrices is dueto
the motion of the tracked object.

Our concatenated camera matrixP and structure matrix
S have dimensions3F × 4 and 4 × N respectively. This
implies that our measurement matrixW is suppose to have a
maximum rank of 4, this however is not true unless we have the
correct projective depths for each tracked feature. If we obtain
the correct projective depths we will be able to calculate the
projective structure and motion of the tracked object [4].

4.1.1. Estimating the projective depths

Epipolar geometry and the fundamental matrix is used to esti-
mate the unknown projective depths. If we consider each two
consecutive frames in the video sequence as a stereo image pair
(Figure 2) with camera centersCf and Cg observing a point
X, we can calculate the fundamental matrix (Ffg) and baseline
(efg). The calculation of the fundamental matrix implies we
have at least seven point correspondences for each stereo image
pair.

Cf Cg

λf Xf
λgXg

efg × λf Xf F T
fg

Xg

Xf Xg

X

Baseline

efg

Figure 2: Stereo vision camera pair

The area of the epipolar plane (the triangular plane connecting
both camera centers and pointX) is given by1

2
|(efg ×Xf )λf |

with respect to camera centerCf and 1

2
|(F T

fg × Xg)λg| with



respect to camera centerCg. Using this the relation follows

(F T
fg × Xg)λg = (efg × Xf )λf . (22)

Solving this equation in terms ofλg gives

λg =
||efg × Xf ||

2

(efg × Xf ) • (F T
fgXg)

λf . (23)

By choosing an initial value forλ for each feature in the first
frame of the sequence we are now able to recursively estimate
the set of projective depths for all required frames using (22).
As we need to choose initial values for the projective depthswe
recover the structure up to an overall scale factor. We choose an
arbitrary valueλ1 = 1 to initialise the process.

4.1.2. Extracting shape and motion

Once we have calculated the correctly scaled projective depths
we make use of singular value decomposition (SVD) to fac-
torise the measurement matrixW into the camera and struc-
ture matrices such thatW = PS. The measurement matrixW
should theoretically have a rank of at most4 but this may not
be the case due to noisy measurements, we therefore truncate
the SVD decomposition to provide the closest rank 4 approxi-
mation ofW . The truncated SVD ofW gives us

W = UF×4Σ4×4V
T
4×N , (24)

with the approximated structure and motion matrices

P = UF×4Σ
1

2

4×4
(25)

and
S = Σ

1

2

4×4
V

T
4×N , (26)

5. Tests and results
We propose using pre-computed initialisation data from the
UKF and a projective matrix factorisation system to improve
UKF performance. We present results obtained from running
our system in the standard manner and then using the pre-
computed initialisation data. The real video sequence usedin
these tests was captured at iThemba Labs with ground truth
information for marker coordinates provided from computer
tomography (CT) data.

The video sequence is of the marker carrier being moved
by the robotic chair in a treatment vault at iThemba Labs. The
detected markers on the marker carrier are shown in Figure 3.
The marker carrier undergoes three changes in direction, one
occurring before the UKF has time to converge. Each change
in direction of the marker carrier introduces acceleration
components into our system (our motion model assumes a
constant velocity) that cause the Kalman gain to erroneously
adapt the state estimate. If there are many sharp changes
in acceleration during a video sequence or the changes in
acceleration occur very early in the sequence the convergence
of the UKF is greatly effected.

There is also distortion introduced due to the tracking of
markers that are oblique to the camera. This results in the
calculated centroids of the detected oblique markers having a
slight offset. This distortion is not Gaussian and therefore is
not effectively taken into account by the UKF. This distortion
causes a drift in some of the estimated structure parametersof
the UKF over time.

Figure 3: Detected markers tracked during real sequence 2

5.1. Test 1 : UKF

The first test we present is of the UKF run on the real video se-
quence without initialisation information. The estimatedstruc-
ture parameters of the marker carrier are shown in Figure 4
(a), we do not get the perfectly parallel lines that we associate
with UKF convergence, this is a result of the acceleration inthe
marker carrier’s motion and the tracking of oblique markers. On
inspection of the RMS error (Figure 4 (b)) we see that the error
in the structure stabilises after 60 frames at< 2mm with the
varianceσ2

s < 0.03mm. The reconstructed marker carrier is
displayed in Figure 5.

5.2. Test 2 : UKF initialised with UKF data

We use the UKF initialised with data from Test 1 for this test.
On inspection of the structure convergence of the UKF (Figure 6
(a)) we notice the estimated structure parameters are initialised
to the correct values and remain smoother over time if com-
pared to those of Test 1. This is due to the UKF being able to
handle changes in acceleration better after it has converged . On
inspection of the RMS error (Figure 6 (b)) we notice that the er-
ror remains small throughout the sequence. The maximum error
in structure remains under1.4mm for the entire sequence with
structure varianceσ2

s < 0.03mm.

5.3. Test 3 : PMF used for initialisation

We present results from tests using a PMF system to pre-
calculate initialisation data for the UKF. We batch process50
frames of the real video sequence with the PMF system. The
PMF system returns the structure and motion of the recon-
structed marker carrier over the frames it processed (Figure 7).
Comparing this initialisation structure to the reconstruction
from test 1 (Figure 5) we see it is fairly distorted. We need to
scale and orientate this structure with the UKF to minimise
the correction the UKF needs to perform to correctly align the
initialisation structure during the first couple of frames.

We show the estimated structure parameters of the UKF
over time in Figure 8 (a), the UKF aligns the initialisation data
correctly over the first 50 frames stabilising with an RMS error
(Figure 8 (b))< 1.2mm and structure varianceσ2

s < 0.03mm.
The effect of the offset in the detected centroids of oblique
markers and the acceleration of the marker carrier is more
noticeable in this test if compared to test 2 (initialising the
UKF with UKF data) and causes a small drift in some structure
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Figure 4: Estimated structure parameters and RMS error of
UKF - Test 1

(a) View 1 (b) View 2

Figure 5: Extract from the reconstruction of marker carrier-
Test 1

components.

5.4. Summary of results

The results from Tests 1-3 are presented in Table 1. All the
tests gave accurate results with RMS errors after stabalisation
less that2mm.

6. Conclusion
Our investigation into improving UKF performance by using
pre-computed initialisation information gave interesting and
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Figure 6: Estimated structure parameters and RMS error of
UKF - Test 2

(a) View 1 (b) View 2

Figure 7: Reconstructed marker carrier from PMF system -Test
3

Parameters Test 1 Test 2 Test 3
P0 0.001 0.001 0.001
Qs 0.001 0.001 0.001
Qr,t 0.0001 0.0001 0.0001
R 0.001 0.001 0.001

Num features 19 19 19
Max RMSE 48mm 1.4mm 13mm
Min RMSE 0.9mm 0.83mm 0.9mm

feats< 2mm out 19 19 19
σ2

s < 0.03mm 0.03mm 0.03mm

Table 1: Summary of test results
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Figure 8: Estimated structure parameters and RMS error of
UKF - Test 3

promising results.

Using pre-computed initialisation information provided
by the UKF gave the best performance. The initialisation
structure was correctly aligned and resulted in a RMS error less
that 1.4mm throughout the sequence. Initialising the UKF in
this manner lessened the effect noise introduced in the system
from acceleration components and lead to a smoother structure
convergence.

There were issues raised with regards to the correct alignment
of initialisation structure when using information from the
PMF system. The incorrect alignment of the initialisation
data increases the time the UKF takes to stabalise and allows
noise in the system to have a larger influence on structure
convergence.

Using pre-computed initialisation information from either
the UKF or PMF systems improved the performance of the
UKF. Correct alignment of the PMF structure and motion
estimates will give similar performance to that of using UKF
initialisation data.
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