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Abstract
Topic models are unsupervised techniques that infer latent top-
ics from text collections. A bag-of-words approach is com-
monly adopted for topic models, which means that a document
is treated as a collection of words, ignoring the structure of the
document. This results in a very high dimensional parameter
space which poses challenges such as overfitting and estimation
variability to the model. This article introduces a relaxation
of the bag-of-words approach based on the use of word co-
occurrence statistics, namely words-to-concepts. The two ap-
proaches are tested on a data set comprising of a corresponding
set of finance related articles in Afrikaans and English. The top-
ics of articles in the Afrikaans and English editions of the mag-
azine Finweek are the same, but the texts are not word-for-word
translations. This enables us to expand beyond the normal sub-
jective assessments of topic models to include a novel objective
measure, namely cohesiveness. Although the topic distributions
for words-to-concepts are more descriptive than bag-of-words,
it reduce the topic cohesiveness. The basic form of words-to-
concepts assumes a fixed concept size of two words, but this
result suggests that concept size is, amongst other things, lan-
guage dependent.

1. Introduction
The need to promptly analyse and understand key informa-
tion in large sets of digital text collections such as e-mails, re-
ports and news articles increases as these sources become more
widely available. For example, in the field of digital forensics,
large amounts of confiscated files are made available for inves-
tigation purposes [1]. A summary of this data would be ex-
tremely useful to the investigator and would ideally encapsulate
the prevalent themes within the data which could point to rel-
evant evidence for the case. Another example is a summary
of articles or technical reports in a specific research field [2],
which would ideally provide information of research trends and
research sub-topics.
One way to address this need is through supervised training
techniques, where objects such as documents are classified into
predefined classes. This requires good prior knowledge about
the data in order to define the classes and label training data.
One of the characteristics of text collections, such as forensic
evidence or news articles, is that no or little prior knowledge
about the content does exist. Unsupervised techniques do not
require labelled data and assume a structure of latent variables
that cause the observed data. This structure can be described
by a generative process [3] that assumes a process by which ob-
servable data is generated. A topic model, as an unsupervised

technique, infers latent topics from text collections. The idea
behind topic models is that a document (as an entity in the text
collection) is a mixture of topics [3]. A topic is a probability
distribution over words. The words with high probabilities de-
scribe the topic.
A bag-of-words approach is commonly adopted for topic mod-
els, which means that documents are treated as a collection of
words, ignoring the structure of the document. The bag-of-
words approach turns natural language text in multiple docu-
ments into a word × document matrix where cellij represent
the frequency of wordi in documentj . In this view, each doc-
ument is represented as a vector which stores the frequency of
each word in the document [5]. This vector is high dimensional,
as the vocabulary of a typical text collection can contain thou-
sands, or tens of thousands of distinct words. The high dimen-
sional characteristic of the data poses challenges such as over-
fitting and variability of estimates to topic model algorithms.
Although a relaxation of this assumption to an n-gram approach
provides more contextual information, it only increases the pa-
rameter dimensions. This means that only small values of n can
be employed in practise.
In this article, we investigate an alternative approach towards
relaxation of the bag-of-words assumption, namely the use of
word co-occurrence statistics. This is different from the n-gram
approach, in the sense that we do not require sequential co-
occurrence of words. At the core of this technique is the cal-
culation of the correlation coefficient between word pairs in vo-
cabulary based on occurrences in documents. The word pairs
with correlation coefficient above a chosen threshold form the
new concepts to be used in the concept × document matrix,
rather than word × document matrix. The objective of this ap-
proach towards bag-of-words relaxation is to reduce the param-
eter dimensions, but still provide the topic model with sufficient
information about the documents in order to discover ‘true’ la-
tent topics.
We report on a novel application of topic models, where mul-
tilingual data is analyzed. The financial magazine Finweek is
published separately in an English and Afrikaans edition. The
contents are identical in the Afrikaans and English editions and
published by the same publishers. Although the text for a spe-
cific article in the two data sets may not consist of word-for-
word translations, the semantic context and intended message
are similar and as such these two data sets offer the ideal re-
search opportunity for a comparative study of topic modelling
approaches; Two corresponding documents, one in Afrikaans
and the other one in English should have a similar mixture of
topics. The second major contribution of this work is therefore
the introduction of a consistency measure, which makes it pos-



sible to compare different topic-modelling approaches in terms
of their behaviour on a multilingual corpus.

2. Topic Models
In the language of text collections, entities are referred to as
‘words’, ‘documents’ and ‘corpora’. The following terminol-
ogy will be used throughout the article:

• A word is an item from the corpus vocabulary and the
basic unit of discrete data.

• A vocabulary is a subset of unique words in the text cor-
pus.

• A document is a sequence of words.

• A corpus is a collection of documents.

A document as an entity in a text collection can be described
by the vocabulary of words contained in the document. The ob-
jective of topic models is to find a shorter description for docu-
ments than its vocabulary.
The ‘evolution’ of topic modelling started with latent semantic
analysis (LSA)[6]. LSA is a dimensionality reduction technique
that decomposes a word × document matrix into a set of low
dimensional factors. The approach is based on singular-value
decomposition which is used to factorise the matrix into three
smaller matrices [6]. The goal of LSA is to find a data mapping
that reveals the semantic relations between documents. The
probabilistic variant of LSA (the probabilistic latent semantic
analysis (pLSA)) models each word in a document as a sam-
ple from a mixture model, where the mixture components can
be viewed as representations of topics [7]. The pLSA is un-
satisfactory in that it does not provide a probabilistic model at
the level of documents [7], meaning that there is no generative
model at document level. This leads to serious overfitting is-
sues as the number of parameters in the model grows linearly
with the size of the corpus [7]. The Latent Dirichlet Allocation
(LDA) model [8] addresses this problem with the assumption
that the mixture of topics originated from a Dirichlet distribu-
tion. In practice, this results in more reasonable mixtures of
topics in a document. The LDA serves as the basic topic model
for the purpose of this article.

2.1. Latent Dirichlet Allocation

The LDA is a generative model and the generative process can
be described as follows [3] (Figure 1 is a graphical representa-
tion of the LDA):

• Choose a distribution over topics.

• For each word in the document:

– choose a topic from this distribution,

– draw a word from that topic.

The input to the LDA model is a word × document ma-
trix and a prior parameter for the number of times a topic is
sampled in a document. The output of the LDA model is a doc-
ument × topic matrix which represents a topic distribution for
each document and a topic × word matrix which represents a
word distribution for each topic. Through the document× topic
matrix it is clear that a document is a mixture of topics.

2.2. Inference Algorithm for learning topics

The inference task of the LDA model is to infer the latent
topic distributions, conditional on the observed data [3]. This

Figure 1: Graphical Representation of LDA. Each document is
assumed to contain a mixture of topics z1, ..., zn, where each
topic is characterized by a probability distribution over the
words w1, ..., wn.

is done through Bayesian inference: the posterior distribution
is computed conditional on the data. The posterior distribution
is proportional to the product of the prior distribution and the
likelihood. The analytic derivation of the posterior distribution
quickly becomes intractable, even for simple models, which
leads to the use of approximate inferencing techniques. Gibbs
sampling, a form of Markov Chain Monte Carlo (MCMC)
sampling simulates random variables from a distribution
without having to calculate the density [9]. The distribution of
interest is the posterior distribution and after convergence of
the Markov chain, the samples approximate the posterior with
an empirical distribution [3].
For topic modelling, the sampling procedure is as follows
[7]: Each word in a document is assigned to a topic, starting
with a random assignment. After a few iterations, this topic
assignment starts to reflect the word usage pattern which
implicates that different instances of the same word can be
assigned to different topics. The assignments of topics forms
the set of samples by which the posterior topic distributions are
approximated with.

3. Relaxation of Bag-of-words Assumption
The vocabulary of a text corpus defines the parameter space of a
topic model. The accurate representation of the corpus through
topics (and therefore the value of topic models) is challenged by
this high dimensional, data sparse parameter space [4]. Strate-
gies to address this issue have been developed, such as alter-
native inference algorithms and vocabulary reduction [4]. In
fact, Rigouste et al.[4] have indicated a significant increase
in performance of topic models when reducing the vocabulary
size. Although some improvements in performance on textbook
datasets have been achieved with these methods, robust perfor-
mance on real-world datasets remains a significant challenge.
A relaxation of the bag-of-words assumption to an n-gram ap-
proach provides more contextual information, but comes with a
high price in computational complexity, which means that only
small values of n can be employed in practice [10].
We introduce an alternative approach towards relaxation of
the bag-of-words assumption, namely the use of word co-
occurrence statistics. This approach aims to both reduce the



parameter dimensionality and retains the maximum amount of
information in the data; the data should preserve the way in
which documents are generated. The approach can be described
as follows:

• Calculate the correlation coefficient (ρ) between each
word pair in the vocabulary of the corpus. The occur-
rence counts of each word in each document serve as the
observations.

• Set a lower threshold for ρ.

• Create an index for word pairs with ρ above the thresh-
old. These word pairs form concepts.

• To determine the occurrence of the concept in each doc-
ument, use the smallest occurrence count of these two
words in the document as the co-occurrence value.

• Create a new concept × document matrix to be used as
the input matrix for topic modelling.

We name this approach words-to-concepts in order to distin-
guish it from the bag-of-words approach. Results on this
method are reported below. More specifically, tables 2 and 3
illustrate the difference in topic model output using the bag-of-
words and words-to-concepts approach respectively.

4. The Data Set
The Afrikaans and English editions of Finweek are partnership
economic and financial magazines with identical contents in the
Afrikaans and English editions and published by the same pub-
lishers. As such these two magazines offer the ideal research
opportunity for a comparative study of English and Afrikaans
texts. English, being a global language, has an additional el-
ement of international cultural qualities, whereas Afrikaans is
characterized by a different, local idiom [5].
In the study in [5], the structural and functional characteris-
tics of the headings were studied and a noticeable difference
was found between the titles of the English and Afrikaans arti-
cles. A functionalistic translation approach is followed where
the cultural background of the target readers plays an important
role in the choice of words, idioms, metaphors and fixed ex-
pressions when texts are translated. The topics of articles in the
Afrikaans and English editions of Finweek are the same, but the
texts are not 100% equivalent on word and sentence level. In the
titles, especially, the English texts contain global and general
elements, because the magazine is available on the internet and
thus also has a global target audience. The Afrikaans titles con-
tain more local and culture-specific elements. For example, an
article about the firm All Joy is titled “A node to joy” in English
and translated as “Is die kool die sous werd?” in Afrikaans. All
Joy produces food products, of which tomato sauce is their best
known product. The Afrikaans title is an idiom and could more
directly be translated as “Is the cabbage worth the sauce”, or
more idiomatically as “Can they ketchup?”. Hence, the chosen
translation is at least two levels removed from a direct verbal
translation.
The text was expanded to include the headings and texts of 497
articles in 34 editions of Finweek (http://www.fin24.
co.za) which covered the topics companies and markets.
The 34 editions were published in the period 09/03/2006 to
26/10/2006. This selection was done for Afrikaans and English,
thus compiling a corpus containing multiple languages for spe-
cial purposes.

4.1. Evaluation Method

Despite the difference in language and writing style, the
respective Afrikaans and English articles still represent the
same content and should, therefore, have a similar mixture
of topics when applying a topic model algorithm. A high
correlation between the mixtures of topics (topic distribution)
of two corresponding documents in Afrikaans and English
indicates better consistency of the latent topics inferred from
the data. The correlation coefficient between topic distribution
for corresponding documents can, therefore, serve as one type
of performance measurement for topic models.

4.2. Topic Alignment

Because topic models are unsupervised, the inferred latent top-
ics are in no particular order. For two independent applications
of topic models on the Afrikaans and English corpora, the top-
ics need to be aligned prior to calculating the correlation coeffi-
cient between topic distributions for corresponding documents
as mentioned in the previous section. The topic alignment pro-
cess can be described as follows:

• Map the corresponding documents in Afrikaans and En-
glish.

• Calculate the correlation coefficients between individual
topics between corresponding documents in the two lan-
guages. This is done by using the number of times a
word in a document has been assigned to the respective
topic during the Gibbs sampling process as described in
section 2.2. The idea is that corresponding documents
in Afrikaans and English should have a high correlation
between the topic assignments.

• For each topic in one language (say Afrikaans), identify
the corresponding topic in English with the highest cor-
relation and align accordingly.

Table 1 illustrates an example of topic alignment and can be
interpreted as follows: topic 1 from Afrikaans aligns with topic
8 from English with a correlation coefficient of 0.94.

Table 1: Example: Aligned topics for a 10 topic model using
the bag-of-words approach.

Afrikaans English correlation coefficient
1 8 0.94
2 5 0.37
3 1 0.73
4 7 0.35
5 4 0.91
6 9 0.52
7 3 0.47
8 6 0.74
9 2 0.69

10 7 0.73

4.3. Data Preprocessing

After removing stop words and words occurring only once in
both the Afrikaans and English collections, the vocabularies
contained 7443 words for Afrikaans and 7221 words for En-
glish. A stop word list from the Information Retrieval Group at
Glasgow University was used (http://ir.dcs.gla.ac.



uk/resources/linguistic_utils/stop_words).
The same list was translated into Afrikaans by the authors. The
Matlab R© Topic Modelling Toolbox [2] was used to perform
the LDA topic modelling. Applying the words-to-concepts
approach, the concept sizes resulted in 17467 concepts for
Afrikaans and 5170 concepts for English.

5. Results
The output of topic modelling can be represented in two ways,
a topic×word matrix and document× topic matrix. These two
representations are described below.

• Topic× word matrix: Each column represents a topic as
a probability distribution over words. The top-10 words
(words with the highest probabilities) describe the latent
topics underlying the text. Table 1 illustrates two exam-
ples of topics from a 10-topic LDA model (for English).
Topic 8 can be titled Mining and is described by words
like mining, anglo and gold. Topic 6 is market related as
can be seen through words like market, group and inter-
national.

• Document × topic matrix: Each column represents a
mixture of topics for a document. The mixture of top-
ics describes the semantic context, or gist of the docu-
ment [3]. Documents with a similar mixture (topic dis-
tribution) are closely related in terms of semantic con-
text. This ‘relatedness’ of documents can be visualized
in a 2D map: For each document pair, the symmetrised
Kullback-Leibler divergence between topic distributions
is calculated. The Kullback-Leibler divergence is a mea-
sure of difference between two probability distributions
[11]. Classical multidimensional scaling is used to vi-
sualize all pairwise document distances in the 2D map.
Figure 2 illustrates the 2D visualisation of the English ar-
ticles where each block represents an article. The graph
can be interpreted as follows: document A (indicated by
symbol A in 2) is closely related to document B in terms
of their respective mixture of topics (semantic context).
Document A and C differ significantly in terms of se-
mantic context.

Table 2: Example: Top-10 words of topic distributions (bag-of-
words approach).

Topic 8 Topic 6
‘gold’ ‘market’

‘mining’ ‘says’
‘says’ ‘new’

‘resources’ ‘group’
‘areas’ ‘opportunities’
‘south’ ‘africa’

‘harmony’ ‘markets’
‘anglo’ ‘international’

‘western’ ‘mtn’
‘there’ ‘emerging’

5.1. Words-to-concepts

Table 3 illustrates two examples of topics from a 10-topic LDA
model (for English) using the words-to-concepts approach. The
concepts describing the topics appear to be more specific and

A B

C

Figure 2: Visualisation of English articles in a 2D map (bag-of-
words approach).

focused than the more general and broader description of words
using the bag-of-words approach. The words-to-concepts ap-
proach captures more named entities such as surnames, com-
pany names and locations. It also picks up occasional 2-grams.
Figure 3 illustrates the 2D visualisation of the English articles
using the words-to-concepts approach. It can be seen that the
words-to-concepts approach is able to create a more significant
separation between a portion of the documents, leading to a
more structured 2D representation.

Table 3: Example: Top-10 words of topic distributions (words-
to-concepts approach).

Topic 2 Topic 5
‘forbes’ ‘alexander’ ‘sugar’ ‘illovo’

‘venter’ ‘altech’ ‘illovo’ ‘abf’
‘vodafone’ ‘vodacom’ ‘gray’ ‘allan’
‘furniture’ ‘ellerine’ ‘sugar’ ‘exports’

‘gray’ ‘allan’ ‘findings’ ‘data’
‘mib’ ‘glenrand’ ‘tongaat’ ‘hulett’

‘powertech’ ‘altron’ ‘lugtenburg’ ‘abf’
‘vlok’ ‘idion’ ‘survey’ ‘findings’

‘moyo’ ‘bulking’ ‘macleod’ ‘abf’
‘newco’ ‘malherbe’ ‘macleod’ ‘lugtenburg’

5.2. Topic Cohesiveness

As mentioned above, a one-on-one mapping between articles
in Afrikaans and English does exist. The corresponding articles
bear the same message and therefore the semantic context
should be similar, despite the significant differences between
the writing styles in the Afrikaans and English text corpora.
This creates an interesting opportunity to test topic cohesive-
ness: topic distributions between corresponding articles in
Afrikaans and English should have a high correlation.
After aligning topics (following the process described in
section 4.2), topic correlations as reported in table 4 were
obtained. The sorted topic correlations for all 497 documents
are illustrated in figure 4 using the bag-of-words approach and
figure 5 using the words-to-concepts approach.



Figure 3: Visualisation of English articles in a 2D map (words-
to-concepts approach)

Table 4: Average Topic Correlation.

Bag-of-words Words-to-concepts
10 Topics 20 Topics 10 Topics 20 Topics

0.7170 0.5153 0.3610 0.2570

Since a higher topic correlation implies better topic cohe-
siveness, the results in table 4 indicate that the bag-of-words
approach produces better topic cohesiveness than the words-to-
concepts approach, which contrasts with the greater information
content that was observed for words-to-concepts. To understand
these apparently conflicting results, it is necessary to consider
a few basic properties of the orthography of the two languages.
The Afrikaans writing style is more conjunctive than that of En-
glish. For example, the concept gold price in English is trans-
lated to the word goudprys in Afrikaans. When applying the
words-to-concepts approach, the Afrikaans set of concepts is
therefore richer in variety than the English set of concepts as one
concept in English is often equivalent to one word in Afrikaans,
a fact that is confirmed by the much larger set of concepts found
in Afrikaans compared to English. As a consequence, the top-
ics found in Afrikaans, using our current algorithm, are signifi-
cantly different from those found in English.

6. Conclusions
This article reports on a comparative study of two approaches
to topic modelling, namely bag-of-words and the newly intro-
duced words-to-concepts approach. The data set comprises a
corresponding set of documents in Afrikaans and English which
enables us to expand beyond the normal subjective assessments
of topic models to include a novel objective measure, namely
cohesiveness.
The objective of implementing words-to-concepts is to reduce
the high dimensional, data sparse parameter space of topic
model input data, but still preserve the way in which document
was generated. Applying words-to-concepts reduced the pa-
rameter space for English (from 7221 to 5170 elements), but in-
creased the parameter space for Afrikaans (from 7443 to 17467
elements), which was seen to be a direct consequence of the
orthographic conventions in the two languages. Although the
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Figure 4: Sorted correlation coefficient per document: bag-of-
words, 10 topics.
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Figure 5: Sorted correlation coefficient per document: words-
to-concepts, 10 topics.

topic distributions for words-to-concepts are more descriptive
and focused than for the bag-of-words approach, we therefore
find that the new approach reduces topic cohesiveness. The re-
sults in this article therefore suggest that the optimal concept
size is, amongst other factors, language dependent. It would
therefore be very interesting to search for concept-clustering
techniques which have the same improved expressive power of
words-to-concepts, while retaining the cohesiveness of bag-of-
words. This most basic form of words-to-concepts assumes a
fixed size for concepts (namely two words per concept), where
non-parametric clustering techniques may encourage the for-
mulation of the natural, inherent concept size for a specific lan-
guage.
Future work also includes analyzing this multilingual data set
with other topic models such as LSA, pLSI and GaP [12], in
order to compare topic cohesiveness between models. Such a
comparison, and especially an analysis of the low-cohesiveness
concepts, should provide valuable insights into the limitations
of current topic-modelling approaches.
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