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Abstract
Foreground object detection is a major activity of many com-
puter vision systems. One cue used to identify target objects in
a video sequence is motion. To identify motion that denotes a
target object, many background subtraction methods have been
proposed; each has strengths, weaknesses and applicability to
different scenarios.

As a first step toward creating a robust highway surveillance
system, five background subtraction methods that have been
proposed in the literature are described and compared: frame
differencing, temporal averaging, Σ−∆, mixture of Gaussians
and Kernel Density Estimate. These methods are applied to a
selection of representative test footage and the results are pre-
sented and discussed so that an informed decision can be made
when choosing a background subtraction method for highway
surveillance.

It was found that the more complex methods, such as mix-
ture of Gaussians and Kernel Density Estimate, achieved a high
precision and recall when applied to the test footage. The more
basic methods obtained a lower precision and recall, but at a
lower computational cost.

1. Introduction
In many applications of computer vision, it is necessary to iden-
tify foreground target objects in a scene. Accurate identification
of these objects will allow further processing, such as tracking
and scene understanding, to be carried out. Often, motion is
used as a cue to locate the pixels which belong to foreground
objects in the current frame of a video sequence. In the case of
automatic highway surveillance, moving vehicles must be seg-
mented under changing lighting and environmental conditions.

Background subtraction is a common method for identify-
ing motion, and involves creating a background model to repre-
sent the scene with no foreground objects present. Each image
in the sequence is then compared with the background model.
Pixels where the current image differs from the estimated back-
ground are classified as foreground. Regions of foreground pix-
els can then be grouped to represent the moving objects in the
scene.

A background subtraction method must address many chal-
lenges. Noise from the image sensor may result in a change in
pixel colour between the estimated background model and the
current image background, and must be accounted for. Cam-
era jitter, caused by wind moving the camera, is a challenge in
outdoor scenes and may affect the accuracy of the foreground
segmentation. The method must remain accurate over long pe-
riods of time, automatically adjusting to changing scene con-
ditions. This is important with highway surveillance footage,
which is long running and exhibits fast lighting changes caused
by varying cloud coverage, as well as changing environmental

conditions, such as rain, and varying vehicle densities, which
range from empty roads to congestion during peak traffic. Back-
ground motion, such as that caused by tree branches blowing in
the wind, must be discarded, as it does not constitute a target
foreground object. All these conditions must be satisfied in real
time with low memory and processing power requirements, as
further processing power is needed for tracking and knowledge
extraction.

Often, greyscale video footage, consisting only of lumi-
nance information, is used for background subtraction. A sur-
vey of techniques using luminance information for urban traf-
fic video is given in [7]. More accurate results can be ob-
tained, however, by making use of all the information avail-
able in colour video footage; the increase in available processor
power due to advances in computing has made this feasible. Re-
lated methods which will not be examined in this study, such as
shadow suppression, are also more effective when using colour
footage. Two shadow suppression methods for traffic scenes are
evaluated in [6].

Many methods have been proposed for background subtrac-
tion. In this study, a selection of methods was implemented
from the literature and the results, when applied to challenging
colour South African highway footage, are presented.

The different background subtraction methods are pre-
sented and compared in section 2. The test footage and results
are explained in section 3. The advantages, disadvantages and
applicability of each method to South African highway footage
is discussed in section 4 and the conclusion is given in section
5.

2. Background Subtraction Methods
Motion is usually a reliable cue for identifying foreground ob-
jects in a video sequence, and is especially applicable to vehicle
tracking applications, in which movement is tracked to find the
trajectory of each vehicle.

Intuitively, at each pixel location it is expected that the
background colour will be the colour that appears most often
at that location over time. Any colour changes at that location
caused by foreground disturbances are expected to be transient
and only present as the foreground object moves across that lo-
cation. Therefore, a deviation from the usual value of the pixel
would indicate that a foreground object has moved across that
pixel.

Foreground objects are extracted from the consecutive im-
ages of a video sequence. The pixel value at location x, y in the
image at time t is stored in It(x, y). In a colour image, pixel
values are represented by their red, green and blue component
intensities, {R,G,B}. The aim of the foreground extraction
process is to create a binary foreground mask, Mt, which holds
the locations of all foreground pixels in each image, It. To cre-



ate this mask, a background model at each time step, Bt, which
holds an estimate of the scene background, is compared to each
image, It, and regions where they differ are stored in the mask.
The background model is updated periodically to keep it current
with changes in the true scene background.

There are many challenges associated with identifying the
foreground in a video sequence that are non-obvious to humans.
Sudden lighting changes, periodic motion, objects with a simi-
lar colour to the background and foreground objects that remain
motionless for long periods of time are all common real world
scenarios that must be taken into consideration when evaluating
the performance of a background subtraction method.

A selection of background subtraction methods is now pre-
sented in this section.

2.1. Frame Differencing

Frame differencing is the most computationally efficient fore-
ground extraction method presented in this paper. Foreground is
detected by comparing consecutive images in a video sequence
and identifying regions where they differ. This is done by sub-
tracting the current frame, It, from the previous frame, It−1, to
create an absolute value difference image, Dt.

Dt = |It−1 − It| (1)

The change required to classify a pixel as foreground is given
by the threshold T . The foreground mask is then created as

Mt(x, y) =

(
0, Dt(x, y) ≤ T
1, Dt(x, y) > T

(2)

For the frame differencing method, the background model,
Bt, can be considered to be the frame It−1. This method is a
computationally inexpensive change detection method that does
not maintain an accurate estimate of the background, and only
identifies objects that are in continuous motion.

2.2. Temporal Averaging

The temporal averaging background subtraction method [2]
maintains an estimate of the scene background, Bt, by com-
puting a recursively updated average of a history of pixel values
for all pixel locations. Each pixel is classified by comparing
the difference, Dt, between the current frame, It, and the back-
ground, Bt, with the threshold T .

Dt = |Bt − It| (3)

Mt(x, y) =

(
0, Dt(x, y) ≤ T
1, Dt(x, y) > T

(4)

The background model, Bt, is updated at each time step by
applying the adaptive mean with a learning rate α.

Bt+1 = αIt + (1− α)Bt (5)

The estimated background at each frame moves a small
amount toward the current image’s pixel values. Therefore, any
changes which remain constant over a period of time will be
learnt into the estimated background. This results in the es-
timated background being adaptive to changes in lighting and
changes in the true background of the scene.

2.3. Σ−∆ background modelling

The Σ−∆ (Sigma Delta) background modelling method is pro-
posed in [4] and uses an approximation of the median and the
Σ−∆ variance to make a background-foreground classification
decision. The name, Σ−∆, is used because the background es-
timation is interpreted in [4] as the analog to digital conversion
of a time varying signal using Σ−∆ modulation.

If a pixel value at a certain location is greater or less than
that of the estimated background by more than the per-pixel Σ−
∆ variance, it is classified as foreground. The Σ−∆ variance is
defined in [4] as a measure of the variation of the colours of each
pixel over time, and is different to the standard mathematical
definition of variance. The Σ − ∆ mean and Σ − ∆ variance
are updated at each time step by incrementing or decrementing
them by one, depending on the difference between the current
pixel value and the background.

The Σ−∆ mean, Bt, is also updated at each time step.

Dt = Bt − It (6)

Bt+1(x, y) =

8><>:
Bt(x, y)− 1, Dt(x, y) < 0

Bt, Dt(x, y) = 0

Bt(x, y) + 1, Dt(x, y) > 0

(7)

In [5], it is shown that when this background update rule
is applied, Bt becomes an approximation of the median of the
video sequence. To account for different conditions at different
regions in the scene, a per-pixel Σ − ∆ variance, Vt(x, y), is
used as a threshold for each pixel [4]. This variance is updated
by comparing the current variance, Vt(x, y), with a multiple,C,
of the difference between the current and estimated pixel value,
and incrementing or decrementing the current variance by one;
see Equation 8. C is a user set parameter that determines how
large the difference must be before the variance is updated.

Vt+1(x, y) =

8><>:
Vt(x, y)− 1, C. |Dt(x, y)| < Vt(x, y)

Vt(x, y), |Dt(x, y)| = 0

Vt(x, y) + 1, C. |Dt(x, y)| > Vt(x, y)
(8)

and the foreground mask is created as

Mt(x, y) =

(
0, |Dt(x, y)| ≤ Vt(x, y)

1, |Dt(x, y)| > Vt(x, y)
(9)

The Σ − ∆ variance represents the temporal variation of
colour for each pixel location in the scene. Pixels of leaves
blowing in the wind would have a high Σ−∆ variance, which
would result in those pixels not being classified as foreground
for small changes. A region of roadway that remains empty
will result in a low variance and will be more sensitive to the
changes in colour caused by foreground objects.

The use of a non-linear filter results in a constant rate of
adaption to foreground changes, and is not linearly dependant
on the difference between the current pixel value and estimated
background as it is with temporal averaging. This results in
the background adapting quickly to non-transient objects in the
scene.



2.4. Mixture of Gaussians

With the background modelling methods previously described
in this section, it is assumed that only one colour represents the
background at each pixel location. This may not be the case for
more complex sequences with repeating backgrounds; a flicker-
ing monitor in an indoor scene or a tree branch waving back and
forth in the wind in an outdoor scene should both be classified
as background.

The mixture of Gaussians [8] method uses multiple Gaus-
sian distributions to describe each pixel in the scene, allowing
each distinct cluster of colours to be represented by a distribu-
tion with its associated mean, variance and weight.

Distributions with the highest weight and lowest variance
are assumed to describe the background colour, while distribu-
tions with a low weight, corresponding to few observations, or
a high variance are assumed to result from the movement of
foreground objects.

From [8], the probability of observing the current pixel
value x at time t at a particular pixel location is

P (x) =

KX
i=1

ωi,tη(x;µi,t,Σi,t) (10)

where K is the number of Gaussians representing each
pixel and ωi,t is the weight of the ith Gaussian at time t. η
is the Gaussian probability density function defined by Equa-
tion 11 with parameters: the current pixel, x; the mean of the
ith distribution at time t, µi,t; and the covariance of the ith dis-
tribution at time t, Σi,t. Because the covariance matrix is com-
putationally expensive to accurately calculate, it is assumed that
the red, green and blue channels of x are independent and have
the same variances.

η(x;µ,Σ) =
1

(2π)
n
2 |Σ|

1
2
e−

1
2 (x−µ)TΣ−1(x−µ) (11)

The probability of a particular value x being observed at
a pixel location is high if it is close to the mean of a highly
weighted Gaussian distribution with a low variance. There-
fore, the Gaussian distributions that best describe each pixel are
found. These matches must be within 2.5 standards deviations
of the means. Each distribution is then updated using an adap-
tive learning rate [3], depending on the strength of the match
between the current pixel value and the ith distribution, qi.

ωi,t = (1− α)ωi,t−1 + αqi (12)

The means and variances of the distributions which match
the current pixel, x, are updated as follows:

µi,t = (1− ρi)µi,t−1 + ρiXt (13)

σ2
i,t = (1− ρi)σ2

i,t−1 + ρi(Xt − µi,t)T (Xt − µi,t) (14)

The adaptive learning rate ρi is

ρi = qi(
1− α
ci

+ α) (15)

for the learning rate α, where ci is an accumulator.

ci = ci + qi (16)

If there is no match, a new Gaussian distribution is created
with a mean equal to the current pixel value, a low weight and

a high variance. This new distribution replaces the distribution
with the lowest weight and highest variance.

It is assumed that the Gaussian distributions with the high-
est weight and lowest variance represent the background. The
distributions are first sorted in order of decreasing ω/σ and the
first C distributions are chosen as background.

C = arg min
c

 
cX

k=1

ωk > T

!
(17)

For a high value of the threshold, T , it is more likely that mul-
tiple Gaussian distributions will be used to represent the back-
ground, allowing for repeating backgrounds to be described. If
the current pixel matches one of the first C Gaussian distribu-
tions it is classified as background, otherwise it is classified as
foreground.

The mixture of Gaussians can classify repeated motion as
foreground by explicitly representing multiple distinct back-
ground colours per pixel, allowing for faster recovery in the sit-
uation where a foreground object is learnt into the background
and then moves away.

2.5. Kernel Density Estimate

The Kernel Density Estimate (KDE) [1] method is a non-
parametric method which estimates the true distribution of
colours for a pixel over a given history and can describe repeat-
ing backgrounds. Each pixel is classified by calculating whether
it has a high probability of being described by this distribution.

If {X1, ..., Xt} = {It(x, y) : t − N ≤ i ≤ t} is the
pixel history for the past N images in the sequence, then the
probability that a pixel, Xt, will have a certain colour value at
time t is given by

P (Xt) =
1

N

NX
i=1

Kα(Xt −Xi) (18)

The kernel estimator function, K, with bandwidth α, is
chosen to be a Gaussian function. The colour channels are as-
sumed to be independent and have equal variances to reduce
computational complexity. The number of colour channels,
given by d, is 3 for the colour footage used in this study. From
this assumption, the density estimate [1] becomes

P (Xt) =
1

N

NX
i=1

dY
j=1

1q
2πσ2

j

e
− 1

2
(Xtj−Xij)

2

σ2
j (19)

The pixel is then classified as foreground if the probability,
P (Xt), is below a global threshold, T . The foreground mask is
defined as

Mt(x, y) =

(
0 P (It(x, y)) ≥ T
1 P (It(x, y)) < T

(20)

The kernel bandwidth must be accurately estimated and de-
termines the amount of influence that neighbouring samples
have on each other. In [1], the kernel bandwidth is calculated
using the median of the inter frame differences between pixels.
It was found that this has a high impact on computational cost
and similar results were obtained on the road traffic footage us-
ing a fixed bandwidth.

The KDE method uses only a relatively short history to
keep the the computational cost feasible, making it quickly
adaptive to changes but not representative of a long term his-
tory.



3. Results and Discussion
Each of the previously discussed methods was implemented in
non-parallelized C++ code and applied to South African traffic
footage. Frames from each sequence were selected and manu-
ally segmented to show the perfect background-foreground sep-
aration. Results when using a range of parameters were ac-
quired for each method. These results were then compared with
the ground truth and the precision and recall was calculated to
show the performance of each method.

(a) (b) (c)

(d) (e) (f)

Figure 1: Sample of footage used for testing background sub-
traction methods and corresponding ground truth classifica-
tions. Footage (a) is from an overhead camera, (b) Shows peak
traffic and (c) shows low-contrast, overcast conditions. The cor-
responding ground truth classifications are shown in (d), (e) and
(f) respectively.

The three segments of video footage that were selected for
testing the background subtraction methods are represented by
sample frames in figure 1. Shadows were included as fore-
ground in the ground truth classification, as they can only be re-
liably removed by separate shadow suppression methods which
are not examined in this study. Properties of the test footage
will now be discussed in more detail.

• Overhead footage (1a). The camera was placed above
the traffic, pointing down toward the road. There is no
moving foliage or repeating background. The scene does
not show the horizon, so vehicles are relatively large
when compared to the other footage. The traffic is not
heavy and the scene is lit well, resulting in good con-
trast.

• Peak footage (1b). The camera was placed to the side of
the roadway at a low-to-medium height above the traffic
and acquired images at a low frame rate (6 frames per
second). The scene includes both directions of the high-
way and extends to the horizon. Vehicles shrink in scale
as they move towards the horizon and become difficult
to accurately segment. The footage was captured during
peak traffic, resulting in the far lanes being foreground
continuously. The tree to the left of the road moves in
the wind, but should is not considered background. The
lighting changes due to varying cloud coverage.

• Low-contrast footage(1c). This footage was acquired by
the same camera that acquired the peak footage, but at a
different time. The road surface was wet, causing spray
when some vehicles drove past, reducing the contrast.
The overcast conditions of the video resulted in low light

levels, leading to lower contrast between the vehicles and
the road. This results in difficulties in accurately seg-
menting vehicles, even with the human eye.

Each pixel in a background subtraction method’s classification
was determined to be: true positive for a correctly classified
foreground pixel, false positive for a background pixel that was
incorrectly classified as foreground, true negative for a correctly
classified background pixel, and false negative for a foreground
pixel that was incorrectly classified as background.

After every pixel had been classified into one of those four
groups, the precision and recall were calculated. Precision is
defined in equation 21. A high precision indicates that of all the
pixels classified as foreground by the method, the majority of
them are correctly classified. Recall is defined in equation 22.
A high recall indicates that the method classified most of the
foreground pixels in the ground truth as foreground.

precision =
true positives

true positives+ false positives
(21)

recall =
true positives

true positives+ false negatives
(22)

For each set of parameters, the precision and recall was
recorded. These values are plotted against each other to show
the trade off between them. Figure 2 shows a summary of the
results obtained from each of the methods when applied to the
test footage. The ideal case would be for both precision and
recall to equal one for some value of the parameters. In the
following sections, the results for each background subtraction
method will be discussed in detail.

3.1. Frame Differencing

Frame differencing is the simplest method presented in this pa-
per. By examining figure 2, it can be seen that this method is
generally outperformed by the other methods. This background
subtraction method did, however, perform well on the overhead
footage in figure 1a, and is the most computationally efficient
method, while requiring the least memory. The performance
decreases sharply when applied to the more challenging peak
and overcast footage shown in figure 1b and c.

The main reason that frame differencing is ineffective as a
robust background subtraction method for traffic segmentation
is that no historical estimated background is stored and used in
the background-foreground decision. The only information that
can be used to detect changed regions in the current image is the
previous frame. This results in multiple problems. First, a fore-
ground object which remains stationary for even two consecu-
tive frames will be incorrectly classified as background. Sec-
ond, the interior region of an object with a homogeneous colour
will be incorrectly classified as background. Third, if the inter
frame displacement of foreground objects is large, the region
that the object occupied in both the current and previous frame
will be classified as foreground. Finally, repeating backgrounds
are not accounted for and result in false positives as the back-
ground changes.

The frame differencing approach can only be used as a
rough motion segmentation algorithm to get the approximate
area where motion is occurring and not an exact foreground ob-
ject segmentation.
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Figure 2: A summary of the results of all the methods when
applied to (a) overhead footage, (b) peak footage and (c) low-
contrast footage.

3.2. Temporal Averaging

The temporal averaging method obtained better results than
frame differencing, especially when applied to the peak and
low-contrast footage, while remaining relatively computation-
ally inexpensive.

This method stores an estimated background image, and so
does not suffer from the same weaknesses as frame differenc-
ing; it correctly handles large inter frame target displacements,
homogeneous regions and low frame rates. A drawback of this
method is that only a single, global threshold is used for ev-
ery pixel in the image. This may not be optimal for scenes in
which different regions exhibit different attributes. For exam-
ple, different lighting levels may exist in different regions of a
single scene. Repeating backgrounds are also incorrectly han-
dled, as the single mean value is not able to describe more than
one expected background colour. This results in repeating back-
grounds being constantly classified as foreground.

Overall, this method performs well in traffic scenes where
the lighting is stable and the background is static, but is outper-
formed by the more sophisticated methods in complex scenes.

3.3. Σ−∆

The Σ − ∆ method gives a non-linear response to the differ-
ence between the estimated background and current pixel value.
This allows it to learn a change in the true background quickly,
while not corrupting the estimated background when transient
changes occur. This property makes it ideal for situations where
constantly moving objects exist, such as a highway scene. One
of the disadvantages of this method is that when an object is
less transient – when it remains in the same position for a rela-
tively long time – it will be learnt into the background relatively
quickly.

The Σ − ∆ method also uses an adaptive variance mea-
sure that increases the foreground threshold as a pixel under-
goes rapid changes in colour between successive frames. The
pixels belonging to a road on which no vehicles travel for a pe-
riod of time will have a low Σ−∆ variance, and therefore, a low
per-pixel threshold. This threshold will only account for camera
noise, so the road pixels will be sensitive to the colour changes
caused by a vehicle. The pixels of a continuously waving tree,
however, will have a high Σ−∆ variance and a low sensitivity
to changes in colour, resulting in those tree pixels being marked
as background. The Σ−∆ method also does not require a large
amount of memory or computational power.

One weakness of this approach is that it may give an in-
correct background-foreground classification when applied to
scenes with heavy traffic, such as that which exists in the far
lanes of the peak footage shown in figure 1b. This continuous
colour difference between successive frames would result in a
high Σ−∆ variance at the heavy-traffic pixels and large changes
would have to occur before a pixel is classified as foreground.
This results in some vehicle pixels being erroneously classified
as background.

There is a conflict between what constitutes background
and what constitutes foreground in a scene. Both the waving
tree and heavy traffic exhibit a similar local pixel behaviour –
frequently changing colours at a single pixel location – but it is
expected that the one situation be treated as background and the
other as foreground.

It was found that, unlike traffic in the far lanes, traffic in the
near lanes was not incorrectly segmented. In a traffic surveil-
lance application it is possible that the far lanes would not be
used, as vehicles in those lanes are indistinguishable from one



another. In this case, the Σ − ∆ method would be a viable
option.

3.4. Mixture of Gaussians

The mixture of Gaussians method achieved a high precision and
recall, although it had the slowest running time and is more
complex to implement and configure. The benefit of using mix-
ture of Gaussians is that multiple distributions are stored, mak-
ing it the first method discussed that can correctly describe re-
peating backgrounds. Unlike the other methods presented, the
expected background is not easily corrupted by slow moving or
stationary foreground objects. When a new pixel is observed
that does not match a previous Gaussian distribution, a new dis-
tribution is created. If this pixel belongs to a foreground object
which then moves away, the mean and variance of the previous
distribution, which represented the true background, would not
have been changed and will replace the new distribution. Other
methods that use a single value to represent the background can-
not recover in the same manner, as they do not retain the pre-
vious expected background value. Although this method per-
forms similarly to other methods when applied to the overhead
footage shown in figure 1a, it achieves a higher performance on
the more challenging peak and low-contrast footage shown in
figure 1b and figure 1c.

A weakness of the mixture of Gaussians method is that it
requires many parameters to be set for different video footage
to achieve an optimal result. These parameters include: number
of Gaussian distributions, learning rate, distance from the mean
of a each Gaussian, initial variance and background-foreground
threshold. The need to store, update and sort multiple Gaussian
distributions requires a relatively large amount of memory and
is computationally expensive.

If the computational resources are available, this method
is suitable for challenging traffic footage containing repeating
backgrounds and variable object motion.

3.5. Kernel Density Estimate

The Kernel Density Estimate method stores the history of the
colours of each pixel which is used to estimate a non-parametric
distribution. Outliers are then classified as foreground as they
are not similar to the bulk of the observations. When compared
with the other methods in figure 2, it can be seen that KDE
performs well.

There are multiple implications of storing a history of each
pixel. First, the true distribution of this history can be calcu-
lated. This allows repeating backgrounds to be correctly classi-
fied as more than one distinct expected colour can be described
by the distribution. Second, only a short history can be stored
for each pixel (100 frames in this study) due to the memory and
computational power required for processing the history of ev-
ery pixel. This results in the KDE method being able to quickly
adapt to new background conditions, such as those caused by
fast lighting changes. The fact that no long term information
is stored is not problematic for the test footage in this study,
as vehicles move relatively freely, not requiring a long history.
Lastly, the KDE method has fewer parameters than the mix-
ture of Gaussians method, making it easier to apply to different
scenes.

The KDE method is recommended for applications in
which sufficient computational resources are available and the
highway scenarios are similar to those presented in this study.

4. Conclusion
Multiple background subtraction methods were implemented
and tested on selected South African highway footage. From
the results shown in figure 2, it can be seen that the more so-
phisticated KDE and mixture of Gaussians methods achieved
the highest performance when applied to the footage chosen for
this study.

The choice of a suitable background subtraction method
depends on the computational power available, the expected
properties of the footage and the requirements of the consumer
of the background-foreground classification. The lower com-
putational cost of methods such as temporal averaging and
Σ−∆ make them suitable for environments in which process-
ing power is limited or needed for further analysis and tracking.
These more basic methods can also suitably classify a scene
without a repeating background in which the vehicle size in pix-
els is large. If the consumer of the background-foreground clas-
sification does not require a pixel perfect classification, use of
the more sophisticated methods would be unnecessary.

It would be beneficial to combine the results of this study
with those of a selection of post processing methods which fill
holes in the foreground classification and remove small regions
of foreground which are unlikely to be foreground objects. This
could be used to identify whether a simple method with post
processing achieves an improved performance which is nearer
to or higher than the performance of more complex background
subtraction methods that do not perform post processing.

The results and conclusions obtained from this study con-
cerning the relative effectiveness of each method when applied
to South African highway footage can now be used to select an
effective background subtraction method for use in a full traffic
surveillance system.
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