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Abstract
We investigate seven popular variations on the traditionalMu-
tual Information (MI) similarity function and asses them for use
in rigid CT-MRI volume registration. A visual assessment of
registration accuracy, similarity function shape and the number
of function evaluations required by the optimisation routine are
used to quantify performance. Pre-processing of the MRI and
CT volumes includes noise removal and the generation of an
anatomy mask.

1. Introduction
In collaboration with iThemba Labs we are developing a
system for automatic registration of Computer Tomography
Imaging (CT) and Magnetic Resonance Imaging (MRI) vol-
umes. This system is to be used in patient treatment planning
for radiotherapy procedures. The purpose of this work is to
evaluate Mutual Information (MI) based similarity functions
for use in an automaticrigid registration system that calculates
the initial alignment of the volumes for the final registration
process.

The pre-processing of the CT and MRI volumes includes
noise removal and the generation of an anatomy mask. The
mask volume is used to calculate the initial alignment of the
CT and MRI volumes for registration and during registration
to quickly isolate the anatomy in a volume. An auto-cropping
procedure ensures the anatomy in the source (MRI) volume is
present in the anatomy captured in the destination (CT) volume.

Powell’s method [8] is used to optimise the transforma-
tion parameters that register the volumes. Currently the
accuracy of the registration is determined by visual assessment;
we are in the process of manufacturing a phantom for quality
assurance purposes.

We implemented seven variations on the traditional mu-
tual information similarity function to investigate their
application suitability for multi-modal volume registration.
We asses the performace of the MI based similarity functions
with regards to the number of function evaluations required
by the optimisation algorithm, similarity function shape and
registration accuracy.

In section 3 we discuss pre-processing of the volumes.
The mutual information similarity function and the variations
we implemented are discussed in section 3. Implementation
details and experiment setup will be covered in section 4 with

results displayed in section 5. Our conclusions from these
results are presented in section 6.

2. Volume pre-processing
In this section we will briefly discuss the volume pre-processing
step in our system. The pre-processing involves noise removal
and the generation of an anatomy mask and is performed to
improve registration speed and accuracy. We discuss the noise
removal procedure in section 2.1 and the generation of the
anatomy mask in section 2.2.

2.1. Noise removal

We use a method similar to Atkins and Mackiewich [3] to au-
tomatically determine an optimal threshold value for low inten-
sity noise removal in MRI and CT volumes. Our method differs
from [3] in that we fit a Gaussian curve instead of a Rayleigh
curve to low intensities of the volume histograms to determine
an automatic threshold for noise removal. We chose a Gaus-
sian curve as it allows our system to be more general and work
with CT and various MRI modalities as opposed to the Rayleigh
curve that works optimally for PD-weighted MRI images [6].
Figure 1 shows a CT and MRI volume histogram before and
after noise removal.

2.2. Head mask generation

Once we have thresholded the volume we use singular value
decomposition to estimate a bounding ellipse for the anatomy
in each slice of the volume, giving us a cylindrical mask. This
mask will isolate the anatomy in the volume and remove any
high intensity noise or artifacts around the anatomy that were
not removed during thresholding. We refine the mask in the
final stage of this process by using the calculated thresholdto
remove low intensity voxels. An example of a MRI volume
before and after noise removal and mask generation can be seen
in Figure 2.

3. Mutual information
The use of mutual information (MI) for multi-modal volume
registration was introduced by Viola and Wells [10] in 1995
and has its origins in information theory. Since 1995 the useof
MI for multi-modal volume registration has proved to be very
effective and it has become the default method for registration
in many clinical applications [5].
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Figure 1: Noise removal

(a) Raw volume

(b) Mask volume

Figure 2: MRI mask volume

Before we move forward in our discussion on MI we
need to introduce and define marginal and joint entropy. For
simplicity we will assume we are working with volumes of
equal size and with voxels of equal dimensions.

Entropy has its roots in information theory and is an at-
tempt to measure information content, or more accurately,
the uncertainty (dispersion) of a random variable [4]. The
joint entropy similarly measures the amount of information
contained in a system of two random variables. The marginal

and joint entropy of random variablesX andY are defined as

H(X) = −

n
X

i=0

P (xi) log(P (xi)), (1)

H(X, Y ) = −
n

X

i=0

m
X

j=0

P (xi, yj) log(P (xi, yj)), (2)

whereH(X) is the marginal entropy andH(X,Y ) the joint
entropy.

For the purposes of image registration the distributions
we sum over in equations 1 and 2 are the normalised volume
histograms, with the indices of the sum being the range of
voxel intensities. It is useful for us to rewrite this summation
to be over voxels as it allows us to develop point similarity
measures for future work in non-rigid volume registration.
The calculation of entropy in our system is implemented as a
summation over voxels. Using ideas from Rogelj et al. [7] we
rewrite the equation for the marginal entropy as

H(X) = −
1

N

N
X

v=0

log(P (i(v))). (3)

WhereN is the total number of voxels andi(v) the intensity of
voxel v. For the joint entropy the summation over voxel pairs
becomes

H(X, Y ) = −
1

N

N
X

v=0

log(P (i(vx), i(vy))), (4)

whereN is now the total number of corresponding voxels and
i(vx) andi(vy) the intensities of voxelv in volumesX andY .

The MI of two random variables can be defined using
entropy as

MI(X, Y ) = H(X) + H(Y ) − H(X,Y ) (5)

or equivalently

MI(X,Y ) = H(X) − H(X|Y ) (6)

whereH(X|Y ) is the conditional entropy [4].

From equation 5 we see that maximising MI is equiva-
lent to minimising the joint entropy of variableX and Y .
From (2) we know the joint entropy is related to the joint
distribution, which in our case is the joint histogram of the
images. As the images move out of alignment the dispersion of
their joint histogram will increase [5] and therefore therewill
be an increase in the joint entropy, reducing the MI. Figure 3
illustrates the dispersion in the joint histogram of correctly
registered and misregistered volumes.

It is also useful to consider equation 6 when talking about MI
as it gives an intuitive view into what MI tells us about the
relationship between two random variables. Equation 6 defines
MI as the reduction in uncertainty of random variableX when
we know random variableY , put another way MI gives us
a measure of how much one random variable tells us about
another.

We need to make one assumption when using MI for
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(a) Misregistered volume
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Figure 3: Dispersion in joint histograms of registered and mis-
registered volumes

volume registration, the assumption being that there is a
relationship between the intensity distributions of the volumes
we are registering. This assumption put simply requires that
areas of similar intensity in one volume correspond to areasin
the second volume that also have similar intensities [5].

To register volumes using an MI similarity function we
search the space of allowable transformations for one which
maximises the MI. The search for the transformation that max-
imises the MI is usually the responsibility of some optimisation
routine, we make use of Powell’s method [8]. In our current
implementation the transformationT is rigid and isometric
but in generalT can be any allowable transformation rigid or
non-rigid.

The process for registration using MI is defined by

Treg = argmaxT(MI(T (A),B)), (7)

whereA is the source volume,B the destination volume,T the
transformation applied toA to bring it into alignment withB
andMI() the MI similarity function.

It is rare for both volumes to have the same voxel di-
mensions and it is therefore necessary for an interpolation
routine to be used when calculating the corresponding voxel
intensities during registration.

3.1. Mutual Information variants

In this subsection we will introduce several of the popular vari-
ants on MI based similarity functions. We will follow the same
convention as in equations 5 and 6 and define all the MI variants
in terms of entropy and MI.

3.1.1. Distance metric

We implemented two metric variations used by Kraskoc et al.
[2] in their work on clustering. The first distance metric is a
modification to MI that allows it to obey the triangle inequality,
non-negativity and symmetry,

D(X, Y ) = H(X, Y ) − MI(X, Y ). (8)

The second is a universal metric,

U(X, Y ) = D(X, Y )/H(X,Y ), (9)

with U(X, Y ) ≤ 1.

Both distance metrics will give small values whenX and
Y are close and larger values whenX and Y move out of
registration.

3.1.2. Normalised variants

We look at two normalised variants in this article. We take the
first variant from the work of Yao et al. [12] where we have the
MI normalised using the joint entropy,

N1(X, Y ) =
MI(X,Y )

H(X,Y )
. (10)

The second normalised variant we implemented is taken from a
survey by Pluim et al. [5] on MI based registration. The variant
is a rearrangement of the traditional MI formulation where the
joint entropy is used to normalise the marginal entropies,

N2(X, Y ) =
H(X) + H(Y )

H(X,Y )
. (11)

Both normalised variants will obtain a maximum when the joint
entropy is minimised and are therefore expected to have similar
performance to that of traditional MI.

3.1.3. Uncertainty and constraint coefficients

The uncertainty [9] and constraint [1] coefficients can be con-
sidered normalised variants of MI with the normalisation factors
respectively being the marginal entropy of random variableX
or Y . The uncertainty coefficient is defined as

Cxy(X, Y ) =
MI(X,Y )

H(Y )
(12)

and the constraint coefficient as

Cyx(X, Y ) =
MI(X, Y )

H(X)
. (13)

The uncertainty and constraint coefficients lie between 0 and
1, with the value 0 indicating thatX and Y are completely
independent and the value 1 indicating that knowledge ofX
completely predictsY .



3.1.4. Symmetric uncertainty

The symmetric uncertainty [11] of two random variables is de-
fined as

S(X, Y ) =
2MI(X, Y )

H(X) + H(Y )
(14)

and can be seen as a weighted average of the uncertainty and
constraint coefficients. The symmetric uncertainty will be0 if
X andY are completely independent and will be unity ifX and
Y are completely dependant [9].

4. Implementation and experiment setup
The registration system was implemented in Python using the
following libraries :

• Numpy

• Ndimage from Scipy

• PyCuda

• Mayavi

We use a linear interpolation routine to reduce computation
time, future work includes the implementation of an interpola-
tion procedure on the GPU.

PyCuda is a python interface to CUDA that allows full
access to the CUDA API from within Python. We use PyCuda
to perform calculation on the GPU. Mayavi is an open source
3D visualisation package.

4.1. Calculating volume overlap

During volume pre-processing we generate a mask for the
anatomy in each volume. These masks are used during
registration to isolate the anatomy in the source and destination
volumes. We calculate a corresponding voxel in the destination
volume for each voxel in the source anatomy mask and use
these corresponding voxels in the calculation of the similarity
measure. This method works best if the entire source anatomy
mask corresponds to an area in the destination anatomy mask.

During testing of the system we found that we obtained
more consistent and accurate results if we used the MRI
volumes as the source volumes and CT volumes as destination
volumes. The reason for this is that the MRI volumes in our
data set are smaller and in general correspond to a subsection
of the matching CT volumes. By using the MRI volumes as the
source volume we reduce the number of voxels we are required
to interpolate for the calculation of the similarity measure as
well as increase the chances of matching the entire source
anatomy mask to an area inside the destination anatomy mask.

4.2. Initial alignment and auto-cropping

We use the anatomy masks generated during the volume
pre-processing to estimate a rough initial alignment. In this
process we assume the imaged anatomy has a uniform density
and therefore use the average of the voxel coordinates of the
mask volume as the volume centroid. We assume the volumes
have similar orientations and set the rotation parameters of the
initial alignment to0. The initial transformT that brings the
volumes into alignment is then simply the difference in the
translation parameters of the estimated volume centroids.

The auto-cropping procedure is simple and designed to

work with specific cases in our current data set. Our data set
contains matching MRI and CT head volumes that have a
similar orientation. The auto-cropping procedure tries toensure
that the source anatomy mask corresponds to an area inside the
destination anatomy mask. In our specific case this amounts to
comparing the length and width of the head in the CT and MRI
mask volumes and then cropping the MRI mask volume so that
width and length of the head in its upper most slice is greater
then that of the upper most slice of the CT head mask.

4.3. Data sets

Our data set consists of 10 matching anonymous MRI and CT
volumes.The MRI data set contains various T1 and T2 weighted
scans, the majority captured using a Siemens Symphony imag-
ing device and one from a GE Medical Systems Genisis Signa.
The CT data set is made up of 9 non-contrast CT volumes cap-
tured using a Phillips Brilliance Big Bore imaging device. Both
MRI and CT data sets have varying voxel dimensions.

4.4. Experiment setup and evaluation criteria

We will register each of the matching volumes in our data set
with each of the MI variants defined in section 3.1 and the
traditional MI similarity function defined in equation 5. Wewill
evaluate the results with regards to similarity function shape,
the number function evaluations required by the optimisation
algorithm and a visual assessment of the registration accuracy.

5. Results
We present the results obtained from our experiments in tables
1 and 2.

Table 1 shows the success of registration for each vol-
ume pair in our data set registered with each MI similarity
function. The success of registration is determined by visual
assessment of the registered volumes. Figure 4 shows an
example of the generated images used for visual assessment,
we generate the images by overlaying registered slices from
the source and destination volumes in a checkerboard pattern.
We consider volumes to be registered if on inspection of the
generated images we cannot identify any large miss-alignments
of the anatomy. We do not expect to see a perfect alignment of
the anatomy as there is distortion present in the volumes that
we have not taken into account.

Volume MI D U N1 N2 Cxy Cyx S
1 y(c) y(c) y(c) y(c) n y(c) y(c) y(c)
2 y y(c) y(c) y(c) y(c) y(c) n y(c)
3 y(c) y(c) y(c) n n y(c) y(c) n
4 y y(c) y(c) y(c) y y y y(c)
5 n n n y n n n n
6 n y y(c) y(c) y(c) n n n
7 y(c) y y(c) y(c) y(c) y(c) y(c) y(c)
8 y(c) y y y y y y(c) y
9 y(c) y(c) y(c) y y(c) y(c) y y(c)
10 n y y(c) y(c) y(c) y(c) y(c) y(c)

Table 1: Registration success - ’y’ indicates a successful regis-
tration , ’n’ a problematic registration and ’c’ a registration in
which we have confidence.

We indicate if we have confidence in the registration resultsin



Table 1 with a ’c’. To determine if we have confidence in the
registration results we inspected the similarity functionaround
the estimated transformation for each of the transformation
parameters. For us to have confidence in the registration result
we expect the similarity function to be smooth and for there to
be a peak in the similarity function at the transformation that
registers the volumes. Figure 5 shows examples of a confident
and a problematic similarity function.
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Figure 4: Example of registered and misregistered volumes

It needs to be emphasised that our current interpolation routine
is very basic and causes interpolation artifacts to occur inthe
similarity functions. The Z components of translation and
rotation are most affected by this and it is particularly evident
when we register volumes with very large voxel dimensions.

Volume pair 5 had the least success in registration of all
our volume pairs. The MRI volume in this pair is small, has
the lowest resolution of our data set and was the only volume
captured using the GE Medical Systems Genisis Signa. We
do not suspect the imaging device to be the cause of the poor
results, it is more likely that the small volume size and low
resolution combined with our simple interpolation routinewas
the culprit.

Table 2 lists the number of function evaluations required
by the optimisation process for convergence. We show the
results for each volume pair registered with all the implemented

similarity functions.

Volume MI D U N1 N2 Cxy Cyx S
1 177 138 118 222 139 362 286 382
2 305 133 91 384 91 322 292 377
3 749 104 99 63 62 1133 525 64
4 441 70 98 397 44 239 270 368
5 59 189 143 278 79 387 121 341
6 280 122 135 502 135 272 277 138
7 287 164 43 394 43 361 410 447
8 306 101 41 136 41 229 391 128
9 257 89 118 239 118 396 335 356
10 166 95 86 320 86 292 237 151

average 303 121 97 294 84 399 314 272

Table 2: Function evaluations required

(a) Confident similarity function

(b) Problematic similarity function

Figure 5: Similarity function shape

6. Conclusion
The purpose of this work was to evaluate MI based similarity
functions for use in an automaticrigid CT-MRI registration
system. We started the article with a brief discussion covering
the volume preprocessing in our system and moved on to our



investigation of variations on the traditional MI similarity
function. During our discussion on MI we showed how one can
rewrite the MI function in terms of a summation overvoxels
which is important when developing point similarity functions
for non-rigid volume registration. We tested the variations of
the traditional MI similarity function with our data set of 10
CT-MRI volume pairs.

We determined the success of registration from a visual
assessment of the generated images described in Section 5.
Together with the success of registration we also indicatedif
we had confidence in the registration result. Confidence was
determined by inspecting the similarity function shape and
smoothness around the estimated transformation.

From Table 1 we see that all the implemented variations
had some success in registering the CT and MRI volumes with
two cases standing out in particular, these being the universal
metricU and normalised variantN1. Both the universal metric
and the normalise variant had a90% success rate in registration
and performed better then the traditional MI similarity function.
On inspecting the confidence measure in Table 1 we again see
that the universal metricU stands out by having confidence in
8 of the 9 successfull registrations.

Table 2 shows the number of function evaluations re-
quired by the optimisation process to estimate the registration
transformation. We see that the variation that required the
least amount of function evaluations on average was the
second normalised variantN2, this is misleading as this
variant did not perform well in registration. The universal
metric again performs well and is a close second in Table 2 re-
quiring on average only97 function evaluations for registration.

Overall our results show that the universal metric is the
best performing of the implemented MI variations with regards
to registration success and function evaluations required. It
was also shown that all the variations had some success in
registration and are suitable as similarity functions for CT-MRI
volume registration. We can expect the performance with
regards to registration accuracy and confidence to improve
with the use of a higher order interpolation routine and higher
resolution volumes.

Future work in our registration system includes the im-
plementation of a higher order interpolation routine on the
GPU to increase speed and allow for the use of higher res-
olution volumes during registration. We will then move our
attention towards using point similarity measures together with
graphical models for the non-rigid registration process.
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