
Edge modelling MRFs for cardiac MRI
segmentation

Janto Dreijer, Johan du Preez, Ben Herbst
Stellenbosch University, South Africa

{janto,dupreez,herbst}@sun.ac.za

Abstract—This paper presents a Markov Random Field for-
mulation novel to cardiac Magnetic Resonance Imaging segmen-
tation. We represent the left ventricle’s endocardium as a set of
coordinates (spatial and temporal) and model their appearance
and location with a graphical model. This differs from existing
MRF approaches that attempt to assign a label to each site (pixel).
Inference is done using loopy belief propagation. Some limitations
on training are briefly discussed, current issues are demonstrated
and future research proposed.
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I. INTRODUCTION

MAGNETIC Resonance Imaging (MRI) provides a non-
invasive way to obtain images with high contrast be-

tween organs with high water content and their surrounding
tissue. Multiple frames can be captured in succession to create
a video of organs at a specific spatial slice. This makes it useful
for diagnosing cardiac related problems especially because
MRIs are sensitive to the blood collected within the left
ventricle. Segmentation of the heart from the short axis view
is important in calculating properties such as ejection rate and
cardiac wall thickness. Segmentation of endo- and epicardium
(inner and outer heart wall - see Figure 1) is a labour intensive
task and various automated cardiac segmentation algorithms
exist.
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Figure 1: Short axis view of left and right ventricles.

Application of Markov Random Field (MRF) is popular
for medical segmentation. Segmentation is usually posed as
a problem of associating a label (often binary) to regularly
spaced sites (often per pixel). MRFs then model the relation-
ship between a site’s label and pixel value, as well as a site’s
label and its neighbour’s label. The graphical model for this
MRF effectively creates a surface of nodes over the image.
We therefore refer to these techniques as surface MRFs. For
analysis and applications of surface models see [1].

We choose to model the endocardium edge directly in
what we call an edge MRF. We integrate shape and temporal

information explicitly through heuristically chosen feature
functions. By applying loopy belief propagation for inference
this naturally leads to offline segmentation.

In this work we briefly discuss related work and present our
model in more detail. We also describe MRFs and how infer-
ence and training is done. We conclude with a demonstration
of some current limitations and possible improvements.

II. RELATED WORK

Approaches to segmentation and tracking can be grouped
roughly into those that attempt to model the surface of an
object and those that model its edge.

Surface MRFs work especially well when segmenting ho-
mogeneous objects from their surrounding as the structure of
MRFs favor spatial smoothness. The left ventricle, however,
contains two papillary muscles (see Figure 2). When modelling
the ventricle wall it is often desirable to include these muscles
in the segmentation. Because surface MRFs do not model the
edge they do not directly encode any shape information.

Figure 2: Short axis view of right and left ventricles. Sur-
rounding tissue is cropped for clarity. Endocardium ground
truth (purple) and automatic segmentation (blue) is indicated.

Information on the edge and shape of the cardiac wall
and surrounding structures is typically included with the use
of snakes or active shape models (ASMs). ASMs transform
the segmentation’s contour into a shape space where numeric
processing (such as principal component analysis) takes place.
Integrating temporal information is often only implicit through
an online tracking algorithm (e.g. Kalman filter). However,
Andreopoulos and Tsotsos [2] fit a 3D active appearance
model and investigate a hierarchical 2D + time ASM, that
integrates temporal constraints by using the third dimension
for time instead of a spatial dimension. For a review of



snakes and deformable models in medical image analysis see
Mcinerney and Terzopoulos [3].

There have been attempts to unify edge and surface models.
Specifically Huang et al.[4] have proposed coupling surface
MRFs with a hidden generative state representing a deformable
contour.

Various heuristic methods exist to segment cardiac MRI
images. One that is of interest due to its similarity to contour
space is that of Jolly [5]. It is interesting to compare it with
our approach as they also work in log-polar space where the
least cost path from top to bottom is defined as the desired
contour. A cost function is required for determining the correct
contour. If we limit our model to a single frame (i.e. remove
temporal linkage) belief propagation finds an estimate of the
least cost path via a cost function defined on the polar image.

III. PROBLEM FORMULATION

We formulate the segmentation as follows: when given only
a single frame D(t) = g (x, y) at time t we wish to find
the contour z(t) = (x(t), y(t)) around the left ventricle’s
endocardium border. We discretize the contours into N = 128
points. i.e. zn(t) = (xn(t), yn(t)) where n = 1, . . . , N

As we are working with spherically shaped contours one can
simplify the configuration space by choosing a center point
c(t) for each frame and working in the log-polar transformed
version of the variables (ρn(t), φn(t)) where

tan (φn(t)) =
yn(t)− cy(t)
xn(t)− cx(t)

, (1)

rn(t) =
√

(xn(t)− cx(t))2 + (yn(t)− cy(t))2, (2)

and
ρn(t) = log (rn(t)/rinit) . (3)

where rinit is a scaling factor. An additional constraint on
our points is imposed by distributing them uniformly over the
angle. i.e. φn(t) = 2π n

N . See Figure 3. We also discretize
ρn(t) to take on one of M = 256 discrete values. We refer to
corresponding image value (thus also in log-poplar space) for
this coordinate as Dn(t).

Figure 3: Pictorial representation of coordinates on endo-
cardium contour where N = 12.

The problem is further simplified with a preprocessing step
that attempts to align frames in a video so they share a
common center point. It is assumed that the center point for

the first frame, c(0), is provided by the user. Many heuristic
techniques have been devised to find a rough estimate of
the endocardium’s location. The preprocessing finds a center
point for the next frame by minimizing the error between
aligned frames. Errors are weighted normally from the pre-
vious frame’s center point. As long as c(0) lies within the
endocardium we can report good results.

A side effect is that translations have been eliminated from
our data and our model can now only focus on deformation
of the size and shape of the contours. By assuming the same
center point for all frames in a video we can describe the
configuration of a single frame only as ρ(t) (i.e. a sequences
of radii). Alternating between inferring ρ and re-estimating c
is also possible and we believe will lead to improved results.

When we are provided with a series of T successive
frames we would like to exploit the temporal informa-
tion to find a series of contours. We therefore generalize
our notation to represent videos and their segmentations:
D = {D(t), t = 1, . . . , T}, z = {z(t), t = 1, . . . , T}, ρ =
{ρ(t), t = 1, . . . , T}, and c = {c(t), t = 1, . . . , T}.

IV. MARKOV RANDOM FIELD

A probabilistic formulation of our problem allows us to
apply various modelling and inference techniques. Specifically
if we are given a sequence of frames, D, we would like to
find the set of contours ρ? that maximizes the conditional
probability, P (ρ|θ,D), where θ is a set of parameters to be
learnt.

We model the relationship between our variables (ρ, D
and θ) with a Markov Random Field, G. An MRF expresses
conditional independence between random variables and can
be used as a basis for inferring the most likely values of
latent variables. We factorize an MRF in terms of cliques
with a partition function Z that normalizes the product into
a probability density function. A single temporal slice of our
MRF’s graphical model, with only N = 8, is shown in Figure
4. In the full model, T rings are connected as shown in the
“unrolled” graphical model in Figure 5.

Figure 4: Graphical model of a single frame. Some variable
labels omitted for clarity.

Through the Hammersley-Clifford theorem [6] we can ex-
press the conditional in terms of the product of clique potential



Figure 5: Unrolled graphical model with temporal linking
between frames. Some variable labels omitted for clarity.

functions

P (ρ|θ,D) =
1

Z (θ,D)

∏
C∈cl(G)

ψC (ρC |θC ,DC) , (4)

with a partition function Z (θ,D) which normalizes the dis-
tribution with

Z (θ,D) =
∑

ρ

∏
C∈cl(G)

ψC (ρC |θC ,DC) . (5)

Expressing all potential functions as a log
linear combination of weighted feature functions
ψC = exp (θC · fC (ρC ,DC)) allows us to simplify
the above into

P (ρ|θ,D) =
1

Z (θ,D)
exp (−E(ρ|θ,D)) , (6)

where the energy is defined as

E (ρ|θ,D) =
∑
C

θC · fC (ρC ,DC) , (7)

and the partition function as

Z (θ,D) =
∑

ρ

exp (−E (ρ|θ,D)) . (8)

Expressing the probability of a configuration in terms of
an energy function simplifies the calculations in inference and
training. Note that the feature functions are defined over the
variables in a clique.

A. Feature Functions

We encode dependencies between variables as a weighted
sum of feature functions. Functions are designed to yield small
values for desirable segmentations and larger ones otherwise.
Feature functions are made positive (by squaring their values
or subtracting the smallest possible value) and also normalized
to be predominantly smaller than 1. This allows us to take θ
as positive and intuitively interpret it as a scaling vector.

Three types of cliques (and thus feature functions) exist
based on the types of joint probabilities modeled: image-
node dependence ψc (ρn (t) , Dn (t)), spatial node-node de-
pendence ψc (ρn (t) , ρn−1 (t)) and temporal node-node de-
pendence ψc (ρn (t) , ρn (t− 1)). For brevity we only include
some of the features in this article.

We assume θC is not dependent on the temporal or spatial
location of the clique and thus

E (ρ|θ,D) =
∑
t

∑
n

∑
k=1,2

θkfk (ρn(t), Dn(t)) (9)

+
∑
t

∑
n

∑
k=3,4

θkfk (ρn(t), ρn−1(t))

+
∑
t

∑
n

∑
k=5

θkfk (ρn(t), ρn(t− 1)) .

1) image-node functions: We seek a small response for
strong negative edges (as the contour usually lies between light
to dark areas when moving radially outwards) and therefore,
with a slight abuse of notation, choose a feature function that
emphasizes negative radial edges

f1 (ρn(t), Dn(t)) = 1 + (Dn(t, ρn + 1)−Dn(t, ρn)) /255.
(10)

The endocardium lies next to the blood pool inside the left
ventricle. We therefore also include a feature

f2 (ρn(t), Dn(t)) = C (ρn, φn) /105 (11)

where

C (ρn, φn) = min
(ρ,φ)∈neighbors(ρn,φn)

(
C (ρ, φ)

+ |D (ρn, φn)−D (ρ, φ)|
)
. (12)

This assigns low cost to positions that can be reached from
the center without going over edges. Calculating this feature
can be quite expensive, requiring O

(
(MN)2

)
comparisons.

Restricting the minimization in (12) to neighbours with smaller
radii (i.e. ρ < ρn), allows a more efficient estimate because
we can visit each position starting from the center and moving
outwards in a single pass (i.e. O (MN)) without having to
revisit positions.

2) spatial node-node functions: As contours are elliptical,
with the vertical axis longer than the horizontal, the difference
between neighbouring radii depend on their angular position.
Modelling this difference as a normal distribution

ρn (t)− ρn−1 (t) ∼ N
(
µ (n) , σ2

)
(13)

where the mean value, µ(n), is a function of n and with
variance σ2, leads us to the feature

f3 (ρn(t), ρn−1(t)) = ((ρn(t)− ρn−1(t))− µ (n))2 /M2.
(14)

Implicit in this feature is the assumption that the variance
is constant over angular positions. Through inspection of the
training data, this seems a reasonable assumption.

We also try to minimize the color difference between
neighbouring nodes through

f4 (ρn(t), ρn−1(t)) = (Dn(t, ρn(t))−Dn−1(t, ρn−1(t)))
2
/2552.

(15)



3) temporal node-node functions: There is definite shrink-
age over sistole and growing over diastole and thus

ρn (t)− ρn (t− 1) ∼ N
(
µ (t) , σ2 (t)

)
. (16)

However, because we cannot always depend on a series of
frames starting and ending at peak diastole we only assume
that the contour coordinates change gradually over time and
therefore µ (t) = 0 and σ (t) = constant. From this we derive

f5 (ρn(t), ρn(t− 1)) = (ρn(t)− ρn(t− 1))2 /M2. (17)

V. INFERENCE

When a segmentation is required for a given sequence of
frames we run inference on our MRF. Specifically we want to
find the configuration ρ?,

ρ? = arg max
ρ

P (ρ|θ,D) . (18)

However, because Z (θ,D) is independent of ρ, we can
reduced this to finding the configuration that minimizes the
energy,

ρ? = arg min
ρ
E (ρ|θ,D) . (19)

For inference of problems that can be expressed as a tree we
can run the min-sum algorithm and calculate an exact value for
ρ?. Unfortunately, because of the temporal linkage between
nodes across frames and the spatial circular connectivity
between nodes within each frame, we find ourselves with a
graphical model with many loops. There is currently no known
way to efficiently calculate ρ? exactly.

Loopy belief propagation has been used to calculate esti-
mates for similar problems with success in the past. Sufficient
conditions for the convergence of loopy belief propagation are
being discovered [7].

A. Propagated Messages

Factor graphs are bipartite graphs that indicate the rela-
tionship of feature functions (factor nodes) and the variables
on which they depend (variable nodes). This is not only
useful as a design tool, but also simplifies illustration of belief
propagation calculations. Our factor graph is shown in Figure
6. For a good tutorial on factor graphs and belief propagation
see Kschischang et al. [8]

In min-sum belief propagation two types of messages exist:
those sent by factor nodes to variable nodes and those sent by
variable nodes to factor nodes. The message sent by a variable
node is proportional to the sum of incoming messages to that
node. The message sent from factor nodes is a minimization
over the sum of the incoming messages and the factor’s
features.

Our implementation only stores messages emitted from
factor nodes as those sent from variable nodes are already
included in their calculation. The variable value that minimizes
a belief value in a message is also stored for later use when
backtracking. We also group messages that are passed from
a factor to a node ρn(t) into one of four types according to
their direction:

1) mR (n, t): message passing “rightwards” from factor
connecting variables ρn−1(t) and ρn(t)

2) mL (n, t): message “leftwards” from factor connecting
variables ρn+1(t) and ρn(t)

3) mU (n, t): message “upwards” from factor connecting
variables ρn(t− 1) and ρn(t)

4) mD (n, t): message “downwards” from factor connect-
ing variables ρn(t+ 1) and ρn(t)

As an example of the message calculation consider mR (n, t),
the “rightwards” message received by the variable ρn(t),

mR (n, t) =
1
Zn,t

min
ρn−1(t)

(∑
k

θkfk (ρn(t), ρn−1(t))

+
∑
k

θkfk (ρn−1(t), Dn−1(t)) +mR (n− 1, t)

+mU (n− 1, t) +mD (n− 1, t)
)

(20)

where Zn,t is a scaling value to ensure that∑
ρn(t)mR (n, t) = 1. See Figure 7.

Figure 7: Message mR (n, t) and its contributing messages.
Some labels omitted for clarity.

Because ρn(t) can take on M discrete values, the message
mR (n, t) is a vector with M entries, i.e. a belief for each
possible value of ρn(t).

The features f3 and f5 encourages smoothness of the
contours in the spatial and temporal dimensions. We used this
property to implement a banded search to reduce the calcula-
tions involved in calculating factor messages. It currently takes
around 2 seconds per frame to run inference on a video using
a 2.6 GHz processor. Segmentation of the entire dataset can
be done in less than two hours on a single core machine.

B. Propagation Schedule

Loopy belief propagation requires one to specify a specific
schedule by which messages are passed through the graph.
The choice of scheduling depends on the specific problem and
structure of the graph and is often made through experimen-
tation.

We initialize all messages to zero and for each iteration
propagate in the following manner

1) for each frame, t, calculate messages mR (n, t) emitted
by factors rightwards sequentially for n = 1, . . . , N

2) for each frame, t, calculate messages mL (n, t) emitted
by factors leftwards sequentially for n = N, . . . , 1



Figure 6: Partial factor graph of model with temporal linking. Factor labels and some variable labels omitted for clarity.

3) for each frame t = 1, . . . , T − 1 sequentially calculate
messages sent messages mU (n, t+ 1) sent upwards

4) for each frame t = T, . . . , 2 sequentially calculate
messages sent messages mD (n, t− 1) sent downwards

In practice it seems that at least 3 iterations within each frame
(to smooth out discontinuity due to circularity ρN+1(t) =
ρ1(t)) and 3 over the whole procedure (for message effects to
propagate temporally) is mostly sufficient for convergence to
occur. Whether this is the global optimum is unclear, although
the contours seem to be well behaved with respect to the
energy.

C. Backtracking

Unlike sum-product belief propagation, for max-sum we
need to backtrack to find consistent configurations. For infer-
ence we want to find the configuration ρ? that solves (19) and
thus minimizes (9). Belief propagation allows us to find the
value for a specific variable, e.g. ρ?N (T ), that forms part of the
optimal configuration by considering all incoming messages to
a node. i.e.

ρ?N (T ) = arg min
ρN (T )

E (ρ|θ,D)

≈ arg min
ρN (T )

(
mL (N,T ) +mR (N,T )

+mU (N,T ) +mD (N,T )

+
∑
k

θkfk (ρn(t), Dn(t))
)
. (21)

To find the neighbouring values, e.g. ρ?N−1(T ), of the
configuration in this slice that are consistent with ρ?N (T ) we
can again refer to the propagated messages and find the value
for ρN−1(T ) that caused the belief mR(N,T )(ρ?N (T )). This
value was stored previously when calculating the message.
This reasoning is extended to find the consistent configuration
values for all ρ?n(T ) in this slice.

Extending this backtracking procedure to nodes in the other
frames is similar. Only we look up the values of ρn(t) that
caused mU(n, t+1) (ρ?n(t+ 1)), the messages to nodes in the
upper frame.

VI. TRAINING

Finding the best parameters, θ?, is done by considering a
set of training videos,Dtrain, and their provided segmentations,
ztrain.

Maximum likelihood estimation often works well for other
kinds of machine learning training problems, so it is natural
to attempt a similar formulation. However we can see from
(5) that Z (θ,D) requires summation over all possible con-
figurations, which is computationally intractable. Various ways
to address this difficulty exist such as pseudo likelihoods and
Monte Carlo methods.

We attempt to avoid this issue by rather searching for the
value for θ that minimizes the error between segmentation that
is obtained from the inference process and the segmentation
in the training set

θ? = arg min
θ

dist(ρtrain,ρ?) (22)

where
ρ∗ = arg max

ρ
P
(
ρ|θ,Dtrain) . (23)

Because we can calculate the above (through inference)
without having to calculate Z (θ,D) we avoid this issue.
Unfortunately this leaves us in a position where we are not
able to directly calculate a gradient in θ-space that would be
useful in iterative techniques. It is also important to note that
when working in higher dimensions estimating the gradient is
expensive and may be of diminishing return.

Calculating θ? without the use of a gradient [9] is an opti-
mization problem with well known difficulties. We currently
use a naive random optimization algorithm.

VII. DEMONSTRATION

We are not yet ready to produce a full evaluation of
our methodology. We can, however, briefly demonstrate its
behavior on some images from the York dataset [2]. Originally
developed to showcase ASM tracking, the dataset contains 300
videos with around 10 sequential frames per video. Each frame
is annotated with the endocardium border.



For efficiency reasons training was done on a single video
sequence from the dataset. Figure 2 shows an example of a
good segmentation that occurs when papillary muscles are far
from the endocardium.

However, even when segmented contours are close to the
ground truth for most of the sequence, segmentation can still
fail at end sistole when the papillary muscles come close to
the endocardium. This can cause undersegmentation if the
papillary edge is interpreted as part of the endocardium (see
Figure 8a) or can cause oversegmentation (see Figure 8b) if
the contour locks onto the epicardium’s strong edge.

(a) (b)

Figure 8: Short axis view of right and left ventricles with (a)
undersegmentation and (b) oversegmentation. Surrounding tis-
sue is cropped for clarity. Endocardium ground truth (purple)
and automatic segmentation (blue) is indicated.

For some videos, errors at end sistole are corrected by the
smoothing effect of f5 (ρn(t), ρn(t− 1)). The result can be
seen in Figure 9.

Figure 9: Automatic segmentation (red) of slices in a single
video without (top) and with (bottom) temporal linkage be-
tween frames. Ground truth indicated in black.

While it is likely that our trained parameters are non-
optimal, it also illustrates the locality property of MRFs.
Adding features that encode the global shape or temporal
behaviour can only be done in the MRF framework through
the addition of more edges to our graphical model. Adding
these edges, and thus more loops, can significantly increase
the complexity of inference if not done carefully.

Our experiments suggest that our model might be suffi-
ciently expressive to infer contours in a single training video.
The questions of whether various videos can be segmented by
a single θ and how well this generalizes to novel videos is
being investigated.

VIII. FUTURE WORK

Inclusion of the epicardium contour in our model would
impart stronger shape information and hopefully avoid the
inferred endocardium contour locking onto the epicardium
edge.

We have used a rather naive training methodology. There is
currently no guarantee that convergence leads to a global or
even adequate value for θ. We will investigate other forms of
training in the near future.

In our preprocessing we have estimated the center point c(t)
for each frame. For a more complete probabilistic interpreta-
tion of the problem we should consider the center points as
random variables and infer them at the same time as ρ. For
simplicity we have not done so yet, but it should also fit within
the loopy belief propagation framework.

IX. CONCLUSIONS

For medical segmentation, surface MRFs are popular, but do
not explicitly encode shape information. ASMs are the default
choice when shape information is available, but often only
integrates temporal constraints indirectly (through e.g. Kalman
filters). It is relatively easy to integrate temporal information
into an edge MRF.

Shape information can only be encoded locally in an MRF
as opposed to the global nature of the state space in which
ASMs work. This seems to place some limitations on MRF’s
expressive power. However, due to the probabilistic nature
we can gradually integrate additional factors and variables as
additional information becomes necessary.

We foresee that similar offline techniques could hold
promise for segmentation and tracking in general.
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