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Abstract — The output quality of statistical machine translation 

(SMT) depends to a large extent on the quantity and quality of 

the parallel corpora on which it is trained. In the case of 

resource-scarce languages where sufficiently large parallel 

corpora are not always available, alternative ways of improving 

the output quality of SMT systems must be sought.  In this 

article, one such a method for improving the quality of SMT 

output is described – introducing a pre-processing step via 

syntactic reordering of the source language data. This pre-

processing involves exploiting certain systematic differences in 

the syntax of the source and target languages. Apart from 

describing the method and language-specific rules, we also 

evaluate the resulting machine translation systems for translating 

from English to Afrikaans and Sesotho sa Leboa (Sepedi). 

Keywords: statistical machine translation; syntactic reordering; pre-
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I.  INTRODUCTION  

In a multilingual country like South Africa where 
government information is required to be available in all of the 
eleven official languages, human translation without 
computerised assistance is not the ideal situation. The South 
African Department of Arts and Culture (DAC) initiated the 
Autshumato Project [1] in 2006. This extensive project aims to 
develop computer-assisted translation tools and resources for 
all the official languages, as well as three machine translation 
(MT) systems with English as the source language and 
Afrikaans, isiZulu and Sesotho sa Leboa as the target 
languages.  

Machine translation is a process during which text or 
speech in a source language (SL) is automatically translated 
into text or speech of a target language (TL).  This process may 
or may not require human assistance [2]. The MT systems that 
were commissioned by DAC under the Autshumato Project can 
be classified as human aided machine translation – the 
translation is done automatically but human translators correct 
and incorporate the generated translations as they see fit. The 
Autshumato Project team decided that statistical machine 
translation (SMT) would form the basis for the development of 
the MT systems because: 

 

 SMT is currently the preferred approach of numerous 

industrial and academic research laboratories. 

 State of the art open source SMT toolkits are readily 

available. 

 Less expert linguistic knowledge is required to create 

a working baseline system in comparison to rule-

based systems [3]. 
 

SMT algorithms generate the most probable translation of 
an SL sentence by using statistical models that were inferred 
from aligned parallel corpora. This approach normally yields 
good results and also tends to outperform rule-based systems, 
but requires vast amounts of bilingual data to perform 
effectively [4]. It is here where resource-scarce languages such 
as Afrikaans, isiZulu and Sesotho sa Leboa run into difficulties, 
since sufficiently large parallel corpora simply do not exist. 

It is important to take into consideration that these systems 
are not only developed for research purposes, but will be used 
by translators working at various government departments 
throughout South Africa. These systems therefore need to 
generate accurate translations that will increase the productivity 
and improve the quality of the translation work performed by 
the human translator. 

The rest of this paper is organised as follows: Related work 
is described in Section 2. Section 3 describes the rule 
development and shows how the rules were implemented for 
the English-Afrikaans and English-Sesotho sa Leboa SMT 
systems. A comparison of the baseline SMT systems and the 
SMT systems incorporating reordering rules is provided in 
Section 4. The paper concludes in Section 5 with an overview 
of future work. 

II. RELATED WORK 

From the context sketched above, it is evident that there is a 
need for research on alternative ways than merely adding more 
parallel corpora during the training phase of the SMT system. 
International research conducted on different language pairs 
include post-processing techniques where the output of a 
baseline system is subjected to a rule-based post-processing 
module for improvement (see [5], [6] and [7]).  
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One of the methods that showed promising results with 
regard to the gain in translation quality (measured with the 
BLEU and NIST scores, as well as human evaluation) was 
word reordering using SL-specific rules. This pre-processing 
involves exploiting certain systematic differences in the syntax 
of the source and target languages. The SL is then reordered to 
appear more similar to the syntactic structure of the TL. By 
doing this, some of the complexities of the automatic 
translation process are eased before the actual translation 
begins. Better alignments between words and phrases are 
drawn during training, as the order of these constituents now 
appear more similar in both sections of the parallel corpus (SL 
and TL) and this results in a more accurate phrase table. 

Badr, Zbib and Glass [8] used this approach to reorder 
English input for an English to Arabic SMT system. In their 
method, linguistically motivated rules were formulated to 
reorder phrases or words in the English input so that it 
resembled the Arabic syntax. With this pre-processing, they 
achieved gains of up to 30% in the BLEU score. For French to 
English [9] and English to German translation [10], notable 
gains in quality were also reported. In the light of the successes 
mentioned above it was decided to attempt improving the 
quality of the English to Afrikaans and English to Sesotho sa 
Leboa machine translation systems by applying reordering 
rules to the source language text.  

III. RULE DEVELOPMENT 

A. English to Afrikaans 

The English-Afrikaans machine translation system is 
currently at the stage where small amounts of newly added 
parallel data (less than 10,000 new sentence pairs) are not 
expected to noticeably improve the system.  We know from 
experience that it takes in the order of 100,000 sentences to see 
vast differences in quality at this stage. To further improve the 
system, syntactic pre-processing of the input data (training and 
testing corpora) must be done. The method broadly entails 
annotating the SL section of the corpora with syntactic 
information and then adapting the structure to better suit the TL 
structure. Linguistically motivated reordering rules are created 
beforehand for this step. After the training corpus has been pre-
processed, a SMT algorithm is employed to train an MT 
system. This solution is especially suited to resource-scarce 
TL‟s for which advanced natural language processing 
resources have not yet been developed since the only 
sophisticated tool required for the pre-processing is a syntactic 
parser for English. There are a number of reliable English 
parsers that are freely available. For this project, the Stanford 
Statistical Parser [11] was chosen because it is rather reliable 
and the output is easy to manipulate during post-processing. 

In a first effort to construct reordering rules for the English-
Afrikaans SMT system, a set of 300 randomly chosen 
sentences from the training data was parsed using the Stanford 
Parser. These sentences were then analyzed by computational 
linguists from the Autshumato Project team to derive 
linguistically motivated re-ordering rules. The rules were first 
applied to a different set of sentences for the purpose of 
evaluating and refining the rules, and then applied to the entire 
training set for pre-processing.  

The rules were based on both the phrase level labels and the 
part of speech tags.  They aim at reordering entire phrases to 
better resemble the structure of Afrikaans, but it was also 
necessary to incorporate the word level analysis to ensure an 
accurate context for the application of the rules. The rules can 
be divided into three main categories according to the main 
constituent involved in the reordering: verb reordering (2 
rules), constructions with “to” (4 rules) and modal reordering 
(2 rules). Each rule in a category was designed to reorder a 
specific type of phrase in that context and is described below.  

1) Verb reordering: 
 If {PP} {SBAR} {VP} {NP} then {PP} {SBAR} {NP} {VP} 

o The verb immediately following a noun 
phrase moves to the end of that phrase if the 
verb and noun phrase are dominated by a 
prepositional phrase and a relative or 
subordinate clause (S-Bar). 

 If {PP} {SBAR} {VP} {PP} then {PP} {SBAR} {PP} {VP} 

o The verb immediately following a 
prepositional phrase moves to the end of that 
phrase if the verb and noun phrase are 
dominated by another prepositional phrase 
and an S-Bar. 

2) Constructions with “to”: 
 If {VP{TO to}} {VP{VB}} {ADJP} then {VP{TO to}} 

{ADJP} {VP{VB}} 

o An adjective phrase moves to the position 
between the “to” and the main verb (phrase). 

 If {VP{TO to}}{VP{VB}} {ADVP} then {VP{TO to}} 
{ADVP}{VP{VB}} 

o An adverbial phrase moves to the position 
between the “to” and the main verb (phrase). 

 If {VP{TO to}}{VP{VB}} {NP} then {VP{TO to}} 
{NP}{VP{VB}} 

o A noun phrase moves to the position 
between the “to” and the main verb (phrase). 

 If {VP{TO to}}{VP{VB}} {PP} then {VP{TO to}} {PP} 

{VP{VB}} 

o A prepositional phrase moves to the position 
between the “to” and the main verb (phrase). 

3) Modal reordering: 
 If {VP {MD}} {VP{VB}{PP} then {VP {MD}} {PP} 

{VP{VB}} 

o The prepositional phrase moves to the 
position between the modal and the verb 
phrase. 

 If {VP {MD}} {VP{VB}{NP} then {VP {MD}} {NP} 
{VP{VB}} 

o The noun phrase moves to the position 
between the modal and the verb phrase. 



4) Examples of Rule Application 
Two examples of the results obtained with rule reordering 

are provided in this section. For each of the two examples, the 
original sentence is given with the labelling added by the 
Stanford Parser. The rules that were applied are listed and then 
the reordered sentence is given. A word for word translation in 
Afrikaans is also given to illustrate the process.   

Example 1: 

Original Sentence: (ROOT (S(NP(NNS cyprus))(VP (MD 
will)(VP (VB be)(NP(NP (DT a)(NN sort))(PP (IN of)(NP(NP 
(NN bridge))(PP (IN with) (NP(NP (DT the)(NNS 
countries))(PP (IN in)(NP (DT the)(NN area))))))))))(. .))) 

 Modal Reordering:  

o The prepositional phrase moves to the 
position between the verb and the modal 

o The noun phrase also moves to the position 
between the verb and the modal 

Reordered Sentence: cyprus will a bridge with the countries 
in the area of sort be. 

Afrikaans Translation: siprus sal „n brug met die lande in 
die area van soort wees. 

Example 2: 

Original Sentence: (ROOT(S(LST (LS i))(VP (VB call)(PP 
(IN upon)(NP (NN bulgaria)))(S(VP (TO to)(VP (VB 
comply)(PP (IN with)(NP (PRP$ our) (NN request)))))))(. .))) 

 Constructions with “to”:  

o The noun phrase moves to the position 
between the “to” and the verb 

Reordered Sentence: i call upon bulgaria to our request 
comply with. 

Afrikaans Translation: ek doen „n beroep op bulgarye om 
ons versoek aan te voldoen. 

B. English to Sesotho sa Leboa 

The syntactic reordering rules for the English-Sesotho sa 
Leboa machine translation system were developed to address 
systematic syntactic differences between English and Sesotho 
sa Leboa, such as word order or words that occur in English 
but are not used in Sesotho sa Leboa. The rules were developed 
by a professional linguist with extensive knowledge of the 
structure of both languages. Where the English to Afrikaans 
system used a phrase level analysis of the SL, it was soon clear 
that the structure of the TL (Sesotho sa Leboa) rather called for 
a word level analysis because it was very often only a word and 
not an entire phrase that needed to be reordered. 

The rules were based on a combination of the word itself, the 
part of speech it represented, and the context of the word. The 
context includes the words surrounding the word as well as 
their parts of speech. The part of speech tagging was done 
using the Stanford Log-Linear Part of Speech Tagger [12].The 
rules can be grouped into two general categories, one of which 
has several subcategories. The two categories are deletion rules  

Figure 1.  Rule categories for English-Sesotho sa Leboa reordering rules 

and reordering rules. The deletion rules remove the words that 

do not occur in Sesotho sa Leboa from the English text. The 

reordering rules shuffle the English text in order to shift the 

word order into one that more closely resembles the structure 

of the target language (Sesotho sa Leboa). The reordering 

rules can be divided into subcategories determined by which 

words they reorder. Fig. 1 gives an overview of the rules. 

1) Deletion Rules 
The purpose of the deletion rules is to delete English words 

that have no Sesotho sa Leboa equivalent and therefore cannot 
be translated. There are only two deletion rules, both of which 
affect determiners. The rules are given below: 

 If {Determiner} = ―the‖ then delete ―the‖ 

 If {Determiner} = ―a‖ then delete ―a‖ 

2) Reordering Rules 
All the rules presented in this section are applicable to the 

longest possible sequence of identical tags. This means that 
two words with the same part of speech occurring next to each 
other are treated and reordered as one. The “|” symbol is used 
to indicate a choice of words/part of speech tags. 

 {Adjective | Cardinal Number | Pronoun}{Noun}  

o If {Adjective | Cardinal Number | Pronoun 
}{Noun} then {Noun}{ Adjective | Cardinal 

Number | Pronoun }  

o These rules state that if any adjective(s) | 
cardinal number(s) | pronoun(s) are followed 
by any noun(s), the order of the two (or 
more) words must be switched. 

 {Determiner}{Noun} 

o If {Determiner} = ―this‖ | ‖these‖ | ‖those‖ 

| ‖that‖ | ‖all‖ | ‖another‖ | ‖any‖ | 
‖every‖ and {Determiner}{Noun} then 
{Noun}{Determiner} 

o These rules state that if a specific determiner 
is followed by one or more nouns, the order 
of the determiner and the noun(s) must 
switched.  

Reordering Rules for English-Sesotho sa Leboa

Reordering Rules Deletion Rules

{Adjetive}{Noun}

{Pronoun}{Noun}

{Determiner}{Noun}

{CardinalNumber}{Noun}

 



3) Examples of Rule Application 
This section contains two examples of how the rules 

described above can alter the English sentences to resemble 
Sesotho sa Leboa sentence structure. For each example the 
original sentence is given, the rules that were applied are listed 
and then the reordered sentence is given. The part of speech tag 
is placed in curly brackets after each word.  

Example 1: 

Original Sentence: six{CD} men{NNS} were{VBD} 
arrested{VBN} this{DT} morning{NN} outside{IN} 
Klerksdorp{NNP} ,{,} following{VBG} information{NN} 
by{IN} members{NNS} of{IN} the{DT} community{NN} 
,{,} regarding{VBG} a{DT} dead{JJ} person{NN} 
lying{VBG} in{IN} a{DT} vehicle{NN} .{.} 

 Deletion Rules:  

o Delete <the{DT}> 

o Delete <a{DT}> 

 Reordering Rules:  

o Switch <dead{JJ}> and <person{NN}>  

o Switch <this{DT}> and <morning{NN}> 

o Switch <six{CD}> and <men{NNS}>  

Reordered Sentence: men six were arrested morning this 
outside Klerksdorp, following information by members of 
community, regarding person dead lying in vehicle. 

Sesotho sa Leboa Translation: banna ba ba selelago ba 

swerwe ka moso wo kgauswi le klerksdorp ka go latela / ka go 

latelwa ga tshedimošo ya maloko a setšhaba mabapi le mohu / 

motho yo a hwilego / hlokafetšego a lego / rapaletšego ka 

koloing 

 

Example 2: 

Original Sentence: the{DT} security{NN} of{IN} 
the{DT} Republic{NNP} of{IN} South{NNP} Africa{NNP} 
must{MD} be{VB} maintained{VBN} by{IN} every{DT} 
possible{JJ} means{NNS} at{IN} our{PRP$} disposal{NN} 
.{.} 

 Deletion Rules:  

o Delete <the{DT}> 

 Reordering Rules:  

o Switch <possible{JJ}> and <means{NNS}>  

o Switch <every{DT}> and <means{NNS} 
possible{JJ}> 

o Switch <our{PRP$}> and <disposal{NN}> 

Reordered Sentence: security of Republic of South Africa 
must be maintained by means possible every at disposal our. 

Sesotho sa Leboa Translation: tšhireletšo ya repabliki ya 

afrika borwa e swanetše go hlokomelwa / tšweletšwa (pele) ka 

mekgwa yohle / ka moka ye e kgonegago / nepagetšego ye e 

lego gona  

C. Training the SMT Systems 

The parallel corpora used in training the SMT systems 
consisted of data from the government domain, mostly 
obtained by crawling the websites in the .gov.za domain. After 
cleaning and sorting the data, it was aligned on sentence level. 
Part of the data was manually aligned using the CTexT® 
Alignment Interface [1]. The remaining data was aligned 
automatically by using an algorithm developed by Robert 
Moore [13]. For the English to Afrikaans SMT system, 51 749 
sentence pairs were used and for the English to Sesotho sa 
Leboa system, 12 942 sentence pairs.  

 The syntactic reordering rules were implemented as a 
collection of Perl regular expressions [14]. The English portion 
of both datasets was reordered as pre-processing.  This data 
along with the original SL data was then used as training data 
for the new machine translation systems. The machine 
translation systems were trained with Moses, an open source 
statistical machine translation toolkit [15]. The language 
models were created with the SRI language model toolkit [16] 
using monolingual data from the same domain. 

IV. EVALUATION 

A. Baselines 

To measure the improvement due to the application of the 
syntactic reordering rules, two baseline machine translation 
systems were trained. These two systems, one for the language 
pair English-Afrikaans and the other for the language pair 
English-Sesotho sa Leboa, were trained using the original, not 
reordered, training data described in the previous subsection. 
The baseline systems were evaluated and the results will be 
compared to those of the reordered system in the rest of this 
section. 

B. Automatic Evaluation 

For the automatic evaluation of the machine translation 
systems the BLEU score [17] and the NIST score [18] were 
calculated for each test set. The evaluation was done using the 
METIS II test set [19] with four reference translations per 
language. The test set consisted of 200 sentences. For the 
evaluation of the reordered system the test set was reordered 
with the rules pertaining to the specific language. Table I lists 
the NIST and BLEU scores for the different machine 
translation systems. 

TABLE I.  AUTOMATIC EVALUATION RESULTS 

Language Pair Baseline System 
Reordered 

System 

 

NIST Scores 

English-Afrikaans 8.0937 8.1211 

English-Sesotho sa Leboa 4.9893 5.5214 

 

BLEU Scores 

English-Afrikaans 0.4520 0.4475 

English-Sesotho sa Leboa 0.2126 0.2532 



 

TABLE II.  HUMAN EVALUATION RESULTS 

Language Pair 

 

Baseline 

System 

 

 

Reordered 

System 

 

 

Identical 

output 

 

Human Evaluation 

English-Afrikaans 
44 % 55 % 

 

1 % 

C. Human Evaluation 

The BLEU and NIST evaluation measures that were used in 
the automatic evaluation are not suited to keep track of all the 
relatively small changes this research is proposing. These small 
changes may have a significant impact on the time it takes for a 
human to post-edit a machine translated sentence. This is 
especially true for the English-Afrikaans system as we have a 
larger number of aligned sentences available for this language, 
which means that the subtle changes made by the reordering 
rules are not always reflected in the BLEU and NIST scores. 
Another evaluation method is therefore necessary to see if pre-
processing has a positive effect on the English to Afrikaans 
SMT system. 

International research has shown that manual human 
evaluation may shed better light on a system‟s actual 
performance than the BLEU and NIST metrics [20] and [21]. It 
was therefore decided to compare the output of the English-
Afrikaans reordering system against the baseline system (the 
system where no pre-processing was applied). The METIS II 
test set was translated with each of the two systems. 100 
sentences from the output of each system was taken at random 
and organised in a document so that a group of sentences 
consisted of 3 components. The original English sentence is 
followed by the translation from the baseline system and then 
the translation from the reordered system is given.  

Nine Afrikaans language practitioners and linguists were 
then asked to evaluate the outputs of the two systems by 
putting a marker next to the Afrikaans translation they thought 
would take the least amount of time and effort to edit in a real 
world situation. If the output of both systems were exactly the 
same or if the evaluator could not pick a best translation, no 
points were awarded for that pair. These marks were tallied and 
the results of the evaluation are shown in Table II at the top of 
this page as a percentage of the sentences that were preferred 
by the linguists for each system.  

D. Discussion 

The different evaluation methods for the English to 
Afrikaans system sketch very different pictures. When 
comparing the results in Tables I and II, it is clear that in the 
case of the English-Afrikaans SMT system, the BLEU and 
NIST scores did not always reflect the improvements in the 
output quality obtained when applying re-ordering rules. 
Although the reordered system scored lower on the BLEU 
metric, a slight improvement in the NIST score was noted, 
while the human evaluators preferred its output in 55 % of the 
sentences. 

The human evaluation clearly shows that the English-
Afrikaans system with reordering rules outperformed the 
baseline system. According to the feedback from the Afrikaans 
linguists, the reordered system showed improvements in the 
following areas: 

  Word order; 

 Completeness of the sentences; 

 The use of prepositions and conjunctions. 

The English to Sesotho sa Leboa SMT system benefitted 
greatly from the application of the pre-processing module. 
Both the BLEU and NIST scores showed considerable gains.  

V. CONCLUSION AND FUTURE WORK 

From the results shown in this paper, it is clear that pre-
processing via syntactic reordering shows great promise in 
improving SMT systems for resource-scarce languages like 
Afrikaans and Sesotho sa Leboa. The reordering of the English 
training and testing data seems to deliver translated sentences 
of a higher quality than the baseline systems. 

This method is not without its shortcomings. Future work 
will include further analysis of the output of the reordered 
system to determine if any rules should be adjusted to be more 
general or specific. The first example of the application of the 
English to Afrikaans reordering rules also shows room for 
improvement – the auxiliaries and conjunctions have to be 
reordered more carefully. Currently, the rules are not sensitive 
enough to these two categories and it might be necessary to 
incorporate rules particular to these constructs. 

For the English to Afrikaans system, rules dealing with 
negation, past tense sentences and questions are being 
developed and it would be interesting to see how these 
influence the system as a whole. The English to Sesotho sa 
Leboa pre-processing will also be expanded in the future to 
cover more constructs, specifically the possessive form.  
Human evaluation of this system will also be done.  

In statistical machine translation, one can never have 
enough good quality parallel data and efforts to increase the 
number of aligned sentences are ongoing. 
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