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Abstract—We explore a novel implementation of rotation
invariant texture classification using a Graphics Processing
Unit (GPU). A new descriptor called the RMB-LBP is in-
troduced. Tests using various other Local Binary Pattern
(LBP) algorithms were also performed. These algorithms
were implemented and parallelised for use on a GPU.
Improvements in computation speed were achieved over
traditional CPU-based algorithms. To test the accuracy of
the GPU implemented algorithms a set of textures were
classified using selected LBP descriptors. Classification was
performed by applying these descriptors to several unique
texture classes at various spatial resolutions and rotations.
The focus of this paper is to provide an overview of these
algorithms, demonstrate observed performance gains and to
verify the validity of using these descriptors for texture
analysis on a GPU.

I. Introduction
In this paper we shall elaborate on how texture clas-

sification algorithms, the Local Binary Pattern operator,
can be parallelised and processed by using image calcu-
lations on modern graphics hardware. Texture analysis
is an important part of many computer vision and image
processing solutions. There are many potential applica-
tions for the analysis of textures, such as biomedical
image analysis, inspection of industrial surfaces and
object recognition. A number of methods for texture clas-
sification have been proposed. These methods usually
assume that the samples to be classified are of similar
scale, orientation and greyscale.

A. Related Work
1) Markov Random Field: Many of the proposed algo-

rithms are based on the Markov Random Field (MRF).
One approach, [1] segments images into regions of
different textures by detecting texture boundaries. The
detection is done by estimating the texture parameter
for the Gaussian MRF model. In [2], the MRF parameter
for textures is estimated through MCMC sampling. In
this case, the texture patterns are classified using the
estimated MRF parameter. Chellappa et al. [3] modelled
texture patterns based on the statistical relationship be-
tween intensities of adjacent pixel neighbourhoods.

2) Wavelet Decomposition: Multiresolution Wavelet De-
composition was proposed by Mallat [4] as a method of
classification of textures. This method is used to generate
coefficients in the HL, LH, and LL channels which are
then used for classification purposes.
In [5] and [6] generalised co-occurrance matrices are
computed to extract mean intensity values and corre-
lation information from texture images.
Gabor filters can be used to compute texture features for
classification by taking the average of filter responses.
Liao et al. [7] proposes a novel method for extracting
image features for texture classification using a circularly
symmetrical Gabor filter and DLBP (Dominant Local
Binary Patterns).

3) Rotation Invariant Classification: The classification of
real-world textures is a major problem as textures are
not uniform in terms of scale and orientation. The above
techniques are therefore insufficient for rotation invari-
ant classification of textures. Porter and Canagarajah [8]
extended the wavelet decomposition method to achieve
rotation invariance in their wavelet features by removing
the HH channel and combining the LH and HL channels.
Haley and Manjunath [9] proposed a method whereby
calculating isotropic features from Gabor filters can be
used to achieve rotation invariance.

B. Graphics Processing Unit

Traditional image processing using a CPU is often
slow and time consuming due to a CPU’s serial nature
of operation. GPUs have addressed the problem of
performing image operations serially by allocating
mathematical operations to multiple threads, in parallel.
In recent years GPU processing speeds have been
increasing at such a rate as to exceed Moore’s Law.
Combined with a relatively low cost, the modern GPU
is a powerful piece of computer processing hardware
for its price [10]. The intrinsic power of this processor
has resulted in an exciting development called GPGPU
(General Purpose on the GPU) programming, which
allows a GPU to solve computing problems that are



typically performed by a CPU. Our research is aimed at
producing GPU-oriented algorithms for use in texture
classification applications.

The paper is structured in the following format: Firstly,
we discuss the process of LBP conversion and how we
use this conversion as a descriptor for texture classifica-
tion. Hard-coded versions of this algorithm are described
here. The following section extends the idea of the
original LBP and focuses on the MB-LBP descriptor, ex-
plaining its role as a texture descriptor. We then describe
circularly interpolated version of the original operator
and the new proposed operator. The implementation and
experimental setup of these algorithms is then explained
in detail. Thereafter, experimental results are discussed,
before conclusions are drawn from the performance of
the algorithms as observed on the GPU and CPU.

II. Overview of Implemented Algorithms

The LBP algorithm is among the most efficient de-
scriptors used in texture analysis today. When compared
to more sophisticated texture analysis algorithms it is
found that LBP descriptor is both computationally inex-
pensive and easily parallelisable. Although the LBP is
already an efficient CPU algorithm, its performance is
further enhanced by taking advantage of the additional
computational power of the graphics processing unit. We
will now discuss the algorithms we have implemented
for use in texture classification.

A. Local Binary Patterns

Fig. 1. Process overview of a 3×3 LBP

The LBP is an operator that was first introduced by
Ojala et al. [11] and has been shown to be an effective
descriptor in texture classification [12]. To create an
LBP representation an input texture image must first be
converted to greyscale before this operator is applied
to each individual pixel within the image. A feature
vector describing the textural properties of the image is
then obtained from a histogram of the LBP values of
the image. This feature vector acts as a ”signature” for

the texture to be used in texture classification. Figure 1
shows an example of a 3×3 LBP and resulting description
value of pixel c = 11100001 = 225.

Fig. 2. A 3×3 pixel neighbourhood

As seen in Figure 2, it is observed that a mathematical
explanation for this operation is described in accompa-
nying equations (1) and (2).

bk =

 0 :
∑7

k=0 tk ≥ c

1 :
∑7

k=0 tk < c
k ∈ [0, 7] (1)

c =

7∑
k=0

2k
× bk (2)

Where bk is a bit in the binary string representing a
pattern and tk is a neighbouring pixel around c.

1) Scalability: A standard 3×3 is useful for capturing
micro-textures but to capture larger textual areas the
radius of the LBP neighbourhoods must be increased.
This in turn requires more neighbours to be included in
the LBP operation. In our tests hard-coded 3×3, 5×5 and
7×7 LBP algorithms were used.

2) Rotation Invariance: In its standard form the LBP
operator is not rotationally invariant. Rotation invariance
is achieved by applying the method suggested by [12].
This method rotates the binary values in each individual
pattern in the image until the smallest binary value is
found:

LPRri
P,R = min{ROR(LBPP,R, i)|i = 0, 1, ...,P − 1} (3)

where P is the number of points (neighbours), R is
the radius of the LBP and ROR(x, i) performs a circular
bit-wise right shift on the P -bit number x i times.

Setting each new pixel to its smallest binary rotation
ensures that these values remain invariant to rotation
at a specified quantization of angular space. By increas-
ing the value of P the effect of unquantized angular
shifts on the resultant bit-shifted patterns will decrease.
For example, the output in Figure 1 has eight possible
binary representations: 111000012 = 225, 110000112 =
195, 100001112 = 135, 000011112 = 15, 000111102 = 30,
001111002 = 60, 011110002 = 120, 111100002 = 240. So in
this case we would set c to 15 since it is the smallest of
the constructed numbers.

A 3×3 LBP has a radius of 1 pixel. Hence a rotation
invariant 3×3 LBP (8 points) would be represented as
LPRri

8,1 in LPRri
P,R notation, a rotation invariant 5×5 LBP

with 16 points (radius = 2 pixels) as LPRri
16,2 and a



rotation invariant 7×7 LBP with 24 points (radius = 3
pixels) as LPRri

24,3.
3) Uniform Patterns: Uniform patterns are the most

common Local Binary Patterns present in observed tex-
tures, up to 90 percent of all 3×3 patterns fall into
this group [12]. In most images these patterns represent
important features such as spots and edges. Of the
possible 36 patterns a 3×3 LBP can generate, only the
first 9 fall into this group:

Fig. 3. Uniform patterns for the 3x3 descriptor

The LPRriu2

16,2 variation has 17 uniform patterns while
the LPRriu2

24,3 has 25 uniform patterns. The uniform pat-
terns are allocated their own individual bins in a his-
togram while the P+1 patterns (non-uniform) patterns
are grouped into a single bin due to their low individual
frequency.

B. Multi-Block Local Binary Patterns

Fig. 4. An example of a 9x9 MB-LBP

The MB-LBP (Multi-Block Local Binary Pattern) tex-
ture descriptor is an extension of the original LBP as pro-
posed by Zhang et al. [13]. MB-LBP are more robust than
the original LBP descriptor as it can encode microstruc-
tures as well as macrostructures. For certain applications
such as face recognition, experimental results indicate
that MB-LBP out-perform other LBP algorithms [14]. The
calculation of an MB-LBP is similar to a standard LBP
except that in a MB-LBP t0 to t7 (Figure 4) are the average
grey values of the pixels in each corresponding region.
These regions are compared to the averaged central
region. Each averaged region is of equal size but does
not necessarily have to be square. In our evaluation 9×9
and 15×15 MB-LBP algorithms were tested.

C. Radial Local Binary Patterns

We propose a new algorithm based on the ideas of
Zolynski, Braun and Berns [15]. The suggested GPU
implementation is a radial Local Binary Pattern (We
will refer to it as the RLBP) and it uses largely the
same principles as the standard LBP described above.
The key difference is that the circular approach uses
a number of interpolated pixel values equally spaced
along the circumference of a circle around each pixel
to calculate the binary value. This provides the textural
properties of an image at different scales resulting in
a multiresolution representation. The number of points
sampled is determined by the radius of the circle. For a
circle with a 1 pixel radius, a total number of 8 sampled
points are taken. For the performance analysis of the
algorithms the following rule was applied regarding the
number of points:

p = 8 + f loor(
r − 1
1.5

) × 4 (4)

where p is the number of points and r is the radius of the
circle. That is, for every 1.5 pixels the radius increases by,
the number of points increases by 4. Figure 5 describes
the number of neighbours that were used during the
classification process.

Fig. 5. Circular pixel neighbourhoods

Using Figure 6, equations (5) and (6) it is shown that
this number of points is then used to calculate a new
greyscale value at the point c. The points are evaluated
from the positive x-axis, working anti-clockwise around
the point c. Each consecutive point corresponds to the
next power of 2, where the first point corresponds to 20.
The sum of these values is then divided by 2p and stored
as the new value for c. If the value at point c is greater
than the checked point, a boolean value, bi, equals 1.

bi =

{
0 : I(x, y) < I(x + ∆xi, y + ∆yi)
1 : I(x, y) ≥ I(x + ∆xi, y + ∆yi)

i ∈ [0, p) (5)



Fig. 6. Using angle to find pixel position

c = (
p−1∑
i=0

2i
× bi)/(2p

− 1) (6)

The algorithm we propose, the new RMB-LBP (Radial
Multi-Block Local Binary Pattern) follows the same rules
as the MB-LBP but as in the RLBP, it takes advantage of
the low computational cost of interpolating the points of
the circle on a GPU.

D. Log-likelihood measure
The Log-likelihood measure is a method used in his-

togram fitting. The smaller the absolute distance of the
log-likelihood ratio to zero, the higher the similarity of
two sample points. The log-likelihood ratio requires that
the expected values must first be calculated according
to:

Ei =
Ni
∑

i Oi∑
i Ni

(7)

where Ei are the expected values, Ni are the number of
elements and Oi are the observed values. It follows that
the log-likelihood value can be represented by:

−2 lnλ = 2
∑

i

Oi ln(
Oi

Ei
) (8)

This equates to (9) and in our case a similarity measure
is generated by applying (9) to the corresponding bins
of a sample and model histogram.

G = 2(a ln(
a

E2
) + b ln(

b
E2

)) (9)

where G is the log-likelihood ratio, a is the frequency of
a pattern in the model image and b is the frequency of
a pattern in the sample image.

E. k-Nearest Neighbour
Nearest Neighbour is a simple type of machine learn-

ing algorithm where a sample object is classified by
how similar the sample features are to the model data.
The sample is classified as an instance of its nearest

neighbouring data point. The k-Nearest Neighbour (k-
NN) algorithm extends this idea by considering a larger
number of neighbours. It classifies an object by using a
majority vote of its k nearest neighbours, where k ∈ N.
Due to high dimensionality, a linear search using k-NN
is optimal for this problem. 3-NN was used to classify
the resultant log-likelihood ratios.

III. Implementation

The implementations of these texture analysis algo-
rithms were initially prototyped in MATLAB before
being rewritten and executed as GPU shaders. For per-
formance evaluation purposes on the CPU, the descrip-
tor algorithms were ported from MATLAB to C++. It
must be stated that not all stages of the classification
process were implemented on the GPU. The greyscale
conversion, the LBP and histogram generation were the
three stages of the process that were computed using
GPU shaders. Also note that the results for the CPU vs
GPU tests gauge the processing time of LBP algorithms
only and do not gauge the time taken for the entire
classification process.

IV. Experimental Setup

Experiments were carried out on a Windows 7 x64 sys-
tem with the following hardware: 3GHz Athlon II X2 250
processor, 4GB RAM and a GeForce GTX 260 graphics
card. The average execution time of each algorithm was
recorded for 20 iterations. This was carried out for both
CPU and GPU implementations. A 1024×1024 image
was used to evaluate the performance of the descriptor
algorithms.

Fig. 7. A selection of the textures tested

The Outex texture database was used to classify the
textures. A selection of the samples tested can be seen



in Figure 7. The Outex Database is a publicly avail-
able framework for texture analysis algorithm evaluation
[16]. Outex provides a large number of textures of dif-
ferent types at different angles under different simulated
lighting conditions. The images are of size 538×746 pix-
els. To provide a concrete comparison of our algorithms
the experiment was set up in such a way as to resemble
that of Ojala et al. [12]. 24 textures from the canvas, carpet,
and tile classes at 100dpi using the CIE A illumination
standard [17] were used. Each image was segmented into
20 128×128 subsamples. These samples were taken from
an area within each texture where 13 pixels were taken
off the top and bottom and 53 pixels from each side of
the original input image. Half of these images were used
to train the classifier and the other half were used as
samples to test the classifier. The classifier was randomly
trained and classified 10 times at no rotation for all 24
textures. It was also randomly trained at no rotation and
classified 10 times for 5, 10, 15, 30, 45, 60, 75 and 90
degrees of rotation. Three LBP descriptors were selected
to test the accuracy of the proposed implementation.
LPRriu2

8,1 , LPRriu2

16,2 and LPRriu2

24,3 descriptors were chosen. The
selected descriptor used and the average classification
rate for each was recorded.

V. Results

A. Performance

Tests indicated an improved execution time when
processing was performed on the GPU as opposed to
the CPU. As the algorithmic complexity increased the
GPU did not suffer from the severe performance de-
crease exhibited by the CPU, as seen in Figure 8. It is
also seen that the RLBP reveals a similar performance
to the GPU implemented LBP, whereas the RMB-LBP
demonstrates the best performance of all implemented
MB-LBP algorithms.

Fig. 8. GPU versus CPU

For the non-radial algorithms the GPU outperforms
the CPU by a factor of between 30 and 100 when process-
ing the same algorithms, as seen in Figure 9. (The radial
algorithms would be slower due to the interpolation step
required for the CPU implementation.)

Fig. 9. GPU Performance

B. Classification
The classification rates for the individual texture

classes at no rotation can be found in Table 1. The
textures that were classified least correctly, such as can-
vas033, are generally non-uniform textures that exhibit
a large tactile dimension. 9 of the 24 textures tested are
found to have a 100 percent success rate using all three
descriptors.

TABLE I
Accuracy of Classification for No Rotation (%)

Texture Class P=8, R=1 P=16, R=2 P=24, R=3
canvas001 100 100 100
canvas002 97 100 100
canvas003 100 100 100
canvas005 100 100 100
canvas006 100 100 100
canvas009 100 100 100
canvas011 100 98 100
canvas021 100 100 100
canvas022 100 100 97
canvas023 86 87 84
canvas025 99 99 100
canvas026 90 92 100
canvas031 97 100 96
canvas032 97 86 91
canvas033 65 59 83
canvas035 92 97 96
canvas038 86 100 98
canvas039 87 99 95
carpet002 100 100 100
carpet004 100 100 100
carpet005 100 91 95
carpet009 100 100 100

tile005 80 85 86
tile006 68 92 95

Average 93.5000 95.2083 96.5000

Table 2 describes the average and peak classification
accuracy of the selected descriptors for a separate 10
iterations. Rates of classification between 92.6667 and
97.7083 percent were observed. The highest peak accu-
racy was 99.1667 percent.



The results of the textures classified at 8 separate
angles after training the model at 0 degrees are shown in
Table 3. The LPRriu2

8,1 produced the expected results, with
an average accuracy of 68.0990 percent. The accuracy
of the LPRriu2

16,2 and LPRriu2

24,3 had a lower than expected
accuracy but both still had a higher classification rate
than 8 point variation, with 85.3177 percent and 90.6875
percent respectively. The lack of normalization during
the preprocessing of our images may account for this
lower verification rate.

TABLE II
Classification Accuracy of Different LBP Operators for No

Rotation (%)

LBPP,R LBP8,1 LBP16,2 LBP24,3
Average 92.6667 95.8333 97.7083

Peak 94.1667 97.5000 99.1667

TABLE III
Classification Accuracy when Trained at 0 Degrees for 8 Different

Angles (%)

Angle LBP8,1 LBP16,2 LBP24,3
5 91.0000 95.5417 96.5417

10 87.8333 95.4583 95.9583
15 79.4583 94.2500 95.6667
30 53.9167 89.8333 92.0000
45 50.4167 82.1250 87.0833
60 50.8750 78.0000 86.3750
75 61.8750 73.1250 86.0417
90 69.4167 74.2083 85.8333

Average 68.0990 85.3177 90.6875

VI. Conclusion

Overall performance of the GPU implemented de-
scriptors surpassed the CPU implementations. A GPU
implementation of the rectangular LBPs outperforms
the CPU version by at least 30 times while the pre-
sented RMB-LBP algorithm significantly out-performs
other MB-LBP algorithms at increased scale factors. The
GPU performance gains asymptote to roughly 5 for the
radial versus rectangular forms of the MB-LBP.

Classification rates averaged at over 95 percent for all
three descriptors tested on images with no rotation and
an average of over 80 percent was achieved when the
textures were classified over 8 different angles.

VII. FutureWork

Additional stages of the texture classification process
will be parallelised to be processed on the GPU. The
k-NN search and Log-likelihood comparison are two
stages which could benefit. By preprocessing the images
before comparison a higher classification rate should be
achieved. Future research will involve the use of these
algorithms for applications such as face detection and
face recognition.
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