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Abstract—In this paper we present a novel off-line signature
verification system. An ensemble of HMM-based classifiers are
trained, using both global and local Radon transform-based
features. Local features are extracted from circular retinas,
which are defined using a flexible grid-based zoning scheme.
We find the optimal subset of base classifiers, which are then
combined using majority voting. When evaluated on a data set
containing high-quality imitations, we show that the inclusion of
local features, together with classifier combination, significantly
increases system performance. An EER of 8.89% is achieved,
which compares favorably to an EER of 12.9% (an improvement
of 31.1%) when only global features are considered.

I. I NTRODUCTION

Off-line signature verification (OSV) systems attempt to
authenticate the identity of an individual by examining his/her
handwritten signature, after it has been successfully extracted
from, for example, a cheque, a debit or credit card transaction
slip, or any other legal document. A questioned signature is
typically compared to a model trained from known positive
samples, after which the system attempts to label said signa-
ture as genuine or fraudulent. The current state-of-the-art in
OSV is detailed in [1].

In this paper we propose a novel OSV system using a multi-
hypothesis approach. By combining individual base classifiers,
it is possible to construct a more accurate combined classifier,
at the expense of increased computational complexity (see [2]).
A signature is rejected or accepted based on the majority vote
decision of a subset of classifiers, selected from a pool of
base classifiers (using an optimisation data set). Each classifier
is constructed from a HMM that is trained from features
extracted from local regions of the signature (local features),
as well as from the signature as a whole (global features).
To achieve this, each signature is zoned into a number of
overlapping circular retinas (see Fig. 1), from which said
features are extracted by implementing the discrete Radon
transform (DRT). A global retina, that encompasses the entire
signature, is also considered.

HMMs are also successfully employed for OSV in [3]
and [4], while the DRT is also exploited for the purpose
of feature extraction in [5] and [6]. However, in the above-
mentioned work, HMMs are not utilised inconjunctionwith
the DRT. Since there is no standard international OSV database
available, the above-mentioned systems are evaluated on a

different data set to the one employed in this paper. A direct
comparison of results is therefore not possible.

The OSV system proposed in [7] uses the same feature ex-
traction and signature modeling techniques as those employed
in this paper, that is, the DRT and continuous observation
HMMs, but only global features are utilised in [7]; no classifier
combination techniques are therefore employed. Furthermore,
since the system proposed in [7] is evaluated on the same
data set as the one considered in this paper, it provides an
important benchmark against which to gauge the impact of
utilising local features and classifier combinationon overall
system performance. The system proposed in [8] utilises
discrete observation HMMs and is also evaluated on the
data considered in this paper, however, significantly different
features are used in [8]. Since we attempt to detect high-
quality (skilled) forgeries, it is unreasonable to assume that
samples of these forgeries will be available for every new
user enrolled into the system. We are therefore limited to
using only positive training samples, obtained for each writer
during enrolment. We do, however, assume that both positive
and negative samples are available for a representative subset
of so-called guinea pig writers. These signatures constitute an
optimisation data set that is used for ensemble selection.

The remainder of this paper is organised as follows. The
proposed system is summarised in Section II, followed by a
more detailed analysis in Sections III, IV and VII-B. Perfor-
mance evaluation and the verification protocol are discussed
in Sections V and VI. Section VIII discusses the data set,
experimental setup and results.

II. SYSTEM OVERVIEW

The signature data is partitioned into an optimisation set
(O), acquired from the guinea pig writers, and an evaluation set
(E) acquired fromdifferent writers (representing the general
public). Data setO contains positive (O+) and negative (O−)
instances, as well as positive training samples (T+

O) for each
writer. Data setE is partitioned similarly intoE+, E− and
T+

E . The proposed system is summarised as follows:
1 For each writerw:

1.1 DefineNr retinas, that include a global retina, for
each signature using the zoning procedure outlined
in Section III-A.



1.2 For each retinar:

1.2.1 Extract an observation sequenceXr
w =

{x1,x2, ...,xT }, using the DRT-based feature
extraction technique discussed in Section III-B.

1.2.2 Use the relevant training set,T+
O or T+

E , to train
a HMM λr

w, as discussed in Section IV.

2 UseO− andO+ to select the best performing ensemble
of size NS , where1 ≤ NS ≤ Nr, amongst all of the
optimisation writers (Section VII-B).

3 Combine the decisions of the selected base classifiers
(in 2) using majority voting and the evaluation writers
(in E), in order to gauge the generalisation potential of
the system (Section VII-B).

III. F EATURE EXTRACTION

Each signature is represented by a binary image, where 1
represents a pen stroke, and 0 the background. The largest
rectangular dimension of each signature image is rescaled to
512 pixels, while maintaining the aspect ratio.

Each questioned signature is normalised with respect to
its rotational orientationbefore zoning. Said normalisation
strategy relies on a HMM that has already been trained from
the enrolled signatures (T+

O andT+
E), and is therefore discussed

in Section IV. For the remainder of this section, it is assumed
that all signatures belonging to the same writer have consistent
rotational orientation.

A. Signature zoning

The purpose of zoning in this context is to defineNr points,
that will represent the centres ofNr circular retinas. Since
we always consider the global “retina”, which encompasses
the entire signature image, we therefore employNr − 1 local
retinas and said global retina. Ideally, the retina locations
should be consistent amongst samples of the same writer.
We therefore propose a flexible grid-based zoning scheme,
where each signature is divided into horizontal and vertical
strips, where each strip contains a predefined percentage of
black pixels. The intersections of the boundaries of these
horizontal and vertical strips then constitute the centresof the
local retinas. This process is now clarified with an example.
Consider the signature image in Fig. 1a. Three horizontal
dividing lines are defined. The first line is defined so that
1% of the total number of black pixels are situated above it;
the second horizontal line is defined so that50% of the total
number of black pixels are situated above it, etc. The vertical
dividing lines are defined similarly, with the percentage of
pixels indicated in Fig. 1a. The intersections of these lines
(indicated with⊕’s) form the centres of theNr − 1 local
retinas, each with a radius ofγ, as illustrated in Fig. 1b.

B. Discrete Radon transform

The proposed system extracts features from each retina
using the DRT. The DRT is obtained by calculating ad-
dimensional projection of the retina image fromNθ equally
distributed angles, ranging from0◦ to 180◦. The resulting DRT
image (sinogram) therefore has dimensions ofNθ × d and
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Fig. 1. Signature zoning and retina construction. (a) Horizontal and vertical
dividing lines are defined, of which the intersections (⊕) constitute the centres
of the local retinas. (b) Local retinas, each with a radius ofγ.

constitutes apreliminary observation sequence. The prelimi-
nary observation sequence obtained from the global retina (see
Fig. 2a) is depicted in Fig. 2d as a gray-scale image. A number
of modifications are subsequently made to the preliminary
observation sequence, primarily to ensure scale and translation
invariance, so that afinal observation sequenceis obtained. All
zero-values are decimated, after which each column vector is
stretched to its original length using linear interpolation (see
Fig. 2b and c). Each column vector is then normalised with
respect to the variance of the pixel intensity of the entire
set of column vectors. The modified DRT image is shown
in Fig. 2e. We finally include the projections calculated at
angles ranging from180◦ to 360◦1, in order to ensure that the
final observation sequence is periodic. The final observation
sequence is shown in Fig. 3. Each column of the final
observation sequence, which represents a modified projection
calculated from a specific angle, represents a feature vector.
We therefore have an observation sequence withT feature
vectors, each of dimensiond. SinceNr retinas are defined for
each signature,Nr observation sequencesXr

w, r ∈ {1, ..., Nr}
of length T are extracted from it. Although Fig. 2 only
illustrates the observation sequence extraction procedure for
the global “retina”, the procedure is the same for the local
retinas.

IV. SIGNATURE MODELLING

Once the DRT-based observation sequences have been ex-
tracted,Nr different HMMs are initialised and trained for
each writer (i.e. one model for each retina). A HMM (see
[9]) is an example of a generative stochastic model, well
suited for representing temporal data, such as human speech,
handwriting and dynamic signature data. HMMs can, however,

1The DRT is only calculated at angles ranging from0◦ to 180◦. The
projections at angles ranging from180◦ to 360◦ are obtained by reflecting
the calculated projections.
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Fig. 2. Observation sequence construction. (a) Signature image (global
retina). (b) The projection calculated from an angle of0◦. This projection
constitutes the first column of the image in (d). The arrows indicate zero-
values. (c) The projection in (b) after zero-value decimation and subsequent
stretching. This vector constitutes the first column of the image in (e).
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Fig. 3. Final (global) observation sequence extracted fromthe entire signature
image shown in Fig. 2a. The complete observation sequence is obtained from
the image depicted in Fig. 2e by appending its horizontal reflection (this is
equivalent to the projections obtained from the angle range180◦ − 360◦).

also be successfully utilised in OSV systems, by extracting
features like those based upon the DRT, that emulate time
evolution (see [7] and [3]).

A. HMM notation

In this paper, each retina is represented by a continuous
observation,ring-structuredHMM, with N states and no state
skips. The similarity between an observation sequenceX and
a HMM λ is obtained via Viterbi alignment [9] and denoted
by the likelihoodf(X|λ).

B. Training

Each HMM λr
w is initialised using uniform initial and

state transition probabilities. i.e., the probability of en-
tering the HMM at any state is1/N . The training set
{Xr

w,1,X
r
w,2, ...,X

r
w,NT

} for a specific retinar, belonging to a
specific writerw, containsNT training samples, and is used to
train the HMM λr

w. The probability density functions (PDFs)
that represent each state in the HMM, are initially estimated
by assigning an equal number of feature vectors to each state.
For each PDF, only the mean vector is estimated, while the
covariance matrix is kept fixed. Once each HMM has been ini-
tialised, it is trained using the Viterbi re-estimation technique
[9]. The dissimilarity between an observation sequenceX and
a HMM λ is expressed as follows,

D(X, λ) = − ln(f(X|λ)). (1)

The mean dissimilarity value of the training samples for retina
r, associated with writerw, is denoted byµr

w and calculated

as follows,

µr
w =

1

NT

NT
∑

i=1

D(Xr
w,i, λ

r
w). (2)

The standard deviation of the dissimilarity values of the
training samples for retinar, associated with writerw, is
denoted byσr

w, and calculated as follows,

σr
w =

√

√

√

√

1

NT − 1

NT
∑

i=1

(D(Xr
w,i, λ

r
w) − µr

w)2. (3)

The statistics defined in Eq. 2 and Eq. 3 are used for score
normalisation (see Section VI).

C. Rotation invariance and normalisation

While the utilisation of periodic DRT-based observation
sequences and ring-structured HMMs ensure that each global
model is a rotation invariant representation of each writer’s
signature, it is still necessary tonormalise the rotational
orientation of each signaturebeforezoning, in order to ensure
that corresponding retinas are associated with corresponding
signature regions across all samples belonging to the same
writer. Fortunately, the global HMM provides a simple way to
achieve this. As the PDF for each HMM state is estimated
using feature vectors corresponding to a set of projections
calculated from specific angles, each state of the HMM
corresponds to a particular angle range. By using Viterbi
alignment to determine the most probable state sequence for
a given observation sequence, the most probable angle of
rotation, relative to the average rotational orientation of the
signatures used to train the specific HMM, can be determined,
and therefore corrected for.

V. PERFORMANCE EVALUATION

The performance of the proposed system is evaluated in
the receiver operating characteristics (ROC) space (a Cartesian
plane), with the false positive rate (FPR) and the true positive
rate (TPR) on the horizontal and vertical axes respectively. A
discrete classifier (crisp detector), like a discriminative support
vector machine (SVM), outputs only a class label and produces
a single operating point in ROC space. A continuous classifier
(soft detector), like a generative HMM, assigns a score to an
input sample that can be converted into a discrete classifier
by imposing a specific threshold on said score. For the
sake of brevity and simplicity, we only consider performance
evaluation (and therefore ensemble selection) at the equalerror
rate (EER). The system described in this paper can, however,
be easily adapted to function at any other appropriate operating
point.

VI. T HRESHOLDING AND SCORE NORMALISATION

In the proposed system, a final decision is made by com-
bining the decisions ofNS discrete classifiers using majority
voting, where1 ≤ NS ≤ Nr. The process of selecting an
optimal ensemble of classifiers is discussed in Section VII-B.
We first discuss verification (labelling of a questioned retina)



based only on a single continuous classifier. When a test
sequenceXr

(w), wherer indicates a specific retina, is claimed
to belong to a specific writerw, Xr

(w) is matched to the appro-
priate HMM λr

w through Viterbi alignment. The dissimilarity
between the test sequence and the HMM (Eq. 1), therefore
becomes

D(Xr
(w), λ

r
w) = − ln(f(Xr

(w)|λ
r
w)). (4)

Each dissimilarity value is subsequently normalised usingz-
score normalisation. A normalised dissimilarity value, denoted
by DZ(Xr

(w), λ
r
w), is obtained as follows,

DZ(Xr
(w), λ

r
w) =

D(Xr
(w), λ

r
w) − µr

w

σr
w

, (5)

whereµr
w andσr

w are defined in Eq. 2 and 3, respectively.
We now define a sliding thresholdτ ∈ [−3,∞), so that a

claim is accepted (for the specific classifier associated with
retinar) whenDZ(Xr

(w), λ
r
w) < τ , i.e. when

D(Xr
(w), λ

r
w) < µr

w + σr
w · τ, (6)

otherwise, the claim is rejected.
When z-score normalisation is used to normalise each

dissimilarity value, the threshold parameterτ is invariably cor-
related with the TPR of each classifier, i.e., when applying the
same threshold valueτ to different retina-specific continuous
classifiers (evaluated on a certain set of writers), the resulting
discrete classifiers will perform with approximately the same
TPR, while nothing can be inferred about the FPR.

Since we aim to combine discrete classifiers with thesame
threshold parameter in order to reduce the computational
complexity of the problem (see Section VII-A) it is desirable
to have more control over how each continuous classifier
is discretised. We therefore introduce a threshold parameter
transformation, where setO is used in conjunction with z-
score normalisation, to calibrate a new threshold parameter ρ.
The procedure is as follows: we define X evenly distributed
values for an angular threshold parameterρ between0◦ and
90◦, where each value represents the angle between a radial
line (emanating from the point (1,0)) and the horizontal FPR-
axis in ROC space (see Fig. 4). For each retina,r, the
optimisation set O is used to obtain a non-linear, discrete
function Gr : τ 7→ ρ that transformsτ to ρ as follows,

ρ = tan−1

(

TPR(τ)

1 − FPR(τ)

)

= G(τ), (7)

where τ = G−1(ρ). The FPR and TPR (in Eq. 7) are
associated with retinar and obtained by evaluating setO.

When evaluated on setO, the performance associated with
each value ofρ will be represented by a point in ROC space
that liespreciselyon one of the above-mentioned radial lines.
(It is important to note that, when setE is used, the ROC
points corresponding to the sameρ-value, but associated with
different retinas, will onlyapproximatelylie on the same radial
line.) The above-mentioned alignment is very convenient,
since it enables one to combine the decisions of discrete

classifiers that areexpectedto lie on the same radial line
in ROC space (see Section VII-A). Eq. 6 is consequently
modified as follows,

DZ(Xr
(w), λ

r
w) < µr

w + σr
w · G−1

r (ρ). (8)

VII. E NSEMBLE GENERATION AND SELECTION

Classifier fusion is the process of combining individual
classifiers, in order to construct a single classifier that is
more accurate, albeit computationally more complex, than its
constituent parts. Acombinedclassifier therefore consists of
an ensembleof base classifiers that are combined using a
specificfusionstrategy. In this paper we employ anensemble
generation technique in order to produce a pool ofcandi-
dateensembles. The performance of each combined classifier
(where fusion is achieved by majority voting) is evaluated
on setO, after which the most proficient combined classifier
is selected, using a specificensemble selection criterion. A
signature is classified as positive, using the majority voting
rule, if at least half of the decisions made by the ensemble of
selected classifiers are positive.

A. Ensemble generation

In this paper we utilise a decision level fusion strategy (ma-
jority voting), that is only applicable to the fusion ofdiscrete
classifiers. It is therefore useful to consider each continuous
classifier to be a finite set of discrete classifiers, where each
discrete classifier corresponds to a specific imposed threshold
(see Eq. 8). Formally, we denote the number of discrete
classifiers associated with each continuous classifier byX,
whereX is equal to the number of discrete values defined for
the threshold parameter. We therefore have a pool ofNr · X
discrete classifiers, obtained from a set ofNr continuous
classifiers (one associated with each retina).

The success of a combined classifier is primarily determined
by the independence of the base classifiers in the ensemble
(i.e., the base classifiers should make conditionally indepen-
dent errors). Since the discrete classifiers associated with the
samecontinuous classifier invariably makedependenterrors, it
is not beneficial to construct any ensembles that contain more
than one discrete classifier associated with the same retina. The
total number of possible ensembles of sizeNS ∈ {1, . . . , Nr}
is therefore given by

(

Nr

NS

)

· XNS .
It is easy to see that, for even modest values ofNr, NS

and X, the number of possible candidate ensembles is pro-
hibitively large. In order to limit the total number of ensembles
considered, we only combine discrete classifiers associated
with the same threshold parameter value. By employing the
threshold parameter transformationτ 7→ ρ, we are afforded
greater control over which discrete classifiers are combined
(by manipulating which discrete classifiers are associatedwith
a certain threshold value). From Fig. 4, it is clear that the
performance of the discrete classifiers associated with the
same threshold value (ρ) lie on the same radial line. By
considering only ensembles that contain discrete classifiers
associated with the same threshold value, the total number
of possible candidate ensembles, is reduced to

(

Nr

NS

)

· X.



The aforementioned expression is based on the fact that, for
each threshold value, we have a set ofNr discrete classifiers
from which all possible combinations ofNS elements are
considered. Ensemble generation is now demonstrated by
considering onlyNr = 5 retina-specific continuous classi-
fiers, of which the respective performances are depicted in
Fig. 4. Threshold parameter transformations have been applied
(τ 7→ ρ), so that the discrete classifiers corresponding to
the same threshold value lie on the same radial line. Several
discrete classifiers and their associated threshold valuesρ are
also indicated. Since (for this example)Nr = 5, NS = 3
and X = 900, we therefore consider the performance of
(

5
3

)

· 900 = 9000 different combined classifiers, each formed
by the fusion of the decisions of a candidate ensemble’s base
classifiers using majority voting. The performances of these
combined classifiers are shown in Fig. 5. Note that the majority
of the combined classifiers perform significantly better than the
single best continuous classifier.
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Fig. 4. Ensemble generation. The performance ofX = 900 discrete clas-
sifiers associated with each ofNr = 5 retina-specific continuous classifiers,
evaluated on setO. The threshold valuesρ for several discrete classifiers are
also indicated.

B. Ensemble selection

Since the ensemble generation technique described in the
previous sections produce a pool of candidate ensembles, an
appropriate ensemble has to beselected. More specifically,
the combined classifier which maximises performance for a
certain operational criterion is selected. Ensemble selection is
illustrated, in Fig. 5, by again considering the retina-specific
continuous classifiers of which the respective performances
are depicted in Fig. 4. Since (in this paper) we only report
performance evaluation at the EER, the combined classifier
with the lowest EER (labelled “A”) is selected, and theNS = 3
discretebase classifiers that constitute the ensemble (each one
associated with a different retina) are recorded. Said ensemble
is then used to classify all the signatures in setE .

VIII. E XPERIMENTS

A. Data set

The data set used in this study was originally captured
on-line for Hans Dolfing’s Ph.D. thesis [10]. The dynamic
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Fig. 5. Ensemble selection. The performance of 9000 candidatecombined
classifiers. The combined classifier (“A”) with the lowest EERwhen evaluated
on set O is selected. The performance of theNS = 3 individual base
classifiers, of which the decisions are fused (by majority voting) to achieve
the optimal combined performance (“A”), is enclosed by an ellipse.

signatures are converted into static signature images using only
the pen position data. The signature images therefore contain
no background noise, or variation in pen stroke-width; in this
sense they are “ideal”. See [7] for a detailed discussion on
the process of rendering static signature images from dynamic
data. It is important to note that the availability of noise-
removal techniques (e.g., adaptive median filters [11]) make
the acquisition of clean (“ideal”) signature images feasible in
practical scenarios. Furthermore, this enables us todirectly
compare the results achieved in this paper with those achieved
by researchers who utilised the same “ideal” data set.

In this paper, we consider only the detection ofskilled
forgeries. A skilled forgery is produced by someone who has
access to one or more genuine samples of a writer’s signature,
and ample time to practise imitating them.

Dolfing’s data set contains the signatures of 51 writers. For
each writer, there areNT = 15 training samples, 15 genuine
test samples and 60 skilled forgeries (with the exception of2
writers, for which there are only 30 skilled forgeries).

B. Protocol

Ideally, large optimisation and evaluation sets (on which
to train, optimise and evaluate a system) will be available.
In practice this is seldom the case. A number of methods
have been developed to deal with this limitation, including
resubtitution, hold-out, cross-validation and bootstrapping [2].
We use a combination of 3-fold cross-validation and data
shuffling2. The protocol is as follows:

1 Split the data set into three equal parts, each containing
the signatures of 17 writers.

2 Use each part, in turn, as setE (17 writers), whilst the
remaining two parts (34 writers) constitute setO.

3 Randomly shuffle the order of the writers, and repeatR
times.

2Although cross-validation is designed to ensure that each writer is used
only once as an evaluation writer, we have found that the results achieved
using cross-validation are still sensitive to the orderingof the writers. We
therefore use cross-validation with repetition.



In each of our experiments, we chooseR = 10, so that
3 × 10 = 30 performances are generated, of which only the
mean performance is reported. For each of the 30 generated
performances therefore, a different optimisation set is used
to select an optimal ensemble (the ensemble with the lowest
EER). The selected ensemble is then used to classify all of
the signatures associated with writers in the corresponding
evaluation set. The 30 performances associated with a specific
experiment is therefore depicted by 30 operating points in
ROC space (each one approximately an EER), as shown in
Fig. 6. The average of these 30 operating points is reported as
the achieved EER and indicated by⊕.

⊕
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Fig. 6. The performance of 30 combined classifiers, each obtained by using
the optimal ensemble (selected each time using the appropriateoptimisation
set), in this case, of sizeNS = 13, to classify all of the signatures in
the evaluationset. The reported EER of8.89%, obtained by calculating the
average performance, is indicated by⊕.

C. Results

For these experiments, we use a HMM withN = 64 states.
The feature vectors are of dimensiond = 512, in the case
of the global retina, and of dimensiond = 240 (radius γ
= 120) for the local retinas. The observation sequences are
of length T = 256. We useNr = 16 retinas, and therefore
16 continuous base classifiers, from which ensembles of sizes
NS = {1, 3, 5, 7, 9, 11, 13, 15, 16} are generated and selected.
The local retinas are defined using the scheme shown in Fig. 1.
All results are reported at the EER. The results are shown in
Table I, with the best result in boldface.

Note that, whenNS = 1, the single best discrete classifier
is used (no classifier combination occurs) and whenNS =
Nr = 16, the selected ensemble contains a discrete classifier
associated with each of the retinas.

TABLE I
EERS FOR VARIOUS ENSEMBLE SIZES (NS )

NS EER (%) NS EER (%) NS EER (%)

1 12.90 7 9.92 13 8.89

3 12.08 9 9.07 15 9.19
5 10.60 11 9.10 16 9.67

IX. CONCLUSION AND FUTURE WORK

We have shown that the proposed system performs sig-
nificantly better than a similar system [7] that uses only

TABLE II
COMPARISON OF RESULTS ACHIEVED IN THIS PAPER WITH OTHER OSV

SYSTEMS THAT WERE EVALUATED ON THE SAME DATA SET. WE
TABULATE THE SINGLE BEST RESULT REPORTED FOR EACH SYSTEM.

Paper EER (%) Paper EER (%)

[10] 13.3 [8] 10.23
[7] 12.9 This paper 8.89

global features. An EER of12.2% is reported in [7], however
the resubtitution method was used, which is optimistically
biased [2]. We therefore repeated the experiments in [7] (by
setting NS = 1 and selecting the global retina) using the
protocol adopted in this paper, after which an EER of12.9%
is achieved. This constitutes a directly comparable result. We
have therefore shown that the inclusion of local features, when
evaluated on the same data set, improves the EER by 31.1%.

Three OSV systems ( [7], [8] and [10]) have previously been
evaluated on Dolfing’s data set. We include these results in
Table II for comparison. Our system significantly outperforms
these systems. In possible future work the utilisation of the
iterative Boolean combination (IBC) algorithm (instead of
majority voting) for classifier fusion, as well as the employ-
ment of a performance-based single objective genetic search
algorithm for ensemble generation and selection, may be
investigated.
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