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Abstract—This study presents a method for class identification
and classification of multiple time-series data using Cross Wavelet
Phase variance (Pv). The Pv method can be used to emphasize
regions of frequency commonality or regions of frequency dis-
similarity between datasets. By focussing on similarities in the
frequency domain, the technique performs better than traditional
techniques such as Euclidean distance and the euclidean distance
of FFT amplitude in classifying the University of California
Riverside (UCR) benchmark time series. The possibility that the
Pv method will accommodate lead and lag time is hypothesized
for future testing.

I. INTRODUCTION

A similarity function is a discrimination technique which
can be used to classify or cluster elements of a dataset into
classes according to similar characteristics using a normalized
distance metric. A time series similarity framework can be
formalized by defining the similarity metric within a metric
space. In such a space the algorithm can be defined as a
distance function d, where d is calculated using an appropriate
function approximator such as nearest neighbor classifiers or
R-trees. A simple time domain algorithm for d is the Euclidean
distance (d =

√∑
(Xi− Y i)2). Where Xi and Y i represent

elements of the time series X and Y . Within this context, we
define the concept of metric space. A metric space X denotes
all valid objects within a database to match with the distance
function d so that: ∀x, y ∈ X, d(x, y) ≥ 0, d(x, y) = d(y, x);
∀x ∈ X, d(x, x) = 0; and ∀x, y, z ∈ X, d(x, y) ≤ d(x, z) +
d(z, y). If all these properties are satisfied then d is the distance
function and (d,X) is the metric space [1].

Where a set of time series data in a metric space are known
to share a common response pattern, they can be grouped into
a single class - whereas data that are the result of processes
that cause a greater variability between two or more time series
may be classified into alternative classes. Collectively, these
time series form a multi-class database.

A desirable distance function should assume no background
knowledge of the underlying processes and patterns within a
dataset and avoid optimizing the characteristics of a single
class, thereby providing nondiscriminatory multi-class classi-
fication. During the classification process false clustering could

occur when similar items in a dataset have been grouped
together incorrectly whereas false dismissals imply that not
all the items with the same characteristics within (d,X) have
been returned. To reduce the possibility of false dismissals it is
important that the classifying scheme covers the entire range of
the search area and the returns are an exact match to sequential
scanning [2–4]. Conversely, if the distance function d cannot
accommodate multiple class problems, then an alternative
classifier function is required.

In this paper, we present a novel approach to similarity
searching using cross wavelet phase variance and we design a
framework to evaluate the class differential capability of the
technique.We characterize the frequency components derived
using the Morlet wavelet [5] that are common among time
series to perform similarity clustering. The results are com-
pared with other similarity metric’s such as Euclidean distance,
Dynamic Time Warping (DTW), the euclidean distance of
Fast Fourier Transform (FFT) amplitude, and cosine distance
in a one-nearest neighbor classifying scheme on publically
available time series data [6]. Our method would be particu-
larly useful in the earth sciences, where a comparison between
spatially distinct time series in complex multi agency systems
such as ecosystem processes are complicated by inherent time
lag responses.

A. Related work

A time series is a sequence of real numbers that typically
represent real-world measurements or observations. Many time
series classification problems consist of large databases that
require some form of dimensionality reduction to reduce the
computational time taken to map all objects within the search
area. Dimensionality reduction occurs at a pre-processing stage
prior to classifying the data. Some of the more common
techniques include: the Discrete Fourier Transform (DFT)
[2, 7–10]; the Discrete Wavelet Transform (DWT) [11–15];
Piecewise Aggregate Approximation (PAA) [16]; Piecewise
Linear Approximation (PLA) [17, 18]; Chebyshev Polyno-
mials (CP) [19]; and Singular Value Decomposition (SVD)
[20, 21].



Signal processing techniques provide a good basis for
dimensionality reduction. Similarity matching in the frequency
domain is possible, according to Parsevals theorem [22],
which states that the Euclidean distance is equivalent in both
the time and the frequency domain. The most commonly
used techniques are the Discrete Fourier Transform (DFT)
and the Discrete Wavelet Transform (DWT). Agrawal et al.
[7] proposed the use of the DFT for similarity indexing
and introduced the concept called F-index. They tested their
method on synthetic data, and showed significant gains when
a higher number of sequences were introduced. The F-Index
relates to only a few Fourier coefficients that are needed to
successfully match times series. Faloutsos et al. [2] extended
the work of Agrawal et al. [7] by analyzing a sliding data
window in the time domain and then applying the DFT within
each window on a selected stock price database. Rafiei [23]
optimized the process by using the last few coefficients; this is
possible because each n− ith coefficient of the DFT analysis
of a given time series is the complex conjugate of the ith
coefficient. With a slight loss of computational speed the
results of the DFT similarity indexing can be improved by
using the symmetry of Fourier transforms [10].

Chan and Fu [11] introduced similarity indexing using the
Discrete Haar Wavelet, which seems to be the most time
effective of the wavelet based techniques [3, 11–13, 15].
They experimented on both stock data from the Hong Kong
stock market and synthetic data. The DWT approach was later
optimized by Liabotis et al. [12] using a number of dimensions
between 16 and 20.

II. MATERIALS AND METHODS

A. The Continuous Wavelet Transform

The Continuous Wavelet Transform (CWT) is a branch of
harmonic analysis that provides a time-frequency represen-
tation of f(t). The fundamental of the CWT is the Fourier
Transform in which any 2π periodic function f(t) can be
represented as a superposition of harmonically related waves.

Typically, a Fast Fourier transform algorithm (FFT) [24] is
applied by approximating the number of DFTs that are used
to calculate the frequency coefficients at n number of sample
points.

The Continuous Wavelet Transform (CWT) [5] has an
advantage over the Fourier transform because it is possible
to compare time series over a broad spectrum of wavelengths
(periods) as a function of time. A major advantage of wavelets
lies in the scaling function, that allows the multi-resolution
representation of frequencies. The window or scaling function
is called a mother wavelet; one example is the Morlet [5],
defined by a Gaussian process so that the effect of energy loss
is minimum across all scales and is given as,

ψ0(t) = π1/4e−iω0te−t
2/2 (1)

Where ω0 is the frequency parameter, usually taken as six,
to satisfy the admissibility condition [25]. The admissibility
condition implies that the Fourier transform of the wavelet

vanishes at a zero frequency. Normalization is another impor-
tant property of the Morlet as it ensures that the chosen set of
scales a are directly comparable with each other. The CWT is
defined as the convolution of f(t) with a scaled and translated
version of the mother wavelet ψ0(t). The CWT convolution
is applied n times to the data in Fourier space, where all
n convolutions are done simultaneously using the FFT. The
equation that describes the CWT is given as,

Wf (b, a) =
1

a

∫ ∞
−∞

f(t)ψ?(
t− b
a

)dt (2)

Where ψ is the mother wavelet and ? indicates the complex
conjugation. The subscript 0 is dropped to indicate that ψ is
normalized. A complex wavelet is used to ensure the phase
content of a signal is maintained. The wavelet spectrum is
a consistent estimator of the Fourier Spectrum over time;
however, because of the properties of the reproducing kernel,
the estimate is biased in either the time or scale (frequency)
direction. The amount of independent scale information is
limited by the Nyquist frequency and rate [26]. The Nyquist
frequency is equivalent to half the sampling frequency and the
Nyquist rate is equivalent to twice the sampling frequency.
We therefore note that when the signal deviates from a 2π
periodic process, redundant frequencies are represented and
deviation from the Nyquist frequency results in alias signals
at frequencies lower than the required sampling rate. To
limit redundancies produced by boundary effects, wavelet
coefficients are plotted inside an envelope or cone of influence
defined as the scale/time decay of 1/e2. As the Morlet is
proportionally localized in both time and frequency the ability
of the reproducing kernel to detect very time-localized struc-
tures, like jumps or frequency changes inside a time series, is
retained and the frequency content is simply exaggerated.

B. The Phase Variance Method

We propose a similarity metric based on the variance
calculated from the phase modulus of the cross wavelet.
The cross spectrum conveys predictive information of two
processes by reinforcing the covariance found in the power
spectrum of independent variables, according to scale [27].
This shows coherency between two variables normalized in a
single spectrum defined as the modulus of the cross-wavelet
spectrum. The functional form is defined as,

CS(b, a) =Wf1
?(b, a)Wf2(b, a) (3)

Where Wf1 and Wf2 are the wavelet transform′s of the
two signals, calculated in (2), and ? is the complex conjugate.
The coherency of the cross modulus highlights frequency
modulated (FM) and amplitude modulated (AM) components
of each time series. The cross wavelet modulus provides a
good metric of AM similarity between two time series datasets
but is limited to a time reference to discern the degree of
coherent FM between the time series. Conversely, the cross
wavelet phase provides a good metric of the FM components
but is completely void of amplitude.



We introduce the phase variance Pv method in this paper
which is calculated as a function of wavelength, where the
minimum of variance indicates the degree of FM similarity
between two time series. The phase modulus is defined as,

θ(b, a) = tan−1
=[CS(b, a)]
<[CS(b, a)]

(4)

Where =[CS(b, a)] and <[CS(b, a)] are the Imaginary and
Real parts of the cross-wavelet spectrum.The phase variance
(Pv) is calculated as,

Pv =

amax∑
amin

∑bmax

bmin
(θ(b, a)− θ(b, a))

2

(n− 1)
(5)

Where θ(b, a) is the phase modulus defined in (4), bmin and
bmax are the limits of the time window to be analyzed and
amin and amax are the set of scales over which to compute
the phase variance. Phase coherence is assumed to reflect
a common response to an underlying driving signal that is
amplitude modulated in the time series being compared. The
total of the phase coherence is assessed across all wavelengths
that make up the time series datasets that are being compared.
The greater the extents of phase coherency over a broad range
of wavelengths, the more similar the two datasets are presumed
to be. The simplest implementation of the Pv method is
applied in a single time window that covers all the points
in the time series, and amin and amax cover all the scales. In
this approach computation time is controlled by the resolution
of each scale, and the classification problem is assumed to
be purely frequency related. The AM differences could be
accounted for by the cross wavelet power spectrum. However,
we prefer to use the Euclidean distance of the FFT amplitude.

The method matches time series, even if there is a lead/lag
offset between the compared data, and the FM differences
between time series datasets manifest as increased variances
at particular frequency/wavelength bands of the cross wavelet
phase variance. Accordingly, the phase variance is not al-
ways a simple sum of the variance. Instead, a unique set of
wavelengths will characterize the similarity between different
datasets. The wavelengths that are the best indication of the
similarity between time series datasets will differ between
datasets.

To illustrate this relationship consider the cross wavelet
analysis in Figure. 1 of four time series that have been
extracted from the Coffee database of the UCR time series
datasets[6]. The time series represent two classes. The variance
in the phase modulus of Figure. 1, highlights slight discrepan-
cies at particular wavelengths whereas the power relationship
(the domain of euclidean distance) is almost identical, an
indication that a pure AM similarity metric would not perform
well on this problem.

If the frequency characteristics, such as the wavelength band
of the classification problem, are known then the dimensions
can be dramatically reduced. Such instances are highly desir-
able. By focusing on the whole range of wavelengths when
summing the phase variance, the metric is measuring both

the similar and the dissimilar components of the time series
that are being compared. By focusing on limited wavelength
ranges, it is more likely that the summed variance is reflecting
either the similar or the dissimilar components of the time
series been compared. Without a priori knowledge of the struc-
ture of the datasets in the frequency domain, it is not possible
to determine the optimum wavelength range in which to match
the comparison. However, by ranking the Pv values from
smallest to largest it is possible to select the integration range
to emphasize either similarities or differences (see Figure. 2B).
We assume that summing over the half of the resulting vector
that represents the similarity between the datasets gives the
best FM similarities, regardless of variations within discrete
frequency characteristics of multi-class problems. We suggest
that the most appropriate approach is the Pv 1/2 approach,
whereby we rank the Pv, and normalize the smallest half by
FFT amplitude (see Figure. 2B). We do note, however, that
this approach includes low frequency alias signals that may or
may not be relevant to the indexing problem.

C. Data

We design our experiment around the publically available
UCR time series datasets [2]. The data consists of twenty
problems of various lengths and classes summarized in Table
I. Our experiment is conducted in a 1 − NearestNeighbor
framework against Euclidean distance, the euclidean distance
of FFT amplitude, Cosine distance and Dynamic Time Warp-
ing (DTW).

TABLE I
SUMMARY OF UCR DATASETS USED IN THIS ANALYSIS. EACH DATASET

HAS A GIVEN NUMBER OF CLASSES AND A PRESCRIBED SUBSET THAT CAN
BE USED TO VERIFY THE RETURNS OF A SIMILARITY METRIC ALGORITHM

Problem Classes Training sets Test sets Length

Synthetic Control 6 300 300 60
Gun-Point 2 50 150 150
CBF 3 30 900 128
Face (all) 14 560 1690 131
OSU Leaf 6 200 242 427
Swedish Leaf 15 500 625 128
50words 50 450 455 270
Trace 4 100 100 275
Two Patterns 4 1000 4000 128
Wafer 2 1000 6174 152
Face (four) 4 24 88 350
Lighting-2 2 60 61 637
Lighting-7 7 70 73 319
ECG 2 100 100 96
Adiac 37 390 391 176
Yoga 2 300 3000 426
Fish 7 175 175 463
Beef 5 30 30 470
Coffee 2 28 28 286
OliveOil 4 30 30 570



 
Figure. 1. The cross wavelet method (left) illustrates power in the frequency domain that is common to two time series datasets. Integration across the scales
(period) of the cross wavelet modulus provides coherency between the AM components of the two datasets. The cross wavelet phase analysis (right) provides
an index of similar FM behavior between the datasets by calculating the variance of the cross wavelet phase as a function of time (shown as a graph on
the right hand side). Low values indicate good synchronicity (and therefore, similarities between the datasets at those periods), whereas, high values indicate
differences in the FM behavior of the datasets.

III. RESULTS AND DISCUSSION

Table II provides a direct comparison of the classification
skill of Euclidian distance, the euclidean distance of FFT
amplitude, cosine distance, DTW and for the phase variance
similarity metrics. The results were generated through a blind
experiment with no a priori knowledge of the characteristics
of each dataset. The results are reported as the number of time
series that are assigned incorrect classification (errors) divided
by the total number of time series in the database as,

database.length− correct
database.length

(6)

Phase variance results include the variance summed over all
the wavelengths (full), and 1

2 the re-ordered coefficients. The
Pv full approach was calculated as,

Pv =

256∑
2

∑bmax

bmin
(θ(b, a)− θ(b, a))

2

(n− 1)
∗
√∑

(Fai− Fbi)2)

(7)
Where, bmin and bmax are the start and end of each time

series respectively, and Fai and Fbi are the FFT amplitude
coefficients of each time series. The results presented in
Table II provide a good indication of the performance of the
Pv method over other classification techniques. The Pv 1/2
method out-performs the Pv Full method in 17 of the 20
examples. The Pv 1/2 method also performs better than the
Euclidean distance, FFT amplitude and Cosine techniques in
all but 3 of the examples.

IV. CONCLUSION

The phase variance method for the determination of class
similarity is an improvement on traditional techniques such
as Euclidean distance. Frequency variations within time series



TABLE II
RESULTS. ED STANDS FOR EUCLIDEAN DISTANCE, AND FFT-A IS THE EUCLIDEAN DISTANCE OF THE FFT AMPLITUDE COEFFICIENTS. THE BEST

RESULTS ARE HIGHLIGHTED

Problem Ed DTW (Best Warping Window) DTW (no warping window) FFT-A Cosine Pv Full Pv 1/2

Synthetic Control 0.120 0.120 0.007 0.397 0.120 0.150 0.100
Gun-Point 0.087 0.087 0.093 0.027 0.087 0.013 0.027
CBF 0.147 0.004 0.003 0.387 0.147 0.266 0.148
Face (all) 0.287 0.192 0.192 0.257 0.286 0.243 0.228
OSU Leaf 0.479 0.384 0.409 0.430 0.483 0.442 0.413
Swedish Leaf 0.211 0.157 0.210 0.147 0.211 0.123 0.144
50words 0.369 0.242 0.310 0.411 0.369 0.371 0.341
Trace 0.250 0.010 0.000 0.140 0.250 0.140 0.120
Two Patterns 0.094 0.002 0.000 0.496 0.094 0.457 0.280
Wafer 0.005 0.005 0.020 0.003 0.005 0.002 0.002
Face (four) 0.216 0.114 0.170 0.239 0.216 0.125 0.068
Lighting-2 0.246 0.131 0.131 0.148 0.246 0.213 0.230
Lighting-7 0.425 0.288 0.274 0.301 0.425 0.315 0.301
ECG 0.120 0.120 0.230 0.160 0.120 0.110 0.100
Adiac 0.389 0.391 0.396 0.263 0.483 0.263 0.261
Yoga 0.169 0.155 0.164 0.160 0.171 0.147 0.140
Fish 0.217 0.160 0.167 0.229 0.709 0.154 0.131
Beef 0.467 0.467 0.500 0.500 0.800 0.433 0.367
Coffee 0.250 0.179 0.179 0.357 0.536 0.214 0.107
OliveOil 0.133 0.167 0.133 0.200 0.600 0.233 0.133

Figure. 2. The Pv vector portrays similarities between datasets in the
frequency domain (low Pv values) as well as differences (high Pv values).
To illustrate the approach, a Pv vector is represented as a bar-graph (A). By
integrating over different frequency ranges the resulting value will emphasize
either similarities or differences. Ranking the Pv vector (B) emphasizes the
similarities or differences between datasets. We integrate the 50% of the vector
that represents common behavior.

databases imply the nearest neighbor approach is not optimal
for this method and some initial optimization is needed to
ensure that the classes and the correct variation of the phase
variance method is used on the dataset problem. We are
optimistic, that this method can be optimized on a relatively
small training set in cases where there is a priori knowledge
of the classes to be classified. The method will also work, but
may require additional computational time, where there is no
a priori knowledge of classes, and therefore may be used to
define classes, based on similarities within arbitrary frequency
bands.

The context of this research is to develop a metric to
understand ecological trends and processes. The target re-
search domain differs from the test applied in this study in
that ecological processes often involve threshold responses
and inherent time lag responses. Soil moisture storage, for
example, will allow plant productivity to continue well after a
rainfall event and the classification for this process would fail
if threshold and lag responses were not accommodated. By
working in the frequency domain the time-localization of the
monitoring system is redundant, and so the Pv method should
be applicable where lead and lag times characterize the target
dataset. This quality offers an additional advantage of the Pv
method over other similarity metrics.
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