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Abstract—Language identification is often the first step when 

compiling corpora from web pages or other unstructured 

sources. In this paper, an effective and accurate method for 

identification of all eleven official South African languages is 

presented. The method is based on reusing commercial spelling 

checkers and consists of a multi-stage architecture that is 

described in detail. We describe the implementation of our 

method, as well as an optimisation technique that was applied to 

reduce the processing time of the language identifier. Evaluation 

results indicate significant improvements over the accuracy 

figures obtained by a baseline system.    
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I.  INTRODUCTION  

The goal of a language identifier is to classify a text based 
on the language the text is written in [1]. In a multilingual 
environment like South Africa, with eleven official languages, 
some form of language identification is often needed when 
searching for new texts to include in corpora or to analyse texts 
for various natural language processing tasks. Stemming, 
grammatical analysis, POS-tagging, and a number of other 
tasks set language identification as a prerequisite because these 
tasks require the application of various language-specific 
algorithms [2].   

Language identification is also a very important process 
when gathering parallel corpora for training statistical machine 
translation systems. In an effort to obtain parallel corpora for 
the development of machine translation systems for three South 
African language pairs in the Autshumato project [3], we used 
a web crawler to gather parallel texts from the websites of the 
South African government. These sites provide newsletters, 
circulars, forms and other useful information regarding local 
and national government to citizens in all eleven official 
languages. 

A problem that we encountered during the processing of 
retrieved data is that the language of a file/document can often 
not be determined on the basis of the file name alone. This is 
due to the naming convention not always being consistent with 
regard to the indication of the language contained in the file, no 
indication is present or the language indication is erroneous, 
which leaves the language contained therein unclear. 
Furthermore, a text file may contain sentences from different 

languages. This complicates the language identification 
process, making it more time consuming and expensive with 
regards to human resources, because each file needs to be 
individually checked and classified by hand as containing a 
certain language, or in some cases, more than one language.  

Therefore we propose the development of a system that 
uses existing resources to automate this language identification 
process. By automating this classification task, we could save 
both time and monetary expenses. If the task is automated, we 
reduce the amount of human input which is an expensive 
undertaking. We plan to further limit the cost by using existing 
resources, therefore eliminating the need to develop new, 
expensive resources. 

II. RELATED WORK 

A. Approaches to Language Identification 

Padró and Padró [4] present two main approaches to 
language identification: Identification based on linguistic 
information and statistically based methods. These methods 
will be discussed shortly. 

The analysis of special characters and diacritics or letter 
sequences that are very frequent in a specific language can be 
used to perform language identification based on linguistic 
information [4]. These features can be obtained from corpus 
based examples. The approach based on diacritics and special 
characters proves problematic for our specific identification 
needs, due to the fact that languages such as English and 
isiZulu do not contain any diacritics or special characters. This 
could cause confusion in a system based on this approach, 
because the absence of these characters would point to both 
English and isiZulu, but without any means of disambiguation. 
The same holds true for other languages where these characters 
are also absent and for languages that are closely related that 
share the same characters (such as Setswana and Sepedi which 
both contain the š character).  Dunning [5] points out that the 
sequence of letters approach only depends on a few unique 
occurrences of letters and disregards any other information 
contained in the text that could contribute to the classification. 
This approach holds intuitive merit but based on this merit 
alone, is not sufficient to determine the outcome of 
classification. Neither Padró and Padró [4], nor Dunning [5] 
reports on any results for a language identification system 
based on linguistic information. 



Language identification based on statistical methods proves 
to be more suited to the problem at hand. Statistical approaches 
include, but are not limited to, Hidden Markov Models, n-gram 
based methods and Support Vector Machines [2,4]. 
Xafopoulos, Kotropoulos, Almpanidis and Pitas [6] describe 
the use of Hidden Markov Models for language identification. 
They refer to the use of discrete models, representing 
characters as non-negative integer-valued variables from which 
a probabilistic representation for a language is derived. The 
resulting model is then used for language identification with 
comparable results. The n-gram based system in [7] constructs 
an n-gram profile for each language using character n-grams 
for all values of n from 1 to 5, extracted from corpus data. The 
system constructs the same type of profile for an unclassified 
text. A distance measure is employed to get the smallest 
distance between each language profile and the unclassified 
document profile.  The language with the smallest distance 
from the unclassified document is selected as the classification 
language. Van Noord [8] implemented this n-gram based text 
categorisation in a system called TextCat which is available 
online. 

From the experiments done by Padró and Padró [4] it 
became clear that statistical language identification systems 
tend to fail when distinguishing similar languages. They 
suggest the implementation of morphological analysis in a 
system to try and solve this disambiguation between closely 
related languages. Disambiguation between closely related 
languages forms an integral roll in language identification for 
the South African languages. Botha, Zimu and Barnard [1] 
state that the South African languages can be grouped into a 
number of language families: Nguni (isiZulu, isiXhosa, 
isiNdebele and Siswati), Sotho (Sesotho, Setswana and 
Sepedi), Germanic (English and Afrikaans) and a pair outside 
these families (Xitsonga and Tshivenda). They confirm that it 
is much harder to distinguish between languages from the same 
language family.  We therefore need a system that is able to 
handle the similarities between languages to some extent in 
order to obtain trustworthy classifications. 

B. Systems for South-African Languages 

To our knowledge only Botha, Zimu and Barnard [1] and 
Combrink and Botha [2] have done research on language 
identification for South African Languages. 

Botha, Zimu and Barnard [2] describes the development of 
a language identification system for the eleven SA languages  
using n-grams statistics to be supplied as features for Support 
Vector Machines, likelihood and frequency difference-based 
classifiers. The Support Vector Machine with the best results is 
reported as having an error rate of 0.034% for a window size of 
50 words and n=3 with 2M of training data [2].  

Combrink and Botha’s system [2] was developed for only 
six South African languages alongside six European languages.  
They do not however report on individual results in classifying 
South African languages. 

III. DESIGN AND IMPLEMENTATION 

A. Design 

 Our language identifier makes use of second generation 
commercial spelling checkers [9] for 10 of the official 
languages of South Africa (Afrikaans, isiNdebele, Sepedi, 
Sesotho, Siswati, Setswana, Xitsonga, Tshivenda, isiXhosa and 
isiZulu) as well as a freely available English spelling checker. 

A second generation spelling checker not only uses a lexicon to 
check words, but also uses a morphological analyser to check 
compounds and other morphologically complex forms such as 
inflections and extensions of words [10].   

The South African languages can be referred to as resource 
scarce languages [3] (with the possible exception of English). 
Resources are few and far between and, when they are 
available, they tend to be quite expensive. We opted to use 
these spelling checkers as part of our focus to re-use existing 
resources in the development of our system, and keep expenses 
to a minimum. 

As part of the design of our system, we created a graphical 
user interface to make the system more accessible. Figure 1 
shows the user interface of the system. The interface consists of 
three parts. In the first part, the files which are to be classified 
are selected via a selection dialog. The system supports text 
files as well as .dat files containing lists of text documents to 
be classified. This function is particularly useful when 
compiling corpora from multiple documents for the machine 
translation task mentioned earlier. 

 

The second part of the interface consists of checkboxes 
which can be used to enable/disable the spelling checkers. If a 
user is confident that a document can only be in a subset of a 
number of the eleven languages, he/she has the option to select 
only the languages required. This again saves on the time it 
takes to classify a document, because the process of checking 
each first occurrence of a word is now only done with the 
selected spell checkers. Lastly, the third part contains radio 
buttons to allow the user the choice to perform language 
identification on line level or document level. On document 
level, every word in the document is checked to obtain the 
language and the system returns the language classification for 
the entire document. On line level, each line of the document is 
checked individually to obtain the language contained in the 
line. Line refers to the unit of text that is passed to the system 
by a read function. Lines are delimited by the \n escape 
sequence. Sliders are also provided to set the benchmark which 
is used to determine a “Certain” or “Uncertain” classification. 
For example, if the line level slider is set to 80% (i.e. the 

 

Figure 1. Screenshot of the user interface. 

 



benchmark for line level classification), 80% or more of the 
words in the line must be a positive match for a language 
before the system will classify the line as being “Certain” in the 
specific language. If there is no language that scored more than 
the benchmark the line is classified as “Uncertain”. This 
however doesn’t mean that the language is unknown, but the 
sentence is useless for the specific needs of the user. This 
benchmark is provided as an attempt to handle ambiguous texts 
that have to be classified.  

B. Implementation 

1) Logical program structure 
Figure 6 on the last page of this article shows a flow 

diagram of the classification process. The system begins by 
taking user input from the user interface (Figure 1). In this step, 
the user can specify the benchmark for classification as well as 
choose the set of spelling checkers to initialise. The incoming 
document is then pre-processed by converting it to a wordlist. 
Each word in the list is checked by all of the available spelling 
checkers. The word is then classified according to its 
acceptance or rejection by each spelling checker.  

This classification is represented in a matrix of binary 

vectors as depicted in Figure 2. Scores are assigned to each 
language based on weight relayed by the vector. The language 
with the highest score is selected as the classification of the 
document. Equation 1 is used to compute the score based on 
the number of words (n) and binary value for each word (a).  

.  (1) 

This score is then compared to the benchmark as described 
above.  

2) Memory functionality 
The concept system proved to be timely in classifying 

documents, especially when a large number of documents were 
to be classified, or the system was required to identify the 
language for each line of a document. Upon investigating the 
cause, it was found that the spelling checkers were to blame 
because each of the eleven spelling checkers was invoked to 
test every word of the document to be analysed. Furthermore, 
some of the spelling checkers also include morphological 
analysis sub-modules, which further increases the time it takes 
to identify the language in which a word is written. Memory 
functionality was implemented to decrease the processing time 
of the spell checking process. Our intent was to bypass the 
spelling checker modules by checking only a single occurrence 

of any given word within the document and saving the word, 
along with its binary vector for language classification, to a 
nested structure of associative arrays (Figure 3). Should a 
repeated word need to be classified, the binary vector for the 
word can be recalled from this structure. This memory can also 
be saved to disk and loaded each time the system is launched, 
thereby effectively building a spell checked database.  The 
other internal data structures of the system, as well as logical 
program flow, were also optimised in an attempt to further 
increase the efficiency. Speed increase on unseen documents 
was instantly noticed, as most of the frequently occurring 
words could already be contained therein and need not be spell 
checked. The speed gain noticed upon testing the system with 
regards to loading the memory from disk vs. the slower task of 
building a new memory, was performed on line level with a 3 
million word corpus. The differences in processing time are as 
follows: 

Build new memory: 388s 

Load and use saved memory: 126s  

The decrease in time, using a saved memory shows a 68% 
improvement over building a new memory. 

 

IV. EVALUATION AND RESULTS 

For the evaluation we would like to compare our system to 
a baseline system. We constructed a language identifier using 
the Lingua::Identify Perl module by Castro and Simoes [11] to 
use as a baseline system. This module uses patterns such as 
prefixes, suffixes, n-grams and small words to identify 
language. Our implementation of Lingua::Identify is set to use 
a combination of small words (≤ 4 characters), prefixes (the 
first 3 characters of all words), suffixes (the last 3 characters of 
all words) and n-grams (n=3), all four methods having the 
same contributing weight to the classification. The language 
models for the baseline system were constructed from a 500K 
word corpus for each language. These corpora were compiled 
from all the South African government websites (excluding 
[12]).  

 

Figure 3. Extract from nested structure of associative arrays containing 

the binary vector for language classification. 

 
              Figure 2: Binary vector matrix. 



 Our system was evaluated, alongside the baseline system, 
using online data collected from the South African government 
services website [12]. The test set consists of 11 text files (one 
for each language), containing about 30K words per file. The 
test files were verified by mother tongue speakers to ascertain 
whether the files are an accurate representation of each of the 
eleven official languages. The verified files are parallel 
versions of each other.  

For testing the systems on line level, the lines of the test 
texts were randomised and the entire randomised test set was 
given to the systems for classification. The lines supplied were 
also of random length because of the real world nature of our 
test data. The classification provided by the systems was then 
compared to the correct classification for each line. Figure 4 
shows the results for the baseline system. We report an average 
accuracy of 86.9% for the baseline system on line level, i.e. an 
average of 86.9% of the lines, were classified as the correct 
language. 

Figure 5 shows the results for our spelling checker based 
system. We report an average accuracy of 97.9% for line level 
language identification. 

When the systems were evaluated on document level, the 
11 original test texts were split into 75 smaller test documents 
per language with a resulting 825 documents in total. Both the 
base line system and our system, classified all of the 
documents correctly. Table 1 shows the summary for 
evaluation. 

 

V. CONCLUSION AND FUTURE WORK 

Our research into the recycling of existing spelling 
checkers, by using them to construct a language identification 
system for resource scarce languages was found to be 
successful. The results proved to be of a high enough standard 
to use this system in the preparation of data for various tasks in 
the Autshumato Project. These tasks include the construction 
of representative corpora, the construction of parallel training 
data for machine translation systems and other similar data 
driven endeavours. 

The method proposed in this study shows significant 
improvements over a baseline system with regard to line level 

classification, and since quite a few of the government 
documents mentioned earlier mix different languages in one 
document, this was important. The system proves to be robust 
enough to handle the confusion between closely related 
languages, having a low rate of confusion as seen in figure 5. 
The optimisation techniques described in this paper also 
assures a system that can easily be used in a real world 
situation. 

Future work includes examining the possibilities of 
expanding the language identification to other African 
languages like Wolof, Yoruba, Igbo, Hausa and Kinyarwanda. 
This will make data acquisition for these resource scarce 
languages a more precise task.  
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System 
Level of language identification 

Document level Line level 

Baseline system 100% 86.9% 

Spelling checker based 

system 
100% 97.9% 

Table 1. Results for evaluation. 

 

Figure 4. Confusion matrix for baseline system. 



 

 

Figure 5. Confusion matrix for spelling checker language identification. 

 

Figure 6. Flow diagram of classification process. 


