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Abstract—The last decade has seen the development of many new 

cost aggregation techniques designed to improve the robustness 

of local stereo correspondence. Most of the top performing local 

stereo algorithms work by dynamically defining support regions 

using weights that depend on a local measure of the distance in 

colour space. In this paper we highlight the differences among 

some of the top performing cost aggregation techniques and 

experimentally quantify the effect of some of the design choices 

involved. 
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I.  INTRODUCTION 

The past few decades has seen an explosion of digital 
imaging technologies with ever increasing capabilities and 
decreasing cost. This revolution, combined with the ever 
expanding power of digital computing, has paved the way for a 
powerful new direction of research that is image processing 
and computer vision. One of the most extensively researched 
aspects of computer vision is the ability to extract depth 
information from 2D images to reconstruct a three-dimensional 
scene. This is referred to in literature by many synonymous 
terms, some of which include; stereo vision, stereo depth-
mapping, surface reconstruction and surface estimation. 

The ability to extract depth information from two images is 
a fundamental task that is a necessary step for many higher 
level computer vision problems. Stereo vision has many very 
interesting applications, especially if it can be performed in real 
time. Some of these applications include: 

 Mobile robotics – Obstacle avoidance and mapping, 

 Modelling 3D environments, 

 Augmented reality, and 

 Background subtraction. 

Stereo vision works by comparing two different images 
taken of the same scene but from slightly different positions in 
space. The underlying principle, used to determine the depth of 
a point in an image, is to determine the horizontal shift (i.e. 
disparity) of that point from the one image in the pair to the 
other. The greater the disparity for a point in the images, the 
closer that point is to the cameras. The principle is simple 
enough; the difficulty comes from the fact that in order to 

determine this shift a system must be able to match a specific 
point from one image to a point in the second image. This is 
referred to as the correspondence problem. The disparity 
computed for each pixel and knowledge about the spatial 
relationship of the two cameras is enough to generate 3D 
coordinates for each pixel in the scene. 

The input image pair is usually rectified to remove radial 
distortion and transform the two images so that each horizontal 
row of pixels (i.e. a scanline) in one image corresponds to a 
horizontal line in the second image. This greatly simplifies the 
correspondence problem as now it can be assumed that a 
corresponding pixel in the target image (i.e. usually the right 
image) is on a scanline at the same height as the reference pixel 
in the reference image (i.e. the left image). This effectively 
reduces the search for corresponding pixels to one dimension. 

There are hundreds of different algorithms in literature that 
generate a disparity map from stereo images, all with their own 
strengths and weaknesses. Scharstein and Szeliski classified 
and provided a comparison of many such methods in [1]. The 
approaches can be loosely categorized into two types, local and 
global techniques. Local methods search for corresponding 
pixels on a scanline by aggregating the matching cost (i.e. a 
dissimilarity measure) over a finite support region or window 
around the two pixels being compared. Global techniques 
generally solve a global optimization problem to determine the 
best matches. In general local methods produce slightly less 
accurate results but in turn they are usually much less 
computationally expensive, more parallelizable and therefore 
better suited to real-time implementations.  

The authors of [1] also showed how most stereo vision 
methods can be broken up into 3 or 4 distinct steps. For local 
methods these are usually as follows: 

 Cost computation. 

 Cost aggregation and selection. 

 Disparity refinement. 

Local stereo matching algorithms differ mostly by the way 
in which they aggregate matching costs and how they define 
the support regions used in the process. In this paper we will 
implement and evaluate a few of the best performing cost 
aggregation methods in recent literature. The chosen methods 
are able to dynamically define the shape of a support region by 
applying weights to pixels in a square support window. 



II. LOCAL STEREO ALGORITHMS 

The first step for any local stereo matching algorithm is to 
formulate a way of measuring the matching cost between a 
pixel in the reference image and that of the target image. Due 
to the epipolar constraint of rectified stereo images, each pixel 
in the reference image needs only to be compared to pixels in 
the target image that fall on the same horizontal scanline. Costs 
can be calculated using many different techniques; however, 
the most popular method remains the simple Sum of Absolute 
Differences (SAD) calculated using the RGB colour channels 
or simply the intensities. Let Ir be the reference image and It the 
target image of a rectified stereo pair. The SAD cost for a pixel 
(x,y) in the reference image and the same pixel shifted by d 
(i.e. the disparity) in the target image is defined as: 

 C(x,y,d) = |Ir(x,y) – It(x − d,y)|. 

The cost function in (1) is usually improved by using some 
method to limit the influence of outliers. A common way of 
achieving this is to truncate the cost values that are higher than 
a certain threshold. This prevents a single cost value in a region 
from later having too large an influence on the aggregated cost. 
The cost function in (2) truncated to a value of Cmax can be 
written as: 

 C(x,y,d) = min(|Ir(x,y) – It(x − d,y)|, Cmax). 

The matching cost between individual pixels is not robust 
against ambiguities so this cost alone cannot be used to find 
reliable correspondences between images. By aggregating the 
individual pixel matching costs over a local support region, 
these ambiguities can be overcome. The next section will 
discuss the cost aggregation step in more detail. The result of 
the aggregation is a collection of disparities, one for each pixel 
in the reference image (i.e. a disparity map). The third step is 
optional and it is used to refine the disparity map. Many 
different methods can be used to refine the disparity map, some 
of these include: 

 median filter (MF), 

 bi-directional matching (a.k.a. cross checking), and 

 sub-pixel refinement. 

The MF is a common choice to refine a disparity map by 
filtering out noise without blurring depth boundaries thanks to 
its edge preserving properties. 

III. COST AGGREGATION METHODS 

A. Fixed Window Aggregation 

The most basic approach to cost aggregation is the well 
known Fixed Window (FW) stereo algorithm. This method 
uses a square window of a fixed size to define the support 
region over which cost will be aggregated. Let N(x,y) be a 
square window centred at position (x,y) in the reference image 
but shifted by the disparity d in target image. The aggregated 
cost (i.e. A(x,y,d)) over the two square windows is defined as: 

 A(x,y,d) = ∑i,jN(x,y)C(i,j,d). 

The disparity for each pixel (x,y) in Ir is determined by 
selecting the value of d in (3) that has the lowest aggregated 
cost. The larger the size of the window N, the better the method 
is able to overcome ambiguities which equates to better 
accuracy in sparsely textured regions. Unfortunately larger 
window sizes lead to poor accuracy near depth discontinuities. 
This is demonstrated in Fig. 1 where (c) produces a noisy 
disparity map in sparsely textured regions due to having too 
small a support window and (d) loses accuracy near depth 
discontinuities due to having a window size that is too large. 
The image in Fig. 1 (a) and (b) was taken from the Middlebury 
stereo dataset [1]. 

The problem at depth discontinuities is that local stereo 
algorithms implicitly assume that all the pixels in a support 
region are equally important and that they are at the same 
depth. When a window is centred near a depth discontinuity it 
is inevitable that some of the pixels in the window will not be 
at the same depth as the window’s centre pixel. In these 
regions, smaller window sizes provide better results as they are 
less likely to aggregate costs from different depths. For that 
reason a compromised window size must be selected for fixed 
window aggregation to produce more accurate disparity maps 
as a whole.  

More sophisticated cost aggregation methods try to allow 
for bigger support regions without sacrificing accuracy near 
depth discontinuities by adaptively changing the shape of the 
window. Some methods do this by simply varying the window 
size to suit the region under consideration while others are able 
to dynamically define the support region’s shape for each pixel. 
The best performing methods use large square windows but 
apply weights to the pixels within the windows so as to reduce 
their influence based on colour similarity and special proximity 
to the centre pixel. Ideally the support region should only 
include pixels from the same depth, but the depths are 
unknown. 

 

 

 

 

 

        
(a)                                                    (b)                                                   (c)                                                     (d) 

Figure 1. Example disparity maps for a reference image (a). (b) is the ground truth. (c) is the result using a 7x7 fixed window and (d) with a 33x33 window. 

 



B. Adaptive Weight Aggregation 

In 2005, Yoon and Kweon described an Adaptive Weight 
(AW) technique in [2]. The method dynamically allocates 
weights to pixels in support regions so that the support region 
can be shaped to not aggregate costs from depths that are likely 
to differ from the pixel being considered. They achieve this by 
making the assumption that depth discontinuities occur where 
there is a significant change of colour in the reference image. 
This is a reasonable assumption but not all changes in colour 
are depth discontinuities. A surface could be heavily textured 
but not contain any depth discontinuities. 

The authors of [2] calculate weights for each pixel in a 
support region based on two factors: spatial separation from the 

centre pixel (gij) and colour difference (cij) between the pixel 
and the centre pixel. This approach is inspired by the Gestalt 
principles of similarity. The colour difference is measured as 
the Euclidean distance between the two colours in the CIELab 
colour space. The weights are calculated for each pixel in the 
support regions of both Ir and It (i.e. symmetrical support 
regions) and can be written as: 

 w(i,j) = fscij)×fpgij). 

In (4), (i,j) is the coordinates of the pixel within the square 

window. fs and fp represent the strength of grouping in terms 

of colour similarity and proximity respectively, defined as: 

 fscij) = exp(-cij / s), and 

 fpgij) = exp(-gij / p). 

In (5) and (6), s and p are constants that can control the 
influence that the colour difference and proximity measures 
have on the value of the weights. Using (4), (5) and (6) to 

calculate a weight for each pixel in the symmetrical support 

regions, the aggregated cost can be written as: 

 . 

The denominator in (7) is the aggregation of the weights 

used as a normalisation factor. This method is one of the top 

three local stereo methods according to the Middlebury test 

bed created by the authors of [1]. Unfortunately, the weight 

computations require a lot of computational power and the 

approach is extremely slow, even slower than some global 

approaches. 

C. Segmentation Based Aggregation 

A different approach to the problem of dynamically 
defining a support region was later proposed in [3], known as 
the Segmentation Based (SB) method. The idea is that by 
performing colour segmentation (usually using mean-shift 
segmentation) on the reference image, the segment borders will 
likely be the locations of depth discontinuities. Using this 

assumption, a small weight () can be applied to all pixels 
within a support region that does not fall within the same 
colour segment as the reference pixel. Using a weight, rather 
than entirely ignoring pixels outside of the colour segments, 
protects the method from over-segmentation artefacts. 

A short while later the authors of [4] improved this idea to 
create the Segmented Support (SS) method by combining ideas 
from the AW and SB methods. They also used the same 
normalised weighting scheme as was used in [2] and shown in 
(7). They made the argument that the proximity cue in the 
weights used by [2] was negatively affecting the accuracy and 
rather defined their weights to only contain the colour 

difference term (cij). The weights are set to 1 if the pixel (i,j) 
is in the same colour segment as the reference pixel, otherwise 
the weight is defined as: 

 w(i,j) = exp(-cij / s). 8) 

Unlike the AW approach, the authors of [4] chose to 
determine the colour difference in the RGB colour space. At 
the time of its publication, this method improved the state of 
the art of local stereo matching algorithms.  

D. Differences 

All of the aggregation methods discussed here start with a 
square support region around the pixel under consideration. 
They then assign weights to all the pixels within the region to 
reduce their influence on the aggregated cost. They differ in the 
techniques used to determine these weights. One way of 
visualising the differences in the weighted support regions for 
the different aggregation schemes, is to look at the regions 
generated for specific points in a stereo image as was done in 
[5]. Fig. 2 shows the support regions of the different 
aggregation schemes for a few selected points in the teddy 
image of the Middlebury stereo dataset. The brighter the 
intensity of the pixels in the support region, the higher the 
influence that point will have in the aggregation process. 

Fig. 2a shows the regions generated using the AW method 
which is relatively sparse. From Fig. 2b, it is clear to see how 
the SB method considers only the pixels within a colour 
segment. The SS method combines the techniques of the AW 
and SB methods by using weights of 1 for the pixels contained 
in colour segment but then also applies dynamic weights for 
pixels outside of the segment boundary. The segmentation 
based methods both appear to aggregate the cost over more of 
the square support region than the AW method. This is why the 
segmented support regions are able to better cope with 
ambiguities in sparsely textured regions [5]. 

In the next section we discuss how we can combine and 
interchange different aspects of these aggregation methods to 
test the effects of the design choices made by the original 
authors. The aspects that will be considered include the colour 
space used, the effect of symmetrical support regions and the 
use of a proximity cue in weight calculations. 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

IV. IMPLEMENTATION AND EXPERIMENTATION 

The authors of [5] and [6] provided a thorough evaluation 
of many different cost aggregation schemes. They implemented 
the methods as described and optimised by their authors and 
evaluated the overall accuracy of the results. In this paper we 
will follow a different strategy that will focus on examining the 
relative effect of the different design choices made for the 
aggregation methods. To achieve this, we will not be overly 
concerned about the overall accuracies achieved but rather 
consider the relative change that altering design choices have 
on a more constant implementation. To achieve this we will 
keep the various parameters (defined in the previous section) 
constant across all the different methods. 

We will analyse the effects of three primary design choices 
made by authors of the cost aggregation methods discussed. 
The first is the effect of using the CIELab colour space versus 
the RGB colour space for calculating weights based on colour 
difference. Next we will investigate the effect of a proximity 
cue in the calculation of support weights. Finally we will also 
determine the effects that symmetrical support regions have on 
the results. Table 1 shows a summary of the original design 
choices for the aggregation methods being considered. 

 

 

We will test the effects of the design changes using the 
Middlebury stereo evaluation procedures introduced in [1]. The 
implementations will all use a truncated SAD cost computation 
method with the costs truncated to T=80. The parameters of the 
cost aggregation methods will not be optimised for 
performance but instead they will be set to a compromised but 
constant value that provides reasonable results across all of the 

methods (i.e. window size=35, yc=13.5, yp=17.5 and =0.01). 
This limits the achievable accuracy for any one method but it is 
the relative change in accuracy, caused by varying the design 
choices, that is of interest here. The results will be analysed by 
comparing the original aggregation method’s results with the 
modified versions of the same method. 

 

 

 

     
(a)                                                                                                      (b) 

       
(c)                                                                                                       (d) 

Figure 2. The image (a) shows 6 different selected points for which the weighted support regions are compared. (b) shows the support regions at these 

points using the AW method, (c) for the SB method and (d) for the SS method [5]. 

TABLE II.  SUMMARY OF DESIGN ASPECTS  

Design 

Aspects 

Aggregation Methods 

FW AW SB SS 

Symmetrical  - Yes No Yes 

Colour space - CIELab - RGB 

Proximity cue No Yes No No 

Segmentation No No Yes Yes 

 



V. RESULTS 

A. Colour Space Experiment 

The first experiment evaluates the effect of calculating the 
colour difference between pixels in a support region using the 
CIELab colour space versus the RGB colour space. This 
experiment only applies to the SS and AW algorithms as they 
are the only approaches that apply weights to support pixels 
that depend on colour differences. For this experiment, both of 
these algorithms were tested using each of the colour space 
options. The results are shown in Fig. 3 for which the 
percentages of bad pixels are averaged over the four images in 
the Middlebury dataset. 

As was discussed in [2], the CIELab colour space is 
expected to perform better than the standard RGB colour space 
since the Euclidean distance between two points in the colour 
space is directly related to the perceived colour difference. The 
results show that the CIELab colour space does indeed provide 
an advantage over the RGB colour space for both algorithms. 
The advantage is bigger for the AW method since the colour 
difference is used for every pixel in the support regions and not 
just for pixels outside of the current colour segment as with the 
SS method. The increase in accuracy is substantial enough to 
justify the added complexity of generating the input images in 
the CIELab colour space. 

The second data cluster in Fig. 3, labelled SS(AvgSegmCol), 
shows the results when the colour difference is calculated using 
the average colour of the current colour segment (determined 
during the colour segmentation step) rather than the colour of a 
single reference pixel. The idea behind this is that it would be 
more robust against image noise and also in areas where there 
are specks of different colours on a uniform disparity level 
such as text on a white wall. Using the averaged colour 
increases the support size in these areas but often also does so 
near depth discontinuities. The overall effect is negligible as 
the slight improvements in areas of uniform disparities are 
cancelled by the loss of accuracy near depth discontinuities. 
This approach could be useful when dealing with especially 
noisy input images. 

Table 2 contains the results for all the experiments 
including the results for individual images of the Middlebury 
stereo dataset. 

B. Proximity Cue Experiment 

The purpose of this experiment is to quantify the value of 
adjusting support weights based on spatial proximity. The AW 
algorithm is the only method that includes a spatial proximity 
cue by default. In this experiment we will determine the effect 
of removing the cue from the AW method and also analyse the 
effect of adding a similar proximity cue to the other cost 
aggregation methods. The results are presented in Fig. 4 where 
once again the percentages of bad pixels are averaged values 
across all the images in the Middlebury dataset. 

The authors of the AW method used a proximity cue as part 
of the Gestalt grouping principle [2]. The authors of the SS 
method insisted in [4] that the proximity cue does not improve 
the accuracy of the weighted support regions. The results show 
that, for the aggregation methods that do not use colour 

segmentation, the proximity cue does increase the accuracy of 
the stereo matching. For the methods utilising colour 
segmentation, the addition of a proximity cue decreased the 
overall accuracy of the results. This is likely due to the way the 
segmentation based methods already use the shape of the 
segment to increase the influence of nearby pixels. Since all 
pixels within the same segment as the reference pixel are not 
weighted, this implicitly acts as a non-uniform proximity cue 
that does not just simply decrease weights based on radial 
distance from the reference. Rather than decreasing weights 
with increased distance, this segmented proximity increases 
weights of nearby pixels. 

C. Symmetry Experiment 

With this experiment we investigate the effects of 
calculating support weights symmetrically (i.e. calculating 
weights independently for the reference and target images) 
versus using the same weights generated for the reference 
image in the target image. With symmetrical support regions, 
the weights for the reference and target images are both applied 
to the matching cost as was shown in (7).  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.  Averaged results of colour space experiment. 

 

Figure 4.  Averaged results of proximity cue experiment.  

 
Figure 5.  Averaged results of symmetry experiment. 



TABLE II.  PERCENTAGE OF BAD PIXELS FOR ALL THE EXPERIMENTS 

Algorithm 

Images 

Cones Teddy Tsukuba Venus Average 

Disc Nonocc All Disc Nonocc All Disc Nonocc All Disc Nonocc All Disc Nonocc All 

FW 29.54 13.34 22.14 44.4 20.37 28.21 38.83 10.01 11.7 37.4 6.52 7.99 37.54 12.56 17.51 

FW+Prox 26.99 11.98 21.11 42.2 19.08 27.11 36.26 9.06 10.8 41.15 7.08 8.58 36.65 11.80 16.90 

SB 18.88 8.29 17.71 29.94 15.92 24.39 15.66 4.26 5.58 27.74 7.4 8.79 23.06 8.97 14.12 

SB+Sym 20.84 12.98 22.64 32.47 22.57 30.48 11.25 8.17 10.05 24.12 14.75 16.14 22.17 14.62 19.83 

SS 16.49 8.36 18.48 24.18 12.76 21.69 7.53 3.85 5.78 15.53 4.09 5.69 15.93 7.27 12.91 

SS+Prox 18.25 9.63 19.62 25.99 14.55 23.3 8.54 5.08 7 18.94 5.31 6.88 17.93 8.64 14.20 

SS:CIELab 12.45 5.71 16.07 25.02 12.22 21.19 10.12 2.84 4.63 19.86 3.78 5.36 16.86 6.14 11.81 

SS-Sym 15.9 6.85 16.13 29.43 14.16 22.69 14.12 3.4 4.33 26.68 5.76 7.12 21.53 7.54 12.57 

SS+SegmAvg 16.34 8.32 18.44 24.62 13.03 21.88 8.45 4.2 6.06 15.28 4.08 5.65 16.17 7.41 13.01 

AW 11.87 5.66 16.09 25.08 12.2 21.21 10.43 2.89 4.78 22.94 3.77 5.37 17.58 6.13 11.86 

AW-Prox 12.91 6.09 16.41 26.32 12.84 21.76 11.82 3.34 5.08 18.85 3.68 5.27 17.48 6.49 12.13 

AW:RGB 26.3 17.86 27.09 29.01 17.82 26.29 8.75 5.2 7.24 17.34 6.93 8.5 20.35 11.95 17.28 

AW-Sym 14.56 7.08 16.2 31.55 14.51 22.92 18.86 4.5 5.45 29.99 5.73 7.22 23.74 7.96 12.95 

 

Using symmetrical support regions protects the aggregation 
against perspective change near depth discontinuities. This is 
achieved by also decreasing the influence of pixels in the target 
support region that is likely to be at a different depth to the 
region’s centre pixel. This requires nearly double the 
computational effort as weights need to be calculated for both 
input images. This also means that both images must be 
segmented for the methods that utilise colour segmentation. 
The results in Fig. 5 show that for most methods, symmetrical 
support regions actually decrease the overall accuracy of the 
methods. This is especially clear with the SB method where the 
average number of bad pixels dropped by 5.71%. The only 
method that is more accurate with symmetrical support regions 
is the AW method; however, the accuracy in depth 
discontinuous regions is improved for all the methods.  

The overall improvements in accuracy, when using non-

symmetrical support regions, are in areas of the images that 

are not near a depth discontinuity or more precisely they 

appear to be in sparsely textured regions. This is due to the 

fact that symmetrical support regions have a smaller combined 

weight and is therefore less likely to be able to avoid 

ambiguities in such regions. It is worth noting that many of 

these errors could be corrected with refinement methods such 
as a median filter or bi-directional matching. 

VI. CONCLUSION 

In this paper we investigated the design of some of the top 
performing local stereo matching algorithms, focusing on their 
cost aggregation strategies. We highlighted some of the key 
differences among these methods and evaluated the effect that 
these different design choices have on the robustness of the 
cost aggregation. To achieve this we fixed the parameters and 
used the same cost computational method with no refinement 
step for all the methods considered. 

We found that the use of the CIELab colour space does 
provide a substantial advantage over RGB when applying 
weights to support pixels based on colour difference from the 
reference pixel. The use of a proximity cue is not useful for 
segmented approaches although it does provide an advantage 
for the AW method. Symmetrical support regions provide a 
substantial improvement in areas near depth discontinuities; 
however in most cases the overall accuracy of the image is 
reduced. This is significant as symmetrical support regions 
nearly double the processing and memory requirements. 

Future work will include using these findings to design an 
improved local stereo matching method. Such a method is 
likely to be based on the SS method that uses the CIELab 
colour space and non-symmetrical support regions. 
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