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Abstract—We introduce the tracking of eye movements during
reading as an interesting task domain for statistical pattern
recognition. In this regard, we first review the basic facts of
such movements, and then summarize some recent extensions of
eye-movement research to analyze the reading of entire pages.
Those extensions suggest that personal identity could be deduced
from typical patterns of eye movements, and we report on a
set of experiments that confirm this hypothesis. In particular, a
very basic classifier is able to achieve 87% correct identification
of individuals within a group of ten readers, based on their
eye movements when reading an on-screen page. Some practical
applications of this technology are readily apparent.

I. INTRODUCTION

Although the basic facts on eye movement during reading
have been known for more than a century [1], the analysis
of such movements remains a topic of active research (see
[2] for a recent review). Such research has always had both
theoretical and practical motivations. On the theoretical side,
eye-tracking studies provide a unique and informative view on
the cognitive processes that are taking placing during reading,
and therefore have the potential to elucidate several long-
standing issues on cognition. Practically, reading difficulties
are a severe constraint on the ability of numerous individuals
to function productively in society – see, for example, [3] for
an analysis of the impact of reading skill on students’ learning
achievements. A better understanding of eye movements dur-
ing normal and troubled reading is likely to provide assistance
to at least some of those who are currently prevented from full
participation in knowledge-based society.

Much of the recent progress on eye movements during
reading can be attributed to the availability of instrumentation
that makes it possible to measure the focal points of subjects
during reading with great accuracy [1]. These quantitative
measurements allow researchers to correlate the patterns of
eye movements with the details of the material being read, and
thus to answer questions related to topics such as the influence
of content and presentation on various measures of reading
speed. The typical experimental protocol is that subjects are
shown one line of text at a time and the trajectory of their eye
movements during the presentation of this line are recorded.
When the tracking device senses that the subject has reached
the end of the line thus presented, a subsequent line of text
may be presented, and the process is repeated.

This protocol simplifies the measurement process substan-
tially: since only one line of text is being viewed at a time,
a single parameter must be estimated to know which word
is being focused on by the reader. (For lines that extend
horizontally, which we assume from here on, it is the location

of the horizontal focus of the eyes that is estimated.) As
we have recently shown [4], this simplification is crucial in
allowing for a direct mapping between fixation points and
words - when more than one line of text is present in the
field of view, it is generally not possible to associate a fixation
point with the closest word. On the other hand, some of the
essential components of reading are eliminated by this line-
at-a-time protocol. For example, what strategies do readers
follow to return from the end of one line to the beginning of
the subsequent line? And do readers get information from text
located above or below the line in focus?

In order to address questions of this nature, we have recently
developed a set of algorithms that allow us to analyze eye
movements when complete pages of text are being viewed by
a reader [4]. Using these algorithms, we discovered several
interesting patterns of eye movements that had not been noted
previously [5]. Here, we investigate one of the salient obser-
vations of [5] – namely that some aspects of the whole-page
eye movements are apparently quite distinctive for different
individuals – in more detail. In particular, we investigate
whether it is possible to identify the reader of a page of
text based on the pattern of eye movements that occur during
reading. For this initial investigation, we focus our attention
on a limited subset of the various features of those movements
that are available during eye tracking, as we explain in Section
IV.

Below, we first review the basics of eye movements during
reading. Thereafter, some of the findings arising from our
analysis of whole-page reading are presented (Section III),
which serves as motivation for our experimental investigation
in Section IV.

II. BACKGROUND

The fundamental mode of eye movement during reading has
been understood for more than a century [1]: the eyes make a
sequence of “jumps” or saccades as they scan the text, coming
to rest on fixation points between these saccades. Both the
lengths of the saccades and the durations of the fixations are
adjusted to account for properties of the material being read,
with difficult material leading to saccades of shorter span and
fixations of longer duration. That is, saccades may skip certain
easy-to-read words altogether, or may fixate more than once
on long or difficult words. In general, the spans of saccades
seem to be dictated by semantic considerations - thus, they
tend to be small for languages which compress information
into few orthographic symbols (more details below), and also
scale linearly with the font size in which the text is presented.
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Although the scan path of the eyes generally follows the text
direction from left to right for a language such as English,
with lines being read from top to bottom this pattern is not
absolutely rigid. Regressions, during which the eyes return to
words textually prior to the most recently fixated word, are
quite frequent in [6] it is reported that regressions account
for about 14% of the fixations that occur during reading by a
typical adult. Reading speed is therefore inversely correlated
with the frequency of regressions and the duration of fixations,
while it is positively correlated with the length of saccades.
For adult readers of English text, average fixation durations
of around 230 milliseconds are typically observed, leading
to average reading speeds in the range 200 250 words per
minute [6]. (This average reading speed is generally quoted
for reading on paper - reading speeds on computer screens
are typically around 10% slower [7].)

Another consistent finding is that the span of text that
influences the reader while fixating on a particular word (called
the “perceptual span”) is asymmetrically distributed around
the point of fixation. The perceptual span is somewhat vari-
able across individuals, and strongly variable across different
writing systems; for English, it is about 15 characters to the
right of the fixation point, and about 3 or 4 characters to the
left. Not all the characters in the perceptual span can actually
be identified accurately; for English, the perceptual span and
identification span are approximately the same to the left, but
the identification span is only about 7 or 8 characters to the
right.

These basic facts on the reading process have been extended
in several directions, to produce a number of linguistic and
cognitive insights. For example, differences between different
languages and different writing styles have consistent and
meaningful influences on the eye movements employed by
readers. Consider the case of Hebrew, which is read from
right to left: Hebrew readers are found to have the opposite
asymmetry in perceptual span to that described above [8].
Conventional Chinese orthography, on the other hand, is
pictographic in nature and thus considerably more compact
than the orthography used for English. The major consequence
of this difference is that skilled Chinese readers generally
employ shorter saccades than comparable English readers,
but with similar fixation times [1]. As a consequence, there
are not large differences in reading speed between these two
groups of readers – in fact, it does not seem as if any writing
style is particularly advantageous for either reading speed or
comprehension.

III. EYE MOVEMENTS WHEN READING WHOLE PAGES:
INITIAL FINDINGS

The information summarized in Section II is widely known,
having been confirmed by numerous experiments in several
laboratories. For the reasons introduced in Section I, much less
is known about readers’ eye movements when reading entire
pages. Our tools have allowed us to make some progress in this
regard [5]; after describing the data used for our experimental

TABLE I
Statistics of experimental data used in analysis.

Number of subjects 10
Number of stimuli (pages) 7

Average number of lines per stimulus 21.33
Average number of words per line 13.6

Average number of fixations per line 16.4
Total number of pages read 70

Total number of fixations recorded 24644

investigation, we next summarize the key findings of that
investigation which are relevant to the current report.

A. Material and methods

The data used in our investigation was collected as part of a
larger study [9]; the portion of interest here contains the two-
dimensional (x, y) coordinates of 10 different readers, as they
read a set of seven different pages that were presented to them
on a computer screen. The screen coordinates of the subjects’
focal points were tracked using the SMI iViewX Hi-Speed
eye-tracking system (http://www.smivision.com).

Details of the recording protocol as well the subjects’
demographics are available in [9]. For the current purposes, the
most important factors are that the subjects were all reasonably
competent readers (being undergraduate students) and that the
reading material consisted of newspaper-standard text in two
languages (English and Afrikaans), which was therefore easily
understandable by the subjects.

The computer display had a resolution of 1280 x 1024
pixels, on which text was presented across the entire screen
in a 24-point font. Consequently, a typical line contained
approximately 14 words, which is fairly similar to the number
of words in typical single-column printed text. Also, the
number of lines on a screen ranged between 17 and 25. These
line numbers are much fewer than the contents of a typical
printed page, but sufficiently large to ensure that subjects have
a typical multiple-line reading experience – as opposed to
the single-line or dual-line reading typically associated with
subtitles [10].

Since the experimental protocol called for subjects to read
in a laboratory setting from a computer screen while having
their head movements constrained by chin and forehead rests,
it is fair to say that these were not optimal reading conditions.
Comprehension rates and reading speeds were consequently
somewhat lower than would be considered standard for sub-
jects from the selected target group, but by a margin similar to
that observed in earlier experiments on the differences between
paper-based and screen-based reading [11]. We therefore con-
sider our measurements to be representative of the global
reading behaviour of competent adult readers, though it would
be an interesting challenge to establish whether any of our
observations are modified to a significant extent when subjects
read printed pages rather than a computer screen.

The overall statistics of our material are summarized in
Table I.
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These measurements were processed using a constraint-
based algorithm as described in [4]. That algorithm, which
employs a number of heuristics to assign sequences of eye
fixations to “tracks” and tracks to lines of text, is not perfectly
accurate: we estimate that about 1 ! !2% of fixations are
assigned incorrectly. (A track is defined as a single forwards
sweep of the eyes, consisting of at least three consecutive
fixations.) However, those errors are not systematically based,
and therefore do not have a substantial impact on the findings
reported below.

B. Patterns in progressive eye movements when reading whole

pages

In [5], three classes of eye movements are considered:

• The most frequent movements are the progressive tracks,
which proceed (approximately) horizontally from left to
right for the languages we consider.

• Regressions occur with variable frequencies; these are
again roughly horizontal, but are directed from right to
left.

• End-of-line return movements take the eyes from the end
of one line to the start of the next line.

These classes of movements occur in all readers, and it turns
out that there are interesting structures in the detailed motions
carried out by different readers.

For the current work, we focus mostly on the progres-
sive tracks. It is well known that there are significant inter-
reader differences in both the lengths of the saccades and
the durations of the fixations; both these measures also vary
predictably with the complexity of the text being read. Our
measurements indicate that movements in the vertical dimen-
sion are also interestingly structured. In particular:

• For most readers, the eyes’ tracks during a progressive
movement are not exactly horizontal: a slight upwards or
downwards tilt is typically observed.

• The tilt direction of each particular reader is generally
fairly stable, with either an upwards or a downwards
tendency typically observed (and with the latter tendency
significantly more frequent).

• However, some readers modify their characteristic tilt
angles systematically across a page. That is, a reader may
tend to have an upwards slope for lines near the top of
each page, and gradually shift towards a downwards slope
near the bottom of the page.

• These patterns tend to be stable for a particular reader
across different stimuli presented to the reader.

These observations are all represented in Fig. 1, which
shows the average slopes of our subjects’ eye movements
in the four quarter-pages from top to bottom. Each sub-
figure corresponds to a different subject, and each line shows
the average slope across those quarter-pages for a different
stimulus. (There were seven different stimuli, which were each
read by ten different readers. Slopes are measured in pixels per
line – for our setup, the lines are spaced 36.75 pixels apart.).
We see that subject 9 is the only reader in our group with

a regular, horizontal sweep across all quarter-pages. All the
other subjects have a particular tendency to slant their reading
– some, such as subjects 1 and 8, doing this very similarly
across stimuli and others, such as subjects 6 and 7, showing
more variability around their preferred patterns.

The error bars in Fig. 1 correspond to one standard error.
This suggests that the observed differences are statistically
robust, and we indeed find that appropriate statistical evidence
for each of our main observations can be obtained in our data.
For example, if we perform a repeated-measurements ANOVA
with the average slope in any quadrant (or all quadrants
combined) as dependent variable and the reader and stimulus
identities as independent variables, the reader differences are
seen to be highly significant in every case. In contrast, the
differences between stimuli are generally not significant, or
only weakly significant.

IV. RESULTS

Several of the characteristic eye-movement patterns are
likely to be useful for the purposes of reader identification. In
order to develop a basic understanding of what can be achieved
in this task, however, we limit ourselves to two classes of
features which seem immediately promising:

• Features that describe the readers’ overall facility with
reading, such as the average length of their saccades, the
number of fixations made per line, the average duration
of each fixation, etc.

• Features related to the vertical components of their eye
movements during the progressive movements, including
those depicted in Fig. 1 and similar measures.

We describe each of these feature classes in more detail
below, and summarize the recognition accuracies achieved
when employing those features in various combinations. Given
the limited amount of data per reader at our disposal, all
classification results are obtained with a nearest-neighbour
classifier, using the inverse of the relevant overall covariance
matrix as metric.

A. Features related to reading speed

Table II summarizes the classification accuracies that are
achieved when each of ten different overall reading measures
are used to identify the reader of a page. In each case, the
features are computed from data collected during the reading
of one page of text. In this table, dispersion refers to the
amount of eye movement that happens while the eyes are nom-
inally fixated, whereas saccade amplitude is the magnitude of
the movement during a saccade. (Recall that saccades are, by
definition, larger and more rapid movements than dispersions
during fixation.)

We see that several of the individual features provide
significantly above-chance performance (since there are 10
readers in total, random guessing would yield an accuracy
of 10%). It is interesting to note that the fixations tend to be
more informative about reader identity than the saccades, and
that the blink durations are also amongst the more informative
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Fig. 1. Average slopes of forward eye movements as a function of the vertical position on the page, for ten different subjects. Each line corresponds to a
different stimulus.

TABLE II
Classification accuracy (as a fraction of samples correctly classified) for

various features related to reading speed.

Feature Description Classification
number accuracy
1 Total duration 0.14
2 Total blink duration 0.27
3 Fixation count 0.21
4 Total fixation duration 0.23
5 Average fixation duration 0.31
6 Average fixation dispersion 0.33
7 Saccade count 0.10
8 Average saccade duration 0.07
9 Average saccade smplitude 0.17
10 Average saccade velocity 0.11

Features 1 – 10 combined 0.77

features. Fig. 2 shows the extent of the inter- and intra-
reader differences for two of the more discriminative features.
When all ten features are combined, classification accuracy
approaches 80 %.

B. Features related to vertical eye movements

Table III contains the accuracies achieved when using
features that capture various aspects of readers’ vertical eye
movements during progressive tracks, computed in the same
way as the accuracies in table II. In table III, Page refers
to features that were computed over an entire page, whereas
Top Q refers to features computed only in the top quarter
of the page – thus, corresponding to the data points in
Fig. 1. (Similar features computed for other quarters yielded
comparable results.)

Line error is the average squared distance between the
fixations in each track and the best straight-line fit to the
track, whereas line error variance is the variance of these
distances across an entire page or quarter page, respectively.
(Refer to Section III-A for the definition of tracks.) Similarly,
slope refers to the overall slope of eyes’ movement across a
line (as in Fig. 1) (averaged over an entire page or the top
quarter, as the case may be).

The accuracies achieved with these features are not as
high as with the previous class of features, but performance
significantly better than chance is again observed. The whole-
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Fig. 2. Feature values of average fixation dispersion (horizontal axis) against total blink duration, for each of 10 subjects. Each cross corresponds to a
different stimulus; where fewer than 7 crosses are visible, some of a subject’s stimuli fell outside the range of the plot.

TABLE III
Classification accuracy (as a fraction of samples correctly classified) for

various features related to vertical eye movements during progressive tracks.

Feature Description Classification
number accuracy
11 Page line error 0.17
12 Page line error variance 0.24
13 Page slope 0.17
14 Page slope variance 0.24
15 Top Q line error 0.11
16 Top Q line error variance 0.13
17 Top Q slope 0.19
18 Top Q slope variance 0.03

Page features (11 – 14) combined 0.47
Features 11 – 18 combined 0.54

page features are generally more useful than those computed
on separate quadrants, suggesting that the increased robustness
resulting from measures spanning the whole page outweighs
the loss of specificity from averaging together over the entire
page.

C. Combining feature classes

Finally, if we selectively combine the above two classes of
features, we obtain the results summarized in Table III. We
see that the additional variability of the quarter-page features

TABLE IV
Classification accuracy for combined features.

Description Classification
accuracy

All combined 0.54
Features 1 – 14 combined 0.87

again hurts overall performance, but the combination of the
first class of features with only the whole-page component of
the features derived from vertical eye movements presents us
with the best results overall.

V. CONCLUSION AND FUTURE WORK

We have seen that a relatively simple process is able to
deduce reader identity from eye movements made during the
reading of an on-screen page. This confirms an hypothesis for-
mulated in [5], and suggests a number of practical applications,
including

• access control: sensitive material may be restricted to an
“acceptable” set of readers by verifying that their eye-
movement patterns match one of those in a database of
approved readers.

• remote “signatures”: matching eye tracks can serve as
confirmation that a person who read a document and then
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indicated assent (for example, through a mouse click) is
indeed the person who is intended to sign off on that
document.

• reading assistance: if individuals with good reading per-
formance (in terms of speed and comprehension) are
found to exhibit identifiable clusters of movement pat-
terns, others who wish to improve their reading skills
may be taught to follow similar trajectories.

Given the growing popularity of built-in or add-on cameras
as peripherals of personal computers, as well as their rapidly
improving quality, it is likely that such applications may be
executed on a standard personal computer in the near future
(without the need of any specialized attachments).

Such applications will, of course, require significantly better
accuracies than those we have reported. Fortunately, several
potential sources of improvement are apparent – both from
improved feature extraction on the characteristics that we have
utilized, as well as additional characteristics such as the eye
movements during end-of-line returns and regressions during
reading. It is likely that further efforts along those lines will
be both interesting and practically rewarding.
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