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Abstract—We present a method for extracting regions of
interest from grayscale images by the use of the Iterated
Conditional Modes clustering algorithm, in conjunction with the
Discrete Pulse Transform of image features. We then illustrate the
improvement by comparison; using the luminosity, eccentricity,
orientation and convexity as features of the regions of interest.

I. I NTRODUCTION
Image segmentation plays an integral part within the field
of computer vision and image analysis, since the identification
of regions of interest is usually the first step in extracting
useful information from an image. To this end, we introduce
a new segmentation algorithm in which the Iterated Conditional Modes clustering algorithm is applied to feature vectors
calculated from the Discrete Pulse Transform of an image.
Possible applications of this and other image segmentation
techniques include: medical imaging [1], image compression
[2], biometrics, such as facial or retinal recognition [3], [4],
scene classification [5], and handwriting recognition [6]. A
good overview of possible applications of computer vision
(and hence image segmentation) can be found in [6].
The article structure proceeds as follows. Section II provides
some initial preliminaries and notation and Section III provides
the necessary background theory for the Discrete Pulse Transform. Section IV introduces the iterated conditional modes
algorithm and Section V describes the feature measurements
used, and lastly Section VI presents some applications.
II. P RELIMINARIES AND N OTATION
We introduce some basics before proceedings with the
details. Discussions on the representation of images can be
found in many books and articles on image analysis such
as [6]. We will represent the luminosity of a pixel in the
image matrix as I(x) where x = (i, j) with i = 1, 2, ..., n;
j = 1, 2, ..., m. For example, in a grayscale image, I(x) will
be a single value indicating the luminosity of pixel x; while
in an RGB image, I(x) will be a three-dimensional vector of
luminosity values for pixels x, in the three different colour
bands.
In general, we can represent a collection of different pixel
feature measurements as a d-dimensional vector f (x). These
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are the values for a certain pixel across the different layers
in a three dimensional matrix image, where each entry in the
vector corresponds to a feature value of the pixel, which could
simply be it’s luminosity I(x).
A neighbourhood of a given pixel is a subset of the image
matrix which surrounds the pixel, which may or may not
contain the pixel itself. Such a neighbourhood for a pixel x
can be described as
N (x) = {x = (s, t) : (i, j) , (i ± 1, j) , (i, j ± 1) ,
(i ± 1, j ± 1) , (i ± 1, j ∓ 1) ;
s ∈ [0, n] ; t ∈ [0, m]}.
This neighbourhood defines a 8-connectivity of x since it
contains the 8 pixels which neighbour x. We may also define
a 4-connectivity by excluding the 4 pixels on the diagonals.
Image segmentation generally focuses on the method of
thresholding, where a threshold value T is selected such that
all luminosities I(x) above (below) this value is classified as
foreground (background) and represented by a black (white)
pixel with luminosity 0 (1). This can be achieved through
iterative selection where T is selected iteratively as the average
of the average luminosities in the foreground and background;
Otsu’s method which minimises the within-segment variation;
or the balanced histogram method which uses a weighted
mid-point of the pixel luminosities as the threshold. More
sophisticated methods, such as the fitting of Gaussian Mixtures
to the luminosities and adaptive thresholding aim to improve
on these segmentations. An overview of these, and other,
methods can be found in [7].
III. D ISCRETE P ULSE T RANSFORM
The discrete pulse transform (DPT) is based on the framework of LULU operators. An important overview is presented
in [8], whereas [9] extend the results to multidimensional
arrays, with applications in image analysis. We present a
summary of the definitions and results presented in the latter,
as this work has been extensively published in detail in the
references mentioned. First we define a connection, needed
as a preliminary for the definition of the LULU operators in
Definition 2.
Definition 1. If B is any non-empty set, then a family C of
subsets of B is called a connection on B if
1) ∅ ∈ C ,
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2) {x} ∈ C ∀ x ∈ B, T
and
S
3) {Ci : i ∈ I} ⊆ C , i∈I Ci 6= ∅ =⇒ i∈I Ci ∈ C .
A set C is called connected if it belongs to some connection
C of B.

Hence, together with equation (1) we can write

Definition
2. For I a function defined on a vector lattice

A Zd of real functions defined on Zd , and n ∈ N; then
for all x ∈ Zd , we define the LULU operators as

where properties (2) and (3) hold.

Ln (I)(x) =

max minI(y)

V ∈Nn(x)y∈V

and
Un (I)(x) =

min maxI(y) ,

V ∈Nn(x) y∈V

where Nn (x) = {V ∈ C : x ∈ V , card(V ) = n + 1}.
The recursive application of the operators Ln and Un for
n = 1, 2, .., N , where N is the total number of pixels in the
image, results in the Discrete Pulse Transform (DPT) of an
image f .

Definition 3. The DPT of a function I ∈ AZd , with N =
card(supp(I)) = card x ∈ Zd : I(x) 6= 0 , is given by
DP T (I) = (D1 (I) , D2 (I) , ..., DN (I))
where
D1 (I) = (I − P1 )(I)
and
Dn (I) = (I − Pn ) ◦ Qn−1 (I) ,
with Pn = Ln ◦ Un or Un ◦ Ln and Qn = Pn ◦ ... ◦ P1 for
n = 1, 2, ..., N . The operator I is the identity operator in
A Zd .
The application of the DPT to an image I provides a
multiscale decomposition into pulses (Definition 4) given in
Theorem 5 below [9].

Definition 4. A function φ ∈ A Zd is called a pulse, if for
some connected set V and nonzero real number α, we have
that φ(x) = α whenever x ∈ V , and zero otherwise.

Theorem 5. Let I ∈ A Zd , then
I=

N
X

I=

This decomposition of the function I thus extracts connected regions in the image matrix. It allows us to decompose the image into pulses whose support represent the
disjoint connected regions of different sizes. For examples,
supp(φns ) ∀ s = 1, 2, ..., γ(n) represents the pixel locations of
the γ(n) pulses with support of cardinality n. On these sets
we are able to calculate different features of the connected
regions within an image.
IV. I TERATED C ONDITIONAL M ODES
Iterated Conditional Modes (ICM) is an algorithm first
introduced by [10] to reduce the noise in dirty pictures. It takes
into account both features of each pixel and spatial information
based on a Markov Random Field of each pixel to be clustered
[5]. For a further explanation of Markov Random Fields in
relation to images, see [11].
The ICM algorithm (within the context of noise removal) is
based on the assumption that neighbouring pixels tend to have
similar luminosities, or other features; and that each pixel is
corrupted independently with a given probability. Within the
general context of image analysis we apply the method to the
general feature vectors f (x) of each pixel x and present the
method as such.
Consider an image I with n pixel rows and m pixel columns
in which there are K clusters of pixels which we would like
to detect and extract. Then, for each iteration of the algorithm,
indexed by α, we define
(α)
• ωij as the class of pixel x = (i, j);
n
o

Dn (I) =

(α)

•

•

vector of cluster
 k = 1, 2, ..., K;


0 

K
P
P
(α)
(α)
1

ν (α) = nm
f (x) − µk
f (x) − µk 

•

(1)

Nk

k=1

γ(n)

X

(α)

Ck = x : ωij = k as the set of pixels belonging
to cluster k = 1, 2, ...,
 K;
(α)
(α)
as the number of pixels in cluster
Nk = card Ck
k = 1, 2, ..., K; 

(α)
(α)
Nij (k) = card Ck ∩ N (x) as the number of pixels
in the neighbourhood of x belonging to cluster k =
1, 2, ..., K;
P
(α)
1
f (x) as the d-dimensional mean
µk =
(α)

•

n=1

Also, for every n ∈ N, the function Dn (I) is a sum of discrete
pulses with pairwise disjoint support. In other words, there
exists some number γ(n) ∈ N and discrete pulses φns , s =
1, ..., γ (n) such that
φns

s=1

and
supp(φns1 ) ∩ supp(φns2 ) = ∅ ∀ s1 6= s2

(2)

th

where φns is the s discrete pulse on some connected set V
with card(supp(φns )) = n. Further, for all n1 < n2 ∈ N,
1 ≤ s1 < γ(n1 ) and 1 ≤ s2 < γ(n2 ) we have that
supp(φn1 s1 ) ∩ supp(φn2 s2 ) 6= ∅ =⇒
supp(φn1 s1 ) ⊂ supp(φn2 s2 ) .

(3)

φns

n=1 s=1

•

Dn (I)

N γ(n)
X
X

(α)

x∈Ck

(α)

x∈Ck

as the total within-cluster variance.
The aim of ICM clustering is then to minimise the total withincluster variance, by assigning and reassigning each pixel in the
image to a class, while taking spatial information into account.
To this end we proceed as follows:
1) Initialise the the parameters using only the feature information for each pixel. We suggest, and have used,
a multivariate K-means clustering procedure. A good
overview of the method and it’s implementation can be
found in [12].
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(α)

(α)

(α)

2) Calculate Ck , Nk , µk and ν (α) for each k =
1, 2, ..., = K.
3) For each pixel x and cluster k calculate

T 

(α)
(α)
Λ(x, k) =
f (x) − µk
f (x) − µk
(4)
−βν (α) Nij (k) ,
and find k ∗ = arg min{Λ (x, k)} .
k
(α+1)

4) Set ωij
= k ∗ for each pixel in the image. In other
words, reclassify the pixel as belonging to cluster k ∗ .
(α+1)
(α)
5) Repeat steps 2 through 4 until Ck
= Ck for all
k = 1, 2, ..., K or a predetermined number of iterations
have passed.
If the algorithm converges we end up with a collection of sets
(the Ck0 s) containing the clusters of pixels, grouped according
to their likely cluster membership, taking into account the
spatial location of the pixel.
Equation (4) is similar to the function which must be minimised within the K-means framework. The only difference is
the second term, which is called the spatial penalisation term
[5]. This term allow for the inclusion of spatial information
when clustering the pixels. In effect, the within-cluster sum of
square deviations is reduced by a multiple of the number of
pixels in the neighbourhood which are in the class k, where
the specific constant of multiplication is βν (α) . All else being
constant, if a pixel is surrounded by many pixels which belong
to class k ∗ , it is more likely that that pixel also belongs to class
k ∗ , due to our first assumption. Hence the likelihood that k ∗
will minimise (4) is increased, by reducing the size of Λ(x, k ∗ )
by a constant related to the spatial information.
Debba et al [5] suggests that a good choice for the parameter
β is 1.5. A larger value of β will lead to a smoother image
based more heavily on spatial data, while a lower value for
β will lead to a clustering similar to the K-means algorithm.
Figure 1 illustrates the effect of the β parameter. From Figure
1b, it can be seen that a smoother segmented image is obtained
when ICM is applied directly to the pixel luminosities with
a higher value for β, while, as seen in Figure 1c, the effect
is minimal when applied to the feature vectors of the DPT.
This can be explained by the fact that the spatial information
is already largely contained within the pulse supports. Hence,
the application of ICM to DPT is more robust to the choice
of β, which constitutes a major advantage in application. A
value of 2.5 was used for β throughout.
V. R EGION F EATURES
We will now present a number of measurements of properties of regions within an image, with the aim of obtaining
improved segmentation of an image.
Eccentricity is a feature which can be extracted from a set
of connected pixels indicating the roundness of the region. It
is defined as
r
b2
= 1− 2
a
where a and b are the lengths of the semi-major and
semi-minor axes, respectively, of the ellipse with the same
second moment as the region of pixels. For all p, q ∈ N0

the moments
of order p + q for an ellipse f (x, y) are
´∞ ´∞
p q
µpq = −∞ −∞ xP
y f (x, y) dxdy, with the corresponding
moments, mpq = ∀(x,y)∈V xp y q I(x, y), for the connected
image region V [13]. Now, since a ≥ b, the eccentricity of a
region is bounded by 0 and 1. When  = 0, the region is a
perfect circle, whereas if  = 1, the region is simply a line
segment. This can, also, then be interpreted as a measure of
the shape and compactness of the region. Figure 2a illustrates
the eccentricity of a region of 5 connected pixels.
We can inspect the direction in which a region of pixels
lie. In order to do so, we calculate the region’s orientation as
the gradient of the major axis of the ellipse, with the same
second moments as the region, in degrees from the horizontal
axis. Figure 2b illustrates this measure for a region of 5 pixels.
The gradient of the regression line (major axis) through the
connected image region, V , is given by
P
xy − nx̄ȳ
m̂ =

∀(x,y)∈V

P

x2 − nx̄2

∀(x,y)∈V

P
P
where x̄ = n1 ∀(x,y)∈V x, ȳ = n1 ∀(x,y)∈V y and n =
card(V ). It follows that the orientation of V is θ = arctan(m̂)
[14]. From this definition, it is clear that the orientation will
be bounded by −90◦ and 90◦ . An example of the use of
orientation in texture analysis can be found in [15].
The convex hull of an image region is the smallest convex
set of points, which contains the entire image region [16] as
can be seen in Figure 2c. Methods for calculating the convex
hull can be found in [17] or [18].
Another measure of compactness, based on the convex hull,
is the convexity of a connected region. Iivarinen and Visa [19]
define the convexity of a connected region V as
c=

card(adj(CH(V )))
card(adj(V ))

where
CH(V ) is the convex hull of V and adj(V ) =

x ∈ Zd : x ∈
/ V , V ∪ {x} ∈ C . Stated differently, the
convexity of a region is the ratio of the length of the perimeter
of the convex hull of V , to the length of the perimeter of V .
A convexity of 1, indicates that the region is perfectly convex,
since the convex hull would coincide with the region; whereas
a value significantly different from 1 would indicate a nonconvex or concave region.
Other measurements of region features which could be made
on an image include (but are not limited to) van der Walt’s
sharpness measure [20], entropy [21], Euler number [22], and
shape number [23].
VI. T HE A PPLICATION OF ICM TO DPT
D ECOMPOSITIONS OF I MAGE F EATURES
We define the notation in Table I in order to apply ICM to
the feature vectors of the Discrete Pulse Transform supports.
We use the standardised feature measures to remove the
effect of the measurement scales, which allows for an even
weighting between the feature measurements during the clustering process.
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(b) ICM applied directly to image luminosities with β = 1.5 (c) ICM applied to discrete pulses with β = 1.5 (left) and
(left) and β = 2.5 (right).
β = 2.5 (right).

(a) Original image.

Figure 1: Effect of β-values for ICM applied to the image luminosities, and to the feature vectors calculated on the discrete
pulses.

(a) A superimposed ellipse with the same
second moments as the region. The ratio
of the semi-major and semi-minor axes
are used to calculate the region’s eccentricity.

(b) A superimposed ellipse with the same
second moments as the region. The angle
between the horizontal axis and major axis
is a measure of the region’s orientation.

(c) The convex hull of the region superimposed onto the region. The ratio of
the perimeter lengths is a measure of the
region’s convexity.

Figure 2: Feature measures of a connected region of 5 pixels.

ns , θns and cns

Eccentricity, orientation and convexity of supp(φns ).

Ω(x) = {φns : x ∈ supp (φns )}

Set of all pulses to which
pixel x belongs, with ωij =
card(Ω(x)).

ns
ωij

Average eccentricity of pixel x
over all pulses towhich it belongs,
with standard value ¯sij = ¯ij .

¯ij =

X
∀x∈Ω(x)

θ̄ij =

X
∀x∈Ω(x)

c̄ij =

X
∀x∈Ω(x)

s
lij
=

Average orientation of pixel x
over all pulses to which it bes =
longs, with standard value θ̄ij

θns
ωij

θ̄ij +90
.
180

Average convexity of pixel x
over all pulses to which it belongs, with standard value c̄sij =
c̄ij .

cns
ωij

Standardised luminosity value of
pixel x, with Imin = min I(i, j)
and Imax = max I(i, j).

I(x) − Imin
Imax − Imin

s
s
f s (x) = lij
, ¯sij , θ̄ij
, c̄sij

0

Standardised feature vector of
pixel x using the average discrete pulse support feature measurements of the pulses to which
x belongs.

Table I: Summarised notation for the feature vectors

After calculating the standardised feature vectors for each
pixel in the image, we apply ICM to obtain a segmented image
based on the pixel luminosity; region eccentricity, orientation
and convexity; and the spacial features of the DPT and ICM.
Since we are including more information about the structure

of the image, we expect to obtain an improved segmentation
of the image when compared to ICM applied to the pixel
luminosities, while extracting regions within the image with
similar features.
Figure 3b, presents the results of this algorithm when
applied to the image provided in Figure 3a. It is clear that
we are able to successfully distinguish between the body of
water, trees and dirt within the image, while the apparent
misclassification within the trees is due to the different types
of vegetation and textures evident within those regions. This
technique could, hence, be an effective method for the classification of different regions in aerial photographs or extended
for use in target detection. For instance, in this example,
successive photographs of the same area could be used to
measure the volume of water in the lake, in order to monitor
the effect of rainfall in the area; or measure the change in
vegetation density for the area.
Figure 3d, presents the results of the algorithm applied to
the image in Figure 3c. This constitutes an example of an
application in texture analysis. From the original image it
clear that there are two distinct sets of textures (the raked
lines and the grass mound), with a secondary texture within
each (the circular lines and straight lines; and the smaller
mounds on top of the larger mound). These are visible to the
human eye within the image. We see here that, allowing for a
certain level of noise due to the complex textures and shadows,
that this algorithm is able to separate the two major textures
effectively, as well as the smaller mounds from the larger
mound; but it fails to distinguish between the two different

(d) K = 5 and β = 2.5.

(c) Original image.

Figure 3: ICM applied to feature vectors of discrete pulses.

(b) K = 5 and β = 2.5.

(a) Original image.
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(f) K = 5 ; β = 2.5

(e) K = 3 ; β = 2.5.

(d) Original image.

Figure 4: Comparison of ICM applied directly to the pixel luminosities (left), against ICM applied to the feature vectors of discrete pulses (right).

(c) K = 5 ; β = 2.5.

(b) K = 3 ; β = 2.5.

(a) Original image.
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sets of lines. This can be explained by the use of shape and
compactness as feature measures. At a pulse level, we expect
the lines to exhibit similar elongated shapes, while the mounds
would exhibit a more compact and round shape. Further, we
see that the smaller mounds appear to present a consistent
crescent shape while the large mound presents a more irregular
shape. The orientation of the lines have aided in distinguishing
between parts of the texture for the raked lines, as can be seen
in the lower parts of the image. However, we could improve
the effectiveness of the segmentation of the lines (and other
textures) using a Hough Transform, as described in [24], or
other feature measurements.
We compare the result of ICM applied directly to the pixel
luminosities, against ICM applied to the feature vectors of
the DPT in Figure 4. Figures 4a and 4d present the original
images; while Figures 4b, 4c, 4e and 4f present the results of
ICM applied directly to the luminosities (left), and the feature
vectors of the discrete pulses (right), for various values of K.
From Figure 4b and 4c we see that ICM applied to the
DPT is less affected by ambient light, present in the lowerleft of the image. Also, this algorithm is able to distinguish
between potatoes which have different shapes, whereas the
original ICM algorithm only segments the potatoes from the
background. The potatoes coloured black are observed to have
a rounder, more compact shape compared to the other potatoes
which exhibit a more elongated shape.
Figure 4e shows the improvement of ICM applied to the
DPT in target detection, or the segmentation of man-made
objects from natural backgrounds. In this case, the original
ICM algorithm does not successfully segment the truck from
the background, while when applied to the DPT, we can clearly
distinguish between the truck and the background.
At first glance, Figure 4f appears to exhibit outperformance
of the original ICM algorithm over ICM applied to the DPT.
However, after further inspection, it is clear that ICM applied
to the DPT is able to segment particular details, on top of
the truck, which the original ICM fails to achieve. For use in
image compression this constitutes a big advantage, since the
loss of information is minimised.
One benefit of ICM applied to the DPT compared to the
direct application to pixel luminosities, which is not directly
apparent from the segmented images, but which is clear
from the algorithm and its results, is the inclusion of the
various region features of the pixels. Most of the improvements
presented here are a direct result of the inclusion of these
feature measurements. Although the ICM algorithm includes
spatial features of the image, we are not able to include the
measured features in the original ICM algorithm, since the
features cannot be calculated on a single pixel. Overall, the
results show that the ICM algorithm applied to the feature
vectors, calculated on the DPT of an image, provides better
segmentation results, through the incorporation of measured
spatial features of image regions.
VII. C ONCLUSION
The application of ICM to the feature vectors calculated on
the DPT of an image yields an effective algorithm for image

segmentation, which is robust to the choice of the coefficient β
of the spatial penalisation factor. This leads to improved results
in the application of the algorithm in image segmentation,
which is easier to apply where automatic segmentation is
required. Due to the complex nature of image analysis, a
perfect segmentation would not be possible; and within each
unique application, different sets of region features would be
needed to obtain efficient results. We have used eccentricity,
orientation and convexity of image regions as our feature
measurements, but generally the choice is at discretion of the
implementer in any given situation.
We have discussed the possible advantages of this algorithm
in the context of scene classification, image compression and
texture analysis, but the algorithm could be applied in any
other segmentation task. Enhancements, including different
feature measurements, have also been suggested.
When compared to ICM applied directly to the pixel luminosities, we observe a marked improvement in the segmentation
results. We are able to extract smaller details within the image,
which could lead to better image compression, and fewer
distortions due to ambient light. These improvements can be
attributed to the inclusion of calculated region features, not
present in ICM, as well as an increased emphasis on spatial
features. Further research will involve comparisons with other
segmentation techniques making use of features such as those
used herein. This work simply provides an indication of the
ability of the DPT in image analysis. Performance analysis
such as class separability indices will also be investigated in
future [25], [26].
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