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Abstract—Mobile robots have been increasingly used in 

industrial applications over the last two decades. Since the mobile 

robots carry their own energy sources, it is important to try and 

conserve energy while in operation. The aim of this paper is to 

see the effect on the total energy consumption of a mobile robot 

after implementing an energy efficient version of a path planning 

algorithm. Our method involves modifying a Q-learning path 

planning algorithm with weights, thus directly controlling 

navigation in a path planning problem. We conduct simulations 

for random environments, and compare our method with a 

normal Q-learning path planner to see if any considerable energy 

savings are achieved. Results show that our method can reduce 

energy consumption by 4.91% but also increases traveling 

distance by 4.04%. 

Index Terms—Path planning, Q-Learning, Energy consumption, 

Mobile Robots.  

I. INTRODUCTION  

In the past, robots used in industrial setups have been bulky 

and fixed which was fine as they were used in factory 

operations that did not require much mobility and rather 

focused on mass production or assembly operations such as 

processing and dispensing of parts. These robots were relied 

upon for the precision they offered as well as operation times 

which outlasted any human [1, 2]. However most of these 

industrial type robots had limited application flexibility due to 

lack of mobility. The mobility of robots provides additional 

flexibility making new applications possible. These 

applications include; dangerous situation navigation, ocean 

exploration, medical, surgical applications as well as space 

exploration [1, 3]. Contemporary mobile robot units generally 

seem to have limited use unless they possess some form of 

autonomy [2]. The area of artificial intelligence differentiates 

the levels of autonomy from manual to fully automatic 

depending on the capability of the mobile robot agent. A 

mobile robot must be able to carry out particular tasks with 

limited supervision. A very popular problem in modern 

robotics literature is that of path planning. Learning algorithms 

have been developed to enable the computational brain of the 

robot also known as the agent to facilitate path planning and 

other tasks. There a several ways by which energy can be saved 

in a mobile robot, not the least being using energy efficient 

motors [10].Y. Mei et al [9] modelled a mobile robot’s dc 

motor to find the relationship between the motors and the 

robot’s own velocity. The robot used was run on different paths 

to calculate the energy consumption along those paths. M. 

Shahab [10] discussed energy efficiency in terms of mobile 

robots and endeavoured to classify the different ways energy is 

consumed in a mobile robot. A power model was derived for 

use in managing the energy losses expended by each individual 

motor as well as a discussion of motion planning of the 

conflicting objectives of optimising for time and energy. Barili 

et al. [17] introduced the concept of manipulating velocities to 

save energy for a mobile robot. In their work there was no 

mention of the relationship between path planning and velocity 

control. This paper is different in that it focuses on a learning 

algorithm as a solution in the attempt to obtain energy efficient 

path planning.The Q-learning algorithm is used in this research 

is to find the shortest paths in unknown environments, of 

different sizes and obstacle densities using Q-learning. The Q-

learning algorithm is then modified with weights in an attempt 

to enable a mobile robot to plan paths which are less energy 

intensive. In this study, the framework to be used is that of a 

small point robot on a discrete grid map. The behaviour to 

learn is energy efficient path planning.  

I. PATH PLANNING 

Researchers have long been interested in path planning. The 

interest rose due to the development of path planning for 

industrial manipulator robots. Manipulator robots have many 

degrees of freedom and the path planning problem was to 

move arms or limbs with accuracy, which was quite complex 

in relation to operating differential drive robots on flat 

surfaces. However the techniques developed for manipulator 

robots have been the basis of many path planning techniques 

currently used on mobile robots. This movement resulted in 

simpler path planning algorithms, as the degrees of freedom 

were greatly reduced. Most mobile robots operate at speeds 

which are low enough to almost completely ignore the 

dynamics and kinematics used by the industrial robots 

manipulator, for which the algorithms were originally 

developed [4].  
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A.   Configuration Space 

The representation within which path planning is done for both 

manipulator and mobile robots is called the configuration space 

or C-space. It is defined as a set of parameters that completely 

specify the position of an object, for e.g. the positions of a 

robot arm [5].This can be represented as a set of coordinates or 

points of k real values          , in a k-dimensional space of 

k degree of freedom object. This means a complex 3D robot 

structure could be represented by a single k-dimensional point 

[4]. Figure 1 below shows the physical environment containing 

a two-link planar robot’s start and end positions as well as 

obstacles in the environment represented by the dark blocks 

numbered 1, 2, 3 and 4. 

 

 

 

 

Figure 2 below shows the corresponding configuration space 

representation which shows a single point representing the 

planar robot in free space in terms of joint coordinates 

(       and the path the joints (point) would have to take to 

reach the end position. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

B. Graph Construction Methods 

There are three main types of environment representations 

with which path planning algorithms can be used, namely 

continuous geometric maps, decomposition based geometric 

map and topological maps. The actual continuous environment 

model must be converted into a precise discrete map suitable 

for a certain path planning algorithm. There are methods 

which have been identified to transform/construct the 

environmental map into a connectivity graph, which can be 

searched using path planning algorithms [5]. The graph 

construction method used in this paper is the fixed cell 

decomposition method. An example is shown by Figures 3 

and 4 below.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure1: Two-link planar robot [3]  

Figure 2: Configuration space [4] 

Figure 3: C-space of equally divided cells [5] 

Figure 4: C-space after fixed cell 

decomposition [5] 



C. Graph Search Methods 

The goal of path planning is to find the best path i.e. the 

shortest path, from the start location to the goal location 

regardless what map representation is chosen to generate the 

connectivity graph. There are several graph search algorithms 

which have been used for path planning including the breadth 

first search method, depth first method, A* method and 

Dijkstra’s method[4,17,18]. However the method used in this 

research endeavour is the Q-learning method and will be 

discussed in the next section.  

II. Q-LEARNING 

Q-learning is an off policy model free algorithm in the family 

of reinforcement learning algorithms introduced by P.Watkins 

in 1989[7, 8, 12]. Off-policy in this context means that the 

learning is done before the robot is in operation. The robot’s 

agent learns an action selection policy from feedback from the 

environment during what is called the Training stage. This 

feedback is in terms of a numerical reward value which is used 

to update what is called a Value function. Each value in the 

Value function represents the numerical significance of every 

single action available in the environment’s C- space, towards 

completing a pre-determined task, for example navigating 

along a shortest path to a target state. These values are called 

Q-Value. The initial training can be done by trial and error i.e. 

simulating episodes of random mobile robot action selections 

in a discrete version of the environment until every possible 

action in each state is executed, a reward is feedback to the 

agent and a corresponding Q-value is given for every available 

action. The optimal solution can then be found by executing 

only the maximum Q-Values in consecutive states until task is 

completed. This stage is called the execution stage or 

navigation stage for path planning problems. Figure 5 below 

displays the general model of the Reinforcement learning 

model. To formalise Q-learning consider a finite Markov 

Decision Process (MDP) model < S, A, f, R >. In this model S 

is a finite discrete set of states, A is a finite discrete set of 

actions, f: S × R→ П(S) is the state transition probability 

function and R: S × R→ R is a reward function. It is helpful to 

remember at this point that although f and R exist, they are not 

necessarily known by the agent. The objective of a Q-learning 

agent in this MDP is to learn a policy π by sensing the current 

state    at each discrete time-step t and selecting an appropriate 

action    .The environment then changes from its current state 

    to the next state      according to the state transition 

probabilities function given by f. Then a scalar reward of    is 

given right after the transition [6, 7, 8]. The corresponding 

value function          can be obtained by following a policy 

π chosen arbitrarily from any initial state    .The value function 

         is shown below in Equation 1,    is the reward at 

current time-step t and   is the discounting factor. 
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In this MDP an optimal policy π* is necessary to obtain 

maximum cumulative rewards. Equation 2 below shows the 

policy π*, where the maximum cumulative reward is denoted 

as      . 

 

          π             
                                 

 

The corresponding value function Q(s, a) is presented in 

Equation 3 below is updated by adding the reward at current 

time-step t to the discounted cumulative reward, obtained from 

the optimal policy from time-step t+1 onwards.   is the 

learning rate, which is between 0 and 1,    is the next state after 

performing the action   while in the current state . 
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At this point it is important to take note that maximum 

cumulative reward for the next state    is the same as the 

maximum possible value of value function in the same next 

state   .This is shown in equation 4. Equation 5 below shows 

       as a function of its next state and the chosen optimal 

action   , after a simple substitution of Equation 4 into 

Equation 3. The value obtained from the value function can 

then be stored in a table (Q-table) at each state during a 

learning episode. It is important to note that the Q-learning 

algorithm converges with probability one to the optimal Q-

values as long as each state-action pair is visited infinitely 

often and the learning rate decreases over time. However Q-

learning algorithms have been found to converge very slowly.  

The algorithm has been documented to give decent results 

when iterated 5 million times in a grid map size of 5, 10 or 

20[20].  

 

 

 

Figure 5: Basic model of a Reinforcement learning 

system [6]  



This paper however details the use of iteration numbers in the 

thousands. 
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Below is the pseudo code for the q-learning algorithm. 
 
1. Initialize Q(s, a) arbitrarily  

2. Repeat for each episode 

2.1  Initialize s arbitrarily  
2.2 Repeat for each step of the episode 

2.2.1 Choose    from s using policy derived from   

2.2.2 Take action   and observe   and    
2.2.3                                              
2.2.4      until s reaches goal state 

End 

 

III. ENERGY CONSUMPTION 

With mobile robots having to carry their batteries in order to 

be fully autonomous, it is of benefit to consider energy 

consumption during the robots motion. This concept can be 

described as the effect of motion planning on energy 

consumption. Energy consumption can be minimized by 

utilizing energy efficient motors, locating better routes or 

avoiding unnecessary accelerations resulting from too many 

sharp turns [9, 10]. Since the focus of this paper is on path 

planning we will only consider the latter. For example, if a 

shorter path contains numerous sharp turns, the robot might 

consume more energy due to frequent decelerations, changes 

of directions, and accelerations. A longer path may require 

less energy if the robot does not make many sharp turns. To 

minimize energy consumption; the robot’s agent should be 

able to plan “optimal” paths for the robot using a previously 

mentioned path planning method. The energy consumed by a 

mobile robot with motion in two dimensions can be calculated 

as shown below. An example of this is shown in Figure 6 

below where there is a shortest path route and an energy 

efficient route represented by the dashed line and solid line 

respectively. The shaded area represents obstacles. The dashed 

path is shorter than the solid line path but however contains 

more stops and turns which results in a lot of accelerations and 

deceleration, hence consuming more energy the energy 

efficient path despite being shorter. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

IV. MOTION PLANNING  

The setup for the motion of the robot is as shown in figure 

7(a) where from a particular robot location(cell), the robot can 

move into 8 neighboring cells in the cardinal and intermediate 

directions i.e. North, South, East, West, North- East, North-

West, South-East and South-West. When there are obstacles in 

the neighboring cells, these particular directions become 

unavailable for selection similar to what is indicated in figure 

7(b).When the robot is moving any action that is not directly 

in line with the immediately previous action is considered a 

stop and a turn. Turns are classified by the natural angles that 

the edge of the neighboring cells make with the center of the 

current cell the robot is situated. For example the block North-

East of the center block is seen as a 45 degree turn and the 

block to the east is seen as a 90 degree turn and so on, if the 

robot was heading in the north direction as it entered the 

center cell [10].  

 

 

 

 

 

 

 

 

 

 

 

To setup the energy efficient motion, the concept of weight is 

introduced. A weight is an arbitrary number, which in this 

context is used to outline the energy cost accompanying the 

robot’s agent executing particular degree of turn [11]. 

 

 

 

 

 

 

 

 

 

Figure 6: Shortest path and energy 

efficient path [11]. 

Figure 7(a) 

possible 

movements 

Figure 7(b) available 

and unavailable 

movements [11] 



Figure 9: Results of Q-learning Simulations 

1000 1200 1400 1600 1800 2000 2200 2400

12.7

12.8

12.9

13

13.1

13.2

13.3

13.4

13.5

13.6
Q-learning simulations

Number of iterations

N
u
m

b
e
r 

o
f 

s
te

p
s

 Any change in direction going into a new state is considered 

as combination of a stop and turn. For example if the robot is 

in a particular state and moves in the same direction it entered 

the state, it is assumed not to lose any additional energy except 

that of travelling forward. However when moving in any of 

the other seven directions other than the direction it entered 

the current state this is expected to result in additional energy 

usage, in that the robot has to stop and turn before carrying on 

in the new direction. These losses would not be incurred if the 

robot kept on going in the same direction. This is in addition 

to the energy consumed travelling from one cell to the next 

cell. The total cost of the path will then be the energy to travel 

in a straight line plus the sum of the costs of all the weights 

associated with chosen stops and turns and accelerations while 

navigating from the start state to the target state. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The additional energy consumed is calculated by adding the 

amount of energy required to stop the robot as well as the 

amount of energy required for turning the robot depending on 

how far the turn is. Turns are specified in terms of 45 degree 

divisions from 0 to 180 degrees according to the angle that 

travelling in each of the 8 directions makes with the edges of 

the neighboring cells. Figure 8 above illustrates this well; 

where the robot is heading in the NE direction into the NE cell 

which has eight possible directions of its own to choose from. 

Each edge is represented by a circle which also represents 

each state. Each possible movement into a new cell has a 

weight associated with the amount of turn required to move 

into the new cell. A direction with more of a turn is weighted 

more than that with less of a turn in order to reinforce more 

energy efficient motions. Moving in directions with a greater 

weight value i.e. most energy loss, decrease the reward 

function value with a negative reward. The smaller the weight 

values the smaller the magnitude of the negative reward. The 

weight with no additional loss of zero energy i.e. continuing 

travelling straight is given a positive reward to encourage 

energy efficient at particular states. The Q-learning algorithm 

with the weighting system interacts with the environment the 

same way as the original Q-learning only choosing only 

movements which are possible i.e. where there are no 

obstacles regardless of the weight value of each movement. 

V. SIMULATIONS AND RESULTS 

A. Simulation Setup 

 

The setup is a grid map where each cell is a square with each 

side one unit in length. The robot used one unit of energy for    

moving one unit of distance. One stop costs 0.5 unit of 

additional energy. A turn of 45◦ takes 0.4 unit of energy. 

Turns of 90◦, 135◦, and 180◦ cost 0.6, 0.8 and 1 unit of 

energy, respectively. These numbers are derived Y. Mei ET 

al [11], who based their energy measurements on a Pioneer 

3-DX robot. The robot sensing range is 1 unit of distance in 

all 8 directions. The grid map uses obstacles and open spaces 

where the obstacles used are randomly generated obstacles. 

In these experiments a Q-learning path planning algorithm 

[11] is compared against an energy efficient version of the 

Q-learning algorithm. The weights influence the actions 

selected by the action selection policy, which in turn 

changes to the Q-values down the line, catering for energy 

efficiency. This algorithm has been abbreviated to (EEQ).  

 

B. Results 

 The paths generated by our q-learning algorithm and our EEQ 

method are compared in terms of path length, energy 

consumption and number of iterations. Random maps are used 

for each of the following simulations. Figure 9 below shows 

the results of the Q-learner algorithm. Figure 10 shows the 

results of the EEQ method. The Q-learning algorithm in 

Figure 9 shows convergence towards 12 steps as the number 

of iterations increases. The ripples in the graph are believed to 

be caused by action noise due to the e-greedy action selection 

policy. An exploration factor of 0.2 in the policy chooses a 

random action with a probability of 0.2 out of 1. This affects 

the number of steps of the path that can be after the random 

action has occurred, hence affecting the optimality of the path. 

It is important to note that unless the map is sufficiently 

explored the path will not be generated as there are no Q-

values in certain states in the map, hence starting the 

simulations at 1000 iterations guarantees the grid map being 

fully explored. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8: Graph for energy efficient motion 

planning [11]. 



Figure 11: Q-learning algorithm generated 

path 

Figure 12: Energy efficient Q-learning 

generated path 

The EEQ method in Figure 10 shows convergence towards 15 

steps and 24 energy units as the number of iterations are 

decreased. This is restricted on the lower end by the number of 

iteration required to sufficiently explore the grid map 

environment, in order to form a path. The iterations are started 

at 500 iterations to ensure that the grid map being fully 

explored .Since this method is based on the Q-learning method 

the ripples are also believed to be caused by action noise due 

to the e-greedy action selection policy [12]. 

 

 

Figure 11 shows the path from the source cell to the target cell 

of the Q-learning algorithm and Figure 12 shows the path 

from the same source cell to the same target cell of the EEQ 

method. The Q-learning path in Figure 11 is the longer path 

with length of 34 steps and consumed energy to the amount of 

61.08 units. The EEQ path in Figure 12 is the shorter with the 

length of 26 steps and the more energy efficient path 

consuming 43.50 units of energy. The EEQ path is 8% shorter 

than Q-learning path .However; the EEQ path in Figure 12 

only consumes 43.50 energy units, which is 17.58% lower 

than the energy consumption of the Q-learning path. The EEQ 

path is deemed to be shorter than the Q-learning in this case as 

the action noise of the Q-learning path is more prominent in 

this single simulation. In a random map with 10% obstacle 

cells, we compare the distances and the energy consumption 

of the Q-learning and the corresponding EEQ. Over a 1000 

simulations were run and the results show that on average the 

energy efficient paths save 4.91% energy while they are 

4.04 % longer than the Q-learning paths. The robot’s agent 

follows the maximum Q-values in each state to find the path 

from the start cell to the target cell. The q-learning algorithm 

chooses the actions based only on the e-greedy action 

selection policy but still experience actions noise due to the 

policy. The weights of the EEQ method at low iteration values 

affect the actions chosen by the action selection policy, 

favouring turns with less energy losses and invariable 

changing the Q-values down the line. This means the weight 

counteract the effect of the exploration factor to some extent 

resulting in less random actions. In Figures 11 and 12 the 

starting cell is cell with coordinates (20, 2) and the target cell 

is the one with coordinates (1, 19). Between the start and the 

target cell are cells in grey which indicate the path from the 

start cell to the target cell .The cells with white boundaries 

other than the path and the start and target cells are obstacles. 

The haphazard shapes in the path in Figure 11 are believed to 

be due to action noise. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

VI. CONCLUSION 

 

In this study, we have applied a method developed for energy-

efficient path planning for robot navigation. This application of 

the weights in this way can reduce navigation time as the 

robot’s agent does not need to sense too far ahead to make 

energy saving decisions. The motion planning method 

considers change of direction during navigation from one cell 

to another and also energy expended during stops and turns 

associated with the changes in direction, in order to generate 

more energy efficient paths. Simulation results show that the 

Q-learner converges to number of steps near to an optimal path 

with a very large number iterations and the EEQ learner 

approaches an energy optimal path when the iterations  

Figure 10: Results of EEQ simulations 



are decreased to a certain extent, limited by number of 

iterations to complete exploration of the environment. The 

convergence graphs of the Q-learning algorithm and the EEQ 

method point to a conflict in the number of steps and the 

energy consumption. Though the algorithms are not strictly 

inversely proportional a trade off can be pursued to obtain a 

shortest path or energy efficient path. The simulations also 

show that this modification to the Q-learning method can help 

reduce energy consumption and shorten exploration path. 

When compared with a simple e-greedy based Q-learning 

method, this weighting method can save up to 4.91% energy 

but increase traveling distance by 4.04%. 
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