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Abstract—Sparse coding is a way to represent or code a signal
by using a trained, over-complete dictionary of basis functions. A
sparse code has the property that very few of the basis functions
are selected to reconstruct a signal. One of several interesting
properties of sparse coding is that the trained dictionary captures
meaningful features from the dataset. As a result, the code can be
used to classify the signal since it lists the features that are present
in the signal. There are several parameters of the sparse coding
algorithm that has to be set, such as the size of the dictionary and
the sparseness of the code. This paper investigates the influence
of some of these parameters on the code and on the features that
are learned by the dictionary.

I. I NTRODUCTION

Signal processing techniques transform a signal or data
from one representation to another. Usually the new represen-
tation has some properties that we are particularly interested
in. For example: the Discrete Fourier Transform extracts the
frequency content of a signal; the root-mean-square value of
a signal is a measure of the magnitude of that signal; MP3
encoding compresses audio signals while maintaining a faithful
reproduction of the audio; a band-pass filter can reduce noise
in a signal; the Sobel-filter can detect edges in images. Each
technique has unique properties.

Sparse coding is another signal processing technique. It has
been used for:

1) Noise reduction - In one study wind noise recorded by
a microphone has been removed from a speech signal
[1]. Several papers have investigated noise reduction
in images [2]–[4].

2) Compression - Images in general can be success-
fully be compressed [5], [6]. Images of faces have
been compressed [7] such that the compression out-
performs JPEG, Principle Component Analyses and
some other state-of-the-art compression techniques.

3) Segmentation - The boundaries of objects in gray
scale images have been determined using sparse cod-
ing [8]. The results compare well with the Probability
of Boundary (Pb) algorithm which is considered
state-of-the-art.

4) Feature extraction - Sparse coding features have
been used to classify English phonemes [9]. The
results compare well with other features such as
Mel-Frequency Cepstral Coefficients (MFCC) and
Perceptual Linear Prediction (PLP) coefficients. It has
also been used in speech recognition of spoken digits
[10].

Sparse coding features are Gabor-like filters for images.
This agrees with the receptive fields of neurons in the primary

visual area (V1) [11]. The features of time-domain speech are
gamma-tone filters [12], which agrees with the receptive fields
of auditory neurons. The sparse coding features of piano music
are the individual notes [13]. Carlson, Ming and Deweese
[14] found that the sparse coding features of speech in the
frequency domain (spectrograms) are similar to the measured
spatio-temporal receptive fields in auditory neurons.

At the moment, there are many examples where sparse
coding are applied to images, but few examples of its appli-
cation in speech. Since sparse coding promises to be a useful
signal processing technique, we have decided to investigate
it further. Our research focus is on the application of sparse
coding to speech problems such as recognition, segmentation
and noise reduction. There are many issues that need to be
addressed. We only address one: how to set the parameters of
the sparse coding algorithm. In this paper we explore the effect
that the parameters have on the code and on the features that
are learned by the algorithm.

For this study our data set is a frequency representation
(spectrogram) of speech. We use a collection of single digits
from the TIDIGITS dataset [15]. This dataset is simple and it
should be easy to interpret the results.

Section II will explain how a sparse coding problem is
formulated and solved. Section III describes the details of
our implementation: how the raw signals are transformed to
spectrograms; the algorithm that we used to solve the sparse
coding problem and how the dictionary is trained. Section IV
discusses the various experiments that we conducted and also
discusses their results. We discuss our conclusions in section
V.

II. BACKGROUND

Sparse coding is similar to Principle Component Analysis
(PCA) [16] and Independent Component Analysis (ICA) [17].
It uses a linear transformation to transform the code into the
signal. The transformation is given by a Linear Generative
Model (LGM):

x̄ = Φā+ ǭ (1)

where x̄ is an N -dimensional vector that represents the
signal.Φ is anN×M transformation matrix. In sparse coding
Φ is often referred to as thedictionary. A column of Φ is
called abasis function, atom or filter. The vector̄a is the code
which hasM entries, one for each basis function.ǭ is anN -
dimensional vector that represents a residual or possible noise
in the signal. The termΦā can be seen as a reconstruction of
the signal.



When the dictionary isunder-complete, i.e. the number of
basis functions is less than the size of the signal (M < N ), the
formulation fits that of PCA. The idea of PCA is to transform
signal x̄ into another representation̄a, so thatā captures as
much of the variability in the datāx as possible. The columns
in Φ are now the eigenvectors and are orthogonal.

When the dictionary iscomplete, i.e.M = N , the formula-
tion fits that of ICA. Here the basis functions are chosen such
that the elements of the codeā are statistically as independent
as possible. The basis functions are usually not orthogonal.

When the dictionary isover-complete, i.e. M > N , the
formulation fits that of sparse coding. The basis functions
are chosen such that the elements of the codeā are sparse.
Since the code is over-complete, the basis functions cannotbe
orthogonal.

A. Sparse coding

The sparse coding problem can be stated as an optimisation
problem:

min
ā,Φ

E(ā,Φ) = ||x̄−Φā||2 + λS(ā) (2)

where E is an error- or cost function.||x̄ − Φā||2 is a
reconstruction error. It is small if the reconstruction of the
signal is similar to the signal.λS(ā) is a measure of sparseness
that is small if the code is sparse.S(ā) is the sparseness
function, whileλ weighs the sparseness term relative to the
reconstruction error.

A sparse code has very few non-zero entries orspikes. To
force a sparse solution, the sparseness function should have
small values for sparse codes. The sparseness function is inits
purest formS(ā) = ||ā||0 =

∑

i 1ai 6=0. Since this formulation
is not well suited to gradient-based solvers of the optimisation
problem, other sparseness functions are used instead. Examples
of sparseness functions areS(ā) = ||ā||1 =

∑

i |ai| or S(ā) =
∑

i log(1 + a2i ).

The optimisation problem strikes a balance between recon-
struction and sparseness. A very sparse code will not be able
to reconstruct a signal well, while a good reconstruction can
only be found with a dense code. The balance is controlled
by λ, large values forλ result in sparse codes with high
reconstruction errors.

The optimisation problem in (2) allows for the dictionary to
beover-complete (M > N ), i.e. the number of basis functions
can be more than the size of the signal. This means that every
signal does not necessarily have a unique code. However, in
practice this is not normally a problem since all the codes that
are reasonable solutions to (2) tend to be similar.

B. Training the dictionary

One of the appealing properties of sparse coding is that
the dictionary can be trained unsupervised. The dictionary
discovers patterns in the data without additional information
about the data. The training process iterates over two steps:
during the first step the dictionary is fixed while the code is
updated to minimise the error function; during the next step
the code is fixed while the dictionary is updated. This works
well except that the norms of the basis functions tend to grow

without bounds. This happens because as the norms become
bigger, the spikes become smaller and as a result the sparseness
function also becomes smaller. The usual way to address the
problem is to renormalise the basis functions after each training
step [5], [12].

The optimisation problem in (2) is differentiable provided
that the sparseness function is differentiable. Gradient-based
optimisation algorithms are therefore often used to find the
sparse code and also to train the dictionary [12], [18], [19].
However, gradient-based algorithms can be computationally
expensive, especially in finding a sparse code. They are not so
expensive in training the dictionary. The sparse code is some-
times found by Basis selection algorithms such as Matching
Pursuit [12], [20], since they are much faster.

The only restriction that sparse coding places on the basis
functions is on the size of their norms. The basis functions
do not have to be orthogonal like they are in PCA. Usually
there are more basis functions than necessary to reconstruct a
code, i.e. the dictionary is over-complete. The basis functions
of a trained over-complete dictionary can capture all the
patterns in a signal. Research indicates that sparse codingis
computationally similar to the early processing stages of the
brain.

C. Shift-invariant sparse coding

The LGM in (1) works only if the signal and the basis
functions have the same length. When the lengths of the signals
are not fixed, for example in speech, the LGM can be extended
to a Temporal Linear Generative Model (TLGM) [12], [18],
[21]. The code is now a temporal one, and the reconstructed
signal (xR) is a convolution of the code with the dictionary:

xR(t) =

M
∑

m=1

Nm
∑

i

ami Φm(t− τmi ) (3)

where themth basis function is usedNm times in the recon-
structionxR. ami refers to the amplitude of theith spike of
themth basis function.τmi is the time at which spike theith
spike of themth basis function occurs.

A sparse code from a LGM is a place code: it shows which
basis functions are used and with what amplitude. A sparse
code from a TLGM is a temporal code: information about the
signal is not only contained in which basis functions are used,
but also when they are used.

D. Scale-invariant sparse coding

In speech we expect that the meaning of some sounds is
not determined by the length of the sounds. Normally several
basis functions will code the same sound at various lengths.In
some cases, for example feature extraction, we would prefer
it if just one basis function is used for that sound. It may not
matter in the case of compression or noise reduction.

It is possible that one basis function code different lengths
of the same sound, when the basis function is allowed to
stretch. Figure 1 shows an example of a basis function and
stretched versions of it. A simple way to implement stretching
of basis functions is to augment the dictionary with stretched
versions of the basis functions. [10] gives details of basis



Fig. 1. This figure shows a basis function for signals in the frequency-
domain. The top-left figure is the basic basis function, the other figures are
scaled versions of the basic basis function.

function stretching and it also explains how it affects the
training procedure.

The down-side to using stretched basis functions in this
way is that the dictionary becomes much larger. Suppose all
the basis functions have five stretched versions (as is the case
in figure 1), then the number of basis functions is six times
more than in the unscaled dictionary. Finding sparse codes will
now be computationally more expensive.

III. I MPLEMENTATION DETAILS

Here we give the details of our particular implementation.
Some of the results we discuss are highly dependent on the
implementation that is used, while other results will hold even
if the implementation details are changed. We will discuss this
later on.

A. Data

Our dataset consists of all the utterances of single digits
from the training set of the TIDIGITS dataset. There are 11
utterances, ‘one’ to ‘nine’, ‘zero’ and ‘oh’, with 224 samples of
each utterance. Each speaker, an adult male or female, speaks
each digit twice.

We use a frequency representation or spectrogram of the
utterances, since there is evidence that the auditory cortex uses
such a representation.

The spectrogram is constructed by dividing the20 kHz time
signal into 512 point segments. Each segment is windowed
with a Hanning window, segments overlap with 112 points.
The log magnitude of the Discrete Fourier Transform of each
segment is calculated and then fed to a Mel-spaced filter-
bank with eight filters. From inspection it seems that for this
particular dataset and spectrogram transform, values below
−15 dB do not carry important speech features. We therefore
add 15 dB to the spectrogram and then set all the negative
values equal to zero. This produces a spectrogram like those
shown in figure 2.

The channels (rows) in the spectrogram are normalised to
have the same variance across the dataset, we use a variance of
∼1. This gives equal weighing to each channel. The magnitude
of high frequency channels are increased by this normalisation.
Without such a normalisation the ‘s’ sound is often not
properly represented by the sparse code (results not shown
here).

B. Optimisation problem

The optimisation problem in (2) allows for the code el-
ementsai to assume any real value. Negative values would

one two three
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Fig. 2. Some samples from the dataset. Eachx-axis spans 1s; the y-axis
shows the 8 Mel-spaced filters with central frequencies ranging from 367Hz

at the bottom row to7321Hz at the top row.

subtract a basis function from the representation. [22] have
made a case for non-negative sparse coding. They argue that
physiological evidence supports a part-bases representation,
which requires a non-negative sparse code. We therefore
constrain spikes to have positive coefficients, i.e.ai ≥ 0.

We have explained earlier that in some cases the code
should be scale-invariant, especially for speech data. We
therefore allow the basis functions to scale. We use six scaled
versions of each basis function (see figure 1). The basis
functions span486ms to 742ms.

The particular algorithm that is used to find the sparse code
influences the features that are learned by the dictionary. There
are indications that gradient-based solvers are more robust
against noise than basis selection algorithms like Matching
Pursuit [23]. The mechanisms by which the two types of
solvers select elements to become non-zero are different. Basis
selection algorithms changesone element of the code at a time,
while gradient-based solvers can changeall elements at a time.

We use the Subset Selection and Quadratic Programming
(SSQP) algorithm [10] which is a gradient-based solver. The
solver selects a few, in our caseNset=2000, elements that
may potentially become non-zero. It then optimises only those
elements. SSQP tries to find a balance between fast basis
selection algorithms that changes one element per iteration,
and the much slower gradient-based solvers that changes all
the elements in an iteration.

The sparseness function we use is:

S(ā) =
∑

S(ai) (4)

where

S(ai) =

{

2ai

β
−
(

ai

β

)2

if ai < β,

1 if ai ≥ β.
(5)



β sets the threshold above which the sparseness function is
constant. This sparseness function is differentiable while it
gives a constant value for code elements whose magnitude
is larger thanβ. It can be seen as a differentiable version of
S(ā) = ||ā||0.

C. Training and testing

It takes very long to train a dictionary that does not have
any structure to begin with. We therefore initialise the dictio-
nary to have some structure that is taken from the dataset. Each
basis function is initialised by summing 32 random segments
from the dataset. The basis function is then windowed with a
Hanning window. The bottom row of figure 3 shows samples
of basis functions that have been initialised in this way.

It is common to train a system on one dataset and then test
its performance on another dataset. Since this is a preliminary
study, we are not using a test dataset. We should get a good
idea of the effect of the various parameters by using just the
training dataset. The features that are learned by the dictionary
is only dependent on the training set.

IV. EXPERIMENTS AND RESULTS

With this study we are interested in how the parameters of
the sparse coding problem affect the basis functions (features)
that are learned and also how they affect the properties of
the code. The code and the basis functions are related. By
changing the basis functions the code will also change. In fact,
it is possible to determine what features are coded by the basis
functions just by studying the relationship between the signal
and the code.

There are many experiments that can be done, we do the
following:

1) The training process is prone to finding local minima.
We therefore compare the results when starting with
different random dictionaries.

2) The number of basis functions should greatly affect
the features that are learned. In the dataset there
are 11 words, 13 syllables, 21 phonemes and 32
triphones. We expect that the learned features are
dependent on the number of basis functions. For
example, it may be that the dictionary cannot learn
phonemes when the number of basis functions is less
than the number of phonemes in the dataset. However,
even if there are many more basis functions than
phonemes, the dictionary may still learn phonemes.
It will be interesting to see what types of features are
learned.

3) The features coded by the dictionary are not only
dependent on the number of basis functions, but also
on the balance between the reconstruction error and
sparseness. We perform experiments with different
values ofλ to see this effect.

The first experiment that we report on serves as a base line.
The parameters are:λ = 4 andM = 32. The trained dictionary
is shown in figure 3. The basis functions are ordered so that
the ones near the top are used often while the ones near the
bottom are used seldom if at all. The basis functions in the
two bottom rows have not learned much, their shape is similar

to that of untrained basis functions. The other basis functions
have clear structure that codes complex features. Some basis
functions code only low frequencies, like the basis function
in the top-left corner while others code only high frequencies,
like the right basis function in the third row from the top.
Several basis functions code complex spatio-temporal features
that resemble entire words (compare with figure 2).

It is interesting to note that the basis functions do not have
large negative parts. The smallest value in the entire dictionary
is −0.086, while the maximum value is0.446. This happens
because the code is constrained to be positive and the dataset
has only positive values. It will not be the case if the dataset
contains both positive and negative values; for example raw
audio signals.

Figure 4 gives the usage of basis functions in terms of
word classes. This figure reveals more information about the
features that are coded by the basis functions. Basis function 8
(left column, third row from the top in figure 3) is used almost
exclusively to code the word ‘zero’. It is not surprising then
that the shape of the basis functions is similar to that of the
spectrogram for ‘zero’. Basis function 3 is used to code ‘six’
and ‘seven’, while basis function 0 is used to code a number of
word classes. This suggests that the features are not necessarily
all the same units of speech, some features can be words while
others can be phonemes. However, this result depends on the
dataset. The results should be much different if a dataset such
as TIMIT is used. It may then be the case that almost all the
basis functions code the same unit of speech.

The fact that several basis functions are not used at all
shows that the training process found a local minimum. This is
simple to prove: the error function in (2) can be further reduced
if any of the unused basis functions simply code one sample
from the dataset. This sample will be perfectly reconstructed
by one spike. Since the training process only adapts a basis
function if it is used, unused basis functions are never adapted
and never learn any features.

There are ways to force basis functions to participate.
[24] proposed a homeostasis mechanism that ensures the
probability of selecting a basis function is uniform acrossthe
dictionary. However this may lead to features other than units
of speech, since not all the units of speech occur equally often.
Furthermore, the solution to the sparse coding problem in (2)
is now being constrained in some way. The trained dictionary
is now not the one that minimises the error function but it is
one that minimises the error function under the constraint of
homeostasis.

If the difference between the signal and the reconstructed
signal is considered as noise, then the signal-to-noise ratio
(SNR) over the training set is10.85 dB. [9] have done ex-
periments measuring the intelligibility of speech by playing
the reconstructed signal from sparse coding back to humans.
Their dataset consisted of 5 easily confused English phonemes.
The recognition rate was just more than 80% for clean speech,
while the recognition rate was around 60% for a SNR of10 dB.
The reconstructed signal for a sparse coding problem with
λ = 4 andM = 32 should therefore be intelligible.

There are 6948 spikes used to reconstruct the entire training
set, with an average of 2.82 spikes per utterance.



Fig. 3. The basis functions for:λ = 4 andM = 32. Each basis function is
a small spectrogram, thex-axis spans486ms, the y-axis shows the 8 Mel-
spaced filters with central frequencies ranging from367Hz at the bottom
row to 7321Hz at the top row. The basis functions are ordered according to
their usage: the basis function in the top-left corner is used most, the basis
function to the right of it is second most used, while the basis function in the
bottom-right corner is least used.
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Fig. 4. Here the usage per class is shown. The value for the entry in [class
‘four’, basis function 0] has the highest value of 218. This means that basis
function 0 is used 218 times in coding the word ‘four’. There are 224 samples
of each class in the dataset. The histogram shows the number of times each
basis function is used, irrespective of the scale at which itis used. There are
2464 utterances in the training set, which means that basis function 0 is used
almost 25% of the time. There are a number of basis functions that are never
used.

A. Local minima

The error function is non-convex over the code. This means
that there are local minima. We would like to know if the

TABLE I. T HE RESULTS OF STARTING WITH DIFFERENT

DICTIONARIES, WITH λ = 4 AND M = 16.

Run SNR [dB] Non-zero’s
∑

E

1 11.68 7142 47400.8
2 10.99 7194 50826.0
3 11.38 7143 48706.9

Fig. 5. A trained dictionary using the following parameters: λ = 4, M = 16.
The basis functions are sorted by usage: the top-left basis function is used the
most (570 times in coding the dataset), while the bottom-right basis function
is used the least number of times (152 times in coding the dataset).

Fig. 6. This is a trained dictionary using the same parameters as in figure
5, but this time a different starting point for the dictionary has been used.
The basis functions are sorted such that their shapes are similar to the ones
in figure 5, this way it is easier to compare the two dictionaries.

trained dictionaries are similar even when they are initialised
differently. To investigate this we use the following parameters:
λ = 4 andM = 16. We conducted this experiment with three
different starting positions. Table I shows that the solutions are
similar from a coding fidelity perspective.

Figures 5 and 6 show the trained dictionaries for two
different starting positions ofΦ (run 1 and 2 from table
I respectively). Some basis functions look almost alike, yet
there are some that are quite different. It appears as if the
trained dictionary is reasonably robust against differentstarting
positions, at least for the way we initialised the dictionary.

B. Number of basis functions

As mentioned earlier, the number of basis functions should
affect the type of features that are learned by the dictionary.
The results for a dictionary of 32 basis functions are reported
earlier (see figures 3 and 4). That dictionary had some basis
functions that were never used to code the dataset. We have
trained two more dictionaries: one with 8 basis functions, one
with 16.

Table II gives a summary of the code fidelity for the three



TABLE II. T HE RESULTS OF USING DIFFERENT NUMBER OF BASIS

FUNCTIONS WITHλ = 4.

M SNR [dB] Non-zero’s
∑

E

8 5.4 5950 103664.0
16 11.68 7142 47400.8
32 10.85 6948 50551.7

Fig. 7. A trained dictionary using the following parameters: λ = 4, M = 8.
The basis functions are sorted by usage: the top-left basis function is used the
most (756 times in coding the dataset), while the bottom-right basis function
is used the least number of times (315 times in coding the dataset).
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Fig. 8. Here the usage per class is shown for the dictionary infigure 7
(λ = 4, M = 8). The basis functions are ordered according to their usage.

dictionaries. The dictionaries with 16 and 32 basis functions
perform similar. However, the dictionary with 8 basis functions
performs considerably worse. This can be expected, since
the small dictionary does not have enough basis functions to
capture all the phonemes or all the words in the dataset.

Many of the often used basis functions of theM = 32
dictionary (figure 3) are similar to those of theM = 16
dictionary (figure 5). This suggests that the basis functions
capture robust features, and that forλ = 4 the effective number
of basis functions is around 16.

A very small dictionaryM = 8 does not have enough basis
functions to capture the speech features in the dataset. Instead,
the basis functions capture general trends (figure 7). The basis
functions cannot become too specific because they have to be
used often in order to reconstruct the signal well enough. The
same basis function needs to code several features (see figure
8).
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Fig. 9. Here the usage per class is shown for the dictionary infigure 5
(λ = 4, M = 16).

TABLE III. T HE RESULTS OF USING DIFFERENT VALUES FORλ, WITH

M = 16.

λ SNR [dB] Non-zero’s
∑

E

1 13.81 16402 27909.8
1
∗ 12.13 10796 27713.9
4 10.85 6948 50551.7
16 10.07 3522 83594.8

C. Effect of λ

The balance that is set between the reconstruction error
and sparseness influences the type of features greatly. Large
values ofλ will cause sparseness to be more important than
finding a good reconstruction. While small values ofλ will
result in a less sparse code being selected but the signal will
be more accurately reconstructed. We have trained a dictionary
(M = 32) with three different values ofλ, namely 1, 4 and
16.

Table III gives the coding fidelity of the results. The results
agree with the function ofλ, small values produce good
reconstruction at the cost of a less sparse code.

The trained dictionaries forλ = 1, λ = 4 and λ = 16
are shown in figures 10, 3 and 12 respectively. These figures
should be compared while also considering the usage of the
basis functions, which forλ = 1, λ = 4 andλ = 16 are shown
in figures 11, 4 and 13 respectively.

The results are somewhat surprising. We would expect that
when reconstruction is more important than sparseness (λ is
small), that more of the basis functions will learn structure. The
results show just the opposite. Instead, fewer basis functions
learn structure, but those that have structure are used more
often.

The dictionary trained withλ = 16 and M = 32 (see
figures 12 and 13) show that the basis functions have learned
features that are unique to a specific word class. Any particular



Fig. 10. A trained dictionary using the following parameters: λ = 1, M =

32. The basis functions are sorted by usage: the top-left basisfunction is used
the most, while the bottom-right basis function is used the least number of
times.

basis function is almost exclusively used in coding just one
word class.

The main reason for the dictionaries not learning like we
expect, is probably the result of the training process. There is
not any reason why our choice of sparseness function or the
SSQP algorithm will cause this effect.

It appears that the training process does not allow all the
basis functions to learn enough structure early on, since after
training they still resemble basis functions initialised at the
start of the training process. These functions are never used
except during the first few training iterations and as a result
they are not trained enough.

To better understand the cause of this result, we have used
the trained dictionary fromλ = 16 and calculated the sparse
codes usingλ = 1. The result appears in table III with the
entry 1∗. This dictionary yields a lower value of the error
function than the dictionary withλ = 1. This indicates that
the dictionary trained withλ = 1 is not optimal and that the
training process could be improved, maybe by incorporatinga
homeostasis mechanism.

V. CONCLUSION

The aim of this study was to explore the effect that the
various parameters have on the code and on the features that
are learned by the dictionary. We have conducted experiments
to investigate three aspects: 1) how robust are the solution
to different starting points, 2) how does the number of basis
functions affect the code and features learned by the dictionary
and 3) how doesλ affect the code and features learned by the
dictionary.

The results indicated that the learned dictionary is the
solution at a local minimum, i.e. the learned dictionary depends
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Fig. 11. Here the usage per class is shown for the dictionary in figure 5
(λ = 1, M = 32).

Fig. 12. A trained dictionary using the following parameters: λ = 16,
M = 32. The basis functions are sorted by usage: the top-left basisfunction
is used the most, while the bottom-right basis function is used the least number
of times.

on the initial dictionary with which training is started. However
the solution is reasonably robust in the sense that the features
learned appear very similar and the coding fidelity is also
similar.

The number of basis functions does influence the code and
the learned features. However, the influence is only significant
when the number of basis functions is below some number,
in our experiments this was aroundM = 16. If more basis
functions are used then many of them simply do not learn. It
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Fig. 13. Here the usage per class is shown for the dictionary in figure 12
(λ = 16, M = 32).

would appear that the number of basis functions that do learn
will remain the same even for larger values ofM . This result
could be an artefact of the particular training process. The
result may be different if a homeostasis mechanism is used.

The effect ofλ on the coding fidelity is as expected. A
small value ofλ results in a code with more spikes that
reconstruct the signal better.

A surprising result was that some basis functions did not
participate in the learning process whenλ was small. However,
whenλ was large, all the basis functions did learn features and
were used in reconstructing the dataset. We showed that this
result is probably caused by the training process. Only basis
functions that are used, are trained. Basis functions that do not
learn enough structure early in the training process is never
used or trained again. A homeostasis mechanism should force
all the basis functions to participate and therefore learn.

As mentioned, there are mechanisms that force all basis
functions to participate in reconstructing the dataset. Itwill
be worthwhile to implement such a mechanism and study its
affect on the training process. The mechanism can even be
removed after a few iterations of training, the training then
proceeds without the mechanism.

There are several other parameters of a sparse coding
problem that should also be investigated: the effect of scaling -
what features are learned when scaling is not being used;
the number of Mel-spaced filters - if more filters are used
the features should become much more specific, even coding
voice harmonics; the sparseness function - how does different
sparseness functions affect the features; the algorithm - a
thorough study of the effects of various algorithms on coding
fidelity and learned features will be valuable.
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