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Context-based Online Policy Instantiation for
Multiple Tasks and Changing Environments

Benjamin Rosman
Mobile Intelligent Autonomous Systems

Modelling and Digital Science
Council for Scientific and Industrial Research

South Africa

Abstract—This paper addresses the problem of online decision
making in continually changing and complex environments, with
inherent incompleteness in models of change. A fully general
version of this problem is intractable but many interesting
domains are rendered manageable by the fact that all instances
of a task can be generated from a finite set of qualitatively
meaningful contexts. We present an approach to online decision
making that exploits this decomposability in a two part procedure.
In a task independent exploratory process, our algorithm running
on an autonomous agent learns the set of structural landmark
contexts which compose its domain, and reduces this set through
the use of the symmetry structure of permutation groups. To
each reduced landmark we then associate a set of policies
independent of global context. This enables an efficient online
policy instantiation process that composes from already learnt
policy templates. This is illustrated on a spatial navigation domain
where the learning agent is shown to be able to play a pursuit-
evasion game in random environments with unknown dynamic
obstacles.

I. INTRODUCTION

This paper is motivated by the problem faced by a long-
lived agent that finds itself in a continuously changing envi-
ronment within which there is the need to make a sequence of
non-trivial decisions. These decisions must be made despite in-
completeness in available information and limitations on com-
putational resources. This general problem pervades a variety
of different domains including robotics and autonomous agents
in electronic markets. In this paper, we focus attention on one
specific domain – spatial navigation in random environments.

Decision making in rich, dynamic environments is difficult
to address using traditional methods such as those based
on optimisation of expected reward in a Markov Decision
Process (MDP) which operate on one particular environment
(at one time), specified explicitly or implicitly by a particular
combination of transition dynamics, state-action representation
and reward process. The primary difficulty lies in the fact that
the decision maker has both local and global constraints which
must be satisfied.

This is compounded by non-stationarity outside of the
control of the decision maker. Some interesting approaches
to this problem include robust dynamic programming with
respect to a bounded family of MDPs [1], viewing the non-
stationarity as arising from mode switches within a set of
MDPs [2] and modifying the value iteration process to ac-
commodate online estimates of transition/reward statistics [3],
[4]. The more practicable of these results view the problem

as one of repairing a base policy with respect to changes,
which may be quite inadequate in the sort of domains we
are interested in studying. This notion of adaptation is also
related to transfer learning [5]. In this setting, there have been
successful instances of reusing learnt strategies for tasks in
closely related environments, but the larger issue of adapting
and constructively developing representations is largely open.

People and animals, when faced with these kinds of de-
cision problems in changing environments, seem to conquer
this complexity in a way that suggests that the answer may
lie not so much in faster and better algorithms but in a clever
encoding of the problem. Indeed, it has long been argued that
the representation of problems of reasoning about actions has
a dramatic effect on problem solving efficiency [6], [7]. More
recently, it has also been shown that when faced with the
problem of acting optimally in environments with significant
structural uncertainty, the mathematically optimal solution may
be to adopt coarse strategies that are better adapted to a family
of tasks [8]. An example within the robotics literature of a
multi-task encoding that addresses some of these issues is
seen in the work of Burridge, et al. [9], based on the notion
of sequential composition by separating local policies from a
global strategy. Note however that this was a carefully hand-
crafted engineering design.

In this paper, we discuss achieving a similar result by a
method based on learning from direct experience. Our premise
is that although global aspects of the decision problem are
subject to continual change, most interesting instances of
complex environments are generated from a small number
of qualitatively meaningful local contexts. Task-independently,
each context may be associated with a set of local policy tem-
plates. The problem of dealing with the changing environment
can then be posed in terms of a combination of offline policy
learning, online decomposition and instantiation. The problem
of instantiation is posed in a factored manner, separating a
global task specification in the form of a game against an
abstract adversary from more local aspects of non-stationarity.

We expand on ideas introduced in our earlier work [10] and
present an algorithm that consists of two parts. In an offline
and task-independent setting, the agent is able to explore the
environment for a period of time, summarising the results in
a manifold representation of possible contexts. These contexts
are further reduced by eliminating symmetries through the use
of group operators. With the resulting abstract contexts, one
may associate a set of task-independent policy templates, to
form capabilities. In the online phase, the agent is able to
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utilise these capabilities to quickly and efficiently compose
a best response to the current context. This response has a
local component, akin to a greedy best reaction, and a global
component, corresponding to a higher level game against an
abstract adversary. We demonstrate this in a spatial navigation
domain, involving random environments and agents whose
dynamics are a priori unknown to the learning agent, and show
that these results extend to adversarial settings.

II. CAPABILITY LEARNING

Assume a long-lived agent in some domain D is repeatedly
required to perform tasks Ti in some environments, being
instantiations of the domain Di ∈ D, i = 1, 2, . . .. The
agent assumes no prior knowledge of the structure of D.
Note that Di represents the environment dynamics, and Ti the
objectives of the agent. Both Di and Ti may be drawn from
non-stationary distributions, and in general are independent.
Under this setting, in the naı̈ve case, an agent is required to
learn a completely new solution πi for each environment-task
pair (Di, Ti).

Most interesting domains are not completely arbitrary, and
instead admit latent structure, in that every instantiation of
the domain is constructed from a finite set of generators, or
prototypical contexts XD = {χ}D encountered in that domain.
This property is evident in the structure of rooms in buildings,
and common patterns observed in games such as Go [11],
[12] and chess [13]. These local contexts are composed by
stitching them together sequentially in small neighbourhoods,
having transformed them using a finite set of operators {◦}D
which describe symmetries, e.g. in spatial problems; rotation,
mirroring and permutations. The goal of the learning agent is
then to discover these elements which allow for a decompo-
sition of any environment in the domain. The representation
({χ}D, {◦}D) provides the agent with an alphabet from which
environments can be constructed. Furthermore, if for each
context χ, the agent can associate a set of control policies
{π}χ which enable it to perform any number of subtasks
in that context (e.g. through local value functions), then the
agent could be said to have an understanding of that context,
through a set of capabilities which are applicable in χ. If these
capabilities are learnt in a task-independent manner, then the
agent is equipped with a behavioural structure, which can be
transferred between tasks and environments in the domain D.

Our model thus equips the agent with a notion of context-
specific capabilities in a domain, as a representation of a
family of tasks and environments. These capabilities provide a
description language for the domain which can be considered
as decision making affordances [14], owing to the fact that
they are learnt in an unsupervised, task-independent manner.
Reformulating a domain in this way allows for fast and
efficient behaviour in the domain, on which a whole suite
of decision-making algorithms can be built. The complete
algorithm for extracting this structure from the environment
is outlined in Figure 1, and described in the remainder of this
section.

A. Context Manifold Learning

The first phase of building capabilities is learning percep-
tual contexts. At time t, an agent receives observations as a

Fig. 1. The representation building process. (a) A snippet from the
environment containing the agent, where two different instances of North-
South corridors have been identified (b) The state vector (sensor readings)
acquired by the agent by random exploratory moves through the environment
(c) The growing neural gas representation of the contexts encountered by the
agent (Section II-A) (d) The landmark contexts extracted from the network
(Section II-B) (e) Symmetry reduced landmark set, with annotated operators
(Section II-C) (f) Policies learnt offline which are applicable in that context
(Section II-D). Note that the landmarks (e) and policies (f) define capabilities
of the agent.

state vector st from a state space S. Any inherent exploitable
structure in the domain must be observable by the agent
through st. Learning contexts requires that the agent learn the
decomposition of environments generated under the domain.
To do so, the agent builds a cognitive map of its experiences
as it explores randomly generated instances of the domain.

The experiences are gathered into a growing neural gas
(GNG) network [15] – a form of self-organising map that
has been shown to be effective for representation learning
[16]. This is represented as a graph G = (X , E), X ⊂ S,
E ⊂ X × X embedded in the state space S, that grows to
model the topology and distribution of sample points in S .
The network reflects the types of perceptions the agent may
encounter in other instances of the domain. While alternate
manifold representations may instead be used, the GNG mod-
els the topological structure of the observation manifold, as
well as any dimensionality changes in different regions of
the manifold. It is also a discrete model, which is useful for
efficient skeletonisation (see Section II-B), and the distances
between nodes can be described in terms of path lengths as a
convenient metric. Furthermore, epochs of learning and acting
using the network may be alternated, and so the network could
grow continually throughout the lifetime of the agent.

It is important to note that the GNG network does not
model temporal evolution of state, but instead models types
of local scenarios which may be encountered. Generated
environments in the domain could consist of any finite subset
of these contexts, arranged in many ways. One would thus
require a separate map of a particular instance of the domain
to encode causality in that environment.

B. Cognitive Map Skeletonisation

The GNG network is a discrete manifold in the observation
space S of the agent. The contexts represented by the nodes
of the network can be composed to describe a large family
of possible environments, on which many different objectives
could be defined. We use properties of this manifold to select
representative landmarks and simplify the structure of the
graph, such that each node of the original graph is represented
by a nearest landmark.
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Given a graph G = (V,E), compute a refined graph G′ =
(V ′, E′) as follows. Let e = (u, v) ∈ E ⊂ V ×V be the edge
in E of minimum Euclidean length in S. Define a new node
w = (u+v)/2. Then V ′ = (V ∪{w})\{u∪v}. Let σa(E, b) be
a relabelling of all nodes a to b in E, then E′ = σu,v(E\e, w).

Iteratively refine the constructed GNG network G = G0,
giving a sequence of graph refinements G0, G1, G2, . . .. For
each refinement Gk, compute the Hausdorff distance

dH(G,Gk) = max{sup
χ

inf
χk
d(χ, χk), sup

χk

inf
χ
d(χ, χk)} (1)

for χ ∈ X , χk ∈ X k, and d(·, ·) the Euclidean distance
metric considered between nodes of the two graphs. Now
define HG(G

k) = dH(G,Gk). We choose the skeletonised
GNG network GK = Gk, where Gk is the refined network
maximising the curvature of HG(G

k).

Denote the landmark set corresponding to the nodes in
this refined graph GK by X̂ . These context landmarks X̂ are
points-of-interest on the context manifold, to which the agent
can associate behavioural knowledge to be generalised to the
rest of the manifold.

C. Symmetry Reduction

The GNG network with identified landmarks provide some
notion of invariance to noise and some metrical variations
to the contexts. However, there are additional topological
invariances which may be preserved in the domain, but not
reflected in the landmark network.

Symmetries in the observation space of an agent indicate
equivalent states, for which completely new observation and
behavioural models need not be learnt if the transformations
are known. An effective way of modelling these is with groups.
For the spatial navigation domain, we focus on permutation
groups. This is more general than rotations, in that we allow
mirroring, partial rotation, etc.

For an N -element state vector s, denote a permutation
as an index-reordering bijective mapping ◦ : {1, . . . , N} →
{1, . . . , N}, which imposes a finite group structure on the
elements of s [17]. The group of permutations generated by
repeated application of this operator must contain the identity
permutation. This structure has two particularly advantageous
properties: closure, meaning the transformations are finite and
computable, and invertibility, meaning a policy associated with
a landmark can be mapped back to the original space.

Note that the question of operator identification is outside
the scope of this paper. The operators are however a property
of the domain, and as a result, could be given to the agent as
prior domain knowledge by an external source. Alternatively,
they could be inferred from data [18], [19], [20].

These operators define equivalence classes over the ele-
ments of the state vector, i.e. every permutation of a single
element belongs to the same equivalence class. These classes
identify symmetric structure in the data. For each operator ◦,
its order | ◦ |, is defined as the number of times ◦ must be
applied to s such that the result is again s. The function of
these operators is to reduce the set of landmark contexts based
on symmetries. The question we wish to answer is: given two

landmarks χ1 and χ2, is there a finite sequence of operators
◦∗ = ◦1 ◦2 · · · ◦P such that χ1 ' ◦∗χ2?

These permutation groups are finitely generated, and as
such are finite-automaton presentable [21], meaning the group
operation can be recognised by a finite automaton (FA). We
can thus construct a FA from the definition of the domain
operators to recognise permutations.

Construct the FA F as follows: For each index i of the
N -element state vector, create a state in F labelled i. Now,
for each operator ◦j of order Mj , consider the enumeration of
the Mj repeated group permutations from that operator. The
composition of all J operators thus describes an enumeration
of up to M = M1 ×M2 × · · · ×MJ permutations. For each
of these permutations P = [p1, p2, · · · , pN ], create a directed
transition (i, j) for each consecutive pair (pi, pj) in P . Label
this transition with the sequence of operators used in P .

Figure 2 provides an example of how an automaton may
be constructed to identify a composition of operators in a toy
domain.

Fig. 2. An example of permutation groups. (a) An agent’s state vector has
7 elements: 1-4 are distances to the walls of the room, 5 is speed, 6-7 are
distances to targets (b) Two operators define rotation in elements 1-4 (o) and
a permutation in 6-7 (p) (c) The automaton created from the permutation set
to recognise elements of the group.

F is constructed once for the set of operators. It is then
instantiated for a particular set of values by labelling the
transitions of F with the values from χ1, giving Fχ1

. F is then
presented with χ2, starts at the state corresponding to the first
element of χ2, and transitions to new states as each element
of χ2 is read. F accepts the vector if all transitions made are
defined in F , and if all states are visited exactly once. If Fχ1

accepts χ2 (or an approximation thereof, as the values may
be continuous) then these two landmarks are equivalent under
the operator set. Furthermore, the intersection of the annotated
labels on the transitions of Fχ1

required to accept χ2 provides
the sequence of operators required to transform χ2 into χ1.

Using the set of symmetry operators and the constructed
automaton F , we reduce the set of landmarks X̂ to a smaller
set, to eliminate symmetry-equivalent members of X̂ . Let the
reduced landmark set be denoted X< ⊆ X̂ .

D. Policy Association

The symmetry reduced landmark set X< with the operators
{◦} provide a decomposition of the domain into metrically
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and topologically invariant contexts. The goal of learning this
reduction is to facilitate policy learning and selection, which
is faster in a smaller candidate state space. Policy learning
happens offline, as a form of introspection over each landmark
context.

For each landmark χ̃ ∈ X<, a set of policies {π}χ̃
are learnt, enumerating the set of all behaviours which the
agent can accomplish in that context. The policies may be
learnt through any of a number of techniques, e.g. learning
by demonstration from an expert being a human or another
agent [22], mixing between behaviours [23], through a form of
stochastic optimal control such as reinforcement learning [24],
or a heuristic approach like a shortest path A* algorithm. This
equips the agent with a set of locally applicable behaviours.

To learn policies in the reduced landmark set, the agent
considers each in turn, in an offline manner. In learning a pol-
icy, the landmark context is treated as a stationary, isolated and
restricted environment. The required local set of behaviours
may well need to be prescribed by an external source, but
the trajectories may be optimally learnt. For example, in
our navigation experiments policies were learnt by an A*
algorithm, although a reinforcement learning algorithm could
have been used instead to learn value functions.

Each landmark having an associated policy set in this
way could be broadly interpreted as the agent having an
‘understanding’ of that context – the agent could be said to
understand some small local environment if that environment
could be identified and the agent is equipped with a number of
different activities that could be performed locally, irrespective
of global context.

As an alternative to learning different policies for each
context, we may assume that the policy set is fixed across
the domain. In this case, we may instead learn action priors
over the policy set for each context, being task-independent
probabilistic action selection preferences in that situation [25].

III. ONLINE POLICY INSTANTIATION

Having learnt the GNG context manifold and associated
policies, the agent is equipped for online decision making.
Given a task and domain instance, at each time step t the
agent acquires some information st about its current state
in the environment. This is used to perform a lookup into
the GNG network to find the context χt such that χt =
argminχ∈X dS(st, χ), for dS(·, ·) a distance in S. This returns
the landmark context most similar to the current state. Note
that if the distance between χt and st exceeds some threshold,
e.g. some percentage of the total distance spanned by the GNG,
this is a state with which the agent is not familiar, and so the
agent may reinstate the GNG learning temporarily.

Find the best matching template χ̂t from the full landmark
set X̂ to the context χt, such that χ̂t = argminχ̂∈X̂ dG(χt, χ̂),
for dG(·, ·) the graph distance measured by the number of links
between two nodes in G. χ̂t is thus the landmark policy which
best matches st.

Now, for each landmark context χ̂i, there is a group
transformation ◦i which maps it to some symmetry reduced
landmark χ̃i. Let (χ̃t, ◦t) be the transformation-landmark pair
associated with χ̂t. χ̃t is then a topologically and metrically

invariant version of st. This affords the agent a set of be-
haviours {π}χ̃t which could be instantiated at time t. If the
chosen policy πt describes a behaviour in state space relative
to χ̃t, then ◦−1i πt describes the behaviour relative to st.

The aforementioned procedure, depicted in Figure 1, de-
scribes a generalisable representation scheme of the environ-
ments which could be generated in some domain. As such,
this is not a causal model of the domain. To predict the results
of selecting a particular policy, one must learn a causal map
(specified in the language of landmark contexts and associated
policies) of a particular environment in the domain. Inference
can then be done over this causal model. For example, it
could be learnt that in a particular instance of the domain,
executing some policy from a specific template leads to other
templates with some probability. This causal understanding of
that environment gives rise autonomously to dynamics models
[26], for which plans can be computed using methods such as
dynamic Bayesian networks [27].

This representation and policy instantiation method allows
for a coupling of local reactions to uncertainty, with a higher
level global game associated with incomplete knowledge of a
different kind, e.g. strategies of an adversary. This is illustrated
in our second experiment in Figure 5. Such a factored approach
makes it possible to separate concerns and acknowledge in-
completeness of knowledge at a global level.

IV. EXPERIMENTAL RESULTS

We illustrate our method in a two-dimensional navigation
domain. Random environments are generated, in which the
agent is placed at a random initial position, and is tasked
with reaching a random goal location. This must be done
while avoiding an arbitrary number of dynamic obstacles
whose dynamics are unknown. The aim is to illustrate that
our algorithm provides an agent with the ability to survive a
multitude of widely varying environments with many dynamic
components.

Environments are generated as polygons of between four
and twelve sides, and thus vary considerably in size, shape and
convexity. A random number of dynamic obstacles (between
10 and 15) are added to the environment. These obstacles
execute a random walk, at a speed of 0.6 of the agent’s speed.
Example environments are shown in Figure 3.

Fig. 3. Four sample environments, showing dynamic obstacles with their
traces over time, the agent trajectory (in red) and a goal location.

In training, the agent moved randomly about 100 environ-
ments, for 300 time steps each, while building a GNG network
of contexts in the domain. State information was constructed
from a set of 32 ring-arranged range-sensors. The resulting
network contained 593 nodes, which were reduced to a set of
9 landmarks. Each landmark had a maximum of four policies
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trained on it: one for moving in each direction if possible in
that landmark.

A difficulty with evaluation concerns performance optimal-
ity on these tasks. To the best of our knowledge, there are no
competing methods which would allow successful performance
in all these environments, online. In the absence of comparative
experiments, one might look at optimality criteria. However,
without knowledge of all dynamic obstacle trajectories (only
available post hoc), optimality isn’t well defined. Comparing
an online algorithm to an optimal trajectory based on ret-
rospective knowledge is meaningless. Instead, we compare
our solutions to those of an optimal A* shortest path, run
on stationary snapshots of the environment, inspired by the
concept of regret in online learning.

Results are reported in Figure 4 showing the difference
in the path lengths of our solution and the optimal solution
as a fraction of the optimal solution, for a total of 1549
different environments. Bearing in mind that the agent was
acting online, in a dynamic environment performing one-shot
tasks, these results show that in the majority of instances the
solution path was not considerably longer than the optimal
solution in the stationary environment: in fact, generally less
than 50% longer. There is a long tail to this distribution, which
indicates that there were cases with which the online algorithm
struggled. These typically amount to situations where the agent
is required to navigate tight passageways (static or dynamic) to
reach the goal. In these corner cases, improvements could be
made by using these trajectories as jumpstart solutions for an
agent which is operating longer in any of these environments,
as a seed which could be further optimised by other techniques.

Fig. 4. Results of reaching the target in 1549 different dynamic environments.
The histogram shows the error in our agent’s path length, compared to that
of the optimal solution in the stationary task where the obstacles were kept
static. The median value is shown in green.

Once we have this ability to locally respond to environmen-
tal change, we may couple this with different global task re-
quirements. A second experiment was aimed at demonstrating
this capability of the algorithm and representation. We use the
previously learnt capabilities to play a pursuit-evasion game

known as the “homicidal chauffeur” [28], [29] which involves
a slower but more manoeuvrable evader fleeing a slightly faster
and less agile pursuer. The relative position of the evader (x, y)
to the pursuer is

ẋ = Ve sinφ− Vp
y

R
u,

ẏ = Ve cosφ− Vp + Vp
x

R
u,

u ∈ [−1, 1],

for Ve the constant speed of the evader, Vp the constant speed
of the pursuer, R the minimum pursuer turn radius, φ the
evader’s control and u the pursuer’s control. Results are shown
in Figure 5, and indicate that our algorithm is still able to
handle non-stationary environments while performing a closed-
loop task which depends on the behaviour of the agent itself.

Note that the agent did not learn the solution to the game.
Instead, the focus here is to demonstrate that policy instanti-
ation is not restricted to myopic decisions but can be part of
longer-term reasoning. In this example, it would be infeasible
to model the entire environment to the extent demanded by
traditional approaches to solving the differential game. Our
approach reduces the problem to a more manageable one.

Fig. 5. Result trajectories for three instances of the pursuit-evasion games.
The pursuer trajectory is shown in red, and the evader in blue. Row (i) is the
solution in a stationary environment and row (ii) is the same problem with
added dynamic obstacles.

This is just one example of a global game. The point is
that non-stationarity and change need not only be approached
via expensive repair of a single comprehensive policy, instead
it can be dealt with compositionally by formulating the deci-
sion problem in an essentially different way; designed for a
changing environment from the outset.

V. RELATED WORK

Our method learns particular sub-policies which are ap-
plicable in various local contexts. As such, they are closely
related to the options framework of hierarchical reinforcement
learning. The identification and discovery of options is still
an open question which has received considerable attention
[30], [31], [32]. These methods focus on finding common
subsets or generalisations of solutions to particular environ-
ments in a domain. Our method instead focuses on commonly
occurring features in the environment, over a large number
of different environments, and applying these to approximate
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context matches. The local policies we learn can also be used
as options, but the association of contexts allows us to further
factorise the domain. Other approaches to transforming poli-
cies are relativised options [33] and SMDP homomorphisms
[34]. We adopt a related notion of abstraction through our
group formalism, but our complete formulation allows for local
models to be used dynamically within any online decision
procedure.

Our approach is also inspired by the idea of analysing the
space of value functions to find repeated structure [35], but
we couple observations and behaviours. Our method is most
similar to the notion of learning local features for behaviour
reuse [36], [37] but we explicitly model the context manifold
using a GNG network, and reduce this with group operators.

VI. CONCLUSION

We present an algorithm for re-describing environments
generated in a domain to associate generic capabilities with
local contexts that are qualitatively meaningful across many
task instances. This equips the agent to deal with changing
environments and tasks, enabling flexible online decision mak-
ing. This factors the problem by separating the global issues
having to do with the larger scale structure of the task from
the local issues that can be dealt with by correspondingly local
policies that are essentially independent of other higher level
considerations. So, for instance, the agent could treat the global
problem as a low-dimensional differential game while the local
problem requires a higher dimensional policy, but one that can
be learnt offline and tuned across multiple environments.
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Abstract—We present a study where standard semi-supervised
training methods are applied in a resource-scarce environ-
ment to build lecture transcription systems. Experiments are
conducted on two different corpora which one can expect to
be available in resource-scarce environments. These include 1)
speaker- and domain-specific data where a single South African
English lecturer presents the “Operating Systems” course, and
2) Afrikaans speaker-independent and domain non-specific data
collected from science and law courses. Different amounts of
acoustic and language model data are used for training the
respective models. We find that lecture transcription systems
in resource-scarce environments can benefit substantially from
semi-supervised training methods. We also describe a small, new
corpus of spoken lectures which is freely available in the public
domain.

Index Terms—Lecture Transcription, Kaldi, semi-supervised,
Language Model, Resource-scarce.

I. INTRODUCTION

The availability of lecture transcriptions (LT) is known to be

very rewarding in educational environments. LTs are useful to

students as supplementary study material, especially for those

students with disabilities which either prohibits or negatively

influences their ability to create their own notes during a

lecture. Given the large amounts of people with disabilities, it

is clear that there is a growing need for automated LT systems.

Disabilities are surprisingly prevalent: there are approxi-

mately 2.35 million children (aged 6–21) in the UK who were

reported to have disabilities [1], while the National Institute on

Disability and Rehabilitation Research estimates that 15–20%

of randomly selected people can have impairments considered

as disabilities [2].

In an educational environment, students with learning dis-

abilities often need more time to process learning material,

while students with physical disabilities might struggle to

take class notes themselves. This is a significant problem, as

class notes have been identified as one of the most requested

supplemental learning aids by students with disabilities [3].

In a study conducted by Ranchal et. al [3], a 10.5% increase

in student grades was observed, after these students had been

provided with multimedia class notes.

Class notes for students with disabilities are typically pro-

duced by student volunteers, as professional stenographers are

too costly for everyday deployment [4], [5]. This task can

become quite challenging for the students, as it is both time

consuming and requires significant mental effort while also

paying full attention to the lecturer [3]. College students were,

for example, only able to capture ~40% of the information

presented in a lecture [3]. Another study found that even

with 2 volunteers, only 20–30% of a spoken lecture could

be captured [5]. This problem is exacerbated when students

have to take notes in a lecture presented in a language other

than their mother tongue, which is often the case in the

developing world. We hence believe that the potential benefit

of LT systems may be even greater in the developing world,

where lower literacy and a larger degree of multilingualism

are more prevalent than in developed countries.

Implementing a LT system however, is a non-trivial process,

with the development of the underlying automatic speech

recognition (ASR) system being the main challenge. State-

of-the art ASR systems typically require hundreds of hours of

speech to train acoustic models (AMs) and millions of words

to estimate reliable language models (LMs). Collating such

resources are expensive and typically only exist in developed

countries where there is an associated economic benefit. The

resources necessary to build such systems in many languages

of the developing world are either non-existent, or insufficient

to reach the useful accuracy levels of resource-rich language

LT systems. One feasible method of overcoming this challenge

is by making use of semi-supervised training methods. This

is typically an iterative process: an initial recognizer1 will

typically be used to create transcriptions of any untranscribed

acoustic data. Well recognized pieces are then identified and

extracted based on a confidence threshold and used (in combi-

nation with the original training data) to either adapt or retrain

the AM. This can also be done in an iterative process [6], [7].

In this paper, we employ two lecture transcription systems

built with resources expected to be available in resource-scarce

environments. We show the benefit of semi-supervised training

for such systems in a resource-scarce environment. We also

investigate how different amounts of audio and domain specific

LM training data influences the overall training process. These

experiments are conducted on speaker- and domain specific

1This recognizer may either be a crude recognizer trained on a small amount
of transcribed in-language data, or a well trained recognizer from another
language with phone mappings used where necessary.
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data (South African English), as well as speaker independent

and domain non-specific data (Afrikaans).

In section II we provide some background on the de-

velopment of ASR systems. Section III describes the cor-

pora collected for AM development. Section IV describes

development process followed during acoustic-, language- and

pronunciation modeling. The experimental outcomes are listed

in Section V with the conclusions drawn in Section VI.

II. BACKGROUND

Various lecture transcription systems have been imple-

mented in well-resourced environments, where large amounts

of transcribed audio and relevant language model data is avail-

able. An example of such a system is the MIT Spoken Lecture

Processing project [8], where the developers had collected over

500 hours of recordings, of which more than 200 hours had

been transcribed. Each lecturer had between 1–30 hours of

speech which could be used for speaker adaptation, and the

language models were trained on more than 6 million English

words. This system achieved a Word Error Rate (WER) of

17% [9].

While lectures can easily be recorded, it is not feasible to

generate comparable amounts of manual transcriptions to what

was created for the MIT project, as it is both time consuming

and expensive. Because of this, as well as the abundance of

untranscribed data in multiple forms, unsupervised and semi-

supervised training has become an attractive alternative [6],

[7], [10].

Unsupervised training is known to significantly reduce

WERs: Kemp et. al [11] found unsupervised training to

decrease WERs from 32.1% to 20.6%, using as little as

30 minutes of transcribed and 50 hours of untranscribed

data. Recognized word sequences were selected for adapta-

tion/retraining if the confidence score was bigger than or equal

to an empirically determined threshold of 0.5.

In another study, only 1.2 hours of transcribed data was used

to train the initial recognizer [7]. This recognizer was then

used in an iterative process (7 iterations) with a confidence

threshold of 0.7 to decode 70.8 hours of untranscribed speech

and subsequently retrain a new system. Using two evaluation

sets (Broadcast News ’96 and Broadcast News ’98), they found

a decrease in WER from 71.3% to 38.3% and from 65.5% to

29.3% respectively. They also reported a reduction in WER as

the amount of initial transcribed data was increased.

III. CORPUS DESCRIPTION

Two LT corpora were collected, with some of the lectures

also manually transcribed: the Afrikaans Lecture Transcription

corpus (ALT) and the English Operating Systems corpus

(OS).2

2For information on the OS and ALT corpora, as well as free access to all
the pronunciation dictionaries and lists, as used in the experiments reported
in this paper, see https://sites.google.com/site/devilliers14lt/.

A. Operating Systems corpus

The OS corpus [12] consists of a single male lecturer

providing an OS course. While the lecturer’s mother tongue is

Afrikaans, he presents the course in English and speaks with a

typical South African English accent. He has been presenting

OS for several years and is thus able to arrive relatively

“unprepared”, recalling subject matter from memory. The

lectures subsequently contain many false starts, corrections

and hesitations.

There are 12 lectures in the OS corpus, ranging from 19–

84 minutes per lecture; this amounts to ~12 hours of audio.

Since smaller segments of data will result in faster alignment

and decoding [13], the lectures were split into much smaller

audio segments, ranging from less than one second, to ~40

seconds in duration. The audio segmentation was performed

using Sox [14]; recordings were segmented based on a leading

silence of 0.5 seconds at an audio threshold of 1%, and a

trailing silence of 0.8 seconds at an audio threshold of 1%.

Six of the lectures were manually transcribed; 4 lectures as a

training set, 1 lecture for development or tuning, and 1 lecture

for evaluation. The remaining 6 lectures are untranscribed,

and were used for semi-supervised training. Given our small

collection of OS data, all experiments were performed using

6-fold cross-validation.

A summary of the OS corpus is shown in Table I, while

Table II shows the data partitions used for each fold used in

cross-validation.

TABLE I
Segmented OS recordings with duration in minutes. The number of words

for transcribed recordings are also shown.

ID #Words Dur.(min)

U1 - 33
U2 - 8
U3 - 53
U4 - 47
U5 - 31
U6 - 11
T1 5018 37
T2 2446 17
T3 2999 22
T4 4358 28
T5 6639 47
T6 6766 47

TABLE II
The OS data partitions for the 6 folds used for cross-validation. The IDs are

listed in Table I.

Fold Training set Development set Evaluation set

1 T1, T2, T3, T4 T5 T6
2 T2, T3, T4, T5 T6 T1
3 T3, T4, T5, T6 T1 T2
4 T4, T5, T6, T1 T2 T3
5 T5, T6, T1, T2 T3 T4
6 T6, T1, T2, T3 T4 T5

B. Afrikaans Lecture Transcription corpus

The ALT Corpus [15] consists of 20 hours of transcribed

Afrikaans lectures from two general subject areas; law and

8



science/chemistry. Male and female lecturers account for 14

and 6 hours of lectures, respectively.

All audio and transcriptions were aligned using an AM

trained on the Afrikaans NCHLT corpus [16], [15]. The

aligned audio and transcriptions were then split into smaller

segments using the Audacity [17] sound finder function. This

resulted in audio segments ranging from less than one second,

to about 30 seconds in duration.

A summary of all lecturers together with the subjects they

presented, number of recordings and total duration in minutes,

are listed in Table III.

All experiments were again conducted using n-fold cross-

validation (n=5), given that the corpus is relatively small, yet

contains subject matter from diverse disciplines.

The data partitions (from the different data sets) for each

fold used for cross-validation are shown in Table IV.

TABLE III
ALT Speaker Information with gender, subject type, number of recordings

per lecturer and total duration in Minutes

ID Gender Subject Recordings Dur.(Segmented)

SP1 male sci 3 102
SP2 male sci 2 78
SP3 male law 2 48
SP4 male sci 1 36
SP5 male sci 1 11
SP6 male law 3 89
SP7 male law 2 64
SP8 male law 1 46
SP9 male law 1 36
SP10 female law 3 92
SP11 female law 2 50
SP12 male sci 1 40
SP13 male sci 1 27
SP14 female sci 2 81
SP15 female sci 2 57
SP16 male sci 1 38
SP17 male law 1 25
SP18 male sci 2 72
SP19 male law 1 52
SP20 female law 1 38
SP21 female sci 1 19

IV. APPROACH

Three experiments were conducted in order to determine

how 1) the number of domain-specific audio transcriptions

included in the LM, as well as 2) how the amount of initial

acoustic training data affects the overall performance of a

system trained using semi-supervised training methods.

These experiments can be summarized as follows:

• Include a large amount of audio transcriptions in the LM

as well as a large amount of transcribed audio in the AM

training data.

• Include a large amount of audio transcriptions in the LM

but only a limited amount of transcribed audio in the AM

training data.

• Include no audio transcriptions in the LM but a large

amount of transcribed audio in the AM training data.

In Sections IV-A–IV-C we will describe our acoustic, lan-

guage and pronunciation modelling approaches.

TABLE IV
ALT data distribution for 5 folds of cross-validation. IDs are listed in Table

III

Fold 1 Train SP1, SP2, SP3, SP4, SP5, SP6, SP7, SP8, SP9
Dev SP10, SP11, SP12, SP13
Eval SP14, SP15, SP16, SP17
Untrans SP18, SP19, SP20, SP21

Fold 2 Train SP6, SP7, SP8, SP9, SP10, SP11, SP12, SP13
Dev SP14, SP15, SP16, SP17
Eval SP18, SP19, SP20, SP21
Untrans SP1, SP2, SP3, SP4, SP5

Fold 3 Train SP10, SP11, SP12, SP13, SP14, SP15, SP16, SP17
Dev SP18, SP19, SP20, SP21
Eval SP1, SP2, SP3, SP4, SP5
Untrans SP6, SP7, SP8, SP9

Fold 4 Train SP14, SP15, SP16, SP17, SP18, SP19, SP20, SP21
Dev SP1, SP2, SP3, SP4, SP5
Eval SP6, SP7, SP8, SP9
Untrans SP10, SP11, SP12, SP13

Fold 5 Train SP1, SP2, SP3, SP4, SP5, SP18, SP19, SP20, SP21
Dev SP6, SP7, SP8, SP9
Eval SP10, SP11, SP12, SP13
Untrans SP14, SP15, SP16, SP17

A. Acoustic Modeling

Fairly standard Kaldi [18] word recognition systems are

trained using a recipe similar to the Kaldi Babel & WSJ

recipes; our best results (optimized on a held out develop-

ment set of similar size to the test set) are achieved with

standard Gaussian Mixture Models (GMMs), using fMLLR

speaker-specific transforms. The features employed are stan-

dard MFCCs with CMN per lecture (for the OS corpus) or per

speaker (for the ALT corpus). Frames are spliced together, and

LDA is used to reduce the dimensionality of the features to

40.

These experiments were conducted iteratively (up to a

maximum of 3 iterations). After the initial low-accuracy

models have been trained, the following steps were iteratively

followed:

1) Decode any untranscribed data.

2) Extract word-based lattices.

3) Determine the best word-based confidence threshold

based on the dev set.

4) Segment the original MFCC files based on word confi-

dences.

5) Train new models using the new and initial data.

6) Repeat steps 1 – 5.

For experiments requiring only a limited set of training data,

the OS model was trained using only a single lecture, while

the ALT model was trained using two lectures (one from each

of two individual speakers).

B. Language modeling

Different LMs were employed during recognition and in

combination with different acoustic models: these include LMs

trained with and without audio transcriptions.

1) OS corpus LM: Four corpora were employed to train

OS subject-specific LMs that were employed during decoding

with the acoustic models described in Section III-A:

9



• Lecturer - manual transcriptions from the collected OS

corpus (discussed in Section III-A).

• OS Books corpus - several English online books related

to OS subjects.

• Study guide corpus - 2012 English study guides (collected

from the North-West University Vaal Triangle campus),

related to any Information Technology course.

• Youtube corpus - transcriptions uploaded to, or auto-

matically generated by for example Google [19]. These

include online tutorials on operating systems, as well as

OS related subjects provided by Google talks.

Different LMs were trained for each fold of cross-validation.

For each LM, the corresponding vocabulary was created by

selecting all words present in the training set with a word

frequency higher than 2. This heuristic proved to be useful

for removing misspelled words.

Corpus-specific 3-gram LMs with Kneser Ney (KN) dis-

counting were trained using SRILM [20]; the best interpolation

weight for each corpus was then calculated on a held out dev

set [6], [13].

Table V shows some statistics for LMs trained on the

different corpora, evaluated on the development set of the first

fold of cross-validation. The total number of words in each

corpus, number of unigrams, number of 3-grams, perplexity

(PPL), as well as % out-of-vocabulary (OOV) words are listed.

TABLE V
LM statistics for different OS text corpora (evaluated on fold 1 dev set).

Corpus #Words Unigrams #3-grams PPL %OOV

Lecturer 17955 1549 1703 171.90 15.14
OS Books 1002827 20810 106702 258.01 3.60
Studyguide 157608 5988 18777 443.59 9.14

Youtube 277535 8875 27569 239.05 4.93

A total of 12 interpolated LMs were created; one for each

fold of cross-validation, with LMs trained with and without

transcription data. Some LM statistics for interpolated LMs

are shown in Table VI.

TABLE VI
Interpolated LM results, with and without audio transcriptions

Fold Uni-
grams

#3-grams DEV
PPL

DEV
%OOV

EVAL
PPL

EVAL
%OOV

With audio transcriptions

1 11380 143064 174.92 1.37 189.62 1.37
2 11380 143128 169.12 1.33 137.82 1.20
3 11383 143354 132.88 1.14 113.78 1.51
4 11387 143413 120.00 1.47 138.97 1.00
5 11388 143201 136.70 1.13 145.92 0.99
6 11385 143044 138.90 0.83 159.83 1.36

Without audio transcriptions

1 11356 142350 177.42 2.43 209.52 3.27
2 11356 142350 209.01 3.27 149.95 3.47
3 11356 142350 149.05 3.47 148.84 3.80
4 11356 142350 144.86 3.80 162.21 4.40
5 11356 142350 161.69 4.40 178.92 1.93
6 11356 142350 177.20 1.93 182.47 2.43

2) ALT corpus LM: Six corpora were used to train

Afrikaans LMs that were employed during decoding with the

acoustic models described in Section III-B. These corpora

include the following:

• Transcription - manual audio transcriptions from the

collected ALT corpus (discussed in Section III-B).

• News, Wiki and Web corpus - Three corpora collected

from the Leipzig corpora collection site [21].

• Study guide (SG) corpus - all Afrikaans study guides

related to law and natural sciences were collected from

the NWU Vaal triangle and Potchefstroom campus.

• Protea corpus - used as a source for general proof-read

text.

The vocabulary for these LMs were created by extracting the

most frequent words from each source; the specific vocabulary

cut-off was determined based on the reduction in OOV rate

on the first fold’s development set.

Table VII shows the results of the individually trained

corpora, evaluated on the development set of the first fold

of cross-validation.

TABLE VII
LM statistics for different ALT text corpora (evaluated on fold 1 dev set).

Corpus #Words Unigrams #3-grams PPL %OOV

Trans. 74029 5210 6250 230.55 9.45
News 11228013 261330 1050546 652.47 3.25
Web 6934465 200027 652463 532.96 3.19
Wiki 2457950 130571 206984 911.44 5.20
SG 13839150 172578 1855316 619.67 2.02

Protea 6027884 136453 563266 646.28 4.35

A total of 10 interpolated LMs were trained; one for each

fold of cross-validation, with LMs trained with and without

audio transcriptions.

The results of these interpolated LMs are shown in Table

VIII.

TABLE VIII
Interpolated LM results, with and without audio transcriptions.

Fold Uni-
grams

#3-grams DEV
PPL

DEV
%OOV

EVAL
PPL

EVAL
%OOV

With audio transcriptions

1 22216 2808409 291.76 0.07 296.30 0.04
2 22216 2807869 326.26 0.04 325.89 0.05
3 22216 2808312 312.07 0.05 308.72 0.05
4 22216 2808212 305.23 0.05 267.12 0.05
5 22216 2808441 256.49 0.05 285.80 0.07

Without audio transcriptions

1 19463 2783506 302.46 5.44 310.83 5.76
2 19463 2783506 309.89 5.76 318.27 6.63
3 19463 2783506 313.81 6.63 363.42 4.94
4 19463 2783506 358.99 4.94 231.59 5.29
5 19463 2783506 228.92 5.29 305.61 5.44

From Tables VI and VIII, it is clear that the measurements

on the evaluation sets are slightly worse than those on the

development sets. This is mainly due to the process of LM

interpolation which makes use of the development set to “fine

tune” the models. As expected, models containing transcrip-

tion data in the training sets perform better than models

without.
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C. Pronunciation modeling

Pronunciation dictionaries were created (1) using a dictio-

nary lookup for known words, (2) identifying foreign words

with a dictionary lookup and (3) using the Default & Re-

fine [22] algorithm to automatically predict pronunciations for

the remaining words. Pronunciations of foreign and predicted

words were then manually checked, while pronunciations of

foreign words were mapped to their appropriate phones [23].

The OS and ALT pronunciation dictionaries contained

17370 and 22214 words respectively.

V. EXPERIMENTS

As mentioned in Section IV, three experiments were con-

ducted using the OS and ALT models.

The results for these three experiments on both the OS and

ALT models are shown in Tables IX to XI and Tables XII to

XIV respectively. The results are averaged across all folds of

cross-validation (6 folds for the OS data and 5 folds for the

ALT data). The WERs together with their Standard Errors,

best confidence threshold based on the dev set, as well as the

total data extracted (for use as training material during the

next iteration) are shown.

For each experiment, only 3 iterations of semi-supervised

training was performed (it was empirically determined on the

dev set that very little improvement occurs after 3 iterations.

(Iteration 0 represents the initial models.)

TABLE IX
OS average results over all 6 folds. Transcribed lectures are included in

both the LM as well as the AM.

Iter DEV WER EVAL WER Conf.
Thres.

Words
extracted

Minutes
extracted

0 37.33 ± 2.48 37.00 ± 2.22 0.81 24270 2:12:16
1 34.42 ± 1.88 34.38 ± 1.77 0.77 24941 2:19:15
2 34.35 ± 1.89 34.57 ± 1.70 0.69 25441 2:21:19
3 34.60 ± 2.16 34.97 ± 1.72 - - -

TABLE X
OS average results over all 6 folds. Transcribed lectures are included in the

LM, but only a limited amount of transcribed lectures are included in the

AM.

Iter DEV WER EVAL WER Conf.
Thres.

Words
extracted

Minutes
extracted

0 49.45 ± 2.93 49.80 ± 1.68 0.90 20516 1:49:32
1 40.27 ± 2.39 40.72 ± 1.35 0.81 24308 2:11:42
2 39.47 ± 1.98 39.42 ± 1.64 0.83 24432 2:12:09
3 39.35 ± 2.06 39.68 ± 1.47 - - -

TABLE XI
OS average results over all 6 folds. While transcribed lectures are included

in the AM, no transcribed lectures are included in the LM.

Iter DEV WER EVAL WER Conf.
Thres.

Words
extracted

Minutes
extracted

0 38.88 ± 2.29 38.67 ± 2.06 0.79 24266 2:11:40
1 36.12 ± 1.73 36.18 ± 1.80 0.78 24655 2:17:00
2 35.87 ± 1.75 36.02 ± 1.70 0.79 24780 2:18:02
3 36.03 ± 1.69 36.08 ± 1.77 - - -

TABLE XII
ALT average results over all 5 folds. Transcribed lectures are included in

both the LM as well as the AM.

Iter DEV WER EVAL WER Conf.
Thres.

Words
extracted

Minutes
extracted

0 50.70 ± 2.04 51.18 ± 2.09 0.78 20673 1:53:04
1 49.04 ± 1.83 49.56 ± 1.89 0.78 23511 2:08:48
2 49.14 ± 1.85 49.38 ± 2.06 0.76 24397 2:13:54
3 48.92 ± 1.91 49.56 ± 1.90 - - -

TABLE XIII
ALT average results over all 5 folds. Transcribed lectures are included in

the LM, but only a limited amount of transcribed lectures are included in

the AM.

Iter DEV WER EVAL WER Conf.
Thres.

Words
extracted

Minutes
extracted

0 84.44 ± 3.01 85.66 ± 2.47 0.51 12687 1:01:30
1 78.54 ± 3.98 79.20 ± 4.19 0.80 14803 1:18:45
2 75.04 ± 4.46 76.54 ± 5.00 0.97 15063 1:22:24
3 72.42 ± 4.05 74.46 ± 4.88 - - -

TABLE XIV
ALT average results over all 5 folds. While transcribed lectures are included

in the AM, no transcribed lectures are included in the LM.

Iter DEV WER EVAL WER Conf.
Thres.

Words
extracted

Minutes
extracted

0 56.46 ± 2.00 57.08 ± 2.13 0.87 18827 1:41:05
1 55.22 ± 1.94 55.74 ± 1.93 0.85 22169 1:59:01
2 55.20 ± 1.95 55.74 ± 2.06 0.84 23223 2:05:28
3 55.20 ± 1.93 55.76 ± 2.12 - - -

VI. CONCLUSION

Experiments were conducted on two South African lecture

transcription corpora, investigating different variables relevant

to semi-supervised training. It was found that there is little to

no gain after 3 iterations of semi-supervised training, and that

a confidence threshold of ~0.80 works well.

From Tables IX and X and Tables XII and XIII it is clear

that an increase of ~99 minutes of acoustic training data in the

OS model and ~410 minutes in the ALT model, resulted in a

relative improvement of 11.87%, and 33.44% respectively.

A similar but less pronounced trend is observed when

considering the amount of transcription data used in the LM

(3.08% relative improvement in the OS model and 11.12% in

the ALT model) (see Tables IX, XI, XII and XIV).

While the amount of transcribed acoustic training data has

a larger impact on the accuracy of the recognizer than the

amount of corresponding transcription data included in the

language model’s training data for the amount of data we

experimented with, we expect the latter trend to become more

pronounced as the amount of transcribed data increases. Future

work should include exploring the impact of significantly

increasing the amount of transcribed data available for acoustic

and language modeling on recognition accuracy.

In conclusion, we have demonstrated the benefit of semi-

supervised training for LT in resource-scarce environments on

two new South African LT corpora.
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Abstract—The purpose of this work is to understand the
performance of probabilistic topic models on short text such
as microblogs and tweets. We compared two topic models -
the Multinomial Mixture (MM) and Latent Dirichlet Allocation
(LDA) - using perplexity as the performance measure. The MM
model assumes that a document is associated with one topic,
whereas LDA assumes that a document is a mixture of topics.
Our initial results indicate that MM performs better on a short
text corpus (tweets) than LDA.

I. INTRODUCTION

Topic modelling is a text mining technique that is used
to uncover the underlying hidden topics or themes from a
large archive of documents. In addition, it also enables one
to cluster documents based on thematic similarity. This topic
identification is achieved by assuming that each document was
formed through some generative process.

There are different types of topic models, such as the
Mixture of Multinomials (MM) [1], Gamma-Poisson [2], Prob-
abilistic Latent Semantic Analysis [3] and Latent Dirichlet
Allocation (LDA) [4]. LDA is one of the most popular topic
models and over the years it has proven to be very successful
when applied to long text, such as news articles and academic
abstracts [5]. In recent times, there has arisen a surge of
interest in the analysis of short text, such as microblogs,
which typically arise from social media services, such as
Twitter and Facebook. This is due to the realisation that
posts on microblogging websites could hold useful information
that could be potentially useful for marketing (see [6]) and
prediction purposes (see [7]; [8]) as well as for sentiment
analysis (see [9]), for instance. However, unlike long text, the
fact that short text is made up of few words poses considerable
problems when applying traditional topic models. For example,
posts made on Twitter are restricted to a mere 140 characters.
[10] Unfortunately, LDA does not perform well on short text,
however much research is being conducted to find methods
and techniques that can be implemented to effectively handle
short text. Pooling [5] the short text to form a longer document
is one such method (see also [10], [11]).

In this paper we posit that the simpler MM topic model will
perform better on short text than its more popular counterpart,
LDA. The latter topic model makes the generative assumption
that each document in the corpus is derived from multiple
different topics with varying probabilities. On the other hand,
the simpler MM topic model assumes that each document is
associated with only a single topic, which we believe to be an
intuitively sensible assumption for short text, such as a tweet.
To this end, our aim is to compare the performance of LDA

and MM on a corpus with normal sized texts and a corpus of
short texts and we use perplexity as the performance measure.

The paper is organised as follows. We first give an overview
of the MM and LDA topic models. After presenting the data
we give a brief discussion of the experimental design, then
present and evaluate the results.

II. GENERATIVE TOPIC MODELS

As formerly mentioned, in this section we present the basic
framework under which the MM and LDA are applied. Both
models make the following assumptions:

1) Documents follow a bag-of-words representation: Each
document, denoted Cd, is regarded as a collection of words
which occur with varying frequencies. In essence the gram-
matical structure is entirely ignored and each document is
regarded as a vector of word counts and thus, the corpus,
denoted C = (Cwd)w=1,...,nw,d=1,...,nd

, is viewed as a high
dimensional vector containing the various word frequencies
where nw and nd denote the number of documents in the
corpus and the number of words in a document respectively
([12],[1]).

2) Each document belongs to one (MM) or more (LDA)
topics: A topic is regarded as a distribution over the words in
the vocabulary set of the corpus and the vocabulary is the set
of unique words that make up the corpus. In practice, a corpus
containing many documents is likely to contain many topics
and each topic is assumed to follow a multinomial distribution.

3) Documents are formed by a generative process: The
generative process for each model is presented in detail in the
following sections.

A. Multinomial Mixture

Under the mixture of multinomials model, it is assumed
that each word belongs to each topic with a specific probability,
thus a topic is regarded as following a multinomial distribution
over words. Since a document is associated with exactly one
topic the corpus is modelled as a mixture of multinomials and
each document follows a multinomial mixture.

Letting nT denote the number of topics and ld denote the
length of document Cd then the probability density function
of a document can be written as:

p(Cd|α, β) =
nt∑
t=1

αt
ld∏nw

w=1 Cwd!

nw∏
w=1

βCwd
wt

.
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The notation α = (α1, α2, ..., αnt
) is the vector of mixing

weights and βt = (β1t, β2t, ..., βnwt) (for t = 1, 2, ..., nT ) are
the parameters of the multinomial distribution associated with
topic t such that

∑nt

t=1 αt = 1 and
∑nw

w=1 βwt = 1. Due to
the conjugacy of the Dirichlet distribution to the multinomial
distribution, Dirichlet priors are set on α (with hyperparameter
λα > 0) and on the columns of β (with hyperparameter λβ >
0). [1]

Thus, according to [1] it follows that under the mixture
of multinomials model the following underlying generative
process for the whole corpus, C = (C1, C2, ..., Cnd

), is
assumed:

1) sample α ∼ Dir(λα, ..., λα)
2) for every topic t = 1, 2, ..., nT , sample βt ∼

Dir(λβ , ..., λβ)
3) for every document d = 1, ..., nd:

a) sample a topic Td in {1, 2, ..., nT } with prob-
abilities α = (α1, α2, ..., αnt

)
b) sample ld words from a multinomial distri-

bution with probability vector βTd

Graphically, this process is represented in Figure 1.

Fig. 1. Graphical Representation of Mixture of Multinomials

wi denotes the i-th word in the vocabulary. Unshaded and
shaded nodes (circles) represent observed and unobserved ran-
dom variables, respectively. Plates (rectangles) denote repeated
structures whilst arrows between nodes, called edges, eg. x →
y, denote a possible dependency of y on x.

In order to estimate the parameters of the model we
introduce the latent variable zd = (zd1, zd2, ..., zdnT

) where

zdt =

{
1 if document Cd is from topic t
0 otherwise

for t ∈ {1, ..., nT }.
The latent indicator vector and the observed document

vector form the complete dataset whose joint density function
is

p(Cd, zd|α, β) =
nT∏
t=1

(
αt

ld∏nw

w=1 Cwd!

nw∏
w=1

βCwd
wt

)zdt
.

Since each document is independent it follows that the
corpus likelihood is

L = log

nd∏
d

p(Cd, zd|α, β)

∝
nd∑
d=1

nT∑
t=1

zdt

(
logαt +

nw∑
w=1

Cwd log βwt

)
. (1)

In the supervised scenario where the documents are la-
belled, that is zd is known, the unknown parameters can be
estimated using the Naive Bayes classifier. Unfortunately, due
to the presence of the latent variable, maximizing expression
(1) is generally intractable, therefore we turn to the EM
algorithm.

Taking α′ and β′ to be the current estimates of the the
parameters, in the expectation step (E-step), zdt is estimated
by

θdt = E(zdt|C,α, β) =
α′
t

∏nw

w=1 β
′Cwd
wt∑nT

t′=1 α
′
t′
∏nw

w=1 β
′Cwd

wt′

.

In the maximization step (M-step), the parameters {αt}
and {βwt} are updated:

αt ∝ λα − 1 +

nd∑
d=1

θdt

βwt ∝ λβ − 1 +

nd∑
d=1

Cwdθdt

such that { ∑nt

t=1 αt = 1∑nw

w=1 βwt = 1

for t ∈ {1, ..., nT }.
Since the vocabulary set is very large, many words will

have very low probabilities of being in a specific topic.
According to Rigouste et al., word probabilities should not
get too small, thus the smoothing parameter λβ − 1 is set to
be around the optimal value of 0.2. In addition, since λα − 1
is always negligible [1], we set λα− 1 and λβ − 1 to be equal
to 0 and 0.2, respectively, in our experiments.

B. Latent Dirichlet Allocation

LDA extends the generative process of MM to a word-
level mixture: For each document a topic proportion is drawn,
denoted θ, and then, from each topic proportion, topic-specific
words are drawn. Because of this flexibility, LDA is referred
to as an admixture model [13]. An interesting fact is that in
genetics an admixture model is referred to as a mixture whose
components are themselves mixtures of different features.
Modelling of admixtures for discrete data was done to model
population genetics before LDA was proposed for text [14].
Graphically, this process is represented in Figure 2.

The focus of our study is mainly on the MM model so we
do not discuss the LDA any further in this paper. However, the
reader is directed to [15] and [4] for further reading on this
topic.
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Fig. 2. Graphical Representation of Latent Dirichlet Allocation

III. DATA

The input data of a topic model is the document x word
matrix, Cwd, where each cell represents the occurrence of
wordi in documentj . In order to perform the comparison of
the MM and LDA model, both methods were applied to a test
and training set of data from a 1987 Reuters-21578 newswire
(long text) and a corpus of Tweets (short text). The data are
described further in the following subsections.

A. Reuters-21578

The documents in the Reuters-21578 Distribution 1.0
collection appeared on the Reuters newswire in 1987. The
Reuters-21578, Distribution 1.0 test collection is available
from David D. Lewis’ professional home page, currently
http://www.research.att.com/lewis. It is a collection of 21578
documents. In processing the data we removed a standard list
of stop words, special characters and numbers. In Table I we
compare the number of unique words and also the sparseness
of the document x word matrix after omitting words that
occurred only once, twice, etc. or less in the corpus. As
mentioned before, since the vocabulary is very large, many
words will have probabilities of occurring in a topic that
are close to zero. This is undesirable as it makes the model
unstable, thus removing words with low occurrences helps to
improve the performance of the model. We removed words
that occurred a maximum of ten times or less, as beyond this
too much information is lost. Varying the number of words to
be omitted from the corpus is for investigative purposes only.
Typically, in literature words occurring less than two times are
omitted from the corpus. We investigate the effect of varying
this number on the sparseness of the matrix and although it
reduces the size of the vocabulary dramatically, the effect on
the matrix sparseness is not that much.

TABLE I. REUTERS-21578 DATA SET

Word
Frequency

Unique Words Zero element
ratio

0 69267 0.99
1 29332 0.998
2 20480 0.997
3 16644 0.997
5 12521 0.996
10 8476 0.994

B. Twitter

The Twitter dataset is a collection of tweets collected in
the period April 2014 - September 2014. We decided to focus
on the current hot debate around the ‘low carb high fat’ diet
and collected tweets from one user known to oppose the diet
(@GeorgeClaasens) and two users that strongly promotes the
diet (@ProfTimNoakes, @ditchthe carbs). It is a collection of
4,738 documents. We removed a standard list of stop words,
special characters, numbers and urls. We also omitted tweets
with less than three words after data processing. This results
in tweets being omitted from the training corpus. Table II
compares the Twitter data set statistics given a minimum
number of word occurrences in the corpus.

TABLE II. TWITTER DATA SET

Word
Frequency

Unique Words Zero element
ratio

Number of
tweets in
training set

0 14455 0.999 4638
1 4965 0.998 4638
2 3127 0.997 4638
3 2297 0.997 4638
5 1427 0.995 4638
10 672 0.993 4638

Tables I and II show that at least in terms of sparseness,
normal sized documents and short text documents exhibits
similar behaviour - and both pose statistical challenges for
generative models.

IV. EXPERIMENTAL SETUP

In our experiments, each dataset is split into two parts: a
training set consisting of 90% of the sample data and a test
set consisting of the remaining data. We then implemented
the online variational Bayes (VB) algorithm for LDA [16].
Online LDA is based on online stochastic optimization with
a gradient step. Online LDA is implemented in the Python
Topic modelling module Gensim [17]. For the MM model
implemention, we programmed the algorithm in Python as
described in the article by Rigouste et al. [1].

In order to perform the comparison of the MM and LDA
model, both methods are applied to each set of data from
the Reuters-21578 and Twitter corpus, and the perplexity for
each test set is calculated in order to assess the predictive
performance of each model. In general, the perplexity is
calculated as follows

Perplexity(Ctest) = exp{− 1

ld,test
L}
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where Ctest, ld,test and L denote the test set, length of
the test set and the log-likelihood, respectively. Therefore, to
calculate the perplexity for the MM model L is substituted by
the expression in (1). The complete log-likehood is used since
the incomplete log-likehood cannot be computed. In the case
of LDA we use the lower bound on perplexity as a proxy [16].

It is desirable to achieve a high likelihood on the test set,
thus a low perplexity is indicative of good performance [4].

V. RESULTS

Before implementing either algorithm it is important to
note that the user must first select the number of topics that
are assumed present in the corpus. Typically the number of
topics is set to any value between 10 and 100.

A. Results on Reuters Corpus

We report on perplexity results for the Reuters corpus in
Figures 3 (omitting words ocurring only once in corpus) and
4 (omitting words occurring three times or less in corpus). We
varied the number of topics between 10 and 50 topics for the
Reuters corpus. The experiments were repeated ten times, but
in this paper we report on the mean value only.

The perplexity results for the MM and LDA on the Reuters
corpus correspond with the literature. The results (especially
in Figure 4) indicate smaller perplexity values for LDA than
Multinomial Mixture which is expected.

Fig. 3. Perplexities on Reuters Corpus - omitting words occurring once in
the corpus

B. Results on Twitter Corpus

Figure 5 shows the perplexity results for the Twitter corpu.
Because of the small size of the corpus, we only modelled 10
topics on the Twitter corpus. Instead of varying the number of
topics that the corpus was assumed to contain, we observed
how the perplexities varied as words that occurred no more
than 2, 3, 5 and 10 times were omitted. According to our results
the Multinomial Mixture performs better in general than LDA
(with lower perplexity values).

Fig. 4. Perplexities on Reuters Corpus - omitting words occurring three times
or less in the corpus

Fig. 5. Perplexities on Twitter Corpus - omitting words occurring 2, 3, 5
and 10 times or less in the corpus

In Tables III and IV we illustrate the top-6 words in each
topic for both models. Some topics presumably emphasise Tim
Noakes’ book The Real Meal Revolution while other focus on
the science behind the data.

TABLE III. TWITTER TOPICS FROM MULTINOMIAL MIXTURE MODEL

fat cholesterol noakes lchf welcome
lchf heart diet real share
jonathan food science banting glad
witt risk health tim please
bigfatsurprise obesity read helpdietsa low
big diet evidence lost carb

fat share tim bigfatsurprise draseemmalhotra
diet carb noakes diet science
carb low book science noakes
insulin realfood read time media
diabetes wheatfree years hard change
high easy thanks doctomboyles nobel

Although no formal tests have been done to test this as
yet, it appears that anecdotally the topics uncovered by the
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TABLE IV. TWITTER TOPICS FROM LDA MODEL

fat real carbs draseemmalhotra lchf
science meals new book noakes
check change bigfatsurprise draseemmalhotra low
realfood nation study annchildersmd carb
evidence media reverse sugar share
diabetes proven drbriffa scientist best

diet food banting eat cape
high health old talk free
need thanks cancer healthy loss
insulin cerealkillers swim prof human
read industry lewispugh reason person
weight interview jonathanwitt keto protein

MM appear to be more interpretable than those uncovered
by the LDA. This serves as a positive initial result, but
also presents another area of research, namely assessing topic
model performance based on the quality of the inferred topics.

VI. CONCLUSION

The purpose of this paper is to understand the challenges
associated with applying topic modelling to short text and
focus in particular on two generative topic models. We report
on initial results with perplexity calculations indicating that
the Multinomial Mixture topic model performs better than the
LDA on short text. We also calculated baseline perplexities
on ‘normal size’ text - the Reuters corpus.

We want to achieve two goals with topic modelling:

1) Analyse the corpus. For example, if a user has no
knowledge about the lfhc diet and the debate around
it, then analysing the topics should give a categorised
summary about the text in the corpus.

2) Analyse the topics. For example, if one of the topics
exhibits special interest, then the user want to view
the documents associated with that topic.

We acknowledge techniques to either supplement or con-
catenate short texts with various techniques in order to improve
topic model performance, but the purpose of this article is to
specifically address the short text generative assumptions.

Although our initial results indicate that we are on the right
track to advocate the use of the Multinomial Mixture on short
text rather than the LDA, the following limitations from this
work need to be taken into account:

1) Our Twitter corpus was very small. The test set size
on the Twitter corpus was only 483 tweets. Future
work should include experiments on a significantly
larger Twitter corpus.

2) We only used perplexity as a performance measure.
Future work should include other performance mea-
sures, such as word intrusion and topic intrusion [?],
using labelled data sets and alignment techniques.
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Abstract—An algorithm for visual intent recognition is 

presented, based on two different motions of the hand namely a 

rotation and a vertical motion. The context for which this 

solution is intended is that of wheelchair bound individuals who 

want to use one of their hands freely and without the restriction 

of manoeuvring a joystick, to express their desire to travel in a 

certain direction through hand rotation, and to stop and go 

through hand vertical motion. A vertical symmetry calculation 

combined with a support vector machines (SVM) algorithm is 

proposed for the detection of the hand in rotation, and for 

vertical motion detection, an ellipse shaped mask is proposed. 

The algorithm is tested on video sequences containing subjects 

seated on an office chair to mimic people with physical 

disabilities on a wheelchair, and performing rotations and 

vertical motions of the hand. Results show that the hand in 

motion is a viable intent indicator and can be an alternative to 

traditional motion controllers such as joysticks and pneumatic 

switches. The solution described in this paper intends to 

contribute to the realisation of an enabled environment allowing 

people with severe disabilities and the elderly to be more 

independent and active in society. 

Keywords—Intention recognition, intention curves, symmetry 

curves, support vector machines, ellipse shaped mask 

I. INTRODUCTION  

The main function of an enabled environment is to provide 
a setting in which people with disabilities and the aged can 
function independently, be active and contribute to society. 
One of the challenges facing the task of realizing such an 
environment is to develop systems that can assist them in 
performing the tasks they wish to carry out without other 
people’s assistance [1], [2].  

These assistive systems are required in many cases to have 
an intention detection capability. Formally defined, intention 
recognition, first identified by Schmidt et al. [3], is the 
problem of inferring a person’s intentions from observations 
of that person’s behaviour [4]. Good performance in a team 
environment is heavily conditioned by the awareness of the 
intentions of people within society [5]. As a result, human 
machine interactions (HMI), where the machine plays a 
support role require that the intentions are automatically 
recognisable. HMI is a broad field that includes areas of 
research such as computer vision, psychology, artificial 
intelligence, etc. [6], and many techniques such as manual 
operation, speech, tele-operation and vision [7]. Vision-based 

solutions are human-centred and can be divided according to 
the human body: large-scale body movements, hand gestures, 
and gaze [6]. HMI offers a practical and useful application for 
intention detection, which aims at specifying a set of the goals 
and actions from observed behaviours [8]. One important HMI 
solution can be found in the context of a person with a 
physical disability whose mobility is constrained to a 
wheelchair. Many people who suffer from chronic mobility 
impairments, such as spinal cord injuries or multiple sclerosis, 
use powered wheelchairs to move around their environment 
[9].Traditionally, these powered wheelchairs are controlled 
with a joystick, which has proven to be an intuitive solution. 
Unfortunately to drive both efficiently and safely requires the 
user to have steady hand-control and good reactions, which 
can be impeded by factors such as fatigue, a variety of 
physical, perceptive or cognitive impairments [10], sensory 
impairments etc. Consequently, alternative methods of 
interaction are being investigated. Work has been carried out 
in the fields of speech, vision (gesture and gaze-direction 
recognition) and brain-actuated control [11], but the most 
popular set of approaches are vision-based [12], [13] because 
of the flexibility associated to the use of cameras and the low 
cost of machine vision hardware [14]. 

Vision-based solutions usually focus on head tracking, 
face and facial expression recognition, eye tracking, gaze 
analysis, gesture recognition, human motion analysis and 
lower arm movement detection, where the recognition 
methods are classified using a human-centred approach [6] as 
large-scale body movements, hand gestures or gaze based 
approaches. Hand gestures and poses are extensively 
employed in human non-verbal communication [15], and 
therefore can be used in assistive applications such as 
wheelchair. The primary goal of any automated gesture 
recognition system is to create an interface that is natural for 
humans to operate or communicate with a computerised 
device [16]. There are three main approaches in the hand 
gesture analysis [17]: glove-based analysis, vision-based 
analysis, and analysis of drawing gestures. Vision-based 
analysis of hand gestures is probably the most natural way of 
constructing a human-computer gesture interface, but the most 
difficult to implement in a satisfactory manner. Vision-based 
hand gestures can be divided into static hand gestures, which 
are represented by a single image of the hand, and dynamic 
hand gestures which are represented by a sequence of images, 
each one corresponding to a hand posture within the gesture. 
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This paper proposes an alternative vision-based dynamic 
hand gesture solution that infers a person’s intentions by 
detecting micro-events such as a hand in rotation and vertical 
motion, in a well-defined setting. The context for which this 
solution is intended is that of wheelchair bound individuals 
who want to use micro-operations performed by the hand to 
express their desire to travel in a certain direction and to go or 
stop. It uses a vertical symmetry-based approach and a support 
vector machines (SVM) algorithm for direction intent 
recognition and an approach based on the geometric 
constraints on a hand’s contour through an ellipse shaped 
mask for go/stop intent. 

II. PRE-PROCESSING STEPS: HAND DETECTION AND 

TRACKING 

The data used are video sequences comprising 576×768 
image frames captured from a charge-coupled device (CCD) 
camera (Hi-Resolution Dome Camera - 1/3" CCD, 470 TV 
lines, 0.8 lux, 3.6mm (F2.0) Lens) and a ‘25 frames per 
second’ E-PICOLO-PRO-2 frame grabber. The object of 
interest is the dorsal view of the hand in rotation and vertical 
motion, and is the intent indicator according to Table 1. Hand 
detection and tracking in each sequence is performed using a 
very popular feature invariant approach known as skin colour 
detection. The HSV colour space is used and skin colour is 
learned using a histogram [18].  

TABLE 1. MAP OF THE HAND MOTION TO CORRESPONDING INFERRED 

DIRECTION INTENTION 

Motion of the hand Inferred Intention 

Left motion Intent to go left 

Right motion Intent to go  right 

Down motion Intent to go forward 

Up motion Intent to stop 

  Hand in centred position Intent to go straight 

A. Histogram-based skin colour detection 

Typically skin colour is modelled using a histogram, a 
single Gaussian or a mixture of Gaussians, though other 
approaches can be found. Among those three principal skin 
colour models however, the authors in [19] have demonstrated 
that the histogram model is superior to the others, it is easier to 
implement and it is computationally efficient. The different 
colour spaces used in skin colour detection include HSV, 
normalized RGB, YCrCb, YIQ and CIELAB. According to 
the work in [20] the HSV (Hue-Saturation-Value) colour 
space, a very common cylindrical-coordinate representation of 
values in the RGB colour space, gives the best performance 
for skin colour pixel detection. The removal of the V 
component takes care of varying lighting conditions. H varies 
from 0 to 1 on a circular scale, that is, the colours represented 
by H=0 and H=1 are the same. S varies from 0 to 1, 1 
representing 100 percent purity of the colour. The training 
stage consists in forming the skin colour histogram: H and S 
scales are partitioned into J = 100 levels bj, where j Є {0,…,J-
1}. Consider the set �� ⊂ ��of length J with pairs of elements 
that represent the probabilities (Pj,H,Pj,S) that the H and S 
components of a skin colour pixel It (in the training set) is in 

one of these J partitions bj in the histogram: Pj,c = p(
c
nI Є bj), 

where c represents the colour component (H or S). Fig. 1 
shows the histogram for the H and the S components 
separately, obtained using 69 601 skin colour training pixels, 
spanning 10 different subjects with different skin colours. To 
classify a new pixel In as skin colour or non-skin colour, a 
threshold λ common to both components is chosen empirically 
such that: 
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skin colour classification.  

B. Hand detection and localisation  
After classifying skin colour pixels in a given image, 

dilation is used to enhance the detected skin region as a single 
object (refer to Fig. 2 (Part c)). The assumptions for the 
proposed solution offer a constraint within the detected skin 
colour region in which only the hand and a part of the arm are 
skin colour regions and where the camera is positioned at a 
fixed distance from the hand. A prior knowledge of the length 
of a typical hand is used for hand segmentation from the arm 

as follows: Consider the skin colour region: �� ⊂ ��:	�� 

��� , �����,�∈��,…,���� , and N is the number of pixels in the 

region, that is the number of detected skin colour pixels. Two 
sub-regions, the left and right extremities in �� are defined: 

	��� , ���� ⊂ ��:	��� 
 ����� , ��
��: ��� 
 min� ∈ ���	 ⋀	��

� ∈
��; ���� , �� ∈ ���	and		���� 
 "��#$ , �%

��&: �#$ 

	max� ∈ ��� 	∧ �%

�� ∈ ��; ��#$ , �� ∈ ���, where i = {0, I-1}, 

j = {0, J-1}, and I, J ≤ N.   

 
Fig. 1. Skin colour histograms for H and S components in the HSV colour 

space 
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Fig. 2. Skin-colour based hand detection 

From these two sub-regions, two pixel points, one at left limit 
of the region and the other at the right (assumed to be tip of 
the fingers in the present application) are chosen as: 

���� , �#*�� � and ��#$ , �#*��� � where �#*�� 
 �

+
∑ ��

�+��
�-� 	and 

�#*��� 
 �

.
∑ �%

��.��
%-� . These two points define a line representing 

the orientation θ of the hand with respect to the horizontal:  

                                  / 
 012��� 3456
77 �34567

$849	�$8:;
�                        (2) 

If the hand is not horizontal, that is if / < 0,	its length is 
measured on that line containing the hypotenuse of the 
resulting right triangle. The segmentation that separate the 
hand from the arm, is hence performed using the right limit of 
the skin colour detected region, since it is assumed to be the 
tip of the finger and therefore the end of the hand from which 
the fixed distance 30 pixels, that is the average length of the 
hand, is measured. Note that the tracking phase is 
implemented by repeating skin colour detection as well as 
localisation as shown in this section, on a smaller search 
window slightly bigger than the detected hand in the previous 
frame. Fig. 2 (Part d) depicts the resulted hand detection for 
two different subjects. 

III. HAND-BASED DIRECTION RECOGNITION  

C. Vertical symmetry-based direction intent recognition 

The underlying assumption is that the dorsal view of a 

human hand exhibits different symmetry properties for 

different positions (for the hand in rotation) when the 

symmetry is calculated vertically rather than horizontally: A 

particular symmetry signature is given when the hand is 

centred, and that symmetry signature changes when the hand 

is moved from this centred position. This gives the indication 

of a motion from the initial centred position to a new position 

(right or left). The symmetry curve is calculated vertically as 

follow: 

                ∑ ∑ +−−=
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The symmetry-value )(yf is evaluated ]1[ kYky −+∈∀  

where y is a pixel-row in the image, by taking the sum of the 
differences of two pixels at a variable distance w: 1 ≤ w ≤ k 
from it on both sides making the pixel-row the centre of 

symmetry.  This process is repeated for each column and the 
resulting symmetry-value is the summation of these 
differences. It was established empirically that the value of the 
maximum distance k that gives a more discriminative 
symmetry curve among the different positions is given by k = 
35. Fig. 3 depicts the three different positions of the hand for 
three subjects and Fig. 4 displays their corresponding 
symmetry curves. The mean and standard deviation of the 
resulting symmetry curves are then calculated and Fig. 5 
illustrates the scatter plot of the feature points given by xi = 
(µi,σi) ∀ i = {1,2,3}, the symmetry curve’s statistics for the 
three different categories ω1, ω2, ω3 corresponding to the 
centre, right and left hand position, respectively. Hand pose 
classification in a single frame is performed using SVM. 

 
Fig. 3. Three different positions of the hand (dorsal view) in rotation for 

three different subjects 

 
Fig. 4. Symmetry curves corresponding to the different positions of the 

hand in rotation in Fig. 3 
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Fig. 5. Feature space representing different positions of the hand in 

rotation 

D. Support Vector Machines 

As an increasingly popular tool in data mining tasks such 
as regression, novelty detection and classification [21], an 
SVM algorithm can be used for the classification problem at 
hand. Note that SVMs are binary classifiers, and consequently 
for the three classes’ problem described in this paper a “one 
against one” decomposition of the binary classifiers is used. 
Consider a labelled training set consisting of N data points

),( , jii yx , where
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and j = {1,2,3} the indices of ωj that represent the classes 
associated to the centre, right and left position respectively. 
The discriminant function is given by  

                                       bwxxg += ,)(                             (4) 

where w and b are the weights (giving the shape of the 
hyperplane) and the offset from the origin, respectively, and x 
is the datum. The value of w and b that maximizes the margin 
between the hyperplane and the support vectors is obtained 
using: 
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where αi is the i
th

 Langrange multiplier and NSV is the numbers 
of support vectors which are found to be 63, 253 and 122 for 
the centred class, the right class and the left class, respectively. 
Since this is a non-linear problem (refer to Fig. 5), the kernel 
trick is used to map the data into a different space, and to 
construct a linear classifier in that space. Classification of a 
new data sample x is performed according to the sign of

∑
∈

+=
SVi

iii b)x,x(Ky)x(g α , where the polynomial kernel 

K(x,y) = (1 + x
T 

y)
d
 is used: 
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E. Hand rotation detection: Direction intent recognition 

Direction intent recognition is achieved by mapping a 
sequence of 10 frames with the hand in rotation as the object 
of interest in a set of two intention curves (V1,V2), consisting 
of the means V1 of the symmetry curves and the set of output 
V2 from single frame hand pose classification using SVM 
(refer to Section D). Consider a set E = {Ii : Ii is the i

th
 frame 

and 1 ≤ i ≤ 10}, representing a sequence of 10 consecutive 

frames: ∀>� ∈ ?	, V1 = 








∑
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where fi is the symmetry 

curve (refer to (3)) associated with frame Ii. The resulting 
intention curve V1 is depicted for the three different scenarios 
for rotation in Fig. 6 and it can be observed that rotation from 
the centre to either side (right or left) exhibits the same 
patterns while rotation from either side to the centre also 
exhibits the same patterns, but different from that of the 
previous scenario. It is therefore possible using V1, to 
distinguish between a rotation from the centre position to 
either side and a rotation from either side to the centre 
position. For training, the intention curves V1,n associated to 
class ωn are used to calculate δn as follow: 

                           δn= ∑
−

=

1

1

N

i
n1,n1, 1)+(iV - (i)V                             (9) 

However, insufficient information is given to distinguish 
between rotation to the left and to the right. To address this 
problem, a preliminary step is implemented that consists of 
using the other intention curve V2 consisting of the output 
class from SVM classification. For a centred motion, 10 
consecutive 1s are expected, while 10 consecutive or at least a 
majority of 2s and 3s are expected for right and left motions, 
respectively. A majority vote scheme is used that counts the 
number of 1s, 2s and 3s in V2, using a 3 elements vector d

’
, 

where d’(n) =∑ == = 1012 ,...,))(( iniV , ∀ n = {1,2,3}. For 

classification, consider {V1(i),V2(i)}i={1,…,10} the intention curve 
to be classified into classes ω1,…,ω5 corresponding to the 
centre, right (from centre-right), left (from centre-left), left 
(from right-centre) and right (from left-centre) intentions, 
respectively: The decision rule h1 is then defined as follows:  
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Fig. 6. Intention curve V1 consisting of symmetry curves’ means 
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where n’ = 
n

maxarg (d’), ||d nn µδ −= and λ ≥ 0. 

IV. HAND-BASED ‘STOP/GO’ RECOGNITION  

The proposed approach for vertical motion recognition of 

the hand is based on the position of the detected hand’s 

contour with respect to the horizontal line evaluated using a 

mask in the shape of an ellipse whose major axis’ length is 

equal to the length (determined empirically) of a typical hand 

at a fixed distance from the camera. As illustrated in the binary 

image in Fig. 8 (Part a), the detected skin colour region R 

corresponding to the hand has a shape similar to that of an 

ellipse. The centre (xc,yc) of R is found and an ellipse centred 

at that point (xc,yc) is used as a contour mask. Subsequently, a 

search is performed by rotating the ellipse mask around that 

point until the maximum number of skin colour pixels within 

the ellipse is reached. The rotation ranges from –π/6 to π/6, a 

practical range for a hand in vertical motion: Consider the set 

θ = {θi: –π/6 ≤ θi ≤ π/6} of angles between the line containing 

the major axis of an ellipse E  with (xc,yc) as the centre, and the 

horizontal line y = yc through the centre (refer to Fig. 7 

showing θ for three different positions of the ellipse 

corresponding to the three different positions of the hand):  

S = 

θθ
θ

∈






∑

i
i

yx ),( ERyx ∩∈∀ ),( that is (x,y) is a skin colour  

 

Fig. 7. Three different positions of an ellipse used as a mask for the skin 

colour region associated to three different positions of the hand  

pixel in the ellipse rotation. ∈∀ iθ θ (S is therefore a function 

of θi) the inclination corresponding to the vertical position of 
the hand is given below:  

                                 )(maxarg iS
i

θϕ
θ

=                              (11) 

The resulting angle ϕ between the ellipse’s major axis and the 

horizontal corresponds to the vertical position of the hand 
represented by class ωi ∀ {1,2,3} for centre, up and down 
position respectively, according to the decision rule h2 defined 
as:             

                               h2(ϕ )= 
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where λ1 > 0. Fig. 8 (Part b) depicts the binary image 
containing the detected skin colour region corresponding to 
the hand for three different vertical positions, and the ellipse 
mask associated to it. The inclination angle φ (in radian) 
between the major axis of the ellipse mask approximating the 
skin colour detected region and the horizontal axis y = yc 
determines the single frame hand pose and varies differently 
for the different motions (centre, up and down).  

For ‘stop/go’ intent recognition, the intention curves for 
each motion are represented by the changes in angle values: 
Consider the set Φ = {φi}i={1,…,10} of the angles representing a 
sequence of single frame hand pose in 10 consecutive frames. 
δ is defined in (13) as the constant, increasing and decreasing 
tendencies of the successive values of a sequence Φ that 
exhibit different patterns for the different motions as portrayed 
in Fig. 9. h3 is used to classify between classes ω1,…,ω5, 
corresponding to the centre, up (from centre-up), down (from 
centre-down), down (from up-centre) and up (from down-
centre) intentions, respectively:   

                                         δ = ∑
−

=
+

1

1
1

N

i
ii  - ϕϕ                           (13) 
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Fig. 8. Ellipse mask used to determine the vertical position (inclination) θ 
of the hand: Part (a) illustrates skin colour region and Part (b) illustrates the 

ellipse mask associated to them and the inclination θ is given in radian 
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where λ1, λ2 > 0 

V. RESULTS 

Experimental results are obtained using 20 different subjects, 

and for each of them 5 long video sequences are collected, and 

divided into several 10-frame sequences. The hold-out method 

[22] is used for performance evaluation, where the data set 

(hands in rotation and hands in vertical motion) is divided into 

two mutually exclusive parts; one for training and the other is 

held out for testing.  

 
Fig. 9. Intention curves representing the changes in Φ for each motion 

through a sequence of 10 frames: Part (a) portrays the three intention curves 

for a 10-frame centred, up and down hand motion, respectively, Part (b) 

exhibits intention curves corresponding to back up and down (from down to 

centre, and up to centre) 

As depicted in Tables 2 and 3 the proposed solution yields 

very good results demonstrating the viability of the proposed 

algorithm as an alternative visual hand pose estimation 

methods for direction and ‘stop/go’ intent recognition. It can 

be also noted that centre classification for both single hand 

poses classification and intent recognition yield the best score. 

This has a useful practical advantage because a centred hand is 

the most convenient one to represent a default position. Hence 

what this solution can do best is to recognise the hand in the 

default position, and when it moves away from it. 

Furthermore, the recognition rates for the other positions and 

motions (namely left, right, up and down) are still very 

satisfactory showing the merit of the proposed solution.

 

TABLE 2.  RECOGNITION RATE FOR SINGLE POSE CLASSIFICATION AND INTENT RECOGNITION OF HANDS IN ROTATION 

Methods Class Training 

set 

Testing 

set 

Correct 

classification 

Incorrect 

classification 

(false positive) 

Classification 

rate 

Single hand 

pose 

classification 

 

 

Centre: 

Right: 

Left: 

 

Total: 

450 

450 

450 

 

1350 

450 

450 

450 

 

1350 

450 

409 

379 

 

1238 

0 

41 

71 

 

112 

100% 

90.8889% 

84.2222% 

 

91.7037% 

Direction intent 

recognition 

Centre: 

Right: 

Right (back):  

Left: 

Left (back): 

 

Total: 

600 

600 

600 

600 

600 

 

3000 

600 

600 

600 

600 

600 

 

3000 

586 

548 

526 

563 

564 

 

2787 

14 

52 

74 

37 

36 

 

213 

97.6667% 

91.3333% 

87.6667% 

93.8333% 

94% 

 

92.9% 
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TABLE 3. RECOGNITION RATE FOR SINGLE POSE CLASSIFICATION AND INTENT RECOGNITION OF HANDS IN VERTICAL MOTION 

Methods Class Training 

set 

Testing 

set 

Correct 

classification 

Incorrect 

classification 

(false positive) 

Classification 

rate 

Single hand 

pose 

classification 

 

 

Centre: 

Up: 

Down: 

 

Total: 

450 

450 

450 

 

1350 

450 

450 

450 

 

1350 

448 

426 

437 

 

1311 

2 

24 

13 

 

39 

99.7% 

94.8% 

97.2% 

 

97.1111% 

‘Stop/go’ 

intent 

recognition 

Centre: 

Up: 

Up (back): 

Down: 

Down (back): 

 

Total: 

600 

600 

600 

600 

600 

 

3000 

600 

600 

600 

600 

600 

 

3000 

600 

549 

489 

556 

581 

 

2775 

0 

51 

111 

44 

19 

 

225 

100% 

91.5% 

81.5% 

92.7% 

96.8333% 

 

92.5% 

VI. CONCLUSION 

This paper proposes a vision-based solution that infers a 
subject’s intention through rotation and vertical motion of the 
hand. The context for which this solution is intended is that of 
wheelchair bound individuals who want to use their hands 
freely and without the restriction of manoeuvring a joystick, to 
express their desire to travel in a certain direction and to stop 
or go. The intent indicator is the motion of the right hand from 
its dorsal view. The main contribution of this work is the use 
of a vertical symmetry calculation of the hand combined with 
an SVM algorithm for the detection of the hand in rotation, 
and a proposed ellipse shaped mask for the detection of the 
hand in vertical motion. Given the results shown in this paper, 
this proposed solution is a useful contribution to the general 
problem of intent recognition applied to assistive living that is 
for support of the elderly and people with disabilities. 
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Abstract— A brain computer interface (BCI) holds the potential 
to allow motor-impaired individuals to perform simple daily 
tasks by translating their neural intentions into movements of a 
robotic prosthetic/orthotic hand. These daily tasks can be 
facilitated through the performance of key kinematic hand 
movements; however, few BCI studies to date focus on functional 
kinematic unilateral hand movements. This paper presents the 
first attempt to discriminate the neural control signals for 
unilateral wrist extension and flexion, finger extension and 
flexion and the tripod pinch from single-trial 
electroencephalogram (EEG). High-resolution EEG was recorded 
from test subjects as they executed and imagined five essential 
hand movements using both hands. Independent component 
analysis (ICA) and time-frequency techniques were used to 
extract spectral features based on event-related 
(de)synchronisation (ERD/ERS). The Bhattacharyya distance 
(BD) was used for feature reduction, while Mahalanobis distance 
(MD) clustering and artificial neural networks (ANN) were used 
as classifiers. Average accuracies achieved ranged between 51 % 
and 63 %, however some subjects showed accuracies around 
70 % for either real or imagined movements. This indicates the 
possibility of individual kinematic movement discrimination 
between this new combination of BCI hand movements. 

 

Keywords— Artificial neural networks (ANN), brain-computer 
interface (BCI), electroencephalogram (EEG), event-related 
(de)synchronisation (ERD/ERS), group classifier, independent 
component analysis (ICA), Mahalanobis distance (MD) 

I.  INTRODUCTION 
Based on the assumption that neural activity can be 

translated into intended movements, which can then be 
executed by a device, such as a prosthetic or orthotic hand, 
scientists and engineers have been challenged to replicate the 
sensory-motor functions of the human hand [1] – [3]. People 
who suffer from motor impairments can benefit from these 
efforts, which aim to return some of the essential functionality 
of the human hand [1]. In the case of an amputee, a robotic 
prosthetic hand can replace the lost hand, while the non-
functional hand of a stroke or spinal cord victim can be 
mobilised by a robotic exoskeletal orthotic hand [1]. Through 
thought, the user can then control one of these external devices 

using a brain-computer interface (BCI) to reroute the signals 
directly from the brain to actuators in the device [1], [2]. 

This solution can allow motor-impaired individuals to 
perform essential hand movements that will aid daily tasks, 
such as grasping or writing [1], [4]. Considering the 
movements that patients learn during motor rehabilitation [5], 
[6], [7], five basic hand movements are considered i.e. wrist 
extension (WE), wrist flexion (WF), finger extension (FE), 
finger flexion (FF) and the tripod pinch (TR). Offline single-
trial investigations using neural information taken from 
electroencephalogram (EEG) for the combination of the WE, 
WF, FE, FF and the TR have been recently undertaken [8], [9]. 
The possibility of discriminating EEG between right and left 
groupings of the essential hand movements has been shown by 
Mohamed et al (a) [8], while Mohamed et al (b) [9] 
demonstrated that EEG for key parts of each hand i.e. the wrist 
and fingers, can be distinguished. However, a study to 
discriminate the EEG associated with these five hand 
movements on the same hand has not been published. There 
are two possible reasons for this: 1) multiclass BCI studies to 
date have yielded low accuracies [10] – [13], and 2) extracting 
relevant information originating from adjacent areas of the 
motor cortex (such as those controlling movements on the 
same limb) is challenging [14]. Hence, this paper outlines a 
first attempt to discriminate between the EEG associated with 
unilateral WE, WF, FE, FF and TR.  

II. BACKGROUND 

A. Sensorimotor BCI 
A BCI allows the actuation of an external device, such as a 

prosthetic hand, by interpreting the user’s intent from his 
brain, thus circumventing the natural neuromuscular pathway 
of the human body [1], [15]. BCIs that deal with the motor 
functions from and sensory inputs to the sensorimotor cortex 
of the brain are termed sensorimotor BCIs. BCIs can capture 
neural information invasively using (ECoG – 
electrocorticography for example) or non-invasively (using 
EEG for example). 
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B. Electroencephalogram 
Deciphering movement intent from EEG is challenging due 

to considerable mixing of information from all over the head at 
each electrode [1], [16], small signal amplitudes, a low signal-
to-noise ratio and large variability between trials, test subjects 
and circumstance [1]. However, clinical research has provided 
more insight into the relationship between EEG signals and 
real/imagined motor tasks. The non-invasive and inexpensive 
nature of EEG is well suited to BCI research. Hence EEG can 
be used as a suitable signal source for basic prosthetic/orthotic 
hand control [1] in a controlled laboratory environment with 
the vision to extend its use to real world scenarios.   

C. Independent Component Analysis 
In order to improve the signal-to-noise-ratio of EEG, spatial 

filters are applied to electrode data to enhance the activity 
originating from spatially local neural sources, while reducing 
activity from widely distributed sources [1], [15]. Independent 
component analysis (ICA) determines the weighting of the 
channels from the data, i.e. using blind source separation and is 
able to detect radial and tangential sources [1], [17]. In 
comparison, other spatial filters, such as Surface Laplacian, 
create a set of weights that are independent of the underlying 
data and only emphasize the radial component of the neural 
activity from sources located directly below each recording 
electrode [1]. ICA has shown superior performance over other 
methods of spatial filtering in some EEG studies [18], [19]. 

Defined statistically, ICA is a method aimed to represent 
non- Gaussian data linearly using constituent components, 
which are as statistically independent as possible [20]. Using 
ICA, measured EEG, consisting of a linear mixture of 
statistically independent source signals, can be decomposed 
into their fundamental underlying Independent Components 
(ICs), which approximate the original source signals [20], [21]. 
This is shown by (1) 

x = As    (1) 

where: 
x  =  matrix of channel data 

A = mixing matrix 
s = matrix of independent sources 
 
ICA is widely used in the EEG and BCI research 

community [16], [21] to remove artifacts and to separate 
biologically plausible brain components whose activity patterns 
relate to behavioural occurrences [16]. It is also shown to be 
beneficial for isolating sensorimotor rhythmic activity for wrist 
and finger movements [8]. ICA can be implemented using a 
number of algorithms, such as infomax, JADE and FastICA 
[16]. 

D. Electrophysiological Features 
Prominent electrophysiological features associated with the 

brain’s normal motor output channels (and used frequently in 
BCI literature) include mu (8–12 Hz) and beta (13–30 Hz) 
rhythms [1], [15]. The rhythms are synchronised when no 
sensory inputs or motor outputs are being processed [1], [15]. 
Movement or movement preparation results in a 
desynchronisation (decrease in amplitude) of the mu and beta 
rhythms, referred to as Event-Related Desynchronisation 
(ERD) [1], [15]. Event-Related Synchronisation (ERS) occurs 
after movement when the rhythms synchronise (increase in 
amplitude) again [1], [15]. ERD and ERS occur during 
imagined movements as well, making them suitable for 
paralysed individuals [1], [3].  Features based on ERD/ERS 
have been used successfully to discriminate between various 
types of wrist and hand movements [8], [9], [22], [23]. 

E. The Bhattacharya Distance 
The Bhattacharya Distance is commonly used to measure 

the separability of classes for univariate feature sets [19]. It 
measures how well a single feature, from a multivariate feature 
set, can differentiate between two classes [19]. This is done by 
measuring the overlap between the classes’ respective 
probability distributions for each feature [24], [25]. A smaller 
overlap creates a larger BD according to (2), which implies a 
greater separation of classes [25]. 

 

User intention 

Record 
Data 

Extract 
Relevant 
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Interpret 
Information Cue Action 

Assistive Device actuation 

Continuous recording for 
real-time processing or 
record data for process later 
offline  

Pre-processing: Filtering, bad data 
removal, artifact removal. Spatial 
filtering: ICA and best IC selection. 
TFSE feature extraction. BD feature 
selection. 

Translate features to user 
intention. Use of MD 
clustering and ANN 

Command  device based 
on translated user 
intention 

Visual Feedback 

 
 

Fig. 1. Model of a sensorimotor BCI used for communication to a prosthetic/orthotic hand. 
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BD(a,b) = − ln a(x)b(x) dx∫( )
  (2) 

Given a particular feature, a(x) and b(x) represent the 
probability density functions of the 2 classes concerned, while 
x denotes the value of the given feature.  

F. Mahalanobis Distance Clustering  
The Mahalanobis distance (MD) measures the dissimilarity 

between feature vectors from different classes [10]. The 
squared MD di

2 between the ith vector of dataset x and the mean 
of dataset y can be calculated using (3), where µY is the mean 
of dataset y and CY

-1 is the inverse covariance matrix of dataset 
y [10]. For each single-trial feature vector, xi, the MD to its 
own class mean was compared to those to the other class 
means [10]. Class assignment was based on the smallest MD.  

 

( ) ( )YiY
T

Yii xCxd µµ −−= −12

             (3) 

III. METHODOLOGY 
Fig. 1 summarises the major processes that make up the 

method in order to classify between the five types of unilateral 
movements. The process was applied to right and left, real and 
imagined movements for each test subject independently. 

A. Data Acquisition  
Data was captured from five right-handed, healthy, male, 

untrained volunteers in their early twenties. The subjects were 
seated in a chair, resting their forearm on an armrest [22], [23]. 
A computer screen was used along with custom Eprime 
software [26] to queue the movements while the subjects’ EEG 
were measured. The visual queues displayed on the screen 
consisted of words (Get ready, Start, Stop as shown in Fig. 2), 
which were consistent for all movements. An EGI system that 
consisted of 128 high-impedance scalp electrodes (forming the 
GSN 128) along with the Geodesic EEG System and Net 
Station Software was used [27]. The electrodes were Ag/Ag-Cl 
electrodes with sponge attachments soaked in an electrolyte 
solution of potassium chloride [27].  

Each subject was asked to perform real and imagined sets 
of the 5 essential movements for each hand (starting with the 
right hand). Therefore, for each hand, the subjects performed 
10 sets of movements: 5 for real movements and 5 for 
imagined movements. Each set consisted of 20 repetitions/trials 
of one type of movement [22]. The order of the sets was 
randomised and thus differed for each subject so that no 
movement type was preferred [28]. In summary each test 
subject performed: movement set (5) × L/R hand (2) × 
real/imagined (2) × repetitions (20) = 400 trials. 

The type of movement for each set was shown to the 
subjects on the computer screen prior to the commencement of 
the set and a brief practice session was allowed. There were 
short breaks between sets and the repetitions for each set were 
performed continually. The trials were queued by instructions 
shown on the computer screen, the timeline of which is shown 
in Fig. 2 [22], [29].  

B. Pre-processing  
EEGLAB was used to handle the pre-processing [16]. 

Noisy channels were removed and a bandpass filter between 
0.5 Hz and 100 Hz was applied to the data [22], [29], which 
was sampled at 200 Hz by the EGI system [27]. A 50 Hz notch 
filter was also applied [22]. The left hand data for subjects 1 
and 4 was unusable and thus discarded. 

Data was then divided into 7 s trials, from t = -1 s to t = 6 s, 
placing t = 0 at the Get Ready event (pre-movement stimulus) 
shown in Fig. 2. This was done so that the continuous signals 
were not split in the crucial areas of S1 and S2.  

The Automatic Artifact Removal (AAR) toolbox for 
EEGLAB [30] was used to remove artifacts, which included 
electro-oculogram from eye-blinks and eye movements, and 
electromyogram from tongue, face, neck and shoulder 
movements [1]. Artifacts were removed using spatial filtering 
and blind source separation [30]. A bandpass filter between 8 – 
30 Hz was then applied to isolate and mu and beta data (for 
ERD/ERS analysis).  

C. ICA and Source Localisation  
Each subject’s pre-processed data was grouped into 4 

datasets by separating right real, right imagined, left real and 
left imagined movements and grouping the five hand 
movements therein. ICA was run using the infomax algorithm 
on each dataset to decompose the EEG into separable localised 
sources of potentials [16]. The ICs localised around the region 
the motor cortices (unilaterally, contra-laterally or bilaterally) 
were visually selected and isolated. The criteria for IC selection 
are based on:  

1.    Identifying localised activity in the hand-control region of 
the primary motor cortex, supplementary motor area and 
premotor, from 2D top-view scalp voltage plots [31]. 

2.    Identifying the presence of ERD just prior to and/or 
during S2 as well as ERS after S2 [32]. ERS/ERS patterns 
were identified after averaging over many trials and 
applying the inter-trial variance (ITV) method [32]. 

Several ICs representing motor activity were selected per 
subject. This approach is advantageous since the inter-subject 
variability of EEG makes it difficult to predict which electrodes 
provide relevant information [32]. Furthermore, it reduces the 
dimensionality of the data and filters contamination from non-
sensorimotor neural potentials, such as the visual alpha rhythm 
[15]. The use of multiple ICs may help to capture the 
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information from different regions of the motor areas, which 
may activate during different stages of movement [31]. A high 
density EEG system (128 channels) provided better spatial 
resolution for IC activity [16]. The number of manually 
selected ICs varied between test subjects and ranged between 8 
and 12. 

D. Feature Extraction and Selection 
A time-frequency technique originally used in [33] was 

adapted and used to extract time-frequency spectral features 
based on ERD/ERS (TFSE features) from the selected ICs as 
done in [8], [9].  

The time range from t = 1 s to t = 4 s was considered (see 
Fig 2) in order to include pre-movement and movement 
execution/imagination phases. The power spectrum was 
computed for 28 overlapping sliding windows of 300 ms each. 
For each window, the energies within 3 Hz non-overlapping 
bands formed features. This was done for each IC, forming a 
TFSE feature set with between 1568 and 2352 features, 
depending on the test subject.  

The Bhattacharyya distance (BD) was used to reduce the 
dimensionality of the large feature set. The 2-class feature 
selection method, used in [8], [9], [19], [29], was extended for 
use with the five-class problem in this paper, by considering 
each binary pair of classes. For each of the 10 possible pairs of 
classes, the BDs over all features were sorted in descending 
order. A weighted average was then applied across all 10 sets 
of sorted BDs to select the features that had the highest BDs for 
all class pairs considered. During iterative testing 8 TFSE 
features were found to be optimum when considering all test 
subjects. Fig 3 illustrates the time-frequency origins of the 
optimum features, whose values are in the range of 2×10-3.  

E. Classification  
ANNs are used widely in BCI research (multilayer 

perceptron networks or MLPs in particular) [10]. A classifier 
based on the MD clustering is simple and robust and has shown 
good performance in BCI research [10]. Hence, MD clustering 
and ANNs were used as independent classifiers in this research 
and their accuracies are compared.  

For both classification methods, outlying feature vectors 
were removed using the MD to find and remove those trials 
that lay more than 3 times the standard deviation away from 
the mean of all trials. The order of the trials was randomised, 
the data was divided into training and testing data in a 7:3 ratio 
and each classifier was thereafter trained and tested. This 
process was repeated 3 times and the results averaged (cross-
validation) to yield the overall accuracies [10].  

For ANN classification, 8 input nodes were used for the 8 
selected TFSE features (see section III D). 15 hidden nodes 
were found to be optimal after iterative testing and considering 
the best performance across all subjects. Three binary-valued 
output nodes were used to represent the five classes, where the 
combinations of 001, 010, 011, 100 and 101 respectively 
represented WE, WF, FE, FF and the TR. A logistic unit output 
activation function was used and the MLPs were trained per 
subject per hand using the scaled conjugate gradient method. 
The weights were initialised based on a zero-mean isotropic 
Gaussian with inverse variance to the value 0.01.  Besides, the 
number of hidden nodes, MLP parameter optimisation 
experiments are yet to be implemented.   

For MD clustering classification, trial means were 
calculated using the training data of each dataset. Each trial 
from the testing dataset was classified using the method 
described in Section II F.   

Sensitivity and specificity are often used in clinical 
applications to evaluate the accuracy of diagnostic tests [34]. 
They respectively describe the likelihood of true positive and 
true negative test results [34]. Sensitivity and specificity can be 
generalized to 2 class datasets; for example: class 1 = positive 
test result and class 2 = negative test result. Classification 
accuracy can thus be measured by calculating the average of 
the sensitivity and specificity. This measure of accuracy can be 
extended to multi-class problems, such that accuracy is 
measured as the average of the accuracies for each class. The 
Average of Class Accuracy (ACA) in (4) shows this, where C 
and F respectively represent the number of correctly and 
falsely classified trials for each class and N denotes the number 
of classes. 

ACA = 1
N

 Ci

Ci +Fii=1

N

∑
                (4) 

IV. RESULTS AND DISCUSSION 
The results for real and imagined movements are 

summarised in Table I and Table II respectively. Classification 
is shown per subject and per hand for the different classifiers 
used. RH and LH refer to the right and left hands respectively.  

In order to contexualise the results of this investigation, it is 
necessary to briefly review of the most similar studies to date. 
The accuracy for multiclass problems decreases as the number 
of classes, and thus complexity, increases [14], [11]. The noisy 
nature of EEG and the difficulty with obtaining spatially 
specific information from five hand movements, which activate 
roughly the same cortical area of the brain, only adds to the 
challenge [1], [14].    
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Fig. 3. Illustration of time-frequency positions of the selected features 
for subject 2’s RH Imaginary data. 
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To date, few multiclass BCI studies have been conducted 
and often involve four/five motor tasks from different limbs, 
where the average accuracies range between 42 % and 63 % 
[10], [11], [14]. A recent study by Vuckovic and Sepulveda 
[12] reported an average result of 63 % for four-class bilateral 
wrist movement EEG classification. Comparatively, the 
unilateral five-class investigation presented in this paper 
obtained average results of 58 % and 50 % for real and 
imagined movements respectively.  

Subject 1’s RH obtained accuracies of 71 % and 70 % 
using ANN and MD classification for real and imagined 
movements respectively. The highest result of 75 % was 
obtained for subject 2’s RH for imagined movements. These 
results show that offline, synchronous EEG discrimination 
between five different kinematic movements on the same hand 
is possible.  

The rest of the results range between 22 % and 67 % and 
most are significantly higher than the probability of selection 
by chance (20 %). In most cases, the results are not consistent 
across right and left hands or across real and imagined 
movements when considering subjects individually. This 
shows a large variability in the results and suggests that the 
techniques used in this study need to be modified to improve 
consistency. The variability is most likely due to the large 
inter-subject variability of EEG [1]. Consequently, BCI control 
schemes for prosthetic/orthotic hands in general should be 
tailored to each subject’s hand. 

Accuracies for the RH are on average higher than those for 
the LH. This may be due to all subjects being right handed, 
which would enhance their sensorimotor patterns for the right 
hand [35]. Accuracies for imagined movements are lower than 
those for real/executed movements. This is expected result 
since motor imagery involves less activation of the primary 
motor cortex than real movement [29].  

A partial explanation for the relatively low accuracy rates 
could be the limitation of data captured per hand movement, 
which did not allow for differences in the neural patterns to be 
captured sufficiently. This may be another explanation for the 
large variances within each subjects’ results. During EEG 
recording, large inter-trial variances and large mental effort 
required by subjects, makes long recording sessions 
impractical. These factors could also have contributed to low 

accuracy rates. Furthermore, it may be an inherent limitation of 
surface EEG that it is unable to resolve such fine unilateral 
movements, but that can only be determined through iterative 
experimental research. 

Future work involves exploring other feature types, such as 
gamma rhythms [29], as well as exploring the use of other 
computational techniques in order to move towards real-time 
processing and asynchronous analysis. Recording more data 
will allow computational techniques, such as neural networks 
to perform optimally. Research is planned for both healthy and 
motor-impaired individuals with the aim to try to understand 
the coding scheme of neural hand control in a more general 
sense.  

V. CONCLUSION  
The five essential movements used in this study i.e. wrist 

extension and flexion, finger extension and flexion, and the 
tripod pinch, are selected based on their ability to return some 
of the key functionality of the hand to motor impaired 
individuals. This study attempts single-trial, offline, multiclass 
EEG discrimination of these essential movements on the same 
hand and moves towards the goal of providing real-time, 
asynchronous control of a prosthetic/orthotic hand. Average 
results range between 50 % and 58 %, while two subjects 
showed accuracies of 70 – 75 %. This indicates the possibility 
of multiclass EEG discrimination for unilateral hand 
movements, yet significant improvements are still required to 
improve accuracy and reliability.  
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Abstract—Research in biological image analysis plays an
important role in understanding the underlying mechanisms of
cellular processes, which may lead to better knowledge of certain
aspects of the cell function. The primary analysis of biological
images requires the detection and tracking of hundreds of spots.
In this paper we presents an approach for the tracking of
spots in microscopy images based on the modification of the
algorithm presented by Feng et al. The improved algorithm
consists of replacing the original detection algorithm, Feature
Point Detection(FPD) with Isotropic Undecimated Wavelet Trans-
form (IUWT). The tracking algorithm based on Interacting
Multiple Model(IMM) remains fixed. The performance of the
presented method, IMM-IUWT along with two others, MHT,
based on Multiple Hypothesis Tracking (MHT) and IMM-FPD,
were validated on numerous challenging realistic synthetic image
sequences, and their performance was evaluated using root mean
square error (RMSE) metrics. The results indicate that the
presented method outperforms the original method. At high level
of signal to noise ratio (SNR), it is noted that the performance
of the modified method, IMM-IUWT, is similar to that of MHT
method. The quantitative comparative results demonstrated the
importance of spot detection in tracking contexts.

I. INTRODUCTION

In recent years, the field of fluorescence microscopy has been
improved and automated, and a large volume of image data are
being generated in biology and biomedical fields. The issue of
how to accurately process and analyze the data becomes one
of the major issues in the field because manual analysis is not
practical anymore [1]. This issue has drawn much attention
to systems for bioimage analysis based on computer vision
and image processing. Biological images obtained through
fluorescence microscopy contain a wealth of objects appearing
in the images as bright spots. These spots exhibit a Gaussian-
like appearance with high mean intensity compared to their
background, as shown in Figure 1. The analysis of these
images involves the detection and tracking of these bright
spots. Tracking of these spots is becoming a requisite for
describing biological processes and the working mechanisms
in the living cells.

The key idea of spot tracking is to establish correspondence
between spots in a sequence of images in order to construct
their trajectories throughout the time-lapsed sequence. How-
ever, there are several challenges which hinder the construction
of a robust spot tracking methods. These challenges include

(a)

Fig. 1. (a) Example of a real fluorescence image containing multiple bright
spots [2] .

high levels of noise, inhomogeneity in microscopy images,
temporary high spot density, spot disappearance, spot merging,
spot splitting and complex motion patterns. Several tracking
methods have been proposed to overcome these challenges but
often fail to yield satisfactory results in cases of the above
mentioned problems [3].

In this paper, we introduce a modified tracking algorithm based
on modifying the original tracking method developed by Feng
et al. [4]. The algorithm presented in this paper, replaces the
detection algorithm with the Isotropic Undecimated Wavelet
Transform (IUWT) [5]. Based on our previous work [6], it
is noted that the IUWT performed well compared to other
methods. The new approach has been applied to realistic,
synthetic image sequences containing multiple spots. The
results are then compared with tracking methods proposed in
Feng et al. [4] and Chenouard et al. [7].

The layout of the paper is as follows: Section II discusses
various studies on tracking. Section III, IV and V describe
the various algorithms used in the experiments. Section VI
presents the performance measures and in section VII exper-
iments are discussed. Section VIII discusses the experimental
results, and finally, the conclusions are given in section IX.
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II. RELATED WORK

Several studies have investigated the tracking of spots in
microscope images and a number of methods have been
proposed to resolve the tracking issues but often fail to yield
satisfactory results in cases of high level of noise, complex
motion patterns and high spot density [3]. One approach for
spot tracking is based on the nearest neighbor method. How-
ever, this approach is most useful for spots which are far apart
and with low density, which is not the case in fluorescence
microscopy images. In cases of high spot density the search
strategy employed by nearest neighbor becomes ambiguous
since several correspondences are possible. Recently, several
methods for particle tracking have been proposed [8]–[10],
which can help to overcome the above mentioned problems.

Sbalzarini et al. [8] presented a 2-D feature tracking method for
the automatic detection and analysis of particle trajectories in
video imaging. The tracking algorithm requires no assumption
about the motion model, it is self initialized, discriminates
spurious detections and can handle temporary occlusion as
well as particle appearance and disappearance. The algorithm,
as presented in [8], starts by finding the particle locations
using feature point detection [8] then employs a motion
correspondence method for data association based on a graph
theoretical approach to solving the transportation problem [11].

Genovesio et al. [9] presented a method for tracking of
multiple moving spot-like particles showing different kinds
of dynamics. The method uses the 3-D undecimated wavelet
transform to detect spots and the prediction of spot future
states is accomplished by the Interacting Multiple Model
(IMM) algorithm [12]. Several models corresponding to dif-
ferent biologically realistic movement types are used. Then,
association is performed to establish the trajectories based on
the maximum likelihood of the innovation among the IMM
filters. The last step consists of updating the filters to compute
the final estimate.

Similar to Genovesio et al. [9], Feng et al. [4] used an IMM
filter to predict and maintain the particle state integrated with
the feature point detection algorithm presented in [36]. A data
association method based on multidimensional assignment was
applied to establish tracks. They combine IMM filter, Feature
Point Detection [8], multidimensional assignment, particle
occlusion handling, and merge-split events in a single software
package.

Chenouard et al. [13] studied the movement of spots in
biological images using a Multiple Hypothesis Algorithm.
The proposed algorithm, first detects spots in images using
Isotropic Undecimated Wavelet Transform (IUWT) [5].

An investigation which was done by Cheezum et al. [14]
focused on evaluating some popular tracking methods in
microscopy images. The authors evaluate the performance of
four non-probabilistic tracking algorithms using only synthetic
images and only for particle localization. It was found that
the performance of the tracking methods deteriorates as the
signal to noise ratio of the images decreases. However, the
study imposed certain limitations. First they were interested in
the localization error while the correspondence findings were
ignored, no real images were used and only non-probabilistic
methods were considered.

The recent study by Chenouard et al. [15] investigated the
performance of 14 tracking methods using synthetic image
sequences. This study included most of the tracking methods,
however, it did not include the algorithm presented in Feng et
al. [4]. The evaluation of the methods was based on synthetic
images of different scenarios. It was found that at present no
single method performs best in all scenarios.

III. DETECTION METHODS

A. Feature Point Detection (FPD)

The method of feature point detection was proposed in [16]
and used for the detection of bright particles in [8].

The algorithm consists of four steps:

1) Image restoration step: this step corrects imperfec-
tions in the image by using a box-car average estima-
tion and simultaneously enhances spot-like structures
by convolving with a Gaussian kernel. The convolu-
tion kernel is given by:

Kw =
1

Kw
0

[
1

B
exp(− i

2 + j2

4λ2
n

)− 1

(2w + 1)2

]
, (1)

where Kw
0 and B are normalization factors, λn

defines the kernel width and w is the user tunable
constant. Thus the image after restoration is given
by:

If (x, y) =
w∑
i=w

w∑
j=w

I(x− i, y − j)Kw(i, j), (2)

where(x, y) and (i, j) are pixel coordinates in the
image and kernel respectively.

2) Estimating the particle location: this is done by
locating local intensity maxima in the filtered image,
If (x, y). A local maximum is considered to be a spot
if it has the highest intensity within a local window
and the intensity is in the rth highest percentile.

3) Refining the particle location: this step reduces the
standard deviation of the position measurement. It
is based on the assumption that the local intensity
maximum of point P at (x̂p, ŷp) is near the true
geometric center (xp, yp) of the spot. The offset
is approximated by the distance to the gray-level
centroid in the filtered image If (x, y):[
εx(p)

εy(p)

]
=

1

m0(p)

∑
i2+j2≤w2

[
i

j

]
If (x̂p+i, ŷp+j)

Factor m0(p) is the sum of all pixel values over a
feature point P given as:

mo(p) =
∑

i2+j2≤w2

If (x̂p + i, ŷp + j) (3)

Then the refined location estimate is determined as:

(x̃p, ỹp) = (x̂p + εx(p), ŷp + εy(p)) (4)

4) Non-particle discrimination: this step rejects false
identifications such as auto fluorescence signals and
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dust. This step is based on the intensity moments of
order 0 and 2, and identifies true spots as those within
a cluster in the m0,m1 plane. A detailed description
of the discrimination step can be found in [8].

B. Isotropic Undecimated Wavelet Transform (IUWT)

The method of IUWT was proposed in [5] for the detection
of spots in biological images. The algorithm is based on the
assumption that spots will be present at each scale of wavelet
decomposition and thus will appear in the multiscale product.

The algorithm starts by convolving the image I(x, y) row by
row and column by column with a symmetric low pass filter
h = [1, 4, 6, 4, 1]/16, resulting in a smoothed image I1(x, y).
The process is repeated for J scale levels, augmenting the
filter with 2i−1 − 1 zeros between taps in each case. The
corresponding wavelet coefficients Wi(x, y) are given as:

Wi(x, y) = I(x, y)− I1(x, y) (5)

Then a hard thresholding is applied to reduce the effect of
noisy wavelet coefficients with ti = kσi, where σi is the
standard deviation of the noisy wavelet coefficients at scale
i and k = 3.

thard(Wi, ti) =

{
Wi(x, y), Wi(x, y) ≥ ti, (6)
0, Wi(x, y) < ti (7)

Thus after hard thresholding, a multiscale product of each
wavelet coefficient is computed to get a correlation image
PJ(x, y)

PJ(x, y) =
J∏
i=1

Wi(x, y) (8)

All the values in the correlation image are compared to pre-
determined detection level ld to discriminate between particle
and background, and get a binary image of particles. A spot
is accepted only at positions where the correlation is above ld,

PJ(x, y) =

{
255, |PJ(x, y)| ≥ ld, (9)
0, Otherwise (10)

IV. TRACKING METHODS

A. Interacting Multiple Models (IMM)

The IMM filter is a state estimation algorithm for systems with
multiple motion models. Internal model changing is based on a
finite state Markovian switching coefficient. The algorithm was
first developed for radar tracking systems [12], and introduced
to biological applications in [4], [9]. The generic IMM filter
using the Kalman filter as proposed in [9] contains several
models of linear systems:

xk = Ajkxk−1 + wjk−1 (11)

zk = Hj
kxk + vjk (12)

Where xk is the system state at time k, j denotes the index
of models, Ajk is the state transition matrix for model Ljk at
time k and wjk ∼ N(0, Qk) is the process noise. zk is the
measurement state, Hj

k is observation matrix for model Ljk at
time k, and vjk ∼ N(0, Vk) is the measurement noise. The
n models of the IMM filter form a discrete set denoted as:
L = {L1...Ln} and the probability of switching from Lik−1 to
Ljk given as: πij = P{Ljk|Lik−1}.

B. Multiple Hypothesis Tracking

The Multiple Hypothesis Tracking method was previously
used in radar tracking and video surveillance [17]–[19] and
proposed for biological particle tracking by Chenouard et al.
[13]. The algorithm is based on Bayesian tracking principles.
The main idea of this algorithm is to build a set tracks that
maximizes the likelihood, L(Bm), of the associations between
tracks, Bm, and measurements, Zm, from the sequence of m
images:

Bi , arg max
BmεΩm

L(Bm) (13)

Where, Ωm is the set of hypothesis tracks and, L(Bm), the
likelihood of the tracks is defined as:

L(Bm) = P{Bm|Zm} (14)

A detailed description of the algorithm can be found in [7],
[20].

V. DETECTION AND TRACKING

A. IMM-FPD

The algorithm presented by Feng et al. [4], first uses the
Feature Point Detection (FPD) [8] method to detect spots in
time lapse image sequence. Then, the Interacting Multiple
Model (IMM) method is used to model the movements of
spots and generate cost values for particle linkage. The data
association based on multidimensional assignment [4] is used
to establish tracks.

B. IMM-IUWT

The proposed method in this paper is based on the original
tracking algorithm presented by Feng et al. [4] but we replaced
the original spot detection, Feature point Detection (FPD),
with, Isotropic Undecimated Wavelet Transform (IUWT) [5].
The IUWT method is applied to image sequences to provide
spot locations in each frame, then these spot locations are
linked to form tracks based on the tracking algorithm presented
by Feng et al. [4] using the Interacting Multiple Model (IMM)
filter.

C. MHT

The Multiple Hypothesis Tracking method presented by
Chenouard et al. [7] uses the detections provided by Isotropic
Undecimated Wavelet Transform(IUWT) [5] detector, then
these detections are then linked to form tracks based on a
Bayesian framework. The MHT algorithm aims at building
iteratively the set of tracks that maximizes the likelihood in
equation (14).
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VI. EVALUATION

The particle tracking benchmark generator plugin [20], [21] in
the ICY software [22], [23] from Institut Pasteur in France,
was used to create the synthetic image time sequences. The
plugin creates realistic 2D/3D + time fluorescent particles. By
adjusting parameters in the plugin configuration text file, dif-
ferent characteristics of particles can be achieved, for example,
particle motion type, number of particles, background noise,
particle intensity, and dimension and length of sequences.

In order to test the performance of the different algorithms,
the Root Mean Square Error (RMSE) was used. This measure
indicates the overall accuracy of matching points in the paired
tracks and was successfully used in Chenouard et al. [15].

RMSE =

√∑
(yi − ŷi)2

n
(15)

Where yi is the ground truth value for ith observations and ŷi
is the predicted value (value reported by the algorithm) and n
is the number of observation. This measure is implemented in
an Icy [22] plugin called tracking performance measures [24].

VII. EXPERIMENTAL SET-UP

A. Experiments with synthetic data

The performance of the proposed tracking methods was eval-
uated using synthetic (with ground truth) image sequences, as
shown in Figure 2.

Six types of synthetic image sequences, Seq A, Seq B, Seq C
and Seq D, Seq E, Seq F, were created using the synthetic
data benchmark generator [21]. These synthetic sequences
simulated different imaging conditions and different spot
movement. Each synthetic sequence was a two dimension plus
time (2D+ t) image with size of 512× 512 pixels containing
multiple spots in random locations. The length of the time
sequences was fixed at 50.

The first three sequences (Seq A, Seq B and Seq C) contained
10, 50 and 200 spots respectively, moving in linear motion
with random directions, and with randomly varying velocity
between vmin = 2 and vmax = 4. Gaussian noise was then
added to each sequence resulting in noisy synthetic sequences
with signal to noise ratio (SNR) values of {10, 7, 5, 4, 3, 2, 1}.
SNR in our experiments was defined as the ratio of spot
intensity, Imax, divided by the noise standard deviation, σnoise:

SNR =
Imax
σnoise

(16)

The last three sequences (Seq D, Seq E, Seq F) contained 10,
50 and 200 spots moving with Brownian motion and with the
standard deviation of the motion fixed at sigmabMax = 4
and sigmabMin = 2. Gaussian noise was added to produce
SNR values of {10, 7, 5, 4, 3, 2, 1}.

VIII. EXPERIMENTAL RESULTS AND DISCUSSION

In this section, the performance of the proposed tracking
methods is evaluated using synthetic images with ground truth
by computing the root mean square error.

(a)

(b)

(c)

(d) (e)

Fig. 2. Examples of synthetic images used in the experiments. (a, b, c) shows
the images with increasing number of spots, 10, 50 and 200. (d and e) shows
the types of motions considered in our study, linear motion (d) and Brownian
motion (e).
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(a)

(b)

(c)

Fig. 3. Results for tracking spots moving in linear motion at different SNR.
(a) Seq A (10 spots) (b) Seq B (50 spots) (c) Seq C (200 spots).

Figures 3 and 4 show the results of three tracking methods
using synthetic images. The results from Figure 3 indicate that
the MHT method performs well compared to IMM-IUWT and
IMM-FPD at low SNR (1 to 2). However, as the SNR increases
from 3 to 10 the difference in performance between MHT
and IMM-IUWT appears to be less significant. The IMM-
FPD method produces results with higher error compared to
all other methods even at high SNR.

Results from Figure 4 also indicate that the MHT method per-
forms well at low SNR compared to other methods. However,
at SNR = 1, in Figure 4(a, b) it is noted that the MHT failed to
find tracks. As SNR increases, it is noted that the IMM-IUWT
performance increased. The improvement in performance of
the IMM-IUWT over IMM-FPD was the result of replacing
the detection algorithm, FPD with IUWT.

IX. CONCLUSION

This paper introduced a new method, IMM-IUWT, for particle
tracking and compared its performance with two other tracking
methods, MHT and IMM-FPD based on synthetic images. The
proposed method is a modification of the algorithm presented
in [4], here named IMM-FPD. The results from experiments on
synthetic image sequences indicate that the proposed method

(a)

(b)

(c)

Fig. 4. Results for tracking spots moving in Brownian motion at different
SNR (a) Seq D (10 spots)(b) Seq E (50 spots)(c) Seq F (200 spots).

generally outperforms the original method, IMM-FPD espe-
cially at higher SNR levels. At low SNR, no single method
perform best. It is also noted that at high level of SNR,
the performance of IMM-IUWT and MHT is relatively the
same. This results show that the performance of the detection
algorithm is critical for best tracking performance. As part of
future work, we are planning to investigate the performance
of IMM-IUWT on real microscopy image sequences.
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Abstract—Infarct planimetry is an important tool in cardiol-
ogy research. At present this technique entails that infarct size
is manually determined from scanned images of prepared heart
sections. Existing attempts at automating infarct planimetry are
limited in that they require user input in the form of starting
points for region growing algorithms or template values for
classification algorithms. In this paper a new automatic infarct
planimetry (AIP) algorithm is presented. The algorithm entails
colour contrast enhancement which is performed in the CIE
LAB colour space. The distribution of the various tissue classes
is thereafter modelled by means of a set of cluster centroids
(multiple clusters are used to represent each tissue class in the
RGB colour space). Finally, tissue pixels are classified by means of
a nearest-neighbour rule. Two clustering algorithms are evaluated
in this paper, namely the well-known k-means algorithm and
particle swarm optimization (PSO) based clustering. The total
AIP procedure is relatively robust for variations in background
illumination as well as condensation patterns occurring on indi-
vidual heart sections. The main advantage of this AIP algorithm
is that only limited user input is required - the user merely
has to specify which heart section is to be used for training.
The classification decisions made by both variants of the AIP
algorithm correlate well with those made by a human expert, with
the PSO based clustering algorithm performing slightly better
than k-means.

I. INTRODUCTION

Myocardial ischaemia/reperfusion (I/R) injury refers to
injury associated with the loss of blood supply to the heart, or
a portion of the heart, followed by the reinstitution of flow [1].
This form of injury is relevant in several clinical scenarios such
as heart transplantation and myocardial infarction, commonly
known as a heart attack. The common incidence of ischaemic
heart disease [2] has motivated substantial interest in finding
ways to limit and treat I/R injury [3]. In the basic sciences, the
determination of infarct size in hearts harvested from animal
models has gained wide-spread use [4] and is viewed by many
as the gold-standard for determining the lethal effects of I/R
[5].

Experimentally, determination of infarct size entails the
transient occlusion of the left descending coronary artery in
either an isolated heart preparation, or an open-chest in vivo
model, in especially small animal models, such as mice, rats
and rabbits. After a suitable period of time, the occlusion is
removed to allow reperfusion of the affected area. At the end
of the experiment the artery is permanently occluded and the
heart perfused with 0.5% Evans Blue dye to delineate the area

of the heart not affected by the occlusion, called the viable area
(VA), versus the ischaemic zone, called the area at risk (AAR).
After freezing the hearts they are sliced into 2 mm thick slices
which are then incubated in a phosphate buffer containing
1% w/v triphenyltetrazolium chloride (TTC) for 15 minutes at
room temperature. Cell death by necrosis is characterized by
an increase in the permeability of the cell membrane [6]. This
means that during the I/R experiment, cells that have died have
lost their structure and content. TTC only reacts with active
dehydrogenases to form a red precipitate [7]. Consequently,
in the AAR, tissue which contains cells that were viable at
the end of the experiment stain red in the TTC solution, while
tissue that has died remain unstained and appear white, the so-
called infarcted area. Following staining, the sections of each
heart is placed between two transparent Perspex plates and the
three different area’s (VA, AAR and infarction) traced by a
human observer. An example of one such a prepared section
is shown in figure 1.

Fig. 1. Prepared heart section exhibiting three classes of tissue

These three tissue areas are then quantified by the ob-
server using graphics analysis software such as the UTHSCSA
ImageTool program1. This procedure entails that each heart
section is manually segmented into the three different tissue
types. Finally, the different surface areas of the various slices
are added together to determine the AAR, VA and infarcted
area representative of the whole heart.

The weakest link in the aforementioned procedure is that
the manual image segmentation is performed by a human

1Developed at the University of Texas Health Science Centre at San
Antonio, Texas, and available from the internet at http://compdent.uthscsa.
edu/dig/download.html.
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expert. Humans are error-prone, tire easily and are never
absolutely objective.

It is no small wonder that automating the infarct planimetry
process has received some attention in the past. As early as
1995 Porzio et al. presented an interactive technique which
makes use of morphological and boolean operators that enables
a human operator to eliminate unwanted tissue from an imaged
heart section [8].

More recent techniques are still in part semi-automatic,
since users are often required to define seedpoints for region
growing algorithms [9]. Although such solutions reduce the
possibility of subjectivity creeping into analyses, they don’t
eliminate it altogether. The only fully automated procedure for
the analysis of infarcted tissue is based on an anatomical model
of heart cross sections [10]. In this model the entire section as
well as its main constituent components are represented by a
set of ellipses. The size, position and shape of these ellipsiodal
components are then fitted to the observed data by means of the
Expectation-Maximization algorithm. Unfortunately, it often
occurs that heart sections don’t conform to the assumptions
upon which this technique is based (see e.g. the sections in
figure 3), thereby invalidating this approach.

Related work has also been done in the automated analysis
and planimetry of PET/SPECT2 images. On one end of the
spectrum template matching techniques have been used in
commercial PET/SPECT image analysis software [11]. Thresh-
old based image segmentation techniques have also been
proposed in the literature [12]. In the latter work, threshold
levels are adapted locally based on prior knowledge of the heart
anatomy as well as the physiology of myocardial infarction.
An alternative approach was followed in Lamash et al. in
which each type of tissue is modelled by its own Gaussian
distribution model (which is optimized by means of a genetic
algorithm) [13]. Image pixels are then finally classified by
means of a Bayes-based classifier. The various tissue classes
can be modelled with higher fidelity by means of Gaussian
mixture models [14].

Despite previous work that has been done on automatic
infarct planimetry, there is still room for improvement. Al-
though this problem seems at face value to be quite simple,
any automatic classifier has to contend with a large component
of variability that is incurred during the entire process leading
up to and including imaging of the prepared heart sections.
Furthermore, infarcted tissue in itself exhibits significant intra-
class variability. Consequently, a need still exists for automatic
infarct planimetry software that is accurate, robust and requires
minimal user input.

The achilles heel of classifiers that are based on supervised
learning (e.g. support vector machines) is that their robustness
is limited by the variability included in their training data. It
often occurs that a given set of training data is only valid
for specific conditions. The cost of obtaining training data
therefore makes supervised learning impractical for automatic
infarct planimetry. In contrast, clustering algorithms hold out
the promise of enabling infarct planimetry software to adapt
to changing inputs and thereby to become truly automatic.

2Photon Emission Tomography / Single-Photon Emission Computed To-
mography.

This paper contributes to the field of automatic infarct
planimetry by employing unsupervised clustering to obtain
a classifier which is both robust and dependent on minimal
user input. The robustness of the classifier is in part due to
the preprocessing performed on the input images. Section II
describes the preprocessing algorithm which aims to limit the
degree of variation present in the image prior to classification.
Clustering algorithms are used in this paper to model each
of the tissue classes. Two candidate clustering algorithms are
presented in section III, namely: k-means and a particle swarm
optimization based clustering algorithm. A nearest neighbour
decision rule is used in this paper to classify each image pixel.
The results obtained by the entire algorithm are presented and
discussed in section IV, while section V outlines avenues for
future work.

II. PREPROCESSING

All forms of scientific endeavour require some form of
modelling in which complexity is made understandable by
means of simplification and abstraction. In this paper three
models will be used at various stages of the image segmen-
tation process. The first step is to compensate for variation
in background illumination which requires a model of the
background illumination. Secondly, the distribution of pixels in
the RGB colour space is modelled by a model which is similar
to (but much simpler than) a Gaussian mixtures model. Finally
each pixel is classified by a very simple model for the human
decision making process: a nearest neighbour classifier.

The entire classification system can also be viewed as
a hierarchical classifier. At first the classifier only attempts
to identify heart sections from the rest of the image. The
output of this classifier is used for twin purposes. Firstly,
when the heart sections are removed from the image it allows
accurate modelling of the background illumination. Secondly,
the identified heart sections are then sent to the clustering
algorithm in order to obtain class centroids which will be used
for eventual classification.

A. Illumination correction

Significant variation exists in the background illumination
between different scans of heart sections. To limit the impact
of this variation on the evential classification decisions it is
important to correct the background illumination to conform
to a more standard background (e.g. pure white).

The observed value O(x, y) of each pixel at coordinates x
and y in the image can be modelled as the point-wise product
between the illumination I(x, y) falling on the object and the
reflectance model R(x, y) for each point on the object. In order
to obtain a desired illumination (e.g. I(x, y) = [1 1 1] in
normalized RGB colour values), it is necessary to estimate the
actual illumination by means of a model Î(x, y). The corrected
image Õ(x, y) will then be obtained by point-wise division as
follows:

Õ(x, y) =
I(x, y)

Î(x, y)
R(x, y). (1)

In general, the background illumination in an image can
be modelled by means of the following two-dimensional
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polynomial function [15]:

Î(x, y) = a0 + a1x+ a2y + a3x
2 + a4y

2 + a5xy + . . . (2)

In this application, the illumination is mainly uniform.
I(x, y) is therefore adequately approximated with a constant
value a0. The value of a0 is estimated by first removing all
heart sections from the image and then taking the average
of each RGB colour channel separately. The advantage of
performing illumination correction via (1) is that illumination
variations within each heart section can be compensated for
by this approach.

A critical element in the illumination correction process is
the ability to accurately identify heart sections. At first, Sobel
edge detection is performed on the luminance component of
the RGB image transformed to the CIE LAB colour space.
Thereafter morphological closing [16] with a large disk-shaped
structuring element followed by morphological hole filling is
performed to obtain a binary mask with which the background
image can be obtained. The size of the morphological structur-
ing element is chosen to ensure that all heart sections as well as
their shadows are excluded from the background image. Figure
2 shows an image before and after illumination correction.

Fig. 2. The result of illumination correction

B. Shadow removal

After illumination correction has been performed, each
individual heart section is automatically identified and removed
from the background. This time the shadows are included in
the background image. In order to remove both the general
background as well as the shadows (which in some instances
can be darker than infarct tissue) it is necessary to generate
two separate binary mask images and fuse them with a boolean
OR operation.

The first binary mask is obtained from a grayscale ver-
sion of the image. Foreground pixels are differentiated from
background pixels in the grayscale image by means of a
threshold value. The value of this threshold is determined
adaptively from the histogram of pixel intensities for the
particular image3.

The second binary mask is obtained by the same sequence
of morphological operations mentioned earlier. The only dif-
ference is that the size of the structuring element is determined
iteratively until the number of identified heart sections is
approximately the same as in the binary mask obtained by
thresholding.

3More specifically from the main valley in the histogram representing the
boundary between foreground and background pixel values.

C. Colour contrast enhancement

In this paper the object under scrutiny is each individual
heart section. Examples of heart sections are shown in figure 3.
Each section consists of connected tissue, but unfortunately no
other simplifying assumptions can be made that will be true for
all heart sections encountered in practice. This means that each
tissue type can only be described in terms of its colour. The
rest of the preprocessing is therefore concerned with enhancing
the colour contrast between the various classes of pixels. The
twin objectives of the colour contrast enhancement algorithm
are to increase the differences between pixels belonging to
different tissue classes, but also to improve the homogeneity
within each tissue class.

Fig. 3. Examples of different heart sections

The first step of the colour contrast enhancement algorithm
is to convert the RGB image to the CIE LAB colour space. Al-
though the RGB colour space is inspired by the colour sensitive
receptors in the human retina, a more accurate representation
of human colour vision and perception is by means of the CIE
LAB colour space [17]. Similar to the opponent process colour
perception model [18], the LAB colour space represents colour
in two dimensions. The first dimension encompasses all colour
on the axis between green and red/magenta, while the second
ranges from blue to yellow.

The prime advantage of the CIE LAB colour space in
this application is that the colouration of two of the tissue
types exist at two of the poles of the LAB space. ”At risk”
tissue is typically reddish in colour, which corresponds to
one end of the green-magenta spectrum. Viable tissue are
frequently dark blue, which in turn lies at one end of the blue-
yellow dimension. Although infarct tissue exhibits wideband
colouration, it sometimes contains a yellow component which
is also highlighted in the blue-yellow axis of the CIE LAB
space.

Colour contrast enhancement is accomplished in this paper
by means of a soft threshold implemented by the well-known
logistic function. The logistic function can be expressed as
follows:

y =
1

1 + e−a(x−b)
, (3)

where x represents the colour value of a pixel in one of
the LAB dimensions, y is the transformed pixel value and
a and b are two parameters that control the particular nature
of the mapping. The crossover point of the logistic function is
determined by b, while a controls the gradient of the function at
its crossover point. Optimal classification results are obtained
if a and b are chosen to be respectively 0.5 and 10.

Figure 4 shows the effect of the various preprocessing
algorithms on a typical image. A serendipitous consequence of
the above mentioned colour contrast enhancement procedure is
that condensation patterns are largely removed from the image.
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Condensation frequently occurs during the imaging process
making it very difficult to distinguish between red and blue
tissue as can be seen in the left-most section in figure 3.
Close scrutiny of figure 4 shows that condensation patterns
are reduced significantly.

Fig. 4. The result of the various preprocessing algorithms

III. CLASSIFIER

A. Clustering based classification

Even after the above mentioned preprocessing has been
performed, the various tissue classes can’t be accurately mod-
elled by single centroids in the RGB space4. A colour coded
scatterplot of the pixels in a typical heart section is shown in
figure 5. In this plot each dot is represented by its RGB colour
in the colour enhanced image. Clearly, the distribution of each
tissue type in RGB space consists of more than one cluster of
pixels (reminiscent of a Gaussian mixtures model).

Fig. 5. Distribution of tissue pixels in the RGB colour space

4Class separation is sometimes improved by increasing the dimensions of
the space. Classification is therefore performed in RGB space.

A simple, yet accurate model of each tissue class can be
obtained by clustering the pixels in the RGB space into a large
number of clusters5. In contrast with standard practice, the
clustering algorithm shouldn’t be seeded with random centroid
positions. This is because each cluster will eventually be
associated with a particular tissue colour. Clustering therefore
proceeds from idealized colour values for each of the tissue
classes (e.g. [0.9 0 0] in the case of red tissue) to which a
small component of random noise has been added to obtain a
number of centroids for the particular class. The other three
idealized class centroids are: infarct [0.6 0.6 0], viable (blue)
tissue [0 0.1 0.1], and ventricular lumen: [0.6 0.6 0.6].

After the clustering algorithm has converged, each centroid
is allocated the same class label as the nearest idealized tissue
colour. The result of the above mentioned modelling algorithm
is a set of labelled centroids. These centroids can be used
to classify image pixels by means of a nearest neighbour
classification rule in which a pixel assumes the identity of
the nearest cluster centroid.

The above mentioned algorithm is quite general and can
accommodate almost any partitional clustering algorithm. The
well-known k-means algorithm is a prime candidate clustering
algorithm due to its simplicity and speed. As an example,
figure 6 shows a scatterplot of the pixels in a typical heart
section. The positions of the centroids determined by k-means
are superimposed on this scatterplot. In this specific example
(as well as the rest of the paper) two centroids were used
to model infarct tissue, while four centroids were allocated
separately to viable tissue as well as at-risk tissue. Finally,
three centroids were devoted to the combination of ventricular
lumen and remaining shadow pixels.

Fig. 6. Cluster centroids obtained by k-means

Despite its simplicity, this classifier works quite well.
Figure 7 shows a few heart sections (a) before processing and
(b) after classification.

B. Particle swarm optimization based clustering

Particle swarm optimization (PSO) can be used to solve
optimization problems. Although PSO algorithms tend to be

5Fitting this mixtures model to the observed data corresponds to the
traditional training phase of a classification system.
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Fig. 7. Results obtained by k-means clustering

slow, they are easy to implement and are capable of finding a
global minimum in the absence of a differentiable cost function
[19]. If the clustering or classification problem is reformulated
as an optimization problem it is possible to bring the opti-
mizing abilities of swarm intelligence to bear on clustering
problems [20]. It has been reported in the literature that PSO
based clustering performs better than k-means, although at a
much higher computational cost [21].

Various versions of PSO based clustering exist. In one
version the position of each particle of the swarm is regarded
as a candidate centroid for the cluster. The movement of each
particle within the swarm is governed by its own previous best
position, combined with the best position discovered to date
by the swarm upon which a certain amount of randomness is
superimposed. At each iteration of the algorithm the fitness of
each particle is evaluated by means of a cost function (also
known as a cluster validity measure) [22].

In this paper multiple swarms are used to find the centroids
of the various clusters within the RGB space. Each swarm
is devoted to a single cluster and the cooperation between
swarms is limited to the cluster validity measure used. More
specifically the so-called combined measure is used, which
attempts to both minimize the intra-cluster distance as well as
maximize the inter-cluster distance. Details of the algorithm
can be found in [22].

IV. RESULTS

In practice large volumes of data have to be processed.
As figure 8 shows, each (high resolution) image consists of
numerous heart sections. Adapting the class centroids to each
particular scan entails that only one example section is taken
from a scan and clustered by means of either k-means or PSO

based clustering. The only proviso is that the example section
contains tissue from all three classes.

Fig. 8. Typical scan of processed heart sections

The accuracy of the automatic infarct planimetry (AIP)
algorithm presented in this paper can be objectively assessed
by means of regression plots. These plots are scatter plots
in which the software’s segmentation of each heart section
is compared to the corresponding golden standard (namely
segmentation performed by a human expert).

Figure 9 shows the performance of the AIP algorithm on
the scanned image shown in figure 8. In this regression plot
the performance of AIP by means of k-means is shown with
asterisks, while circles are used to denote AIP by means of
PSO based clustering. A clear correlation exists between the
decisions of the AIP algorithm and a human expert. Least-
squares lines were fitted to both regression plots. The resultant
expressions are given in (4) (for the case of k-means clustering)
and in (5) (for PSO based clustering). The R2 value6 for (4) is
83 %, while the R2 value for (5) is 92 %. From these results we
can conclude that the swarm-based AIP algorithm is slightly
more accurate than k-means.

y1 = 1.11x− 3.65 (4)

y2 = 1.03x− 1.15 (5)

A more detailed analysis of figure 9 is given in figure
10. In the latter figure the regression plots are broken down
to class level. Each point in the plot represents the tissue
areas determined by a human expert and the software for a
particular section. Figure 10 reveals that both versions of the
AIP algorithm tend to overestimate the amount of non-risk
tissue. Both AIP algorithms also underestimate the amount
of infarct tissue. Both of these issues can be addressed by
changing the number of cluster centroids that are associated
with the relevant classes.

6This is a measure of the percentage variation in the data that can be
explained by the model.
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Fig. 9. Regression plot of both versions of automatic infarct planimetry (AIP)

Fig. 10. Detailed regression plot

V. CONCLUSION AND RECOMMENDATIONS

The main disadvantage of PSO based clustering is that it
is computationally expensive. Typically, PSO based clustering
takes anywhere between 500 and 700 times longer to converge
to a solution than k-means clustering. It is debatable whether
the marginal improvement afforded by PSO based clustering
is worth the increased computational cost. The obvious point
of departure for future work is to either improve the accuracy
of k-means clustering or to reduce the computational cost of
swarm based clustering.

The results presented in section IV indicate that the au-
tomatic infarct planimetry algorithm outlined in this paper is
indeed a promising tool for medical laboratories. The large
variance of the residuals of the regression plot in figure 9 is
however cause for concern and should be investigated. Part
of the problem is the inherent variability contained in any
golden standard which is derived from human classification
decisions. Future work should therefore include comparing the
AIP algorithm with a number of human experts.
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Abstract—Image processing techniques have proved to be
invaluable in medical imaging as the various modalities produce
large amounts of data which need to analyzed in a timely
manner. Segmentation is an essential step in many applications
involving image processing. It partitions the image into segments
corresponding to the anatomical objects in the image. This paper
presents a fully automatic segmentation method for identifying
the lungs in thoracic Computed Tomography (CT) images. The
proposed method is based on Fuzzy c-Means (FCM) and operates
in two stages. The first stage is the lung detection stage which
identifies the location of the lung and is accomplished with
3-class FCM and connected components analysis. The second
stage is the lung extraction stage which separates the pixels
of the lungs from the rest of the image and is accomplished
with 2-class FCM and morphology. Experiments were conducted
using 100 CT images from two publicly available databases.
The performance of the proposed method achieved a Dice
coefficient index of 0.9907± 0.0054, a Jaccard Similarity index
of 0.9816± 0.0107 and an Accuracy of 0.9962± 0.0019.

Keywords—Lung segmentation; Fuzzy c-Means; Computed To-
mography; Medical Imaging;

I. INTRODUCTION

The advances in Computed Tomography (CT) have lead
to faster data acquisition speeds, higher spatial resolution
images and improved signal-to-noise ratio. Several studies [1]–
[3] have highlighted the importance of Thoracic Computed
Tomography (CT) in pulmonary imaging as the clarity of the
images enable better detection of the subtle changes in the lung
tissue than in conventional chest X-ray images. However, these
advances have also lead to data explosion [4]. Large amounts
of image data have to analyzed and interpreted accurately in a
short time. Manual methods of analysis are time-consuming
and tedious and lead to errors and inconsistencies in the
analysis due to fatigue. Computer-aided Detection (CAD)
systems have been introduced into clinical practice to assist
in image analysis. CAD systems use image processing and
analysis techniques to analyze images and highlight suspicious
areas signaling anomalies. Segmentation is an important step
in image processing as it identifies the anatomical objects in
the image and reduces the search space for disease detection
in further stages of the CAD. Therefore, the accuracy of
segmentation determines the accuracy of the CAD system.

Several authors have proposed lung segmentation methods
based on thresholding due to the contrast between the lower
attenuation values corresponding to the air and the higher
attenuation values corresponding to the body and chest struc-
tures. Hu et al. [5] used optimal thresholding to separate voxels

in the lungs and surrounding background air from voxels
within chest walls. The air within the lungs is distinguished
from the surrounding non-body air by connected components
labeling and topological analysis. Antonelli et al. [6] first
eliminated the background air surrounding the chest before
applying thresholding to separate pixels of the lung from the
surrounding chest structures. Iqbal et al. [7] partitioned the
image by selecting a threshold value which maximizes the
within-class similarity. Jaffar et al. [8] developed a fuzzy
entropy-based thresholding technique using Fuzzy c-Means
with a different cluster validity measure. Due to different data
acquisition conditions, the presence of artifacts and noise on
CT images will cause these methods to perform poorly.

To eliminate the need of estimating a threshold value
for each image, Shojaii et al. [9] proposed a marker-based
watershed transform method to find the borders of the image,
followed by smoothing the contour and filling the area within
the borders. This method relies on knowledge of the range
of attenuation values for various anatomical objects in the
image for correct placement of internal and external markers
which determine the success of the method. This could also
be affected by intensity inhomogeneity in the CT image.
Kothavari and Deepa [10] used a robust active shape matching
(RASM) model which requires training using manually traced
example images to accurately segment the lungs. The accuracy
of this method is dependent on the amount of training examples
and can lead to high computational costs.

This paper presents a method for automatic Lung segmen-
tation from CT images. The method is based on Fuzzy c-Means
(FCM) clustering algorithm [11] and the procedures are group
into two main stages. First, a lung detection stage identifies
the location of the lung with 3-class FCM and connected
components analysis. Second, a lung extraction stage separates
the pixels of the the lungs from the rest of the image with 2-
class FCM and morphology. Experimental results show the
high performance of the proposed method in segmenting the
lungs from the image.

The rest of the paper is organized as follows. Section II
describes the proposed method in detail, Section III presents
the experimental results of the method, Section IV provides
the conclusion and future work.

II. PROPOSED METHOD

The proposed method is in two stages. The first stage
involves detecting the location of the lungs in the image.
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The image is split into non-overlapping blocks and the mean
intensity value of each block is calculated and stored in a
dataset. This dataset is clustered into three classes with FCM.
Next, connected components analysis is used to label the
components in the image and contextual information is used
to identify the lungs. The second stage involves extracting the
pixels of the lungs from the rest of the image. The image
is cropped to contain only the lung region detected from the
first stage. This cropped image is clustered into two classes to
create a binary mask. Morphology is used to fill the holes in the
lungs corresponding to high density structures. An overview of
the proposed method is shown in Fig. 1. The remaining parts
of the section give details of the proposed method.

Fig. 1: Overview of the proposed method

A. Lung Detection

The image is first split into non-overlapping blocks. The
purpose of splitting the image is to reduce the computation
time involved in clustering the image. Let I represent the
original CT image containing M × N pixels. The image is
split into M/p × N/q non-overlapping blocks of size p × q.
Let bk,l be the (k, l)th block. The mean b̄k,l of each block is
calculated as

b̄k,l =
1

p× q

p−1∑
i=0

q−1∑
j=0

Ii+p×k,j+q×l (1)

The mean of each block in the image is stored in a dataset.
This dataset is partitioned into three classes with FCM. Let M
represent the set of data containing the mean intensity value
of each block bk,l. Each m ∈ M represents the pixels within
the block bk,l. M is clustered into c = 3 fuzzy partitions. The
highest fuzzy membership is selected for each m ∈ M , and
the cluster to which m belongs to determines the membership
of the pixels in each region bk,l. This produces a clustered
image showing the membership of each pixel in image I .

Connected components analysis using 8-neighborhood con-
nectivity is used to identify and label components in the
clustered image. Contextual properties including the area and

the bounding box of each component is measured and physical
characteristics of the lung such as height to width ratio,
proximity of components and their relative sizes are used to
detect the lungs from the clustered image. Figure 2 shows the
lungs detected in the clustered image with the detected lungs
enclosed by bounding boxes.

(a) (b)

Fig. 2: The result of lung detection stage (a) original CT image
(b) clustered image showing detected lungs (enclosed in red
bounding box)

B. Lung Extraction

The second stage begins by cropping the image to include
the only the detected lung region. This is done by removing
the regions outside the height of the highest bounding box and
the width of the extreme left and right corners of the bounding
boxes surrounding the detected lungs. The purposes include:
(1) it eliminates the air surrounding the chest wall which has
the same range of attenuation values as the lungs and (2) it
reduces the computation time as only a smaller part of the
image will serve as input for the next stage of clustering.

The cropped image is partitioned into c = 2 fuzzy par-
titions with FCM. Let J represent the cropped image. The
highest fuzzy membership is selected for each pixel j ∈ J .
A binary mask is produced which separates the pixels of the
lung from the rest of the image.

(a) (b) (c)

Fig. 3: The steps of lung extraction stage (a) cropped image
(b) clustered image (c) binary mask after morphology

The lungs contain high density structures such as the blood
vessels and juxtapleural nodules which appear as holes in the
lung. To obtain the final mask for segmentation, morphology is
use to fill the lungs and the high intensity structures are marked
as belonging to the lung. The steps of the lung extraction stage
is shown in Fig. 3. Fig. 4 shows the lungs extracted from the
image.

III. RESULTS

The proposed method was tested using images from Lung
Image Database Consortium and Image Database Resource
Initiative (LIDC-IDRI) database [12] and Lung Test Images
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(a) (b)

Fig. 4: The result of lung extraction stage (a) original CT image
(b) image showing extracted lungs

from Motol Environment (Lung TIME) database [13]. LIDC-
IDRI database consists of 1018 cases of diagnostic and lung
cancer screening thoracic CT scans with annotated lesions
taken from different scanners supplied by different vendors.
The Lung TIME database consists of two parts. The first
part contains data from adolescent patients with 148 scans,
5mm slice thickness and 1mm slice spacing. The second part
contains 9 scans with 5mm thickness and 5mm slice spacing.
Images that pose a challenge to thresholding using the method
in [14] are selected from the LIDC-IDRI database. The images
from Lung TIME were selected randomly. A total of 100
images were selected for the experiments. Each image is of
size 512 × 512 and stored in DICOM format.

The proposed method has been implemented in
MATLAB R© using the Image Processing toolbox on a
PC with Intel Core(TM) i7-4770S @ 3.10Ghz, 8.00GB RAM.
The average time taken to segment each 512 × 512 image is
about 0.2520 secs.

The performance of the proposed method was measured
with Dice coefficient [15], Jaccard similarity [16] and Ac-
curacy by comparing ground truth masks (G) against the
segmentation results (S). The ground truth masks were created
using semi-automatic tools [17] and an atlas of the chest
[18]. The Dice coefficient and Jaccard Similarity measure the
amount of overlap between G and S. The index ranges from
zero to one with an index of zero signifying no overlap and an
index of one signifying perfect overlap. The Dice coefficient
(DC) is given as

DC = 2
|G ∩ S|
|G|+ |S|

(2)

The Jaccard similarity (JS) is given as

JS =
|G ∩ S|
|G ∪ S|

(3)

Accuracy measures the reliability of the proposed method
to isolate the lungs from the image and is given as

Accuracy =
TP + TN

TP + TN + FT + FN
(4)

where TP is the number of True Positives, FP is the number
of False Positives, TN is the number of True Negatives and
FN is the number of False Negatives.

Table I shows the performance of the proposed method
using the performance metrics in each database and the average
performance on all the selected images from both databases.

TABLE I: Results using Performance Metrics

Data Set DC JS Accuracy

LIDC 0.9897 0.9797 0.9967

Lung TIME 0.9916 0.9834 0.9956

Mean 0.9907 ± 0.0054 0.9816 ± 0.0107 0.9962 ± 0.0019

Table II compares the results of the proposed method with
other CT Lung segmentation methods from literature.

TABLE II: Comparison with other methods in Literature

Method JS DC

Massoptier et al [19] − 97.42%

Pu et al [20] 95.1% ± 2.0 −

Abdollahi et al [21] − 96.0% ± 1.10

Guo et al [22] 92.1% ± 4.5 −

Wei et al [23] 95.24% −

Proposed Method 98.16% ± 1.07 99.07% ± 0.54

Fig. 5 shows the visual results obtained using the proposed
method. The segmented lungs are marked in green.

IV. CONCLUSION

In this paper, an automatic lung segmentation method has
been developed which accurately segments the lungs in a CT
image. The proposed method uses FCM in two stages by first
detecting the location of the lung and then extracting the lungs
from the image. Techniques to achieve a faster runtime include
splitting the image into non-overlapping blocks and using the
mean of each block as input for the clustering in the first
stage and cropping the image to include only the detected lung
region for the clustering in the second stage. Experiments were
carried out by comparing the segmentation results with ground
truth masks and with results from literature. The experimental
results show that the proposed method is capable of accurate
segmentations. Future work will involve improvements to the
border around the hilar region of the lung where the bronchi
and major vessels enter the lung.
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Abstract—As retinopathies continue to be major causes
of visual loss and blindness worldwide, early detection and
management of these diseases will help achieve significant
reduction of blindness cases. However, an efficient automatic
retinal vessel segmentation approach remains a challenge.
This paper presents study on the combination of difference
image and K-means clustering for the segmentation of retinal
vessels. K-means clustering combined with difference image
based on median filter addressed the segmentation of large and
thinner retinal vessels as well as the reduction of false detection
around the border of the optic disc. This paper also shows
that K-means combined with difference image based on median
filter out-performs difference image based on mean filter and
difference image based on Gaussian filter while combined with
K-means for retinal vessel network segmentation. The good
performance of the difference image based on median filter
is however attributed to the good edge-preserving property of
median filter. A maximum average accuracy of 0.9556 and a
maximum average sensitivity of 0.7581 were achieved on DRIVE
database. While compared with the previously used techniques
on DRIVE database, the proposed technique yields higher mean
sensitivity and mean accuracy rates in the same range of very
good specificity.

Keywords: Difference Image, K-Means Clustering, Retinal
Vessel, Segmentation

I. INTRODUCTION

Digital retinal photography, and image analysis in oph-
thalmology have been lately identified to be helpful in the
diagnosis and progress monitoring of several diseases like
diabetic retinopathy (DR), retinopathy of prematurity (ROP)
and cardiovascular diseases [7],[8]. Although DR and ROP
continues to be major causes of visual loss and blindness
worldwide, early detection and management of these diseases
will help achieve significant reduction of blindness cases
[5] [29]. Ophthalmologists, with the help of detected vessel
network, concentrate on retinal vessel feature analysis during
the diagnosis of the diseases. Manual detection and analysis
of the retinal vessels in the fundus images has been a very
tedious and time consuming task that requires trained and
skilled personnel who are often scarce [23] [25]. However, with
the help of automatic vasculature segmentation and analysis,
ophthalmologist can now diagnose and efficiently manage the
diseases [12].

Several retinal vessel segmentation techniques have been

published in literatures. Chaudhuri et al. [3] applied otsu
thresholding technique to a two-dimensional matched filter
response (MFR)image. It however achieved low detection of
retinal vessels. Martinez-Perez et al. [13] combined scale space
analysis and region growing for the segmentation of retinal
vessel network. This technique was however unable to segment
the thin vessels. Zana et al. [32] employed mathematical
morphology for the detection of retinal vessel network.

Akram and Khan [2] enhanced the vascular pattern using
2-D Gabor wavelet. A multi-layered thresholding approach that
applied different threshold values iteratively was further used
to generate gray level segmented image. Cornforth et al. [4]
applied wavelet analysis, supervised classifier probabilities and
adaptive threshold procedures, as well as morphology-based
techniques. Jiang and Mojon [6] implemented an adaptive
local thresholding model utilizing a verification-based multi-
threshold probing scheme. This technique has poor detection of
the thinner vessels and some unconnected vascular structures.
Mapayi et al. [10] implemented an adaptive thresholding tech-
nique utilizing different types of local homogeneity informa-
tion for retinal vessel segmentation. Qin et al. [16] combined
multi-scale analysis based on Gabor filters, scale multiplica-
tion, and region based thresholding for the segmentation of
retinal vessels.

Marin et al [11] generated a feature vector composed
of gray-level and moment invariants-based features for pixel
representation, while a neural network classifier was used for
the vessel segmentation. Niemeijer et al. [15] implemented
vascular network segmentation method based on pixel clas-
sification using the combination of Gaussian derivative filter
and kNN-classifier. Ricci and Perfetti [19] proposed automated
vessel segmentation based on line operators. Two segmentation
methods were considered. The best of the two segmentation
methods constructed feature vector for supervised classification
using a support vector machine. Soares et al. [21] implemented
the combination of two-dimensional Gabor wavelet transform
and Bayesian classifier for retinal vessel segmentation. Staal
et al. [22] utilized ridge information and K-nearest neighbour
(kNN) classifier with sequential forward feature selection for
retinal vessel segmentation.

Mendonca and Campilho [14] combined differential filters
for center-line extraction with morphological operators for the
detection of retinal vessel network. Szpak and Tapamo [24]
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proposed gradient based approach and level set technique for
the segmentation of retinal vessels. The technique implemented
in [24] was however unable to detect the thinner vessels.
Vlachos et al. [26] implemented a multi-scale line-tracking
combined with a morphological post-processing technique.
Wang et al. [27] proposed multi-wavelet kernels and multi-
scale hierarchical decomposition for the segmentation of reti-
nal vessels. Xiao et al. [30] proposed a Bayesian method with
spatial constraint for the segmentation of retinal vessels. Yin
et al. [31] implemented a probabilistic tracking-based method
for vessel segmentation.

Agung et al. [1] implemented vector quantization coding
on retinal images using k-means and fuzzy c-means clustering
algorithms. Lupascu and Tegolo [9] trained a self-organizing
map (SOM) on retinal images. The map was further divided
into two classes using k-means clustering technique. The
entire image is fed into SOM again and the class of the
best matching unit on SOM is assigned to each pixel. A
post-processing technique based on hill climbing strategy on
connected components was used to detect the vessel network.
Ramaswamy et al. [17] implemented k-means and fuzzy c-
means clustering techniques for the classification of exudates
and non-exudates in retinal images. Saffarzadeh et al. [20]
implemented a preprocessing phase based on k-means followed
by the use of multi-scale line operators for the detection of
retinal vessel network. With the help of K-means, the visibility
of the vessels was enhanced and the impact of bright lesions of
reduced. The retinal vessels were finally detected using the line
detection operator in three scales. Wen et al. [28] investigated
the use of k-means clustering to improve the detection of
retinal vessels by reducing the color space. The result obtained
in [28] was however not satisfactory.

Although, much has been achieved in the previous works,
the performances obtained from literatures suggest the need
for further work to address the segmentation of large and
thinner retinal vessels as well as the reduction of false detection
around the border of the optic disc. This paper presents an
investigatory study on the combination of difference image and
K-means clustering for retinal vessel network segmentation.

The rest of this paper is organized as follows. Section
two describes the methods and techniques used in this paper.
Section three explains the experimental setup, results and
discussion, while the conclusion is drawn in section four.

II. METHODS AND TECHNIQUES

Generally, noise due to uneven illumination and contrast in
retinal images affects the quality of the vessel segmentation.
Since efficient vessel network detection is a very important
step needed in ophthalmology for reliable retinal vessel char-
acterization, an efficient segmentation technique that performs
the segmentation of large and thin vessels in a timely efficient
manner is highly needed. The green component of the coloured
retinal image is used for segmentation since it provides the
best vessel-background contrast [15]. A detailed description
of the vessel segmentation approach investigated in this paper
is given in five steps; 1) Extraction of the green channel of the
coloured fundus image. 2) Convolution of the green channel
of the retinal image using different filtering techniques. 3)
Generating the difference image. 4) Segmentation of the retinal

vessels from the generated difference image using K-means
clustering. 5) Implementation of a post-processing phase that
combines median filter and morphological opening for the
removal of misclassification.

A. Filtering Techniques

The green channel of the retinal image is enhanced using
different filtering techniques. Linear filters such as mean filter
and Gaussian filter are used for smoothing images. Although
these filters reduce image noise, they are however weak at
preserving edges in an image. Non-linear filter, particularly
median filter, is efficient at removing image noise as well as
preserving edge information in images. It is however worth
noting that the selected filter window sizes should not be
too large in order to efficiently manage the noise due to
illumination variation conditions of the retinal image. It is
also important to carefully select window sizes that have
sufficient data points for good enhancement. For the purpose of
investigation in this paper, mean, Gaussian and median filters
are considered for the convolution of the retinal image. The
convolution of the retinal image is described as:

U = H
⊗

V (1)

hence

U(x, y) =
∑

(a,b)εH(x−a,y−b)εV

H(a, b) V (x− a, y − b) (2)

where U is the convolved retinal image, V is the green
channel of the retinal image and the convolution mask H is
any of the filtering technique under investigation.

B. Difference Image

A difference image is generated by subtracting the green
channel of the coloured retinal image from the convolved
retinal image. The difference image D(x,y) is given below as:

D(x, y) = U(x, y)− V [x, y] (3)

such that D(x,y)= {D%(x, y), Dυ(x, y), Dσ(x, y)}, where
D%(x, y) is the difference image based on median filter
(DIMDF), Dυ(x, y) is the difference image based on mean
filter (DIMNF) and Dσ(x, y) is the difference image based on
Gaussian filter (DIGF). A model that combines two possible
difference images were also investigated. The combinations
obtained are:

D%
υ = D%(x, y) +Dυ(x, y) (4)

D%
σ = D%(x, y) +Dσ(x, y) (5)

Dυ
σ = Dυ(x, y) +Dσ(x, y) (6)

54



where D%
υ is the combination of median filter and mean

filter based difference images (DIMDMNF), D%
σ is the com-

bination of median filter and Gaussian filter based difference
images (DIMDGF) and Dυ

σ is the combination of mean filter
and Gaussian filter based difference images (DIMNGF). The
results obtained in equations (4) to (6) are normalized to the
interval [0, 255].

C. K-Means Clustering

K-means clustering is an unsupervised segmentation tech-
nique used in defining the natural group of pixels in an image.
This is achieved by classifying input image data points into
different classes through a set of distances computed using the
image data points and centroids. K-means clustering technique
is used for dividing n sample input data points of X =
{x1, x2, ...., xn} into a group of k clusters. This is achieved by
considering the similarities among the input points within the
same cluster as well as the differences among the different
clusters. Sum of squared errors is a very useful criterion
measure for clustering. Given k clusters, the sum of squared
errors is computed as:

V =

k∑
i=1

∑
xj∈Si

||xj − µi||2 (7)

such that µi is the centroid of the ith cluster Si, {i = 1, 2,
.... k.}.

Algorithm 1 K-Means Clustering Algorithm

1: Using random intensity values, initialize the centroids
µ1, µ2, ...., µk

2: Each of the image data points is assigned to one of the k
clusters using the minimum distance principle, that is

di = min
j
||x(i) − µi|| (8)

3: A new centroid is computed for each cluster

µi = 1/m
m∑
j=1

xj (9)

Given that 1 ≤ m ≤ k
4: Repeat step 2 and step 3 until the centroids stop

changing. In such a situation the clustering criterion∑k
i=1

∑m
j=1 ||xj − µi||2 converged. Given that xj ∈ Si,

µi is the centroid of the ith cluster Si,

The K-means clustering technique described in Algorithm
1 is used to segment the vessel network from the background
tissue in the retinal images using the results generated from
equations 3 to 6.

D. Post-Processing

Median filter and morphological opening are used in the
post-processing phase for the removal of wrongly-detected
vessel pixels. A 2×2 median filter is used to get rid of the noisy
pixels in the image. A morphological opening is further used
to remove the remaining noisy pixels to obtain the segmented
vessel network.

III. EXPERIMENTAL RESULTS AND DISCUSSION

Experiments were carried out using MATLAB 2010a on
an Intel Core i5 2410M CPU, 2.30 GHz, 4GB of RAM. The
proposed method was evaluated using the retinal images on
the publicly available DRIVE database [18]. DRIVE database
provides twenty testing set of retinal images captured with the
use of Canon CR5 camera with 24-bit gray-scale resolution and
a spatial resolution of 565× 584 pixels. DRIVE database also
provides twenty gold standard images as the ground truth of
segmented vessels for the comparative performance evaluation
of different vessel segmentation algorithms.

Empirically, we established that using window sizes 11×
11, for mean and Gaussian filters, 15 × 15 for median filter
and the value K=10 were effective for the detection of the
vessel network. The average time taken to segment the vessel
networks in each of the retinal image on DRIVE database
ranges from 3.4 to 3.6 seconds.

The performance measures used are sensitivity, specificity
and accuracy. The measures are described in the equations (12)
- (14) below as:

Sensitivity = TP/(TP + FN) (10)

Specificity = TN/(TN + FP ) (11)

Accuracy = (TP + TN)/(TP + TN + FP + FN) (12)

where TP = True Positive, TN = True Negative, FP = False
Positive and FN = False Negative.

An event is said to be TP when a pixel is rightly segmented
as a vessel and TN when rightly segmented as background. In
related development, an event is said to be FN if a vessel-pixel
is segmented to be a background, and a FP when a background
pixel is segmented as a pixel in the vessel. Sensitivity measure
indicates the ability of a segmentation technique to detect the
pixels belonging to vessel while specificity measure indicates
the ability of a segmentation technique to detect background
pixels. The accuracy measure indicates the degree of confor-
mity of the segmented retinal image to the ground truth.

Table 1 shows the performance of the various differ-
ence images combined with K-means clustering. K-means
with DIMDF has the best segmentation performance while
compared to K-means with DIMNF and K-means with DIGF.
K-means with DIMDF has the best average accuracy rate
0.9556 with an average sensitivity rate of 0.7399. Fig. 1 also
gives a visual description that compares the results obtained
from vessels segmented using K-means with difference image
based on each of the filters. DIMDF combined with K-
means clustering detected majority of large and thin vessels,
while a very few thinner vessels remain undetected. There are
some false detection and other artefact around the border of
the optic disc. The false detection around the border of the
optic disc are however lesser on the segmented vessels using
DIMDF with K-means but higher on DIMNF and DIGF while
combined with K-means. This is however due to the fact that
median filter preserves edge information of the vessels in the
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Fig. 1: (a) & (e) DRIVE Database Gold Standard. (b) & (f) Segmented Vessels Using K-Means With DIMDF. (c) & (g)
Segmented Vessels Using K-Means With DIMNF. (d) & (h) Segmented Vessels Using K-Means With DIGF.

Fig. 2: (a) DRIVE Database Colored Fundus Image (b) DRIVE Database Gold Standard (c) Segmented Vessels
Using K-Means With DIMDF (d) Segmented Vessels Using K-Means With DIMNGF (e) Segmented Vessels Using
K-Means With DIMDGF (f) Segmented Vessels Using K-Means With DIMDMNF.
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enhanced retinal image. In related development, DIMDMNF
and DIMDGF while combined with K-means yielded higher
average sensitivity rates of 0.7581 and 0.7518 respectively. The
increase in sensitivity is as a result of the integration with
DIMDF. DIMDF however has the highest average accuracy
rate while compared to DIMDMNF, DIMDGF and DIMNGF
while combined with K-means clustering technique. Fig. 2
gives a visual description that compares the results obtained
from vessels segmented using DIMDF DIMDMNF, DIMDGF
and DIMNGF while combined with K-means clustering tech-
nique. As shown in Fig. 2, majority of large and thin vessels
are detected, a very few thinner vessels still remain undetected.
The false detection around the border of the optic disc are
higher on the results obtained by using DIMDMNF, DIMDGF
and DIMNGF while combined with K-means clustering but
lesser on the results obtained while using K-means combined
with DIMDF. This is also responsible for the higher average
accuracy rate achieved. Fig. 3 gives a visual description that
compares the results obtained from a few different vessels
segmentation techniques in literatures. It can be observed that
Jiang & Mojon [6] was unable to segment the thin vessel.
Although Martinez-Perez et al [13] has a better segmentation,
it however has a very high false detection around the border
of the optic disc and failed to segment the thin vessels. In
related development, the segmented result obtained by Ricci
and Perfetti [19] segmented the large and part of the thinner
vessels but has a very high false detection around the border of
the optic disc. The segmented vessels obtained in the proposed
K-means combined with DIMDF improved by reducing the
false detection around the border of the optic disc and also
segmented both large and part of the thinner vessels.

The performance measures of the different previously
proposed techniques on DRIVE database are also compared
the proposed techniques in Table 1. The best performing
combinations of the proposed approach gave higher average
sensitivity and accuracy rates, while compared to the previous
techniques. Although the work Ricci and Perfetti [19] yielded
higher accuracy rate, it however did not specify its sensitivity
rate.

IV. CONCLUSION

A study on the use of difference image and K-means
clustering for the segmentation of retinal vessels was presented
this paper. K-means clustering combined with difference im-
age based on median filter addressed the segmentation of
large and thinner retinal vessels as well as the reduction of
false detection around the border of the optic disc. We also
showed that K-means with difference image based on median
filter out-performs difference image based on mean filter and
difference image based on Gaussian filter while combined
with K-means for the segmentation of retinal vessels. The
reason for the good performance of median filter cannot
be far fetched from the fact that it has a very good edge-
preserving property. This paper also showed that an integration
of difference images based on linear filtering approach with
difference image based median filter, while combined with K-
means clustering also produces a very good vessel segmenta-
tion performance. Furthermore, we showed that the proposed
vessel segmentation technique that combines difference image
with K-means clustering is time efficient and gives higher

TABLE I: Performance of different Segmentation methods on DRIVE
Database

Method Avg.
Acc.

Avg.
Sens.

Avg.
Spec.

Human observer 0.9473 0.7761 0.9725
Akram and Khan [2] 0.9469 N/A N/A

Chaudhuri [3] 0.8773 0.3357 0.9794
Jiang & Mojon [6] 0.9212 0.6399 0.9625
Mapayi et al.[10] 0.9469 0.7477 0.9680
Marin et al. [11] 0.9452 N/A N/A

Martinez-Perez et al [13] 0.9181 0.6389 0.9496
Mendonca et al. [14] 0.9463 0.7315 N/A

Niemeijer [15] 0.9416 0.7145 0.9801
Ricci and Perfetti [19] 0.9595 N/A N/A
Saffarzadeh et al. [20] 0.9387 N/A N/A

Soares et al.[21] 0.9466 N/A N/A
Staal [22] 0.9442 0.7345 0.9773

Szpak and Tapamo [24] 0.9299 N/A N/A
Vlachos [26] 0.9285 0.7468 0.9551

Wang et al. [27] 0.9461 N/A N/A
Xiao et al. [30] 0.9529 0.7513 0.9792
Yin et al. [31] 0.9267 0.6522 0.9710

Zana and Klein [32] 0.9377 0.6971 0.9769
K-Means With DIMDF 0.9556 0.7399 0.9766
K-Means With DIMNF 0.9555 0.6459 0.9855
K-Means With DIGF 0.9555 0.6315 0.9869

K-Means With DIMDMNF 0.9516 0.7581 0.9703
K-Means With DIMDGF 0.9531 0.7518 0.9726
K-Means With DIMNGF 0.9523 0.7079 0.9759

Fig. 3: (a) Result obtained in Ricci and Perfetti [19] (b) Result obtained
from the proposed K-means combined with DIMDF (c) Result obtained
in Martinez-Perez et al. [13] (d) Result obtained by Jiang & Mojon [6].
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average sensitivity, average accuracy and very good specificity
rates while compared to the previous techniques on DRIVE
database. In our future work, we shall characterize segmented
retinal vessels using tortuosity measure.
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Abstract—Detection and tracking are important components of
many computer vision applications including automated surveil-
lance. Object detection should overcome challenges such as
changes in object appearances, illumination, and shadows. In
our system, Gaussian mixture models are used for background
subtraction to detect moving objects. Tracking is challenging
because measurements from the object detection stage are not
labelled and could originate from false targets. Our system uses
multiple hypotheses tracking to solve the measurement origin
problem. Practical long-term object tracking should have re-
identification capabilities to deal with challenges arising from
tracking failure and occlusions. To this end, each tracked object
is assigned a one-class support vector machine (OCSVM), which
learns the appearance model of that object. The OCSVM is
trained online using HSV colour features. As a result, objects
that were occluded or left the scene can be re-identified and
their tracks extended. Standard, publicly available data sets are
used to test the system.

I. INTRODUCTION

Closed circuit cameras are becoming widespread and preva-
lent in cities and towns around the world, indicating that
surveillance is an important issue. This increase is not only
driven by commercial institutions like banks and airports, but
also by governments through law enforcement departments. As
the cost of these cameras decreases, the labour cost required
to monitor these systems is increasing [1]. Meanwhile, the
volume of video recordings generated by these systems makes
it impossible to monitor every frame. In fact, most of the
video recordings are used mainly as forensic evidence, being
called upon to verify the facts after an event has occurred [1].
Moreover, there are situations of targeted monitoring where
operators decide to pay close attention to a camera feed
based on the appearances of pedestrians, rather than their
behaviour [2].

The monitoring of surveillance systems calls for a scientific
solution, which is offered by computer vision in the form of
active surveillance. Active surveillance “attempts to detect,
recognize and track certain objects from image sequences,
and more generally, to understand and describe object be-
haviour” [3]. Thus, the ultimate goal is to automate the
entire surveillance process. This technology has applications
in diverse areas including access control, flux statistics and
congestion analysis, and anomaly detection and subsequent

alerting of personnel. These are high level functions which in-
volve the description and understanding of object behaviours.
The low level functions required for these capabilities are
modelling of environments, object detection, classification,
recognition and tracking, and the retrieval and fusion of data
from multiple cameras.

II. BACKGROUND

Collins et al. [1] implemented one of the most complete
automated surveillance systems. It uses multiple, different sen-
sors such as video and thermal cameras to achieve cooperative
tracking. Moreover, their system distinguishes different types
of objects like people, groups of people and cars. Another
state-of-the-art system is the Knight system by Shah et al.
[4] which can detect, track and categorize objects such as
people and vehicles in an environment covered by multiple
cameras. It also flags abnormal events such as a person in
danger and presents a summary in terms of key frames and
a textual description of observed activities. This summary is
presented to a human operator for final analysis and decision
making.

Our goal is to design and implement a system that can
detect and track multiple interacting pedestrians using a single
static camera. A review of complete systems pointed out
challenges that we must solve and issues that we must take
into account in order to realize our system. Firstly, background
subtraction does not work in crowded scenes. Secondly,
tracking algorithms can fail and result in fragmented tracks.
Therefore, a method must be devised to connect the fragments
into complete tracks. Thirdly, a data association method is
required to assign detected objects to tracks. Finally, we should
explicitly detect and handle merge and split events.

A. Object detection

Object detection is an important first stage of a surveillance
system because it focuses the attention of subsequent stages
such as tracking and classification on dynamic regions of
the image and scene. Techniques for object detection may
be classified as either background subtraction [5], optical
flow [6] or machine learning [7]. Background subtraction and
optical flow methods rely on the motion of objects to detect

59



them. The goal of background subtraction is to maintain an
image that is representative of the scene covered by a camera.
Optical flow methods, particularly dense flow methods, can be
computationally expensive and thus not suitable for real-time
systems [1]. Machine learning approaches to object detection
learn the generic appearance and shape of objects, for them to
be detected in images and videos [8]. Most of these methods
must be trained off-line using large labelled data sets. They do
not adapt to the changes in the appearance of objects as it is
not possible to learn all the appearances of all the objects in
a class. Moreover, it is especially difficult to make viewpoint
or scale-invariant models. Algorithms have been proposed to
learn the appearance of objects online but they rely on robust
tracking and/or selective updating of the models [7]. This is
a drawback because incorrectly labelled samples can corrupt
the learnt models. As a result we use background subtraction
in our system to detect moving objects.

Background subtraction should handle challenges such as
gradual and sudden changes in illumination, shadows and
dynamic background objects like escalators. Wren et al. [9]
model each pixel with a single Gaussian distribution to allow
for small variations. This type of model cannot handle multi-
modal events such as waving trees or flickering monitors
which occur in uncontrolled environments [5]. Grimson et al.
[5] extend the model by modelling each pixel as a mixture of
K Gaussian distributions, where K is fixed and is the same
for all pixels. The algorithm relies on the assumption that the
background is visible more frequently than any foreground
object and that it has modes with relatively narrow variances
[10].

The major drawbacks of the model by Grimson et al.
are the initialization and slow stabilization of the parameters
[10]. Moreover, the number of components in a mixture is
the same and fixed for all pixels. Zivkovic [11] proposes an
improvement that determines at runtime the optimal number
of Gaussian distributions required to model the values of
each pixel, in addition to estimating the parameters of each
distribution in the mixture. Another drawback is that the noise
in the images is assumed to have a Gaussian distribution. A
viable solution is to model the variations in the intensity of a
pixel using adaptive kernel density estimation [12]. Algorithms
in this class estimate the density function directly from the
data without making any assumptions about the underlying
distribution.

In this paper, moving object detection is performed using
the improved mixture of Gaussian distributions algorithm
as outlined by KaewTraKulPong and Bowden [10]. Their
improvements to the original method by Grimson et al. [5]
solve the issues related to the initialization and stabilization
of the model parameters.

B. Tracking

Tracking is a crucial component for automated surveillance.
It seeks to consistently label objects of interest in every frame
of a video sequence. Tracking can be a complex problem as a
result of noise, cluttered environments, illumination changes in

the scene, object and camera motions, non-rigid and articulated
objects, and occlusions. Requiring that a tracking system runs
in real-time presents a further challenge, as this renders many
solutions infeasible due to high computational costs [13].
Tracking may also require the use of multiple cameras either
to handle occlusions or to cover large areas. In this case the
challenge is reconciling the different identities of an object as
seen from the fields of view of different cameras. In our case
a single static camera is used.

Yilmaz et al. [14] classify tracking algorithms into point,
kernel and silhouette tracking methods. Point tracking methods
include the Kalman and particle filters. Our goal is to track
multiple interacting objects. Tracking silhouettes is not ideal
as they are sensitive to occlusions. Moreover, they provide
more detail than is required for our purpose. Kernel-based
methods such as tracking-by-detection [15] and the mean-
shift tracker [16] require an external method for initialization.
This can be provided by an object detection method such
as background subtraction [5]. The next issue is that of
initializing the search. Cominaciu et al. [16] start searching
where the pattern was found on the previous time step.
However, they suggest incorporating a filtering algorithm to
better predict the starting position. The appearance of objects
may change due to variations in illumination and viewpoint,
and the non-rigidity of objects. Kernel-based tracking methods
must account for these changes. One approach is to adapt the
appearance of objects models. An example is the mean-shift
tracker [16] which considers the current appearance of the
tracked object as the target appearance. This adapted template
could be corrupted because either of background regions in
the template or occlusions.

Recent approaches use machine learning methods to learn
the appearance of objects online [15]. Even in this case, a
strategy must be devised to search for regions in the next frame
that are confidently explained by the classifiers. An alternative
approach is to pair online learning methods with particle filter
methods to predict prospective object locations [17]. We also
note that online learning of object-specific appearances may
corrupt the learnt model if incorrectly labelled samples are
used.

We use point tracking methods, particularly filtering meth-
ods, to track pedestrians. Filtering methods assume a one-to-
one relationship between measurements and tracks. However,
measurements from the object detection stage are not labelled
and could be from valid objects, false alarms or clutter. In the
case of multiple target tracking the measurements could also
be from new targets. Data association is required to solve this
measurements origination problem.

The simplest data association algorithm is the nearest neigh-
bour tracker which updates a track with the measurement
that is closest to the predicted state of the track [18]. This
tracker may result in one track stealing the measurement of
another especially when the targets are close together. An
improvement is the global nearest neighbour (GNN) method
which minimizes the sum of the distances between predicted
states of the tracks and measurements [18]. GNN works well
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when there is no clutter or track contention, and it cannot
handle the appearance and disappearance of objects.

The joint probabilistic data association (JPDA) filter is more
robust to clutter and track contention [19]. It is the extension
of the probabilistic data association filter to multiple target
tracking. The JPDA filter assumption is that the target may
not have generated the closest measurement. As a result, the
average of the measurements is used to update the state of
the target. One drawback of JPDA is that the tracks of closely
spaced targets tend to drift towards each other because the
same subset of measurements is used to update both targets
[20]. Also, the number of tracked objects must be known and
fixed.

JPDA introduces the concept of the probability of track-
measurement association to multiple target tacking. This con-
cept is crucial to multiple hypothesis tracking (MHT) which
is a deferred logic method [21]. MHT is an exhaustive method
for enumerating all possible track-to-measurement associa-
tions. Ultimately, an optimal set of disjoint tracks, referred
to as a hypothesis, must be retained. Two approaches to MHT
are the hypothesis-oriented MHT [21] and the track-oriented
MHT [22]. The original hypothesis-oriented MHT yields joint
probabilities of measurement-to-track association hypotheses.
The probabilities of individual tracks may then be obtained by
marginalization. It is a top-down approach and the reverse of
track-oriented MHT.

This work uses multiple hypothesis tracking for data asso-
ciation. It implicitly provides facilities for track initialization,
continuation and termination [23]. It also explicitly models
both spurious measurements and constraints on measurements.
The MHT approach is memory and computation intensive but
techniques such as gating and track clustering are available to
improve the situation.

C. Learning object appearances

Standard tracking approaches like mean-shift [16] and the
Kalman filter assume that the object of interest is never
completely occluded. This assumption and unsuitable motion
models can result in tracking failure. These methods do not
directly address what happens after tracking failure. Instead,
new tracks are initialized after tracking failure or when objects
reappear. In this paper machine learning algorithms are used
to learn object-specific appearances which are then used
to uniquely re-identify objects when they reappear or after
tracking failure.

At least three aspects are essential for learning the ap-
pearance model of an object for re-identification purposes.
First, the features used to represent the appearance of objects
must be discriminative. In the case of recognizing people,
biometric features such as the face, iris and gait could be used
to re-identify people, but most surveillance video have low
resolution or are difficult to segment. As a result it is necessary
to model the global appearance of each object. This leads to
the second aspect which is that models must be learned online
because discriminative appearances of tracked objects cannot
be known in advance.

Lastly, a strategy must be devised to decide which samples
to use to update the model. Each update can introduce errors
which can lead to the classifier not learning the appearance
of the intended object [13]. The errors may be due to the
inaccuracies in segmenting the object. Moreover, some of the
background will be treated as part of the foreground no matter
how tight the bounding box.

III. SYSTEM COMPONENTS

This section provides more detail on the major components
of the system.

A. Track-oriented MHT
The major component of track-oriented MHT is the calcu-

lation of the probability that a measurement was generated by
a track with which it is associated. The preferred approach
is to use Bayes’ theorem and combinatorial analysis of the
data association problem to derive the joint probability of a
hypothesis. The result is the probabilistic expression presented
by Reid [21]. For the purpose of implementation, it is easier
to use the mathematically equivalent log-likelihood ratio pro-
posed by Sittler [24]:

Li = ln
λ0λs

λN (λs +
1
τ0
)
+

mi∑
k=2

ln
λse

−(λs+1/τ0) tk

λN |2π(ε2k + tk Sik)|
1
2

− 1

2

mi∑
k=2
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T (εk + tkSik)

−1(zik −Hkx̂ik)

+ ln

[
λse

−(λs+1/τ0)(T−vi) + 1
τ0
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1
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]
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(1)

where tk is the time between the (k − 1)th and the kth
measurements (the last received and current measurements).
The parameter mi is the number of measurements associated
with track i and εk is chosen such that[

ln
λse

−(λs+1/τ0) tk

λN |2π(ε2k + tk Sik)|
1
2

∣∣∣∣∣
tk=0

> 0. (2)

An assumption made in deriving the score is that the num-
bers of new objects and false alarms may be modelled using
Poisson distributions with parameters λ0 and λN , respectively.
λ0 is the average number of new objects per unit time per
unit area of the region under surveillance. Similarly, λN is
the number of false measurements per unit time per unit area.
The observations on a single object are assumed to follow a
Poisson process with the average rate λs.

Each object is assumed to persist independently through
a length of time that has an exponential distribution with
time constant τ0. This is the mean track length. The kth
measurement associated with track i is zik. The predicted state
of the track is x̂ik and Hik is the Kalman filer measurement
matrix. Sik is the Kalman filter innovation covariance matrix.
T is the current time and vi is the last time a measurement
associated with track i was received. A detailed analysis of
this formula and its application to tracking may be found in
[24] and [25]. We note that tracks with larger log-likelihood
ratios are preferred.
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B. One-class SVM

One-class support vector machines are used to learn the
appearance of objects of interest. In this case only positive
training samples represented in the hue-saturation-value fea-
ture space are used. The goal is to obtain a function f(x) that
demarcates a region S ⊆ RD in the input space representative
of the training data such that

f(x) ≥ 0, if x ∈ S, f(x) < 0, if x /∈ S.

Kivinen et al. [26] derive the optimization problem:

min
w,b

ν

2
||w||2 + 1

N

N∑
i=1

[max(0, b−w · φ(xi))−Nbν] .

The function φ(x) transforms the input data x from RD into
RP where a hyperplane optimally separates the data from the
origin. The parameters of the hyperplane are the offset from
the origin b and the normal w = {w1, w2, . . . , wP }. N is
the number of training samples and ν ∈ (0, 1) is a parameter
chosen by the user.

Training a support vector machine means solving this
optimization problem, which must be done online. Online
learning is achieved using stochastic gradient descent (SGD)
which uses a single sample at each iteration. This is in
contrast to Newton gradient descent which uses all samples
at each iteration. The goal is to find a sequence of parame-
ters {(wn, bn)}N+1

n=1 , hence a sequence of decision functions
f = {f1, f2, . . . , fN+1}. The initial parameter set (w1, b1) is
arbitrary and (wn, bn), n > 1, is obtained after observing the
(n− 1)th training sample, that is

wn =

n−1∑
i=1

αni φ(xi), (3)

fn(x) = wn · φ(xn)− bn. (4)

A superscript is used for the Lagrange multipliers αni , i =
1, 2, . . . , n−1, to emphasize that they evolve as more samples
are used to train the SVM. Application of SGD yields the
following set of iterative equations:

αn+1
i = (1− νηn)αni , i = 1, 2, . . . , n, (5)

αn+1
n+1 =

{
ηn, if fn(xn) < 0,
0, otherwise. (6)

bn+1 =

{
bn − (1− ν)ηn, if fn(xn) < 0,

bn + νηn, otherwise. (7)

IV. SYSTEM INTEGRATION

We have identified four major components of the system,
which are the mixture of Gaussians to background subtrac-
tion for object detection, MHT for data association, and the
Kalman filter and OCSVM for online learning of object
appearances. For the purpose of integrating these compo-
nents into a complete system, we introduce the pedestrian,
the integer-programming problem-solver (IPPSolver) and the
single camera system (SCS) components. The pedestrian
component represents what we are tracking, as well as its
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Fig. 1: The interaction of the system components.

track. The IPPSolver converts the MHT problem into an
integer-programming problem and then solves it[25]. The SCS
coordinates the interaction between the various classes.

Figure 1 shows the high-level interactions between the
components. It indicates that the SCS object must have one and
only one of the each of the DA and BS objects as data member.
The same holds for the relationship between the Pedestrian
object and the KF and OL objects. This is the case because the
Pedestrian object represents what is being tracked as modelled
by the OL object, as well as the track which is obtained using
the KF object. The DA object contains a list of Pedestrians.
The DA object contains a list of Pedestrians.

V. RESULTS

We consider scenarios that test the ability of the system
to handle various tracking problems. These include object re-
identification, tracking two people walking side-by-side and
crossing paths. We also provide examples of tracking failures
in the system. The datasets collected by Baltieri et al. [27], [28]
and Rasid and Suandi [29] are used. These videos are chosen
because they meet the assumptions of the system which are
that each pedestrian occupies a small fraction of the frame, the
camera looks down on the pedestrians and the only moving
objects are pedestrians.

We use the Jaccard similarity coefficient (JSC) to measure
the similarity between the system output S and ground truth
G bounding boxes:

J(S,G) =
|S ∩G|
|S ∪G|

, (8)

where |A| denotes the area of the bounding box A. The track
length and normalized mean squared error (NMSE) are also
used to measure the performance of the system. A person is
said to be correctly tracked in a given frame if JSC ≥ 0.65.
The ground truth was generated using the MATLAB toolbox
developed by Dollàr [30].

For each scenario, the first experiment that we perform
is determining the optimal parameter T for the background
subtraction method. For a given pixel, N of the M sorted
densities in the mixture with weights wi, i = 1, 2, . . . ,M
represent the background if

N∑
j=1

wi ≤ T (9)

where T is the minimum fraction of the data that should
account for the background. This is to ensure that the bounding
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Fig. 2: Tracking results for scenario 1. The system generated
tracks in black and the corresponding ground truth tracks in
red.

boxes enclose as much of the pedestrians as possible. All other
parameters are set empirically.

A. Scenario 1: Two people walking side-by-side

The first scenario tests the ability of the system to track
two people walking side-by-side. The first experiment that is
performed is to determine the optimal parameter T for the
background subtraction method. The value T = 0.65 is used
in subsequent experiments because it results in the highest true
positive rate. In the second experiment, the system is used
to track two people as they walk across the scene. Figure 2
shows the tracks generated by the system in black as well
as the respective ground truth tracks in red. Pedestrian 1 was
correctly tracked for 78 of the 79 frames he was in the scene
with an NMSE of 3.79 pixels. Pedestrian 9 was correctly
tracked for 75 of the 77 frames he was in the scene with
NMSE of 4.55 pixels.

B. Scenario 2: Re-identification

In this section we test the re-identification ability of the
system. The first experiment that we perform is to determine
the optimal value of the background subtraction parameter T .
The values of T ∈ (0.5, 0.75) yield the same true positive rate.
However, the values of T ∈ (0.6, 0.75) yield better precision
rates. As a result, T = 0.65 was used in the experiments.

In the second experiment, a tracked pedestrian is completely
occluded by a pillar and the system manages to re-identify him
when he reappears and extend his track. Figure 3 shows the
track generated by the system in green as well as the ground
truth track in red. The pedestrian then disappears behind the
third pillar (on the right) and is not re-identified when he
reappears. This is due to poor illumination in that region which
changes the appearance of the pedestrian. This highlights issue
that an object can only be re-identified if its current appearance
is similar to one of the previously seen appearances. The
system successfully tracked the pedestrian in 38 of the 48

Fig. 3: Tracking results for scenario 2. Green indicates the
system generated track, and the ground truth track is shown
in red.

frames with an NMSE of 9.72 pixels which is slightly higher
than the NMSEs in the first scenario.

C. Scenario 3: Crossing paths

Next we test the ability of the system to track two pedes-
trians whose paths cross. The first experiment is to determine
the optimal value for the background subtraction parameter T .
The values of T ∈ (0.55, 0.70) yield the same results for all
measures. A value of T = 0.65 is used in the experiments to
match those used in previous experiments.

The second experiment demonstrates how the system han-
dles merging and splitting tracks. Figure 4a shows the tracks
three frames before the merger takes place. The pedestrians are
still tracked individually even though they are not detected as
separate entities in those frames. This is because a track that
is not associated with a measurement in a given number of
consecutive frames, in this case three, is assumed to have left
the scene and is deleted. This is used to manage the number
of hypotheses in the MHT tracking algorithm.

Figure 4b shows that the merged group is being tracked
as a single object. This track was created when the two
pedestrians first merged but had to be supported by additional
measurements to ensure that it is not a false track. Figure 4c
shows that the group is still tracked as a single object even
though the pedestrians have finally separated. It will only be
deleted after three consecutive missed detections. At this point
the splitting event has been detected and the measurements are
used for re-identification.

The pedestrians are successfully re-identified as shown
in Figure 4d. where the system generated tracks and the
associated ground truth tracks are shown in red and magenta.
The pedestrian on the left was correctly tracked for 51 of
the 53 frames he was in the scene with an NMSE of 8.89
pixels. The pedestrian on the right was correctly tracked for
30 of the 31 frames he was in the scene with an NMSE of
6.91 pixels. Note that our system tracks overshoot the ground
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(a) Before merging. (b) During merging.

(c) After splitting. (d) System and true tracks.

Fig. 4: Tracking results of scenario 3, of two people whose
paths cross.

truth tracks substantially when going into the merger. This
is because tracks are retained for at most three consecutive
frames even though the tracked objects are not detected in
those frames.

D. Scenario 4: Re-identification failure

This section demonstrates a scenario where the system fails
because of the similar appearance of pedestrians. In Figure
5 the pedestrian on the right was occluded by the middle
pillar when the pedestrian on the left entered the scene. This
meant that the track of the leading pedestrian could be used
for re-identification. As a result, the lagging pedestrian was
mistaken for the leading pedestrian because their appearances
are similar. This can be resolved by using different or ad-
ditional features that preserve the shape information of the
pedestrian such as the histogram of orientation gradients. Re-
identification can also be improved by using a rule that a
pedestrian cannot move move faster than some bound and thus
cannot jump significantly in position from one frame to the
next.

VI. CONCLUSIONS

The goal of this paper was to design and implement a system
that can detect and track multiple interacting pedestrians over a
prolonged period of time. Such a system is necessary because
of the challenges emerging from the growing number of closed
circuit cameras, which expensive to monitor. Our focus is only
part of a complete system that would include understanding
and describing the behaviour of pedestrians. The components
of the system that were identified are object detection, motion
estimation using filters, data association, and learning the
appearance of pedestrians.

Gaussian mixture models were used to detect moving ob-
jects. Long-term tracking is achieved using data association,

Fig. 5: Tracking results for scenario 4. The system fails
because the two pedestrians have similar appearances.

filtering and online learning. Data association is realized using
multiple hypothesis tracking. One-class support vector ma-
chines are used to learn the appearance of tracked objects and
re-identify those object once tracking fails. The components
must interact to produce a complete system which required
the introduction of additional components.

The system performs well as can be judged visually from
the output. This observation is also supported by quantitative
measures. The fact that a similar set of parameters was used
for all scenarios indicates that the system is fairly robust.

There are improvements that can be made to the system.
The first improvement would be to use a number of features
to represent objects. Colour features are discriminative but,
as used in this paper, do not incorporate shape. This was
highlighted in one of the experiments when one pedestrian
was mistaken for another with a similar colour histogram.
Complementing the colour histogram with a histogram of
oriented gradients may solve the problem.

Re-identification can also be improved by using bounds on
the perceived speeds of objects, as mentioned in the previous
section. Another improvement would be to extend the system
to handle multiple merges and splits. Currently the system can
handle a single merge and split event at the same time. All
that is required is a data structure to keep track of the merges
and splits.

Finally, a set of hypotheses in the same tree are maintained
separately when transforming the track-oriented MHT problem
into an integer programming problem. This simplifies the
implementation but increases the memory requirement. We
could optimize the implementation by using a tree structure.
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Abstract—This paper describes the design, development and 

testing of the electronics pod (E-Pod) for the third generation 

underwater remotely operated vehicle (ROV) developed in the 

Robotics and Agents Research Laboratory (RARL) at the 

University of Cape Town (UCT). The E-Pod provides centralised 

control and distribution of all power and communications aboard 

the ROV. Its aluminium housing was designed to maintain a dry 

internal environment for its electronics at atmospheric pressure, 

while operating at a depth of 300m below the water’s surface. The 

E-Pod was to incorporate a standardised connection method to 

facilitate modularity and a degree of interchangeability of modules 

on the ROV, thereby also providing for future modifications. The 

results of tests performed on the E-Pod are presented, after which 

conclusions are drawn and recommendations made for further 

development. 

Keywords—ROV, electronics pod, O-ring, RS-485, fibre optics 

I.  INTRODUCTION AND BACKGROUND 

Underwater Remotely Operated Vehicles are commonly 
referred to as ROVs and are unmanned vessels that carry out 
tele-operated underwater missions. The simplest ROVs carry 
only a camera and lights as tools, and are used in relatively 
shallow waters purely for observation and for recording images 
of the environment. ROVs have great advantages over manned 
underwater vessels because they can be much more compact, 
without the cockpit space required for an operator. They are also 
not limited in their duration of operation because they do not 
depend on a limited oxygen supply. The risk associated with 
sending a person to great depth is also mitigated with the use of 
an ROV, and the comparative cost of design to meet the required 
safety regulations for a manned vessel is also avoided with 
ROVs [1]. 

The ROV described in this paper was designed and built in 
response to a request from UCT’s Department of Zoology for an 
ROV to aid their oceanic research. The two generations that had 
gone before this ROV had provided the research group with 
good experience, but a new vehicle was required that would 
offer a more robust research tool for the zoologists and a more 
versatile platform for future development within the Robotics 
and Agents Research Laboratory (RARL). 

The second generation ROV had been designed to house all 
of its components in one housing, which was similar to the 

approach that was used for most commercially available mini 
observation class ROVs at the time. However, it was found that 
maintenance access to many components inside the single 
housing was time consuming and awkward. The single housing 
also posed a greater risk of damage to all of the electrical 
components in the event of a pressure seal failure than in the case 
of a multi-pod system, which is more commonly seen in 
commercially available observation class ROVs (OCROVs). 

Commercially available ROVs in this class, such as the 
Predator and Seaeye Falcon, incorporate an aluminium 
electronics pod (E-Pod) housing with standardised electrical 
connections to service the rest of the on-board components with 
power and communications [2,3]. 

II. THE COMPLETE ROV SYSTEM 

Together with project partner Thomas Knight, a new design 
was developed for an observation class ROV, as seen in Fig. 1, 
which was based on the open frame designs commonly used on 
those available commercially. The ROV was to be propelled by 
five individual thruster modules and carried four high-powered 
LED light modules to provide lighting for the ROV’s forward 
and aft video cameras. The ROV was rated for a maximum depth 
of 300m and in order to navigate the ROV an imaging sonar unit 
was also incorporated. Provision was made for two sensor pods 
to be populated at a later stage that, shared between them, would 
include a depth gauge, gyro compass, inertial measurement unit 
(IMU) and an external temperature transducer. 

 
Fig. 1. Rendering of the 3rd generation ROV developed in UCT’s Robotics and 

Agents Research Laboratory 
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A system was developed to distribute the communications 

and 1.9kW of electrical power from the surface station to each 

of the modules on board the ROV. The main power supply, 

specified to be a nominal 230VAC, was converted at the surface 

to 400VDC and transmitted to the Power Pod on board the ROV 

via a neutrally buoyant tether. The Power Pod provided the 

necessary DC-to-DC voltage conversion from 400V to 48V, 

15V, 12V and 5V, as required on board.  

In parallel with the power transmission, a fibre optic link was 

established between the surface station and ROV, also via the 

tether. This provided a high-bandwidth data link for video, sonar 

and control signals. 

The ROV required a unit that would manage the distribution 

of power and communications, received from the Power Pod and 

tether respectively, to each of the ROV modules. It was for this 

purpose that the E-Pod was designed. Fig. 2 below shows the 

location of the E-Pod on the ROV and Fig. 3 shows a close-up 

photo of the E-Pod assembly. 

 

Fig. 2. A rendering of the ROV without its float block or cover to reveal its 

modules fixed to the top of the upper platform 

Several commercial observation class ROV’s with similar 
performance and size specifications to the RARL’s new ROV 
were using the RS-485 protocol for their on-board serial 
communications network [2,3,4]. The RS-485 protocol is also 
widely used for industrial communications in noisy 
environments and only requires two wires for robust half-duplex 
communications up to speeds of 1Mbps [5]. The RS-485 
standard had been well established in industry as well, and it was 
therefore decided to develop an RS-485 multi-drop network on 
board the ROV. 

The E-Pod would need to supply power and communications 

to 16 modules and a summary of its specifications is listed in 

Table I. 

III. PRESSURE VESSEL DESIGN 

In order to protect the ROV electronics from the harsh salt-

water environment of the ocean and large hydro-static pressures 

at the ROV’s working depth, each module required its own 

pressure-tolerant and corrosion-resistant housing. The housings 

would need to retain their shape with negligible deformation at 

the working depth and incorporate adequate sealing for its 

openings and penetrations. 

High-strength aluminium alloy was selected for the housing 

material because it was determined to be the best compromise 

between strength, weight and cost. A stress analysis was 

performed by manual calculation and then checked against a 

finite element analysis using Solid-Works® SimulationXpress 

software. 

 
Fig. 3. E-Pod electronics stack being lowered into housing 

The housing was “hard-anodised” to protect it from 

corrosion. This process used a colder solution and a longer 

immersion time than standard anodising treatments and 

produced a tough, 40µm-thick protective coating over the 

housing’s surfaces. Additional galvanic protection was provided 

for the housing by designing a sacrificial zinc anode that could 

be screwed onto a custom-designed fastener. 

To provide the sealing necessary on the E-Pod for a working 

depth of 300m, a combination of two radial O-ring seals and one 

face O-ring seal was used. Dimensions of the O-ring glands are 

given in Table II. 

Birns® Aquamate® subsea connectors, each rated for a depth 

of 6000m and also incorporating O-ring face seals, were used to 

connect each module to the E-Pod. A six-pin configuration was 

used for all connectors to facilitate the design of a modular 

connection system. 
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TABLE I.  E-POD SPECIFICATIONS 

Description of Requirement Values 

Operating depth below surface 300m 

Standardised electrical connection system Yes 

Output voltages 5/12/15/48VDC 

48V Current input 27.4A 

48V Maximum output current 4.5A 

15V Current input 9.6A 

15V Maximum output current 1.9A 

12V Current input 0.8A 

12V Maximum output current 0.5A 

5V Current input 1.0A 

5V Maximum output current 0.5A 

Power to each module to be switched inside 

E-Pod 
Yes 

Current monitoring accuracy for thruster 

power lines 
±10% 

TCP/IP over optical fibre connection to 

surface 
Yes 

Serial communication protocol between 
ROV modules 

RS-485 

Minimum frequency of sending commands to 

each thruster 
2Hz 

Minimum number of video channels 
available 

2 

Ambient temperature monitoring accuracy ±2°C 

TABLE II.  O-RING GLAND DIMENSIONS 

 

[mm] Face Seal Radial Seal 

D F E F E 

3.0 3.9 2.3 3.9 1.8 
 

 

IV. ELECTRONICS STACK 

The electronics inside the E-Pod could be split into two 

groups. The first group incorporated the hardware required to 

interface the on-board video and serial communications 

networks with the surface control station via the tether’s optical 

fibres. The second group incorporated the custom-designed 

printed circuit boards (PCBs) required to distribute power and 

communications to each ROV module. 

A stack of “shelves” was designed to house these 

components and a progressive assembly of the electronics stack 

can be seen in Fig. 5. The first group of components was 

sandwiched between the two distribution PCBs. These 

distribution PCBs were situated at the top and bottom of the 

stack to facilitate easy connection and disconnection to the 

bulkhead connectors on each end of the housing. 

V. DISTRIBUTION PCB DESIGN 

The design of the distribution PCBs was standardised to 

reduce manufacturing costs, design time and to increase the 

interchangeability of parts. Although only 16 ROV modules 

were to be serviced by the two PCBs, 20 module connections 

were provided for redundancy and future expansion. 

The distribution PCB was designed in two parts due to space 

constraints. A separate PCB was designed for the 

microcontroller that controlled the distribution circuitry and it 

was mounted as a daughterboard on the distribution PCB. The 

design of the microcontroller daughterboard was standardised so 

that it could be used throughout the E-Pod and Power Pod for 

control and communications. A photo of the distribution and 

microcontroller PCBs is shown in Fig. 4. 

 

Fig. 4. Photo of the E-Pod distribution PCB 

Each distribution board incorporated 10 ROV module 

connectors that were designed to integrate with the standardised 

wiring of the bulkhead connectors. Table III lists the pin 

assignment options for each of the connectors on the PCB. 

Connectors 8-10 on each PCB incorporated a 7th pin on each of 

their connectors and needed to be carefully wired because they 

differed from the six-pin wiring standard that was otherwise 

implemented. 

The PCB was sized and shaped to fit, with its connectors, 
into the E-Pod housing with just enough room around its 
circumference for wiring the connectors. This round design 
provided the maximum area for component layout and routing 
of the copper tracks. The tracks were designed for a copper  
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(i). Top distribution PCB (ii). First shelf with video encoder 

& 1st fan 

  

(iii). Second shelf with fibre optic 

switch & RS-485 converter 

(iv). Third shelf with RS232 

converter & 2nd fan 

  
(v) Bottom distribution PCB (vi) Bottom cover with 3rd cooling 

fan 

Fig. 5. Progressive assembly of the electronics stack on the E-Pod lid 

 

thickness of 70µm although at the time of manufacture 35µm 
thick copper was selected because it was the more cost-effective 
option. The track widths used and their corresponding 
theoretical current capacities are listed in Table IV. 

As seen in Fig. 6, full use was made of the two PCB layers. 
A central bus system, carrying the input power supplies, fed 
power at the four different voltages to each channel around the 
board. The power supply buses were fed via resettable fuses to 
solid-state switching circuits, which were controlled by the 
microcontroller, for each output channel. Due to its compact 
PowerPak® SO-8 package, Vishay’s Si7461DP p-channel 
MOSFET was used to switch the 48V and 15V lines, while 
bipolar junction transistors were used to switch the 5V lines.  

 

 

 

TABLE III.  OUTPUT CHANNEL PIN ASSIGNMENT 

Pin Signal 

1 48V 

2 12V/15V 

3 5V 

4 GND 

5 RS-485-A / RS232-TX 

6 RS-485-B / RS232-RX 

7 PAL Video / RS232-GND 

TABLE IV.  PCB TRACK WIDTHS AND CURRENT CAPACITIES FOR A 45°C 

RISE [6] 

Track 

Width 

[mm] 

Current 

Capacity [A] 

(35µm Cu) 

Current 

Capacity [A] 

(70µm Cu) 

0.5 2.5 4.0 

1.0 4.2 6.8 

2.0 7.5 12.0 

2.5 8.5 14.0 

5.6 15.4 24.8 

7.0 18.0 28.4 

 

 
 

 
Fig. 6. Top and bottom layouts of the distribution PCB 
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VI. GRAPHICAL USER INTERFACE 

The graphical user interface (GUI) was designed to provide 
control of the E-Pod, display readings from the Power Pod and 
provide control of the lights. However, provision was made in 
the GUI for the rest of the ROV system controls to be added 
when complete. The GUI, shown below in Fig. 8, was developed 
using National Instruments’ graphical programming software, 
Labview®, and was based on previous work done in the RARL 
by Cameron Sharp and Thomas Knight. 

The Ethernet-to-serial converter on board the ROV was 
setup as a virtual COM port on the GUI laptop (via the fibre 
link), enabling the GUI to act as the master controller in the RS-
485 network. The GUI was designed to initiate communications 
with each of the ROV modules, cycling sequentially through a 
transmit-and-receive transaction with each ROV module. 

Each transmit-and-receive transaction involved the sending 
and receiving of a 10-byte packet of data, the structure of which 
is shown below in Table V. Some modules needed to send more 
than one packet of information back to the GUI so up to four 
different packets could be cycled through, if required. 

TABLE V.  COMMUNICATIONS PACKET DATA ASSIGNMENT 

Byte 

1 2 3 4 5 6 7 8 9 10 

A
d

d
r.

 1
 

A
d

d
r.

 2
 

D
at

a 
1

 /
 P

ac
k

et
 

ID
 

D
at

a 
2
 

D
at

a 
3
 

D
at

a 
4
 

D
at

a 
5
 

D
at

a 
6
 

D
at

a 
7
 

D
at

a 
8
 

The packet identifier was incremented on each 
communications cycle, which meant that modules needing to 
send more information would take longer to complete 
transmission of all their data, but would not impact the speed of 
each communications cycle performed by the master controller.  

 

 

Setup
- Timer register
- ADC register
- I/O Ports
- Bus Clock
- Serial Comms Interface
- Enable interrupts
- Disable watchdog

Main Program

Main Routine
“Rolling Pass Filter”

Poll ADC registers every 
100ms, storing values in 

separate arrays for each ADC 
port. Place average of each 
array in a separate variable.

Declare functions and 
variables

Serial Interrupt

Read in bytes at serial 
port until 10 bytes 

present and address 
bytes correct

Send required ADC 
readings in a 10-byte 

packet

Set outputs according to 
data received

Return from interrupt

 

Fig. 7. Microcontroller programming structure 

 

 

 
Fig. 8. Screen shot of the ROV's GUI home screen 
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VII. TEST METHODS 

Before assembling the E-Pod, the chamber was first pressure 
tested in the test rig at the premises of ROV specialists, Marine 
Solutions. The pod was sealed, inserted into a large pressure 
vessel and pressurised to 45bar for 1 hour. This was 1.5 times 
the rated working pressure for the ROV and was done to prove 
a margin of safety at the rated depth of 300m (30bar).  

The E-Pod circuitry was then tested to determine the 
maximum speed of communications with each of the modules 
when operating the RS-485 network at 115.2kbaud. The ROV 
was connected to the user interface and measurements of the 
signal captured using an oscilloscope.  

The bottom E-Pod distribution PCB was connected, one 
channel at a time, to a resistive test load to determine the 
temperature rise of its copper tracks and components. 

After initial thermal tests and sensor calibrations had been 
completed, the E-Pod was fully assembled and connected to the 
rest of the ROV power and control system. A large resistive load 
was connected to the E-Pod output channels and the thermal 
performance of the system was monitored first in air at an 
ambient temperature of 19°C and then in 21°C water. 

VIII. TEST RESULTS 

No leaks were found at the end of the pressure test. 

The oscilloscope measurements of the RS-485 signals 
showed that the send and receive transaction with each module 
took 20ms. This would result in a 320ms period to complete 
communications with all 16 modules. 

The 48V power MOSFETs, as shown in the thermal image 
(Fig. 9), and their respective fuses were the hottest components 
on the PCB, while the copper tracks were significantly cooler. 
The temperature rise in the copper track adjacent to the 
MOSFETs was primarily due to heat conducted away from the 
MOSFETs. 

When dry and loaded to its rated currents for operation, the 
E-Pod was found to reach its maximum internal ambient 
temperature of 55°C after 15 minutes. When submerged in 21°C 
water and again fully loaded, the E-pod did not overheat, 
although it did reach an internal ambient temperature of 52°C 
after 91 minutes. 

IX. CONCLUSIONS & RECOMMENDATIONS 

It was found that the three types of seals on each pod – the 
lid seals, the bulkhead electrical connector seals and the vent 
plug seals – all performed as intended and were effective at 
150% of their rated working pressures.  

The 320ms serial communications cycle period fell within the 
required specifications for the system, but further gains were still 
possible. The baud rate of the system could still be increased 
quite substantially and a more efficiently designed GUI was 
expected to provide further gains. This done by reducing dead 
time between packets and avoiding communication timeout 
delays when attempting to communicate with inactive modules. 
It was also recommended that the RS-485 converter be 

programmed with custom-designed software to speed up the 
Ethernet-to-serial conversion. 

The 35µm thick copper tracks of the E-Pod distribution 
PCBs did not heat up as the theoretical design values predicted 
and proved to be an economical and reliable design. The E-Pod 
would not be fully loaded when out of the water so was not likely 
to overheat when dry unless ambient temperatures were 
significantly higher than 19°C. Submerged in water 21°C or 
cooler, the E-Pod could dissipate sufficient heat to keep its 
internal ambient temperature below the predetermined 55°C 
limit. 

 
Fig. 9. Thermal image of E-Pod PCB underside after 39 min. at 4.5 A on the 

48 V line of Connector 1 
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Abstract — The tractive force has to be interrupted during a 
gear-shifting operation in a manual vehicle transmission, leading 
into a decrease of speed while changing gears during the 
acceleration process. Therefore in a racing application, the 
shifting time has to be as short as possible so that the required 
performance of a racing car can be achieved. The following 
paper is a summary of the development of a transmission control 
system, to enable gear changes within a manual gearbox of a 
Formula Student drivetrain. To draw conclusions regarding the 
shifting time and to prove the functionality of the system, an open 
test bench is constructed. Additionally, the hardware and 
software is developed to enable the test run. By comparing the 
achieved shifting time of alternative solutions, an improvement in 
the driving performance of a Formula Student racecar is 
probable. 

Keywords—Shifting system, Shift-by-wire, Tractive force 
interruption, Formula Student, Shifting time 

I.  INTRODUCTION 
Various student teams from technical universities compete 

against each other in the racing series Formula Student. The 
objective is not only to develop the fastest car, but construction 
and performance is evaluated as well, taking into consideration 
the financial planning, and the sales arguments of the teams. 
The aim of the project is the acquisition of practical experience 
and application of theoretical knowledge provided in lectures 
[1]. 

Corresponding to the objectives stated above, the task of 
the K71 Project is the development of a specified drivetrain for 
Formula Student applications. The development is based on the 
existing K71 engine from the motorcycle manufacturer BMW 
[2]. The engine was customized by several modifications in 
order to meet the requirements of Formula Student 
applications. To take advantage of the modified power unit, the 
gearbox was modified in order to supply the driving wheels 
with the required tractive power [3]. During gear changes in the 
gearbox, the tractive force needs to be interrupted, leading to a 
decrease of vehicle speed during the shifting time. The 
discontinuity in the torque flow thus affects mainly the 
acceleration process [4][5]. Consequently the shifting time will 
have to be as short as possible, depending on how fast the dog 
rings can take up their positions. In order to enable shifting 
operations with the optimized gearbox of the K71 Project, a 
shifting system is required to position the dog rings. 

II. FUNDAMENTAL BASICS OF THE TRANSMISSION 

A. Gearbox of the K71 Drivetrain 
The gearbox of the K71 drivetrain is a four-gear mesh 

gearbox. To clarify the function, the gearbox layout is shown 
in Figure 1. 

Fig. 1. Gearbox layout: 1:Input shaft; 2: Output shaft; 3: Fixed gears; 4 
Loose gears; 5: Dog rings; 6: Clutch 

The fixed gears are mounted on the gearbox input shaft. 
The loose gears are connected to the gearbox output shaft by 
axial moveable dog rings. 

B. Mechanical shifting system 
Figure 2 shows an example of a typical sequential shifting 

system of a six-gear gearbox. The axial movement of the dog 
rings are enabled by axial moveable selector forks (1), which 
are controlled by a twistable selector barrel (2). A lever 
mechanism (4) ensures the positioning of the selector barrel in 
the required rotation angle, by turning the shifting shaft (5), 
which reaches outside of the gearbox housing. To hold the 
selector barrel in the selected position, a locking mechanism is 
used. A spring (6) moves the shifting shaft in its original 
position. A toothing structure (7) is located at the end of the  
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Fig. 2. Standard K71 gear-shifting system: 1: Selector forks; 2 Selector 
barrel; 3 Sprocket; 4 Leaver mechanism; 5: Shifting shaft; 6: Spring; 7: 
Toothing 

shaft, where a shifting lever is mounted in a form-locking 
manner. To do a shifting operation, the shift lever is moved up 
and down.  

III. SELECTION OF CONCEPT 

A. Direct Pneumatic Actuation 
A direct actuation of selector forks with pneumatic 

components was selected as the most feasible concept by 
means of a utility analysis. For the shake of clarity, only the 
selected concept shall be described in this paper. 

As the actuators are powered by a compressible working 
fluid, problems can occur in terms of the positioning of the 
selector forks. Therefore in this concept, two pneumatic 
cylinders are used to move one selector fork.  

Fig. 3. Principle of the direct pneumatic actuation: A: Neutral position; B: 
First gear engaged; C: Third gear engaged; 1: Rear mounting; 2: Pair of 
pneumatic cylinders; 3: Selector fork 

Figure 3 shows how two pneumatic cylinders are able to 
position the selector fork. The pneumatic circuit diagram is 
shown in the Figure 4. 

By the usage of a pneumatic system, no energy needs to be 
supplied while keeping the selector forks in their position. 

 

 

Fig. 4. Circuit diagram of the direct pneumatic actuation: 1: Pressure 
accumulator; 2: Air supply; 3: Pressure gauge; 4: Manual on-off valve; 5: 
Pressure regulator with gauge; 6: 5/2 way valves; 7: Pairs of double acting 
pneumatic cylinders 

Furthermore the energy for the system can be supplied by a 
pressure accumulator, therefore no energy needs to be supplied 
by the engine. This is combined by a reduction of mechanical 
components to transfer the force to the selector forks. 

IV. EXPERIMANTAL SETUP 

A. Test Bench 
An open test bench had to be constructed enable the 

function testing of the shifting system.  

The Figure 5 shows the CAD model of the developed test 
bench. The construction work was done with the CAD program 
Catia.  

Fig. 5. Test Bench: 1: Pressure accumulator; 2: Compressed air preparation       
3: Gear shafts; 4: Selector forks; 5: Valve terminal; 6: Pairs of pneumatic 
cylinders; 7: Linear potentiometers; 8: Drive; 9: Holes for the circuit board  

B. Dimensioning of the pneumatic cylinders 
 To choose suitable pneumatic cylinders, the movement 

range of the selector forks has to be considered. According to 
the available CAD data, the selector forks need to move 5 mm 
in each direction. Furthermore, the pneumatic cylinders must 
provide sufficed force to connect and disconnect the gear pairs 
as quickly as possible. As described in Section 2B, the selector 
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barrel in the standard gearbox gets turned to do a shifting 
operation.  

Fig. 6. Forces acting on the selector barrel: 1: Bolt of the selector fork; 2: 
Selector barrel  

The assumed amount of torque on the standard selector 
barrel is 8 Nm. This value is higher than the measured one on 
the standard K71 engine. However it can be expected, that 
shifting operations can be done safer and quicker with more 
powerful components. 

Assuming a force transfer without friction, the torque of 8 
Nm can be converted into the necessary force for the pneumatic 
cylinders, based on the geometry of the selector barrel. 

Figure 6 shows the forces acting on the selector barrel 
during a shifting operation. 

The tangential force 𝐹! results from the torque on the 
selector barrel and the diameter of the point of applied force on 
the selector barrel. The diameter of the applied force is, 
according to the CAD data of the standard selector barrel, 
49  𝑚𝑚. The tangential force is calculated by the following 
Equation. 

𝐹! =
2 ∗ 𝑇!
𝑑!

 (1) 

 
𝐹! = 326,5  𝑁 

 
• 𝐹!: Tangential force 
• 𝑇!: Torque 
• 𝑑!: Diameter of the point of applied force 

The force which is moving the selector forks to engage the 
gears is the axial force 𝐹!. This results from the force 
parallelogram shown in Figure 6 as follows. 
 

𝐹! = 𝐹! ∗ tan𝛼 
 

(2) 

• 𝐹!: Axial force 
• 𝛼: Inclination of the selector gate 

 
According to the CAD data, the inclination angle of the 

selector gate 𝛼 is 34°. In this way, the axial force can be 
determined. 

𝐹! = 220,2  𝑁 
 

As shown, the required piston force is 𝐹! = 220,2  𝑁. A 
suitable pneumatic cylinder is the "ADVC 25-5-I-P-A" from 

the company Festo, which will be used in the shifting system 
[6]. 

C. Dimensioning of the pressure accumulator 
The energy to power the pneumatic components is stored in 

a pressure accumulator. Therefore the test bench can be 
operated without an extern pressure supply. The accumulator 
has a capacity of two liters; the maximum pressure is limited to 
16  𝑀𝑃𝑎. In order to fill the pressure accumulator, the 
pneumatic connector located at the backside is used. 

To show the sufficient dimensioning of the pressure 
accumulator, the possible amount of shifting operations is 
calculated. The input parameters for the calculation are shown 
in Table I. 

TABLE I.  INPUT PARAMETERS DIMENSIONING OF THE PRESSURE 
ACCUMULATOR 

Characteristic Symbol Rating 

Pressure pneumatic cylinders 𝑀𝑃𝑎  𝑝!  6 

Piston diameter pneumatic cylinders 𝑚𝑚  𝑑!  25 

Piston stroke pneumatic cylinders   𝑚𝑚  ℎ 5 

Pressure resistance pressure accumulator   𝑀𝑃𝑎  𝑝! 16 

Capacity pressure accumulator 𝑙  𝑉! 2 

As shown, the calculation assumes a pressure of 6  𝑀𝑃𝑎 to 
drive the pneumatic cylinders. 

The basis for the calculation is the law of Boyle-Mariotte. It 
states, that the pressure of ideal gases 𝑝 is inversely 
proportional to the volume 𝑉, assuming a constant temperature 
and amount of substance. 

𝑝 ∗ 𝑉 = 𝑐𝑜𝑛𝑠𝑡. (3) 

In the case of the pneumatic shifting system, two states are 
assumed. In the first state, the pressure accumulator is filled to 
its maximum capacity. In the second state, the air escapes 
completely in a different chamber, where the pressure is 
𝑝! = 6  𝑀𝑃𝑎. 

The air volume in the second state needs is calculated as 
follows. 

𝑝! ∗ 𝑉! = 𝑝! ∗ 𝑉! (4) 

𝑉! = 5,33  𝑙 

The air volume 𝑉! is used to fill all the pneumatic 
components of the shifting system; furthermore it is used to 
power the pneumatic cylinders.  The air volume to power the 
pneumatic cylinders 𝑉!  is calculated as shown in Equation 5. 
Simplified just the volume of pressure accumulator is assumed 
to be filled, as is has a much bigger volume than the other 
pneumatic components. 

𝑉! = 𝑉! − 𝑉! (5) 

𝑉! = 3,33  𝑙 

To calculate the possible amount of movements with the 
pneumatic cylinders, the stroke volume of one pneumatic 
cylinder 𝑉!" is calculated. 
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𝑉!" =
1
4
∗ 𝜋 ∗ 𝑑!

! ∗ ℎ (6) 

𝑉!" =
1
4
∗ 𝜋 ∗ 25  𝑚𝑚 ! ∗ 5  𝑚𝑚 (7) 

𝑉!" = 0,00245  𝑙 

The possible amount of movements 𝑛! results from the 
following equation. 

𝑛! =
𝑉!
𝑉!"

 
(8) 

𝑛! = 1360 

For each shifting operation, two pneumatic cylinders are 
moved. An exception is the shifting operation from the neutral 
position to engage a gear and vice versa. Therefore, about 679 
shifting operations can be assumed. 

The filling of the other pneumatic components, such as 
pneumatic hoses, valves and the air preparation was excluded 
in the calculation. However, due to the high amount of 
calculated shifting operations, the capacity of the pressure 
accumulator can be considered to be appropriate. 

D. Hardware 
The hardware has to provide the necessary components for 

the data acquisition, processing and the electrical actuation of 
the valves. This includes components for the data input to 
allow the user to initiate a shifting operation. Furthermore 
additional options have to be provided to adjust the settings of 
the control software. The operator should also be able to access 
the status data of the system. Another requirement is the 
monitoring, to protect the gearbox or to ensure the driving 
stability in case of malfunctions. This also includes 
components for the processing of the measurement results from 
the linear potentiometers. To ensure a short shifting time, the 
hardware needs to operate quickly. 

Fig. 7. Functional architecture of the hardware 

Figure 7 shows the functional architecture of the hardware. 
The main component is the microcontroller, which executes the 
software program. Furthermore integrated storage possibilities 

allow to save data on the chip. Additional components in the 
microcontroller enable the connection of hardware peripherals 
[7] [8]. 

To actuate the valves, a valve driver is necessary. This 
component supplies the coils of the valves with the required 
electric power, as soon as an electrical signal from the 
microcontroller is received. This is enabled by NPN Darlington 
pairs connected to a free-wheeling diode [9]. 

As shown in Section 4A the position of the selector forks is 
detected by linear potentiometers. 

To use the signals from the linear potentiometers in the 
microcontroller, an analog-digital converter is necessary. The 
shown functional architecture assumes an analog-digital 
converter integrated in the microcontroller. 

Pushbuttons on the circuit board allow the command inputs 
"shift up" and "shift down".  

LED`s1 are provided for function testing during the 
development of the control software. 

In order to have more possibilities for command input and 
also to display the operating conditions of the transmission 
control system, an external computer shall be connected to the 
hardware. To do so, an RS232 transceiver is used to enable the 
communication between the microcontroller and the external 
computer by means of a serial interface [10]. 

E. Software 
The software has the task, to execute shifting operations 

initiated by the operator. For this purpose, the command input 
needs to be processed and the positions of the selector forks 
needs to be detected. As only one dog ring can be engaged at 
one time, it is important to recognize whether a dog ring is 
engaged or not. Therefor the voltage values of the 
potentiometers need to be compared with previous set values, 
which define whether a gear is engaged or not. On this basis 
electrical signals have to be sent to the valve drivers to move 
the dog rings in the required position. Another important aspect 
is to provide safety measures and to verify the accuracy of the 
measured potentiometer values. 

It is also important to enable the communication of the 
shifting system with the extern computer. Furthermore the user 
should be allowed to change certain parameters of the control 
system. 

Based on the state machine of the software, shown in 
Figure 8 the basic functions of the control software are 
explained. 

 

 

 

 

 

                                                             
1 Light-emitting diode 
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Fig. 8. State machine of the software 

After starting the software, the system is waiting for the 
initialization command (1). The command can be made by the 
first press of one of the push buttons or by the initialization 
command on the extern computer. During the initialization 
(2), the valve coils are energized to move the selector forks in 
the defined neutral position. Figure 9 shows the positions of 
the pneumatic cylinders in the neutral position. 

Fig. 9. Defined neutral position of the shifting system 

After the selector forks (6) are moved into the neutral 
position (7), the measurement values of the potentiometers are 
compared with target values, set in the shifting system. 
Therefore the accuracy of the linear potentiometers can be 
verified. 

If the measured values are outside of the range of tolerance 
(8), the shifting system switches in the error state (3). After a 
successful initialization, the system state is changed in the 
waiting mode (4). 

In this mode, a shifting operation can be made. Another 
initialization can be started was well. 

A shifting operation can be executed either by a command 
input on the extern computer or by pressing a push button on 
the circuit board. This changes the state of the system into the 
shifting mode (5). 

As an example, Figure 10 shows a shifting operation from 
the first to the second gear. 

 

 

 

Fig. 10. Process of a shifting operation 

At the beginning the first gear is engaged (A). This is 
recognized by the control software due to the measured 
position of the selector forks. As only one dog ring is allowed 
to be engaged at one time, the marked selector fork (6)(B) is 
moved towards the neutral position. 

A set threshold value of the potentiometers detects, whether 
a dog ring is engaged or not (12)(B). As soon as the selector 
fork passes the threshold value, the opposite dog ring can be 
moved into the second gear (C). 

Another threshold value set in advanced detects, when the 
selector fork has reached the end position (D). By means of this 
position, the shifting time can be calculated. In the following 
step the shifting system is switched in the waiting mode again. 

As described above, the software changes in the error 
mode, when the initialization wasn`t successful. Furthermore 
the error state is reached, when the maximum shifting time 
exceeds a certain value. Another shifting operation is 
impossible in the error state. By means of a successful 
initialization, the system can be changed in the waiting mode 
again. 

V. EXPERIMANTAL RESULTS 
The following chapter shows the test run. The objective is 

to find out the optimal settings for the test bench. Furthermore 
the possible shifting time shall be determined under these 
conditions. The speed of the gearbox input shaft is fixed for the 
testing.  

Therefore changeable settings are the potentiometer values 
defining, whether a dog ring is engaged or not. The threshold 
values are set with a certain tolerance. By reducing the 
tolerance, the shifting time should decrease as the selected gear 
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can be engaged earlier. However a reduction of tolerance 
increases the risk to engage two gear pairs at one time. This can 
lead into serious damage. A further possibility to influence the 
shifting time is to adjust the operating pressure. By increasing 
the pressure, the shifting time should be reduced due to 
stronger actors. However by increasing the operational 
pressure, the energy consumption increases as well. 
Furthermore the mechanical stresses of the pneumatic cylinders 
need to be considered, as the residual energy of the pneumatic 
pistons in the end positions can damage the actors. 

To find the optimal settings for the system, the above 
mentioned parameters are changed separately. The shifting 
time can be read from the terminal window after each shifting 
operation. To collect enough data for accurate test results, the 
shifting system did five upshifts from the first to the fourth gear 
and five downshifts from the fourth to the first gear. This 
results into 30 shifting operations with each setting. 

Table II shows the impact of the variation of the operational 
pressure on the shifting time. During the test, the tolerance of 
the potentiometers was set to the voltage value of 30. Table III 
shows the average shifting time while the tolerance of the 
potentiometer threshold values was changed. The operating 
pressure for the test was set to 6 bar. 

TABLE II.  CORRELATION BETWEEN OPERATIONAL PRESSURE AND THE 
SHIFTING TIME 

Pressure 𝒃𝒂𝒓  Avg. shifting time 𝒎𝒔  

1 - 

2 147 

3 78 

4 73 

5 67 

6 62 

7 61 

8 61 

TABLE III.  CORRELATION BETWEEN THE THRESHOLD VALUES AND THE 
SHIFTING TIME 

Tolerance
𝑨𝑫𝑪  𝒗𝒂𝒍𝒖𝒆  

Appr. Tolerance 
𝒎𝒎  

Avg. shifting time 
𝒎𝒔  

40 1,3 65 

30 1 62 

20 0,7 63 

10 0,3 62 

As shown in Table II, an increase of the operational 
pressure doesn`t influence the shifting time noteworthy, once 
the pressure is above 6 bar. The increase of the shifting time 
below 3 bar can be explained by the operation principle of the 
valves, which are operating according to the servo principle. To 
ensure a quick switching of the valves, the pilot air supply 
shouldn`t fall below 3 bar [11]. 

After reducing of the pressure to 1 bar, the valves couldn't 
operate timely, which resulted in an overrun of the shifting 
time set to 1000 ms. 

The variation of the threshold tolerances doesn`t have a 
noteworthy impact of the shifting time. However increasing the 
tolerance to any value isn`t useful, as these values would 
overrun the values of the neutral position. 

Due to the measurement results, an operational pressure of 
6 bar and a tolerance of 30 is considered to be suitable for the 
test bench. The expected shifting time is therefore about 62 ms. 

Due to the differences of the shifting system on the test 
bench, compared to the usage in the K71 drivetrain and the 
differing operating conditions, the shifting time might be 
slightly different in the drivetrain. 

One difference is the weight of the moveable parts of the 
system, which is higher on the test bench as the parts where 
manufactured from conventional steel. This increases the 
inertia forces during a shifting operation. Another aspect is the 
required sealing for the holes of the shifting rods in the 
drivetrain. These parts are not mounted on the test bench and 
will increase the friction loss during a shifting operation. 

The different operating conditions result from the speed of 
the gearbox input shaft. 

The maximum speed of the gearbox input shaft on the test 
bench is 256 rpm, whereas the speed of the shaft in the 
drivetrain will vary mostly between 1554 rpm and 5699 rpm.  

These values are calculated from the primary gear ratio of 
1,93 and the expected engine speed range of 3000 rpm to 
11000 rpm [3]. 

VI. CONCLUSION 
The in this paper, a transmission control system based on a 

direct pneumatic actuation was developed. The direct actuation 
enables the positioning of the selector forks without additional 
mechanical shifting elements inside the gearbox. This reduces 
friction loss. Furthermore the mechanical parts would have to 
be accelerated during the shifting operations and additionally, 
they add weight to the drivetrain. Another advantage of the 
pneumatic system is the energy supply, which can easily be 
stored in a pressure accumulator. 

The test run on the test bench, described in Chapter 5, 
shows an average shifting time of 62 ms. As described, the 
result does not necessary reflect the operations in the 
drivetrain, due to the different operating condition. 
Nevertheless by comparing the developed system with other 
concepts, the system can be considered to influence the 
dynamic driving properties of a Formula Student racing car 
positively. Firstly due to the low weight of the system which is 
expected to be about 4,7 kg (CAD data). Secondly due to the 
fact that the system requires no energy to be supplied by the 
engine. Assuming a shifting time of about 62 ms in the K71 
drivetrain, the developed system would be also beneficial in 
terms of a short tractive force interruption. Additionally the 
actuated system is capable of assisting the driver during a 
shifting operation, being easier to operate than a manual 
system. 
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Abstract—The final developments of a prosthetic hand, the 

Touch Hand, were made near the end of 2013. This hand was 

aimed at addressing the lack of sensory feedback in prosthetic 

hand technology. This paper discusses the technology and 

improvements on commercial prosthetic hands and the Touch 

Hand, whilst giving a brief insight into recent technological 

advances. These improvements are used to form a set of design 

objectives for the next iteration in design, the Touch Hand II. 

The associated research aims to contribute to low-cost and 

simplified mechanical and electronic design alternatives in hand 

prosthetics. 

Keywords—commercial prosthetics; new prosthetic technology; 

review; improvements; Touch Hand 

I.  INTRODUCTION 

The human hand is an integration of complex systems of 
tendons, nerves, muscles, and bones. Losing a hand limits the 
ability of a person to explore and communicate in their 
surroundings. An amputee has a reduced dexterity, having 
difficulties with manipulating and sensing objects. Physical 
differences to others can lead to psychological issues [1]. 
Estimates for persons living in the United States have been 
made, where more than 900,000 people have minor limb loss, 
and 664,000 people have major limb loss.  "Minor" limb loss 
includes amputation of digits (toes or fingers) or the hand, and 
is most common. "Major" limb loss includes amputation below 
the elbow (transradial), below the knee, above the elbow 
(transhumeral), above the knee, or the foot [2]. 

Currently, commercial prosthetic hands have the ability of 
moving individual fingers to grasp differently shaped objects, 
and are predominantly controlled using myoelectric signals 
(MES) detected during muscle contraction [1]. These hands 
can cost $35, 000 to $75, 000 [3]. 

The Touch Hand is a research based prosthetic hand that 
was developed at the University of KwaZulu-Natal. It was to 
attend to the issues of cost and sensory feedback in 
commercially available products. Although the prototype 
proved its usefulness, a number of possible improvements were 
identified, which this paper will investigate. The associated 
research aims to contribute to low-cost and simplified 

mechanical and electronic design alternatives in hand 
prosthetics. 

II. COMMERCIAL PROSTHETIC HAND TECHNOLOGY 

The most competitive commercial prosthetic hands include 
the i-limb Ultra Revolution by Touch Bionics, the 
Michelangelo by Ottobock, and the bebionic3 by 
RSLSteeper [4]. Each of these prostheses have similar but also 
different features to one another. These three hands have been 
designed for transradial amputees (amputated between the 
elbow and wrist). An image of the bebionic3 prosthetic hand 
can be seen in Fig. 1 [5]. 

 

 

 

 

 

 

 

 

 

 

 

Fig. 1. bebionic 3 

These prosthetic hands have been designed with a number 
of features. Motors are commonly used to give individual 
finger position control, however passive movement is also 
used, such as with the Michelangelo. The thumb, index and 
middle finger are actively driven, while the ring and little 
finger passively follow the others [4]. The thumb of the 
bebionic 3 is not completely electronically controlled, but is 
rather moved into different positions manually [6].  

All designs have a number of grip types. The Michelangelo 
gives a set choice of pre-defined grip patterns [4]. In the case of 
the bebionic 3, grip patterns can be customised in mobile and 
computer compatible software. User training is also done via 
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the provided software packages. Wireless connections between 
the prostheses and user software is made possible either 
through bluetooth or radio signals [7]. 

Other grip modes have also been integrated into these 
devices. The i-limb Ultra Revolution has a "compliant grip" 
that lets the fingers of the hand move until they are holding an 
object [7]. The "Auto-grasp" gives the hand the ability to detect 
false open signals whereby it automatically tightens to stop 
held objects from falling [8]. 

Wrist modules have also been designed, with some being 
optional and others already integrated. The two wrist 
attachments for the i-limb Ultra Revolution are: the Flex Wrist, 
and the Multi-flex Wrist [7]. The former option allows three 
manually selected wrist positions, which are locked in place, 
making an improvement on the natural feel and comfort [8]. 
The latter option enables load compensation by using a passive 
spring-loaded design, and can be adjusted within a 60º range 
[7]. The Michelangelo has its wrist design already integrated 
into the hand, with similar capabilities [4]. 

In terms of control, two myoelectric signal (MES) channels 
are commonly used for communication between the users 
muscles and the prosthesis. MESs are detected using surface 
mounted electrodes in these devices [6]. A drawback of these 
commercial prostheses is that none of them give sensory 
feedback, depriving the user of any idea on grip force, position, 
or other senses commonly felt by an unimpaired human-being.     

The mechanical design of these prostheses accommodate 
easy replacement of fingers.  The i-limb Ultra Revolution can 
use four different finger sizes. These sizes are split into two 
strength categories, small and medium, with the latter category 
using a larger motor. The palm section of the hand also comes 
in two different sizes [9]. Aesthetic and grip improvements are 
achieved using various cosmetic gloves that fit over the 
prostheses. 

An overall comparison of the main features in these devices 
can be found in Table I. The best value for each feature is 
highlighted in bold. 

TABLE I.  COMPARISON OF COMMERCIAL PROSTHESES 

Feature 

Prostheses 

i-limb Ultra 

Revolution 

[8] 

Michelangelo 

[4] 

bebionic3 

[6] 

Power Grip Srengtha (N) 136 70 140.1 

Lateral Grip Strengthb 
(N) 

35 60 26.5 

Hook Grip Loadc (kg) 90 n/a 45 

Finger Hook Loadd (kg) 32 n/a 25 

Closing Time (s) - Power 
Grip 

1.2 n/a 1.0 

No. of Grip Patterns 24 7 14 

Control 
2 MES 

channels 
2 MES 

channels 
2 MES 

channels 

Mass with Wrist (g) 515 600 698 

a. Thumb opposing other four fingers, closing into the palm; 

b. Thumb closes onto the side of the index finger; 

c. Partially closed Power Grip position; 

d. Partially closed individual finger. 

III. IMPROVEMENTS ON COMMERCIAL TECHNOLOGY 

There are a number of characteristics of commercial 
prosthetics that are lacking, or do not even exist. These, as well 
as possibilities in prosthetic research, are discussed in order to 
understand some of the gaps in the technology. 

A. Cost 

The high costs of commercial prostheses, usually in the 
range $35,000 to $75,000 [3], restrict the technology to those 
who can afford it. Minimizing the cost of a prosthetic hand 
would generate more opportunities for amputees with financial 
restrictions. Considering low-cost manufacturing methods, 
materials, and components will aid cost reduction. Designs 
which require less medical and technical assistance would 
reduce rehabilitation and maintenance costs, respectively. 

B. Sensory Feedback 

Without sensory feedback, most commercial prostheses cause 
their users more difficulties in detecting the state of their 
prosthesis in the environment, forcing them to use a significant 
amount of mental effort [10]. Haptic feedback is a non-invasive 
approach [11], which uses the sense of touch. Pressure, 
vibration, and neuromuscular electrical stimulation (NMES) 
are possible methods that can be used in this approach. 
Targeted sensory reinnervation (TSR) is an invasive approach 
that uses sensory receptors within the skin to transmit sensory 
information to the brain [10]. Invasive methods require the user 
to approve of a medical procedure. 

C. Control 

Simple myoelectric controller algorithms were developed 
approximately 50 years ago that used an electromygram 
(EMG) amplitude threshold value. The same technology is still 
used in advanced commercial prosthetic hands to date. The 
technique limits the number of hand functions, but it supports 
minimal selection time. The characteristics of these EMG 
signals can change due to prolonged usage; normally due to 
fatigue, movement of electrodes, and sweat [10]. This 
contributes to the difficulties in creating a very adaptable and 
robust control system using only EMG signals. Highly 
developed EMG pattern classification methods have not found 
practical implementations in commercial prosthetics, due to 
their unnatural control scheme. A natural control strategy that 
could adapt to EMG signal changes would be more valuable. 

Another observation made by the author, is that commercial 
prostheses do not integrate adaptable grip force control with the 
aid of slip detection. The basic principal operation is that when 
slip is detected, the grip force is predicted and increased to stop 
the object from falling [12].  

A design using a rich multi-modal input could motivate the 
development of autonomous controllers [10]. An example 
would be using movement and orientation measurements of the 
prosthesis, and other parts of the body, to compliment the EMG 
signals in predicting the desired hand configuration. 
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IV. RECENT PROSTHETIC TECHNOLOGY 

There have been recent advances in research and 
development technology for prosthetics. To give a brief insight 
into these advances, two projects, namely the Deka Arm 
System and the LifeHand2, are highlighted.  

The DEKA Arm System or 'Luke Arm' has been in 
development for the past eight years, and has officially been 
approved for commercialisation by the Food and Drug 
Administration (FDA). The advanced arm uses non-invasive 
control techniques, and provides haptic feedback to the user by 
transmitting signals to a tactor (vibrating motor). Control by 
the amputee is via surface electromyogram (sEMG) signals 
[13]. These signals are measured by electrodes attached to the 
surface of the skin, which are then processed by a micro-
controller-unit (MCU). The MCU then sends appropriate 
signals to the motors of the fingers for them to move. Pressure 
sensors integrated into the hand, measure grasping forces, 
which is used to feedback force signals to the user through the 
tactor. Different vibrations of the tactor correspond to different 
grasping forces, giving the user force control [14]. This arm is 
unique by using additional inputs switches on the users feet to 
perform complex tasks [13]. 

The second aforementioned project, LifeHand 2, aims to 
develop an implantable prosthesis system via the users nervous 
system [15]. An amputee recently allowed researchers to 
connect electrodes to the his peripheral nervous system, within 
his arm - an invasive method of retrieving myoelectric signals. 
He was able to control the gripping force of a prosthetic hand, 
distinguish different object shapes, and even their stiffness. The 
experiments were performed while the amputee wore a 
blindfold and earphones to block out additional senses [16]. 
The amputee can be seen in Fig. 2 [17] performing one of the 
tests.  

 

Fig. 2. Life Hand 2 Amputee Testing 

V. THE TOUCH HAND 

In the years 2013 and 2014, a prototype prosthetic arm was 
developed at the University of KwaZulu-Natal. The most 
prominent result of the research was the composition of the 
Touch Hand, consisting of three major segments; the hand, 
wrist, and forearm.  

A. Objectives 

Implementing a new approach to EMG control of a 
prosthetic hand was a primary goal. This was to be supported 
by a novel sensory feedback system, with the capability of 
relaying multi-sensory information to the user. An additional 
research goal was to establish an inexpensive, modular 
prosthetic arm that was able to give human-like functionality 
and performance, which would facilitate the primary goals. 

B. Mechanical Design 

Fig. 3 gives a visual comparison between the CAD and 
physical model of the final hand. The total number of degrees 
of freedom (DOF) that exist in the hand are 16. Seven motors 
were used in the hand, six for the fingers and one for the wrist. 
Acrylonitrile butadiene styrene (ABS) plastic was used to 3D 
print all the custom designed components. The total production 
cost of the hand was less than $1000, much less than 
commercial options. 

Fig. 3. Touch Hand: (a) physical hand, (b) CAD modeled hand 

Finger actuation was possible using a separate wire for the 
index, middle, ring, and small finger, while the thumb used two 
wires. Each wire was attached to a pulley, driven by a motor 
through a worm gear. Hence, the motor could wind or un-wind 
the wire, pulling or releasing the wire.  When the wires were 
un-wound by the motors, elastic bands would pull the fingers 
back toward full extension. The hand was attached to an 
amputee through a custom fit socket, and an arm strap. 

The finger open/close kinematics were graphically 
compared to a single human hand example, through spatial 
joint trajectories and velocities. Analytical errors were not 
determined, but the results showed approximately a minimum 
velocity error of 15%, and the maximum joint trajectories error 
was approximately 40 mm, or 100%.  

The major mechanical performance measures of the 
prosthetic hand have some significant discrepancies to human 
measurements. The power, hook and lateral grip forces of 
19.5N, 8.25kg and 3.7N, respectively, are 28%, 18% and 14% 
of the lowest value of the commercial products previously 
discussed, respectively. The closing time of the prosthetic hand 
was measured to be 2 seconds, 25% off of the measured human 
hand time. 
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C. Electronics 

The electronics was broken up into four primary sections: 
EMG sensors, tactile sensors, Haptic User Interface (HUI) and 
haptic feedback, and finally the motor actuation and position 
feedback circuitry. Fig. 4 represents the flow diagram of 
electronic communication between these areas. 

 

Fig. 4. Touch Hand electronics flow diagram 

A Seeeduino Mega development board, based on an 
Atmega 1280 microcontroller (MCU), was used to integrate all 
of the sensors, external circuitry, and control software. EMG 
electrodes were strategically placed on muscles to pick up 
contractions. Brushed DC motors were used for actuation. 
Motor positions were controlled with PWM signals, through 
dual h-bridge breakout boards. Flex sensors, positioned along 
the length of each finger, were used for motor positional 
feedback.  

The user was fed information via haptic (sense of touch) 
feedback, through a vibrotactile display (array of vibration 
motors). Force, temperature, and vibration sensors were 
incorporated in order to measure grip force, object slip, texture, 
and temperature. 

D. Control 

The Haptic User Interface (HUI) was designed to create a 
communication link between the user and the control of the 
prosthetic hand. A two channel EMG electrode setup was used, 
where each channel measured a specific muscle contraction. 
The user sends information to the MCU through the EMG 
electrodes, after processing this information, the MCU 
responds through the vibrotactile array, and moves the hand 
fingers as necessary.  

Different grip patterns are selected through the HUI menu. 
The user can navigate through a list of grip patterns categorised 
into different groups: opposed grips, non-opposed grips, 
gestures, wrist and elbow. Each of these categories then have a 
number of grip options. The menu initialises in the home 
position, followed by up and down navigation by the user 
individually contracting specific muscles. Selecting an option 
is done by simultaneously contracting two specific muscles.  

The hand has 7 different grip types to select from, as well 
as 12 different hand positions and gestures. More grips could 
be added to the HUI menu, however this would increase the 

maximum time to select an option. A maximum time of 5 
seconds was measured for selecting a grip type. 

Using the vibrotactile array, a feedback investigation was 
done using information of grip force, slip detection, object 
texture and temperature. Force and temperature information 
were easily integrated, however algorithms for slip and texture 
detection were not implemented. Instead, slip and texture 
detection data was simulated when performing tests with 
volunteers. The results showed that increasing the number of 
sensory feedback channels decreased the ability of the test 
subjects to discriminate the information. 

E. Problems and Improvements 

Following the previous description of the Touch Hand, 
there are some clear areas of improvement. These include, but 
are not limited to, aesthetics, grip adaptability, kinematics, grip 
forces, electronic hardware, motor control, user interface. 

1) Aesthetics: It is clear from Fig. 3 that the final hand 

does not have a close visual representation of the human hand. 

There are many corners, edges, flat surfaces, and exposed 

sections that cause this. It could have a cosmetic glove (a 

glove that has the aesthetics of the human skin), to give a 

realistic appeal. 

 

2) Grip Adaptability: A problem not previously described, 

is that the fingers are not able to adaptively grasp every type 

of object shape. An example is shown in Fig. 5, where the 

hand is attempting to grasp a round surface. The distal phalanx 

(end finger bone) and middle phalanx (middle finger bone) do 

not sit flush against the surface. This is due to the wire 

inducing torques about each joint of the finger. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 5. Touch Hand gripping a ball 

3) Kinematics & Grip Forces: The kinematic and grip 

force results, previously described, show a large gap of 

improvement. More emphasis on improving spatial joint 

trajectories will yield more realistic finger movements. 

Reducing the closing time of the hand will have a similar 

affect. Grip forces were described as being between 14% and 
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28% of commercial product values. These values should be 

increased closer to human abilities. 

 

4) Electronics: Improvements on the electronics include 

the aesthetics and motor control. Looking at the electronics of 

Fig. 3, it is obvious that the mess of wires and boards give an 

unpleasant visual appeal. Compacting the electronics in an 

enclosed area would result in more realistic hand-like 

aesthetics. Wireless technology for programming and self-

contained batteries for power could assist with this goal. Using 

flex sensors for motor position control requires a large amount 

of space in the finger. There are other positional feedback 

options, such as encoders, that would most likely give a higher 

positional resolution, whilst using less space. This would 

support a fast responding, high accuracy control system. 

 

5) Control: In terms of control, there are four subjects of 

improvement and future work. The first is reducing the 

maximum grip type selection time. Any human can make hand 

movement decisions in fractions of a second. The second 

would be to develop software that would assist with selecting 

the optimal position of the EMG electrodes on the available 

muscles. The third is that the strategy of using pulse length to 

discriminate various sensory intensities, was difficult for test 

subjects because they did not have a clear reference point. 

Using an alternative strategy may resolve this. The fourth and 

final possible improvement is to design and implement control 

for grip force. This could also include automatic grip force 

control through slip detection - the grip force on an arbitrarily 

shaped object would change such that it does not slip out of 

the grasp. 

VI. DESIGN OBJECTIVES FOR THE TOUCH HAND II 

This research is aimed at designing and developing a 
prosthetic hand for transradial amputees, implementing specific 
improvements on the Touch Hand. The hand shall be named 
the Touch Hand II. The objectives for this design are extracted 
from possible improvements on commercial prosthetic hands, 
the Touch Hand, and considering qualities desired by amputees 
using prostheses [18]. 

The objectives for the Touch Hand II are listed as 
improvements on the Touch Hand. These are: 

 aesthetics, by creating a compact mechanical hand 
design with self-contained electronics; 

 grasping compliance, by incorporating an adaptable 
finger grasping design; 

 implementing a low cost, novel grip force control 
design; 

 performance measures, such as reducing the hand 
closing time, increasing the gripping forces, and 
increasing the maximum loads; 

 modularity, by enabling the hand to measure a number 
of senses - temperature, vibration, grip force, finger 
position - for future feedback and control strategies. 

 cost, by keeping the total manufacturing cost below 
$1000. 

VII. CONCLUSION 

Amputations of the hand cause a person to struggle with 
interacting with their environment, due to the removal of a 
complex part of the body.  

Prosthetic hands have been around for centuries, however 
only in the past few decades electronically controlled 
commercial prosthetic hands have become available. These are 
able to form a number of grip patterns, controlling the position 
of each finger. 

Improvement areas of commercial hand prostheses include 
cost, modularity, control, and sensory feedback. The Touch 
Hand was developed to attend to some of these issues, although 
a number of improvements on the Touch Hand have been 
identified. A set of design objectives for a new prosthetic hand, 
the Touch Hand II, have been listed, which will address 
specific improvements on the Touch Hand. 
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Abstract—Since the World Trade Centre disaster in 2001,
rescue robots have been present at disaster sites. At each site,
different issues presented themselves. Very sophisticated and
expensive robots are typically used and although these have their
place, rescuers frequently do not have access to, or enough of,
these robots for their first response teams. A General Purpose,
First Response Rescue Robot equipped with basic sensors, that is
affordable enough to be fully integrated into rescue teams, could
be instrumental in providing rapid and reliable deployment of
rescue robots at disaster sites. In this paper, various disaster
sites are analysed and the current state of the art is investigated.
From this the requirements and challenges for such a robot are
determined.

Index Terms—Earthquakes, Tsunami, Terrorism, Reconnais-
sance, Inspection, Nondestructive testing, Mobile robots, Er-
gonomics, Identification of persons, Remotely operated vehicles,

I. INTRODUCTION

The nature of the high-risk environments in which rescuers
work has been a challenge as long as there have been disasters
to rescue victims from. During the Mexico City earthquake in
1985, 135 rescuers died - 65 of these due to flooding in col-
lapsed structures [1]. Robots are able to go into places where
humans cannot. Environments with low oxygen, extreme heat,
high toxicity, or with small entrances are all better suited to
robots than humans. For several decades, rescue workers and
fire-fighters have used trained dogs to locate victims trapped
in collapsed, burning or unsafe structures and although this
strategy is still used today, it has several drawbacks. Not only
is the loss of a dog’s life undesirable, dogs can only lead a
worker to the victim and cannot provide further information
on the condition of the victim or their surroundings.

To this end, a body of research and development work
exists in the emerging field of Urban Search and Rescue or
USAR. It has been broadly defined as “the strategy, tactics,
and operations for locating, providing medical treatment, and
extrication of entrapped victims.” [2]

As early as 1996, John Blitch identified Urban Search
and rescue as a field which “. . . is a very dangerous job for
human rescuers, poses an almost infinitely difficult spectrum
of challenges, and yet provides an opportunity for robots to
play a pivotal support role in helping to save lives..” [3] Since

then, many research and commercial institutions have been
developing a multitude of rescue robots for various use cases.

The first documented use of robots in a USAR operation
was in September 2001 with the 9/11 terrorist attacks [4].
At Ground Zero in New York, several teams with a variety
of different robots were dispatched to assist in the inspection
and clean-up phases of operations [5].

Although the efforts of the robotic USAR deployments in
New York failed to retrieve any living victims, it provided a
strong starting point for USAR robotics as a serious, practical,
and relevant research field. Subsequently, robot-assisted rescue
missions in the aftermath of Hurricane Katrina in 2005 [6]
and the nuclear disaster at Fukushima Daiichi power station
in Japan in 2011 [7], [8] have proved the value of robots as
members of USAR teams.

G Anthes states in an article, “Real disasters are infrequent,
and every one is different. The robots never get used exactly
the way you think they will, and they keep uncovering new
bottlenecks and problems. So it’s an emerging technology.”
[9]. It is this ever changing and challenging terrain that creates
a significant challenge for rescue robot designers.

Each type or class of robot comes with its own advantages
and limitations. Larger robots can navigate over rubble, but are
not able to fit down small voids. Specialised robots that mimic
the locomotion of animals such as snakes and fleas, to name
a few, are able to move only in very specific terrains such
as water or sand. UAVs are excellent at scouting the rescue
area but cannot be easily flown in restricted terrain or confined
indoor spaces. USAR situations provide additional challenges
in that cables, piping, and broken structural elements often
hang from above or protrude from below into otherwise usable
airspace.

By contrast, Micro rescue robots, which are described as
shoebox sized [5], are able to fit down small voids and
be carried on the back of a single rescuer - although their
small size limits their ability to navigate over larger obstacles.
It is these characteristics that make micro-robots the best
candidates for General Purpose, First Response Robots.

RoboCup Rescue and AAAI Urban Search and Rescue
competitions have provided an invaluable resource to robot
developers (primarily teams from academic institutions) in the
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form of competitions which pit robots against each other in a
series of challenge arenas that simulate disaster zones. These
are based on the National Institute of Science and Technology
(NIST) Standards for USAR robots [10] which provide a
system of benchmarking the performance of robots designed
for these applications. The University of Cape Town Robotics
and Agents Research Laboratory (UCT RARL) competed in
the RoboCup Rescue league in Mexico in 2012. Much of the
inspiration for this project comes from this competition and
the subsequent IEEE/RAS conference held in Turkey the same
year.

In Section II of this paper, various disaster rescue operations
are analysed for their use of robots and site specific challenges
are noted. Section III describes the need for rapid response
after the disaster has taken place. Currently available Peek
Robots are examined in Section IV and these are analysed for
the suitability for becoming a first response robot. Finally, Sec-
tion V concludes with proposed specifications for a General
Purpose, First Response Robot.

II. USE OF ROBOTS IN REAL DISASTER ZONES

Although many disasters can shed light on the topic of
rescue robotics, some of the most illuminating insights come
from the aftermath of the World Trade Centre collapse in
2001. Ten different robot models were deployed to the site,
although only three were used [5]. The rubble created terrain
too challenging for the robots to traverse and so the rescuers
had to carry them into the search areas. The difficulty of
carrying the larger robots and the fact that the voids were
very small meant that most of the robots delivered to the site
were too large to be effectively used.

The Inuktun MicroTracs and VGTV models were the most
used robots as they were able to be carried in a backpack to the
rescue site. The MicroTracs was used in 7 of 8 drops because it
was the smallest in size. A lack of trust in the robotic systems
also led rescuers to rely on dogs and other techniques even
when using a robotic system would have been faster [5] - and
quite possibly safer too.

The operators described numerous problems with many of
the robots at the site, including the fact that they were too
fragile and that their user interfaces were too hard to use. The
necessity of tether or rope management often left the rescue
workers themselves undesirably close to the hazards they were
aiming to avoid. This unpleasant and dangerous scenario is
depicted in Figure 1.

Stressed or sleep-deprived operators working long shifts
also experienced reduced cognitive capabilities and as such
found the robots more difficult than expected to operate.
Furthermore, when footage from the operation was reviewed
months later, objects such as human remains and watches were
identified that had been overlooked during the actual operation
[5].

The Inuktun VGTV was used again during two further
disasters, during the 2005 La Conchita Mudslides and after
Hurricane Katrina in 2005 [6].

Fig. 1. Rescue worker handling a robot’s tether at the WTC [11]

The terrain created by the mudslides caused the tracks to
fall off the robot and its performance was described as "no
better than could be achieved with a simple human operated
pole camera" [6]. During the Katrina rescue operation, the
robot was tasked to investigate partially collapsed buildings
to look for survivors. Although the teams did not succeed
in finding anyone, they did manage to successfully navigate
through buildings. They found it difficult to navigate over
larger obstacles, had trouble with lack of traction and were
under severe pressure to recover the robot as it was the only
one present at the disaster site. An apartment damaged by
Katrina can be seen in Figure 2. The front of the building is
structurally compromised and the partial collapse of the upper
floor makes it an environment particularly suited to robotic
inspection.

Fig. 2. An example of a damaged apartment building during hurricane Katrina
- taken from [6]

The collapse of the Municipal Archive in Cologne in 2009
created a different scenario in that an entire building collapsed
into a subway below [12]. This created a disaster area that was
mostly below ground level, filled with water and had very
small voids. Although two rescue robots were present at the
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site they were not utilised because the larger robot could not
fit into the voids, and the smaller robot could not get to the
voids as it lacked the mobility and ruggedness to travel there.

In March 2011 a huge earthquake and subsequent tsunami
left four reactors at the Japanese power station of Fukushima
Daiichi severely damaged. Here again, robots were used, and
the recovery work is ongoing. Because there were no victims
left inside time was less of a pressurising factor; this enabled
existing robots to be tailor-made for the task at hand [13]. The
first robot to enter the building was the iRobot Packbot, a large,
multi-function track-driven platform. It allowed operators to
determine that the radiation levels were too high for humans
to enter; however since Packbot could not climb the stairs in
the plant, its usefulness was limited. An existing and similar
robot, Quince, was then reconfigured to carry out specific tasks
within the building. Quince was able to climb stairs and take
all necessary readings, although tether management was once
again an issue.

III. NECESSITY OF RAPID RESPONSE

There are many more disasters in which rescue robots
could or should have been used, but many factors including
availability, expense and complexity have prevented this from
becoming standard practise. The future of rescue clearly
involves robots, the question now becomes how they can be
seamlessly integrated into the rescue process.

In disaster zones where people are trapped, the following
two key pieces of information can be important in understand-
ing the need for a First Response Robot.

Firstly, Table I illustrates how time critical rescue operations
need to be. After only 2 days trapped in rubble, the survival
rate falls by almost 60%.

TABLE I
TRAPPED VICTIM SURVIVAL RATE (RE-CREATED FROM [14])

Time Survivor Percentage
30 minutes 91% survive

1 day 81% survive

2 days 36.7% survive

3 days 33.7% survive

4 days 19% survive

5 days 7.4% survive

In addition to this, it takes an average of ten trained
professionals four hours to remove a victim simply enclosed in
a void space and ten trained professionals ten hours to remove
an entombed victim [14]. This further illustrates how time
critical finding victims can be, especially considering that the
rescue site may be large; having only one rescue robot, or
having an unreliable rescue robot, is not a viable solution. It
is also important to note that flying in specialised teams from
across the world that invoke large set-up times can result in
a lowering of victim survival rates. If each rescue department
was equipped with a First Response Robot, then the locating
of survivors would begin immediately with these robots, with

the specialised robots arriving later and integrating seamlessly
with the search effort.

In 2002, Murphy, Blitch and Casper proposed the most basic
level of robots for AAAI/Robocup as "Robust teleoperation
with basic mixed-initiative capabilities". These robots would
be teleoperated and able to handle rubble and confined spaces.
Mapping and planning would all be carried out manually by
the operator, whose "user interface is visual and capable of
displaying multiple sensors simultaneously." These sensors "...
should be able to detect the basic affordances of a survivor:
heat, motion, sound, and color." [15]

In 2006 Messina and Jacoff corroborated this with their
proposal of a category of inspection robots they termed "Peek
Robots" which could "provide rapid audio visual situational
awareness; provide rapid HAZMAT detection; data logging
for subsequent team work...", would be deployed by throw-
ing (amongst other suggestions) and would "trade mobility,
duration [and] sensing for increased expendability". [16]

This idea was further validated during the IEEE/RAS Sum-
mer School conference in Turkey in 2012, where comments
from actual rescue workers often described the need for
simple, robust inspection-class robots for initial surveillance,
rather than large complex systems. Also mentioned were
concerns over the expense of acquiring these robotic systems.

It is felt that a General Purpose, First Response Robot could
be the key in realising this goal. This robot would be one that
could be integrated into each fire department or first rescue
team and could be rapidly deployed into all disasters.

IV. CURRENTLY AVAILABLE RESCUE ROBOTS

The rescue environments reviewed in Section II vary signif-
icantly and provide distinct challenges in response to which
various types of robots have been developed. The section
below contains a discussion of some of the commercially
available rescue robots. As a First Response Robot needs to
be either man-portable or man-packable, there is specific focus
on this area.

A. UCT RARL Prior Work

As previously mentioned, RARL has experience in devel-
oping USAR-capable robotic systems. The "Ratel" UGV, a
large, track-driven platform [17] equipped with a powerful
robotic arm [18] and multi-functional sensor payload. This
work culminated in the Ratel competing in RoboCup Rescue
2012 in Mexico. Like many others in its class, it has to be
transported in large cases and the robot alone requires at least
two people to carry. Due to the complexity of the robotic arm
and configurable track-flipper drivetrain, as well as the number
of different sensors in the payload, two operators are required
to drive the platform at all times. This robot is similar to a
number of larger robots, such as Quince and Packbot, and is
not discussed in further detail due to its unsuitability as a First
Response Robot.
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B. Recon Robotics

Recon Robotics manufacture several similar robots under
the "Recon Scout ThrowBot" moniker [19]–[22]. Regarded as
a complete system, the Recon Scout offering is successful for
its simplicity and boasts an "instantaneous" deployment time
[20]. Each system is comprised of a robot and a controller.
They are designed primarily for military and tactical inspection
purposes in structurally stable environments, but their range
has expanded to include robots better suited to the rough
terrain typical of search-and-rescue scenarios [20].

The robot is a light, compact, two-wheeled tail-dragging,
“throwable” inspection robot carrying, at least, a camera. The
hand-held controller, called the "Operator Control Unit", has a
video screen and directional joystick, which is used to drive the
robot around and view the video feed. This is shown in Figure
3. The small size of the controller allows the robot to then be
controlled with a single hand, and the large stubby joystick
can be operated by a thumb, even when wearing gloves.

The robot is transportable in a backpack or attached to
a Molle vest, and the OCU hangs from a lanyard around
the operator’s neck. Upon reaching the area of interest, the
operator (who may require assistance to remove the robot
from the pack) removes a pin - similar from the firing pin
of a grenade - and the robot is then typically thrown into a
dangerous location.

Fig. 3. A ThrowBot and the OCU [23]

Full pricing details of the entire range are not freely
available, as some of the robots are considered "military tech-
nology" in the USA. However, with the civilian information
available, prices for the available "kits" (including one robot,
chargers, and one control station) range from US $7,500 to

around US $13,000, with single robots starting in the region
of US $5,000 [24], [25].

Initially, three models from the Throwbot range stand out
as potentially interesting to the topic under consideration: The
"Scout XL", The "Recon Rescue", and the "Scout LE". These
are briefly explored here.

Although some distributors [24] market the "Recon Rescue"
as a rescue-specific model, it appears to be a standard Throw-
Bot with no special abilities other than a coat of flourescent
yellow paint and the ability to be deployed with a tether.
It would be no better than the standard issue Throwbot at
climbing obstacles or traversing challenging terrain, and is no
longer featured on Recon Robotics’ main website.

The ThrowBot LE presents itself as a relevant subject
of study as it is marketed as "affordable" to police forces.
However it is unclear how this has goal has been achieved,
and no pricing information is made publicly available. Its
diminutive wheels appear unlikely to cope with challenging
terrains such as sand and debris, and as such would be
incapable of surmounting all but the gentlest of rubble fields.

The Scout XL (shown in Figure 4) is slightly bigger and
heavier than the others, at 216mm (wheel-to-wheel), 140mm
wheel diameter, and 0.64kg. It is rated to survive a drop or
throw from up to 4.6m - this resilience is partly achieved by
the design of the wheels, which have flexible elements that
deflect to absorb impact. These claw-shaped elements around
the driving surface of the wheel are designed with a dual
function of also providing grip on challenging surfaces such as
"rocks, grass, sand and debris" [21]. It is claimed to be capable
of climbing obstacles up to 102mm high, making it a more
suitable candidate for the harsh terrains often encountered in
USAR operations.

The Scout XL is equipped with the standard monochrome
camera, which has a 60 degree field of view and is addi-
tionally equipped with automatic infra-red lighting to enable
observations in total darkness. The robot is equipped with a
microphone, but it still lacks any method for communicating
with victims one might encounter in the operation, visible
lighting, or enough sensors to adequately detect "the basic
affordances of human life" as outlined in Section III.

Fig. 4. The Scout XL, with larger, obstacle-climbing, wheels. [21]
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C. iRobot 110 FirstLook

The FirstLook (shown in Figure 5) is a small-to-medium-
sized throwable inspection robot also designed for military and
tactical use, but is more rugged and physically capable than
the offerings from Recon Robotics. It measures 229 x 254 x
102mm, and moves by means of tracks which are driven by
wheels at each corner. Additionally, it features two flippers
which can be rotated coaxially with, but independently from,
the rear wheels, providing the FirstLook with a means of
climbing up ledges, over obstacles, and autonomously righting
itself after a fall.

Fig. 5. The iRobot Firstlook, flippers raised in anticipation [26]

Physically, the FirstLook is capable of surmounting a
178mm ledge, easily lifting itself onto a pavement or over
small obstacles. The flippers can also be used to raise the
camera to look up at objects above its usual field of view. The
two tracks are driven by wheels with curved spokes, designed
to absorb impact when thrown or falling, and with these it
can travel at up to 5.47km/h across ground. It is capable of
surviving a fall of up to 4.87m. The main antenna is protected
from damage, as it is mounted on a highly flexible joint; it
simply folds down in any direction and springs back into
position when the robot autonomously rights itself. The iRobot
also carries a rating of IP67 and thus is submersible up to 1m
depth, a huge advantage in dealing with the challenges posed
by disaster sites.

The FirstLook is equipped with four built-in cameras (front,
rear, and side facing) and has a "payload accessory port" which
allows for other optional sensors such as "specialized cameras,
thermal imagers, chem-bio sensors and charge deployment
accessories", [26] however these can adversely affect the
robot’s ability to be deployed by throwing. It is controlled
wirelessly with a game-style controller, which requires two
hands to operate, and includes a 5" LCD screen to relay
video feeds to the operator. This functions at a range of
up to 200m in line-of-sight conditions but will presumably
deteriorate significantly as obstacles are introduced.

As a complete system the FirstLook can be transported in a
large backpack which a single operator would have to remove
in order to access the robot. Multiple robots can also be used to

form an ad-hoc communication network, extending the useful
range of a single robot by employing a second, intermediary
robot to relay information back to the operator.

D. Inuktun

The Inuktun VGTV (Variable Geometry Tracked Vehicle),
now also known as the R2i2 Delta Extreme [27] was success-
fully used during the World Trade Centre collapse. It moves
around on flexible tracks which allow it to traverse challenging
terrains. One of its defining characteristics is also the ability
to reconfigure its wheelbase, going from a wide, flat structure
to a tall, narrow structure depending on the shape of the voids
it must traverse; this is shown in Figure 6. The vehicle is
capable of operating over a cable as long as 300 feet (90
meters) and can operate submerged to a depth of 10 meters.
The standard system includes bi-directional audio, variable
intensity lights, and a colour zoom camera. Options include
a variety of sensors, a battery pack, Digital Video Recorder
(DVR) and laser lines for on-screen sizing. Because the vehicle
can change geometry, its dimensions can range from 280 x 430
x 150mm to 280 x 280 x 340mm [27].

Fig. 6. The Inuktun VGTV, in three stages of its variable shape [27]

Once again, pricing information is not readily available, but
at the time of writing a second hand unit can be bought for
approximately US $ 7500.

Casper and Murphy [5] report that these robots could be
set-up within 1.5 minutes by experienced operators. They also
mention a second Inuktun robot used at the WTC, named the
"MicroTracs". It had the same specifications, but appears to
be smaller and has non-reconfigurable tracks which it uses
to move around. This robot is no longer a part of Inuktun’s
product offering. Their current line does feature similar-sized
miniature inspection robots - however these products are now
oriented more towards use in pipe and duct inspection and
are commonly fitted with curving or magnetic tracks for this
purpose. As such they would be unsuitable in a USAR scenario
where challenging terrain - often incorporating scrap structural
metal - is likely to be found.

V. CONCLUSION AND POSSIBLE FUTURE DIRECTION

There is a clear, immediate need for smaller, general-
purpose rescue robots. Although there are some capable of-
ferings or larger robots, they are better suited to specialised
tasks, are expensive, difficult to transport and operate, and in
many cases are simply too large to enter challenging terrains
with small voids.

Although some of the small- and medium-sized robots
reviewed here could potentially be seen as meeting this need,

89



their cost - typically several thousand US Dollars apiece -
limits their usability in actual rescue scenarios. This is a
two-fold issue; for some rescue teams and organisations the
initial cost is simply prohibitive, but for others who can afford
perhaps one or even two robots, the financial risk of losing
a robot is a limiting factor in deciding whether or not to
deploy it. Additionally, the ThrowBot and FirstLook systems
are both focused more towards tactical or military operations
which typically have less challenging terrain than those found
in USAR scenarios. Furthermore, additional sensors may well
be needed to render these systems truly USAR-capable.

In order to implement the proposed General Purpose First
Response Robots, work needs to be done to address the
shortcomings mentioned in previous sections. The features that
enabled these robots to operate effectively, or were missing
from the rescue operations are as follows:

The robot must be:
• carried in a backpack by a single rescuer
• low cost - The operator’s decisions must not be con-

strained by the risk of losing it
• rugged and waterproof
• able to either operate in all orientations or be able to right

itself reliably
• have improved tether management - either operating

without a tether or having some automated tether control
• able to operate continuously for at least 20 minutes
• deployed "instantaneously"
• equipped with sufficient sensors to determine the exis-

tence of nearby human life, and possibly automatically
identify these and highlight to operators

• able to carry a variety of specialised sensor payloads for
different scenarios

• easy to operate by sleep-deprived or stressed rescuers
In addition to these specifications, additional features could

be added that would greatly improve the functionality of the
system. Allowing the robot to be thrown or dropped would
ease deployment and prevent damage if the robot were to fall
down a vertical void. Although the average drop times at the
World Trade Centre were under 7 minutes, should a victim be
found, a longer battery life would be desirable so that audio,
light and even video could be streamed during the rescue
process. This would greatly ease the stress on the trapped
victim. Some method of extending each robot’s operating time
such that it could be used for multiple drops, such as a mobile
charging station, would be useful; this is preferable to having
to call in another robot. Further research into networks of
interconnected robots would also be invaluable as these small
robots could act as breadcrumbs, streaming data to all rescuers
and robots. Multi-robot systems, where large, small, micro,
and flying robots are used simultaneously, could also add great
value to the rescue operations.
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Abstract—Requirements of robotic systems for Urban Search
and Rescue vary according to the disaster, and a number of
systems have been developed to meet these needs. However it
has been identified that there is a need for a general purpose,
first response rescue robot. Such a robot would be small, rugged,
equipped with a basic general-purpose sensor payload, and be
easily transported. This paper outlines the design of a Low Cost,
Man-Packable, Rugged Rescue Robotic System intended to meet
this need. It discusses the requirements and implementation of
the system currently being developed by the Robotics and Agents
Research Lab at the University of Cape Town.
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I. INTRODUCTION

The attractiveness of robots for disaster rescue stems from
their potential to “extend the sense of the responders into the
interior of the rubble or through hazardous material” [1]. Their
increased expendability over dogs or human workers also
makes them ideal, especially for initial surveillance of danger-
ous areas. The first documented case where robotic systems
were used to assist the rescue operation was in the aftermath of
the 2001 terrorist attack on the World Trade Center [2]. While
no actual survivors were recovered, it served as a platform
to highlight the possibilities for the use of robotic systems
in Urban Search And Rescue (USAR). The knowledge from
this rescue operation along with subsequent robot-assisted
USAR operations has highlighted some of the difficulties and
shortcomings of the currently available systems. The major
difficulty for a USAR operation is the challenging and highly
varied nature of disaster environments, and although a number
of solutions have been proposed and developed in the past,
none have been cheap and reliable enough to infiltrate all areas
of USAR. In a companion paper [3], a review of the disasters
where rescue robots were used was made. This highlighted the
challenges faced by rescue workers in incorporating robots into
their teams, and in particular raised concerns about the existing
larger and more sophisticated systems. Following this, a review
of commercially available robotic systems, such as the Recon
Scout [4] [5] and the IRobot FirstLook [6] was conducted.

While these systems can fulfil the man-packable and throwable
requirements, they are far from low-cost solutions. From this
research, the need for a small, affordable General Purpose,
First Response Rescue Robot was shown.

In order to address this need, a rugged, low-cost, man-
packable robotic platform is being developed, which could be
used as a primary investigative tool in any disaster scenario.
It follows Jacoff’s recommendation that “the entire robotic
system and required tool can be carried by a single operator”
[1], can be deployed by throwing or dropping up to 3 metres,
and is cheap enough such that the robotic platform can be
considered to be disposable or expendable. Based on current
research, this is benchmarked at US $500. This is low-cost
enough that one or more robots could be present in each rescue
team and fire department and that they could be used without
significant concern for losing a robot. This would ensure that
rescue operations could commence without the need to wait
for more complex and specialized robots to arrive on scene.

II. SYSTEM OVERVIEW AND DEPLOYMENT STRATEGY

The system described in this paper was designed with the
objective of fulfilling the requirements of a man packable,
throwable, tether-less rescue robotic system. The robotic sys-
tem is comprised of two main subsystems. The first subsystem
is a wearable operator station, comprised of a transportation
device and user interface. The second subsystem is the robotic
platform, seen in Figure 1, which is mobile, throwable and
is used to explore the disaster environment. The tether-less
interaction between these two subsystems can be seen in
Figure 2.

Having multiple rescuers carry a single robot, in disaster
zones, is very cumbersome. The optimal ratio of rescue work-
ers to robots, for both transport and operation, is 1:1 [2]. The
transportation harness is attached to a tactical vest, creating
a man-portable system with the desired ratio. In addition
to transporting the robotic platform, the harness also houses
the in-field charging station, the communication and control
modules for the user interface. The in-field charging system
increases the operational range and efficiency of the system
by charging the robotic platform after each deployment.
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Fig. 1. Drawing of a prototype robotic platform

Fig. 2. Diagram of system data flow

Deployment of the robot is designed to be as easy as
possible, with the operator removing the robotic platform
from the vest and throwing or dropping the platform into the
inspection environment. The tail which is attached to the robot
can be used as a handle to ease carrying and assist in throwing.
On impact, the large wheels (seen in Figure 1) absorb the
majority of the energy of the impact, protecting the payload
located inside. The design of the platform allows for a variety
of specialised sensor payloads to be fitted. The first iteration
of the robotic system includes two payloads, the first of which
will incorporate minimum sensing requirements as defined by
Murphy [7] and completes the low cost configuration of the
system. A more advanced and expensive payload will be the
base for further higher-function sensor designs.

Due to the hazardous nature of rescue environments, there
is a reasonable chance for a rescue robot not returning safely
to the operator. To avoid the huge financial risk and operator
stress of losing a robot, this system was designed to be
expendable. However, since the operator remains in a place
of relative safety the operator station was not designed to be
expendable. Each operator station can be used with multiple
robots should any become lost or damaged or should different
robots with different sensor payloads be needed. Despite the
non-expendability of the operator station, the complete system
remains significantly more affordable than any commercially-
available alternatives. The specification of the proposed system

are summarized by Table I. As the operator station is the
point of human-robot interaction, we begin by describing this
subsystem.

TABLE I
SUMMARY OF SYSTEM SPECIFICATION

Robotic Platform
Specification Value

Operational Time 1 hour 10 min

Sensors Temperature, Audio, Vision

Illumination LED 200 Lumen

Communication Range (Indoor) 30m

Weight 1.6 Kg

Dimensions 298 x 396 x 223 mm

Drop Height 3m

Operator Station
Platform Charge Cycles 2

Human : Robot ratio 1:1

III. OPERATOR STATION

A. User Interface and Data Fusion

During the setup and initial phases of a rescue operation,
operators may not sleep for 48 hours and work in 12 hour
shifts [2]. Operator fatigue becomes a significant issue and
should be accounted for in the design of the operator station.
The operator may be wearing gloves, and the interface will
be exposed to the hazards and rigours of an urban search
and rescue operation. This indicates the need for a simple
and rugged operator interface. The simplicity of the operator
interface should extend to the training time as long training
times will significantly reduce the efficacy of a first response
system. To maintain the 1:1 human/robot ratio, the interface
should be hand-held. Taking all of these considerations into
account the the rugged hand-held controller seen in Figure 3
was designed.

Fig. 3. The Hand-held Controller

The controller circuitry is enclosed in an ergonomically
designed HDPE shell and includes a joystick for basic robot
navigation, four buttons to provide auxiliary functions and
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a 3.5” LCD screen for the display of sensor data. Selected
sensory data is overlaid onto the incoming camera feed to
be displayed on the LCD. Alternatively, should viewing the
LCD screen not be viable due to environmental factors such
as glare or dust, the video feed and sensor data can be viewed
via a set of FatShark Dominator FPV goggles included with
the pack. In order to reduce the weight and damage risk of the
hand-held user interface, all data processing circuitry is located
inside the transportation harness. User inputs and data to be
displayed on the LCD screen is communicated via a tether
between interface and the harness where the data is processed
using an ARM Cortex-M4 STM32F407 microcontroller. The
tether also serves to prevent the controller from being dropped
and/or lost.

The position of the joystick is translated into motor com-
mands which are transmitted to the robotic platform. The four
buttons allow modification of the sensory data displayed on
the on-screen display. This simple user interface with minimal
user inputs reduces the complexity of operational commands
and thus reduces training time. A Maxim MAX7456 on-screen
display chip overlays sensory data received from the platform
and the controller provides the operator with their GPS loca-
tion using an uBlox Neo-7M. Additionally, the controller unit
monitors the operator station power systems and charging of
the robotic platform during transport.

B. Transportation Harness Design

The transportation harness has multiple functions; it car-
ries the robot and the hand-held controller and houses the
computational circuitry of the communications system and
controller. A modular design segregates each of the four
functional modules into their own respective compartment.
These modules include, the on-board charging system, the
main processing unit, the power management and the wireless
transmission. The system is designed to be weatherproof while
still allowing the operator easy access to system controls and
data logging. The axles of the robotic platform are held by
slots in the harness which allow for quick deployment; these
are seen in Figure 4. The transportation harness is primarily
machined from HDPE due to its large strength to density ratio,
providing ruggedness at a light weight.

The harness has been integrated onto a Crossdraw tactical
vest (shown in Figure 5) which enables the system to be
worn by the operator. A high resting position of the system
distributes the bulk of the weight between the operator’s
shoulder blades, letting it rest directly on the hips.

IV. THE ROBOTIC PLATFORM

A. Platform Design

For ease of manufacture and to reduce costs associated with
mechanical complexity, the body is designed such that the
structural chassis, supports for fastening internal components,
and an outer ’skin’ are combined into single integrated parts.
As such, the bulk of the mechanical design is represented by
the top, bottom and front pieces of this shell (shown as an
exploded assembly in Figure 6). The front panel is designed

Fig. 4. Transportation Harness (top) & Transportation Harness with Robotic
Platform inserted (bottom)

Fig. 5. Crossdraw Vest with Carrier Pack Back View (left) & Front View
(right)

to support the sensors, cameras and other electronics that could
be carried by this robotic platform and as such is removable
and customisable to specific needs. Two small aluminium
heat-sinks are recessed into the shells to allow heat from
internal electronics, (RF transmitters and the motor controller
circuitry) to dissipate to the environment. All the mounting
surfaces incorporate a clearance for a rubber gasket, sealing
the inner workings of the robot from water, dust, and other
contaminants.

Two DC motors with built-in reduction gearboxes are di-
rectly coupled to the wheels. To absorb any forces that are not

93



taken up by the wheels themselves, the motors are completely
encased in dense impact-absorbing expanded polyethylene
foam, which allows a small amount of movement in any
direction.

Fig. 6. Exploded view of robot platform shell assembly

The battery, communication and motor control modules are
located at the rear of the platform. In order to reduce the cost of
the interchangeable sensor payloads, and to ensure reliability
of the platform, these are fixed components and are used for
all payload configurations. The sensor payload is positioned at
the front of the platform in a T-shape to maximise the frontal
area on which sensors can be placed.

Fig. 7. The Internal Structure of the Robotic Platform

The robot platform is equipped with enough control cir-
cuitry so as to be self-sufficient. All that it requires is power
from the battery and a serial data stream of instructions in a
pre-defined data packet format. In return it provides feedback
on temperature and current consumption of the system. This is
achieved with two Freescale MC33926 H-bridge drivers and
a low-cost MSP430 microcontroller which manages commu-
nications between the controllers and other sub-systems.

Although it is envisaged that the final product can be mass-
produced by injection moulding, a first iteration of these
parts have been manufactured by CNC milling at the UCT
Mechanical Engineering Workshop.

The mechanical design also incorporates a ’tail’ which
serves three purposes: firstly, to provide reaction torque to the
body of the robot when it is attempting to surmount obstacles;
secondly, to aerodynamically control the falling of the robot
such that it lands in a controlled fashion, face-first, on both
wheels; and thirdly as a handle to throw the robot in the
style of an Olympic hammer-throw, increasing its deployment
distance. Prototyping has shown that even a small ’dart’ tail
can have a dramatic effect on the falling orientation of small
robots whilst in free-fall. This tail is designed to, considering
the size of the wheels, leave the robot at a resting position
such that the primary camera’s field of view allows optimal
visibility of its surroundings.

B. Wheels and Shock Absorption
The design of impact-absorbing wheels is, broadly speaking,

not a well-documented field. Most prior designs are intended
to absorb very small deflections such as those usually expe-
rienced by automotive suspension systems, and as such are
only of peripheral interest to the challenge at hand. Many
other designs are not in the public domain as they are of
a proprietary commercial or military nature. As such, this
aspect of the design has relied heavily on an empirical testing
methodology.

In the interest of using materials that are both low-cost
and easily workable for testing purposes, the wheels are two-
dimensional structures laser-cut and laminated from sheets
of expanded polyethylene foam. An existing drop tester rig
has been re-purposed to drop a mass representative of the
finished robot, and it is instrumented with a high-G, high-
bandwidth piezo accelerometer. Additionally, a high-speed
camera captures video at 10 000 frames per second, enabling
image processing techniques to be used to corroborate the
accelerometer data. Images from this testing can be seen in
Figure 8.

Fig. 8. High-speed photography showing prototype wheels under drop testing

Wheels of varying densities and geometry were affixed
to the mass and dropped from varying heights to determine
the shock absorption capabilities of each wheel. The ease
of manufacture of these wheels allows for rapid prototyping
and affordable iterative design, with each wheel improving
on the rapidly-obtained results of the previous iteration. This
investigation is currently ongoing; Figure 9 shows some of
the wheel designs considered. At present the best wheels are
lowering the impact acceleration to as little as 90G, well within
the target of 250G, but a better-optimised design will trade off
some of this cushioning for decreased deflection so as not to
risk the suspension bottoming out.
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Fig. 9. Examples of some prototype wheel designs

C. Sensor Payload

One of the major downfalls of many existing systems is that
additional sensors are attached externally. This increases the
bulkiness of the robot and reduces its deployment options, as
the sensors are no longer protected. In order to circumvent this
issue, the system was designed to incorporate interchangeable
sensor payloads internally. The first generation prototype has
two sensor payloads; one has an aggressively minimalistic
design in order to reduce cost and operator training time. The
second has increased capability which will allow for future
addition of higher level data processing and additional sensors.

The minimum sensor requirement for an inspection class
robotic system includes a colour optical camera, lighting,
environmental temperature sensor and a microphone [7], [8].
This will allow the operator to inspect the environment using
both sight and sound. Additionally, as the robotic platform can
operate either way up, it is necessary to know the orientation
of the robot so as to invert the video feed and motor control
appropriately. A magnetometer and accelerometer provide
the system with a 6-degree-of-freedom IMU, adding to the
functionality of the platform with minimal additional cost and
power consumption. The sensor integration and communica-
tions with the operator and platform itself are managed by a
Texas Instruments MSP430 microcontroller which is both low
cost and low power, but is limited in its expandability and
processing power if further sensors or data fusion are required.

The second sensor payload will allow for a higher level
process such as image processing, proposed as future work.
This system is controlled by an ARM Cortex-M4 STM32F407
microcontroller, and incorporates the capabilities of the min-
imum requirement sensor payload, with added expandability.
There are additional power and communication ports available
for additional sensors - for example, the FLIR Quark thermal
camera and a 9-degree-of-freedom IMU are currently being
used.

V. DATA COMMUNICATION

To reduce the bandwidth requirement, the communications
between operator control station and the robotic platform have
been spilt across two different frequencies. The commands
and sensor data are transmitted using the Texas Instruments
CC110L, a low-cost transceiver operating in the 433 MHz

frequency range, while video and audio is transmitted using
a 1.3 GHz transmitter receiver pair originally designed for
hobbyist drones. As high data loss can be expected due to
the likely prevalence of RF-blocking concrete and steel in
an USAR environment, CRC checks are applied to the data
packets, to enable detection of corrupted packets. This has
lead to a zero packet loss in current tests. Motor commands
are separated out by the microcontroller in the sensor payload,
which then exchanges information directly via wire link to the
platform’s dedicated controller.

VI. POWER MANAGEMENT

Research into previous USAR operations has found that
the average operation time of a robot, before returning to the
operator, was 6.44 minutes [2]. However, at the point where
a victim has been identified, the robotic platform becomes
the means of communication with the victim, who will take
on average 4 hours to excavate [2]. Therefore both the full
operational and active standby modes need to be considered,
which can be defined as;

Full Operational Mode
Motors operating at 75% of maximum capacity, LED
illumination at 80% of maximum power and all sen-
sory and communication systems fully operational.

Active Standby Mode
LED illumination at 10% of maximum power, full
communication, optical camera, and microphone op-
erational.

TABLE II
OPERATIONAL MODE POWER CONSUMPTIONS

Operational Mode Power Consumption (W)
Full Operation 37.5

Active Standby 6

The data in Table II is calculated from tests of our prototype.
Assuming 4 minutes of full operation before identifying a
victim and a 5 hour excavation time [9], a 2200mAh 4S
Lithium Polymer battery could be selected. However to allow
for future sensor payload power requirements and a safety
margin, a 3000mAh battery was selected.

The operator station is required to be battery powered, to
allow deployment of the robotic platform from any location
in the disaster environment. As suggested by Barnes [10],
field charging has been incorporated in the system allowing
for two charge cycles of the robotic platform. The power
for this in-field charging is provided by a large 8000mAh
Lithium-Ion battery contained in the transportation harness.
The control station’s battery is also able to be charged while
the robotic system is in storage, using a separate power supply.
This allows for both batteries to always be fully charged once
required for an operation. Due to the risks [11] associated with
lithium batteries, considerable efforts have been undertaken
to protect the operator in the event of a battery malfunction.
A battery protection board is included on the transportation

95



harness, disconnecting the 8000mAh battery from the rest of
the system should any battery faults occur, such as cell over-
voltage, under-voltage, or over-temperature. This also provides
cell-balancing functionality.

In the platform, a two-tier battery protection system has
been implemented. The primary battery protection is per-
formed by a state-of-charge IC. When an over-voltage or over-
current event is detected, the battery is disconnected from the
system using two MOSFETs. The system can be software
reset once the event has passed. Should the primary battery
protection fail, the secondary battery protection IC opens a
high current path, limited to 60A, which is used to blow a 10A
fuse disconnecting the battery and the system permanently.
This is a destructive last-resort mechanism; once activated,
both the battery protection system and the fuse need to be
replaced. The batteries are also mechanically protected from
piercing or other damage by their strategic placement within
the housings of the platform and control station.

VII. COST BREAKDOWN

Based on the recommendations outlined in the companion
paper [3], the combined robotic platform and basic sensor
payload are designed to be expendable. As such, this cost
is benchmarked at USD $500. The operator control station
is more expensive, although the combined system is still,
orders of magnitude cheaper than the competitors [12], [13].
A detailed cost breakdown is shown in Table III.

TABLE III
COST BREAKDOWN BY SUBSYSTEM

Sub-system Production cost
(Estimated USD)

Operator Control Station Total: $1100

HDPE mountings $350

Battery and Electronics $650

Tactical Vest $100

Robotic Platform Total: $445

Motors & Control Circuitry $200

Power System $70

Communication System $55

HDPE shell $100

Wheels and Tail $20

Basic Sensor Payload Total: $40

VIII. CONCLUSION

Our development thus far has shown that it is possible,
within the financial limitations of keeping the robot expend-
ably cheap, to build a suitable general-purpose, first-response
robotic rescue system. Although some sub-systems are still
under development, the work thus far shows a reliable proof-
of-concept. The platform is simple enough to be affordably
replaced, and rugged enough to withstand deployment by
throwing. The operator control station provides a safe and easy
method of transporting, charging, and controlling the robot
during rescue operations, and requires only one operator per

robot. Sensor payloads are basic but effective and have the
capacity to be extended in future work.

IX. FUTURE WORK

The full integration and testing of the current system has not
been completed and hence will be the focus of the future work.
Critically, testing of the system in a real world environment -
either an actual disaster or a simulated environment - will
provide invaluable information. This will guide the future
steps of development and highlight specific target areas for
improvement.

A variety of areas for further development have been noted.
For example, detailed FEM simulations could be valuable
in optimising the designed geometries of the wheels and
shell components in terms of increased strength or reduced
mass/cost. Following the advice of Murphy and Casper [2],
real-time image processing could be implemented to allow for
the detection of objects associated with victims such as body
parts, watches and glasses.

Although this robot is presently configured to be tether-less,
certain rescue scenarios may benefit from the use of a tether.
To mitigate the know disadvantages of tether use [2], [3], some
tether management system could be developed.
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Abstract—Monitoring animal behaviour can prove challenging
when working in inaccessible environments. This problem can be
addressed by using animal attached accelerometers and automatic
classifiers. This study considers the feasibility of using specially
designed hardware to capture three-dimensional accelerometer
data from sheep and to subsequently automatically classify their
behaviour on the basis of these measurements. Five common be-
haviours have been identified: Lying, standing, walking, running
and grazing. Linear discriminant analysis (LDA) and quadratic
discriminant analysis (QDA) classifiers were trained based on 10
features. A greedy selection procedure was used to determine
which features provide the highest classification accuracy. It is
shown that both classifiers can automatically identify the five
behaviours with high accuracy when all the features are used for
training. The LDA and QDA classifiers achieved an overall accu-
racy of 87.1% and 89.7% respectively. Grazing was misclassified
the most in both classifiers, because it was confused with lying.
This result was expected considering the high similarity between
the raw accelerometer data associated with grazing and lying.
The QDA classifier showed larger improvements when using a
smaller number of features.

I. INTRODUCTION

The study of animal behaviour provides us with a better
understanding and insight to their health, which is a priority
in conservation attempts. While monitoring animals in a su-
pervised environment is relatively simple, this is not true for
unsupervised animals in their natural environment. In this latter
case, monitoring can be achieved by attaching sensors to the
animal. Depending on the type of sensor, information concern-
ing the animals energy expenditure, location, speed, heart rate,
temperature and behaviour can be monitored. This provides
researchers with information on the behaviour of animals in
environments that are inaccessible for human observation.

An accelerometer is often used in animal monitoring sys-
tems. It can be embedded in a lightweight tag which can be
attached to the animal with minimal obstruction or interfering
with the natural movement of an animal. Mono- and bi-axial
accelerometers are available, but have a few disadvantages
compared to a tri-axial accelerometer [1]. Measuring the
acceleration in all three axes provides a more complete picture
of animal movement patterns and could reveal information that
would have otherwise been missed.

Several studies have considered the classification of ani-
mal behaviour with the aid of accelerometers. Goat grazing
behaviour has been automatically classified with high success
rate using tri-axial accelerometers [2]. In this work moving
averages were used in conjunction with selected threshold
values to distinguish between resting, eating and walking.

A recent study extended this work by using the k-nearest
neighbour classifier [3]. It found that the classification accuracy
was comparable to what was achievable using more complex
techniques. In different work, the recognition of cow behaviour
was investigated by applying support vector machines to 3-axis
accelerometer data [4]. This study attempted to distinguish
between eight behaviours and achieved an accuracy of over
80% for all the classified behaviours. Another study com-
bined support vector machine and hidden-Markov models to
classify the behaviour of cheetahs [5]. In this way it was
possible to classify five minute segments intro three behaviour
classes (feeding, mobile and stationary). Finally, the behaviour
of vultures was classified using classification and regression
trees, random forests, support vector machines and artificial
neural networks with linear discriminant analysis (LDA) [6].
Although the LDA classifier was intended as a baseline, it was
found that all the algorithms had an accuracy of 80% or higher,
with the non-linear algorithms outperforming LDA.

This study considers the feasibility of using specially
designed hardware to capture three-dimensional accelerometer
data and subsequently automatically classify the behaviour of
sheep using LDA as well as quadratic discriminant analysis
(QDA). LDA was chosen for this preliminary study because
it was used as a baseline classifier in a previous study. The
QDA classifier was subsequently investigated and compared
to LDA, since it is a simple extension of the LDA classifier.
The classifiers were used to distinguish between five common
behaviours types.

II. MATERIAL AND METHODS

A. Site and animals

Data collection was performed on a farm (Rooivlei) in
Carnarvon, Northen Cape, in July 2014. The owner of the
farm provided access to the livestock for the experiment. Five
sheep were randomly chosen on each of 3 separate days. The
sample size was constrained by what was practically feasible
at the time of the study. The sheep were held in a camp large
enough to allow for unrestricted movement throughout the day.

B. Hardware

The hardware (referred to as the tag hereafter) consisted of
a 3-axis accelerometer, SD card, microcontroller and battery.
The tag was designed to allow the accelerometer to be con-
stantly sampled at a frequency of 100Hz and to subsequently
store the measurements on the SD card. The tag was enclosed
in a durable casing and fitted around the necks of the sheep
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Fig. 1. (a) A photograph showing how the tag was attached around the
sheep’s neck. (b) A sketch of the accelerometer axes relative to the sheep

TABLE I. FIVE OBSERVABLE BEHAVIOURS OF THE SHEEP

Behaviour Description
Lying The sheep is lying down with its head

on the ground.
Standing The sheep is standing with its head up.
Walking The sheep is walking at a slow pace.
Running The sheep running at a fast pace.
Grazing The sheep is grazing with its head

down while standing still or walking
slowly.

using collars as seen in Figure 1a. The hardware was placed in
approximately the same orientation on all the tested animals.

Figure 1b shows the orientation of the accelerometer’s axes
when the tag is attached around the sheep’s necks. In the
same figure it can be seen that movement in the x-axis is
associated with the left-right movement of the sheep. The y-
axis is associated with the up-down movement of the sheep and
the z-axis is associated with the forward-backwards movement
of the sheep.

C. Data collection

Data was gathered on three separate days. The sheep were
collected in the mornings and the tags were fitted around their
necks. The sheep were lead to the camp and left undisturbed
for the duration of the day. The hardware logged the accel-
eration of the sheep at a rate of 100 samples per second
throughout the day. Five common behaviours (Table I) were
identified: lying, standing, walking, running and grazing. The
sheep were monitored from a distance on the three testing days
and the behaviour of the herd and corresponding time-stamps
were manually logged. The sheep were also chased on various
occasions to collect “run” data, because there was little reason
for them to run without provocation.

At the end of the day the sheep were collected, the collars
were removed, the data was downloaded from the SD cards
and saved to a file. Each data file included the following
information of interest: an ID of the current logging session,
timestamps in milliseconds and the acceleration along the three
axes.

Each data file was manually segmented and labelled with
the corresponding behaviour by reconciling the logged data
with the manual annotations. A summary of the data collected
for each behaviour and sheep is displayed in Table II. The

TABLE II. DISTRIBUTION OF DATA COLLECTED FOR EACH
BEHAVIOUR CLASS AND SHEEP (HH:MM:SS).

Sheep Lying Standing Walking Running Grazing Total
1 tag1 0:00:00 0:03:43 0:09:27 0:04:14 0:13:37 0:31:01

1 tag2 0:00:00 0:02:46 0:08:55 0:04:16 0:17:32 0:33:29

1 tag3 0:00:00 0:01:32 0:10:45 0:05:24 0:19:26 0:37:07

1 tag4 0:00:00 0:04:13 0:07:36 0:05:02 0:09:20 0:26:11

1 tag5 0:00:00 0:04:03 0:08:04 0:05:31 0:08:01 0:25:39

2 tag1 5:08:43 0:13:28 0:55:27 0:05:45 1:11:45 7:35:08

2 tag2 5:52:14 0:04:37 1:07:50 0:05:45 1:43:18 8:53:44

2 tag3 1:17:24 0:01:09 0:28:48 0:04:20 0:21:28 2:13:09

2 tag4 1:23:32 0:04:06 0:20:51 0:04:52 0:11:17 2:04:38

2 tag5 0:21:12 0:00:34 0:04:58 0:04:22 0:03:09 0:34:15

3 tag1 0:29:59 0:03:44 0:24:16 0:04:18 0:15:50 1:18:07

3 tag2 0:39:33 0:00:44 0:25:29 0:04:19 0:23:00 1:33:05

3 tag3 0:30:24 0:06:49 0:31:22 0:04:16 0:27:02 1:39:53

3 tag4 0:54:56 0:02:33 0:33:13 0:04:16 0:22:15 1:57:13

3 tag5 0:40:05 0:00:53 0:31:14 0:04:50 0:20:17 1:37:19

Total 17:18:02 0:54:54 6:08:15 1:11:30 6:27:17 1d 7:59:58

sheep ID consists of the testing session (day 1, 2 or 3) and the
tag’s number. “Lying” behaviour was not observed during the
first testing session.

D. Linear discriminant analysis

Linear discriminate analysis (LDA) is a simple linear model
used for classification. This classification technique can assign
an input vector x (features) to one of K classes (Ck) using a
linear decision boundary. An underlying assumption of LDA
is that all classes share the same covariance matrix. LDA can
be extended to quadratic discriminant analysis (QDA) if a
covariance matrix for each class is employed. This changes
the decision boundary between classes from linear to quadratic
[7].

1) The two class case: Fisher’s linear discriminant is used
to solve this classification problem for higher dimensional data
by using the following criterion [8]:

J(w) =
wTSBw

wTSWw
(1)

where SB is the between-class covariance matrix:

SB = (m2 −m1)(m2 −m1)
T (2)

and SW is the within-class covariance matrix:

SW =
∑
i=1,2

∑
x∈Ci

(x−mi)(x−mi)
T (3)

Lastly, w is the optimal projection matrix. The criterion
J(w) can be maximized by differentiating with respect to w
to find:

(wTSBw)SWw = (wTSWw)SBw (4)
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From Equation 2 it can be seen that SBw will always
be in the direction of (m2 − m1). Furthermore, since only
the direction of w is important, the scalars (wTSBw) and
(wTSWw) can be dropped. By multiplying by S−1

W , Equation
4 reduces to the transformation vector:

w ∝ S−1
W (m2 −m1) (5)

Fisher’s linear discriminant tries to project D-dimensional
data to a lower dimension in the direction which that max-
imises the projected difference in between-class means while
minimising the within-class variance. After the data has been
projected to a lower dimension, a linear (or quadratic) bound-
ary can be selected to separate the classes and new data can
then be classified.

2) The multi-class case: Fisher’s linear discriminant can
be generalised to multiple classes (K > 2). To do this, the
between-class and within-class covariance matrices must be
reformulated to incorporate all of the K classes. Equations 2
and 3 can be rewritten as [8]:

SB =
K∑

k=1

Nk(µk − µ)(µk − µ)T (6)

and

SW =
K∑

k=1

∑
x∈Ck

(x− µk)(x− µk)
T (7)

Where Nk is the number of samples in class k, µk is the
mean for each class and µ is the total mean of all the classes.
Again the criterion in Equation 1 must be maximized in order
to find the decision boundary. This can be obtained by solving
the generalised eigenvalue problem [9]:

SBW = λSWW (8)

Eigenvalue decomposition of S−1
W SB can be used to find

the projection matrix. W will contain the eigenvectors result-
ing from this decomposition.

E. Data preprocessing and feature extraction

The accelerometer data was preprocessed using Python’s
Scipy library (version 0.14.0) [10] as shown in Figure 2.
Each segment file was loaded and examined to make sure the
segment contains at least 512 samples in order to have a epoch
length of 5.12 seconds. An epoch length of 5.12 seconds was
selected to window the segments as it was found in [11] that a
3-5 second epoch was optimal. The three acceleration values
were then low-pass filtered using an 8th-order Butterworth
filter with a cut-off frequency of 10Hz before applying a
Hamming window. Consecutive features were obtained by
allowing a 50% overlap in this data window. The features
extracted were based on those recommended in [4] and [12]
and included the following 10 features that consisted of 31
variables:

Segment file Load segment

Low-pass

Extract

Save features

directory file

filter

features

to file

Apply Hamming
window

Repeat
for all
data
files

Fig. 2. Flow chart of the feature extraction process.

• Mean
• Standard deviation (STD)
• Variance
• Skewness (Skew)
• Kurtosis
• Maximum and minimum value (MaxMin)
• Energy
• Frequency-domain entropy (FreqEntropy)
• Pairwise correlation between the axes (Corr)
• Average signal magnitude vector (ASMV)

The skewness and kurtosis was calculated for each axis.
The skewness provides insight on the symmetry of a frame
while the kurtosis serves as an indication of peakedness relative
to the normal distribution. The aforementioned was accom-
plished by calculating the third and forth standardized moment
of each axis per frame. The “MaxMin” feature contains the
maximum and minimum value for each axis in a frame. This
results in a vector with 6 values which represents the dynamic
range. The energy was calculated as the sum of the squared
FFT magnitudes with the DC component excluded. The sum
was then normalised by the window length. The frequency-
domain entropy was calculated by normalising the FFT and
then treating the FFT magnitudes as discrete probabilities.
The frequency entropy has been found useful to discriminate
between behaviours with similar energy values [12]. The cross-
correlation between each axis pairs were calculated as the ratio
between the cross-covariance and the product of the standard
deviations. The average signal magnitude vector (ASMV) for
each frame was calculated by summing the vector length over
the frame and normalising the result with the frame’s length.

The distribution of each feature was visualised in a 1-
dimensional histogram to visually inspect the underlying dis-
tribution. It was found that the “Skew” and “MaxMin” features
resembled a Gaussian distribution, while the rest of the features
had a closer resemblance to a Rayleigh distribution.

99



TABLE III. NUMBER OF USABLE FRAMES EXTRACTED FOR EACH
SHEEP AND BEHAVIOUR.

Sheep Lying Standing Walking Running Grazing Total
1 tag1 0 59 145 65 229 498

1 tag2 0 46 141 72 330 589

1 tag3 0 27 198 88 359 672

1 tag4 0 73 123 82 157 435

1 tag5 0 58 121 84 125 388

2 tag1 7202 248 1003 94 1214 9761

2 tag2 8237 75 1291 101 1803 11507

2 tag3 1807 23 560 76 392 2858

2 tag4 1954 82 357 88 201 2682

2 tag5 494 11 84 74 53 716

3 tag1 697 64 447 69 260 1537

3 tag2 913 12 464 69 402 1860

3 tag3 707 130 610 71 508 2026

3 tag4 1281 46 608 63 390 2388

3 tag5 934 14 559 73 340 1920

Total 24226 968 6711 1169 6763 39837

FeaturesExtract

Train classifier

Test on

features

with 9 sets

remaining set

Split into

on disk

10 sets

Calculate
accuracy

10-fold
cross-validation

Test
next

feature

Select highest
scoring feature

feature sets

Done

Keep
for

next
iteration

Feature
list

Select balance

Fig. 3. The greedy feature selection procedure.

A breakdown of the number of usable frames extracted for
each sheep and class is presented in Table III

F. Classification

The Python LDA en QDA implementations in Scikit Learn
(version 0.14.0) were used to determine the best features to
use for sheep behaviour classification.

A greedy feature selection procedure, as illustrated in
Figure 3, was used to determine the best combination of
features. For each iteration of the procedure, a balanced subset
(an equal number of frames for each class) was selected for
classification. The procedure tested each feature’s classification
accuracy and then retained the feature with the highest score.
The accuracy was defined as the overall correctly classified

TABLE IV. CONFUSION MATRIX RESULT WHEN USING THE QDA
CLASSIFIER WITH ALL THE FEATURES USED FOR CLASSIFICATION.

Observed Predicted behaviour Total

behaviour Lying Standing Walking Running Grazing

Lying 898 26 0 0 36 960

Standing 10 914 34 0 2 960

Walking 0 18 900 12 30 960

Running 0 0 4 946 0 950

Grazing 270 7 45 0 638 960

Total 1178 965 983 958 706 4790

feature vectors as a proportion of the total classified feature
vectors [3]:

Accuracy =
TP + TN

TP + TN + FP + FN
(9)

Where TP , TN , FP and FN are the true positive, true
negative, false positive and false negative counts respectively.
The procedure iterated until all the features were used in
classification. 90% of the balanced subset was used for training
the classification algorithm and the remaining 10% was used as
a testing set. 10-fold cross validation ensured best utilisation
of the limited data. The total accuracy for each cross vali-
dation iteration was the average over the 10 cross-validation
iterations. Both LDA and QDA classification were evaluated
using this procedure.

III. RESULTS AND DISCUSSION

The LDA and QDA classifiers were both tested using the
greedy feature selection procedure described in Section II-F.
The results are presented in Figure 4.

Figure 4 shows the winning feature at each iteration of the
greedy feature selection procedure. The accuracy of the LDA
classifier was lower than the QDA classifier at each iteration
of the procedure. From Figure 4 it can be concluded that the
most important feature in classifying the sheep’s behaviour
was the “MaxMin” feature. By just using the first feature the
LDA and QDA classifiers achieved a classification accuracy of
73.8% and 84.5%, respectively. On the other hand, the LDA
classifier achieved a final accuracy of 87.1% when all of the
features were used for classification, compared to an accuracy
of 89.7% for the QDA classifier. Even though the LDA and
QDA classifiers only had a 2.6% accuracy difference when all
of the features were used, the QDA classifier showed larger
improvements when using a smaller number of features.

The confusion matrix in Table IV was obtained using the
QDA classifier and all the features. Most of the behaviours
could be identified with high accuracy except grazing, which
was misclassified as lying in 33.5% of cases. This outcome
can be understood by viewing the raw accelerometer segments
associated with lying and grazing, illustrated in Figure 5. The
y-axis indicates the sheep’s head position. A typical grazing
segment consisted of the sheep moving his head down to the
ground to graze then either standing still or walking. Finally,
the sheep lifts his head up again. A lying segment usually
corresponded to the sheep lying on its stomach, with its head
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Fig. 4. The accuracy of the LDA (a) and QDA (b) classifiers at each iteration of the greedy feature selection procedure. The winning features at each iteration
are indicated at the top of each plot. The inset shows a magnified view of the top segment of the plot.
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Fig. 5. Raw accelerometer segments displaying the similarities in the y-axis
(head position) between grazing and lying. (a) Grazing segment. (b) Lying
segment.

down on the ground. Since the accelerometer data is limited
to the placement around the neck, it is difficult to distinguish
between these two behaviours. Standing, walking and running
were correctly classified in 95.2%, 93.7% and 99.5% of cases
respectively. The high classification accuracy for “running” is
important if our aim is to determine when animals are being
pursued, as may be the case for stock theft.

For further analysis, LDA was used to reduce the feature
space to the two most important dimensions. These are shown
in Figure 6. The figure illustrates the difference between the
LDA and QDA classifier’s decision boundaries. The quadratic
boundary is more flexible compared to a straight line leading

to a higher classification accuracy. Clusters of data points
corresponding to each behaviour can also be observed. Again,
the ambiguity between lying and grazing is indicated by the
overlapping clusters. Even though walking and standing are
also closely grouped, it was still possible to separate them
with a high degree of accuracy.

Figure 7 shows the normalized confusion matrices for
the QDA classification. The first matrix indicates only the
first three features selected by the greedy feature selection
procedure. The second matrix shows all ten features for clas-
sification. A classification accuracy of 88.7% was achieved by
using only the first three features, while a 89.7% accuracy was
achieved when all the features were used. Hence, by retaining
only the first three features, less than 1% in classification
accuracy is sacrificed.

A. Future work

The hardware will be further developed in order to improve
practicality of the tag. This includes using radio communica-
tion in order to retrieve the stored data on the tag without
disturbing the animal. Future work is needed in order to
increase the overall classification accuracy. The hardware could
be improved in order to increase the quality of the accelerom-
eter data. Smarter positioning of the accelerometer should
also be attempted to remove or reduce ambiguity between
behaviours such as grazing and lying. Additionally, different
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Fig. 6. (a) Linear decision boundaries. (b) Quadratic decision boundaries.

(a) (b)

Fig. 7. Confusion matrices of the QDA classifier (a) trained with only the
first three features selected by the greedy feature test and (b) trained with
using all 10 features.

and additional types of sensors could be considered to further
remove ambiguity.

Classification success can also be influenced by different
signal processing parameters, for example the window length
as shown in [11]. Other machine learning classifiers should be
investigated. Success has for example been demonstrated when
using support vector machines [4] and k-nearest neighbour
classifiers [3].

IV. CONCLUSION

The accelerometer was successfully used to classify be-
tween five behaviours in sheep. The quadratic discriminant
analysis classifier proved to be superior compared to the linear
discriminant analysis classifier. The quadratic discriminant
analysis classifier also proved highly successful even when
only a small number of features was used for classification.
The feasibility study showed positive results when using
specially-built hardware and a basic classification technique.
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Abstract—The face is a fundamental part of interpersonal
communication and interaction between people. Humans use
facial expressions to denote consciously or subconsciously their
emotional states. Humans easily identify changes in facial ex-
pressions. However, it is not an easy task to be undertaken by a
computer. Additionally, computer systems must share the same
robustness and accuracy with a human so that these systems
can be used in a real-world scenario. This paper looks at the
recognition of Facial Action Coding System’s (FACS) Action
Units (AUs). Speeded Up Robust Features (SURF) is used to
extract keypoints from the face and SURF descriptors are used
as feature vectors. These feature vectors are inputs to train a
recurrent neural network (RNN) to classify AUs. An RNN is able
to handle temporal data received from video or image sequences
in which the AU is shown to develop from a neutral face. The
combination of SURF descriptors and RNNs has not been tested
before. Results are promising for upper face AUs. However, upper
face AUs have a higher recognition rate than lower face AUs.

I. INTRODUCTION

Facial expressions are the result of the deformations in the
human face due to muscle movement. They are the facial
changes in response to a person’s emotional state, intentions,
or as a tool to communicate. Facial expression analysis has
been an active research topic for behavioural scientists since
the work of Darwin in 1872. Suwa et al. [1] presented an early
attempt to automatically analyze facial expressions by tracking
the motion of 20 identified spots on an image sequence.
Since then, significant progress has been made to develop
systems to recognise facial expressions. Facial expression
recognition (FER) refers to computer systems that attempt to
automatically analyze and recognize facial motions and facial
feature changes from visual information such as single static
images or video sequences.

Analyzing facial expressions by computing systems can be
beneficial to many different scientific subjects such as psy-
chology, neurology, pain assessment, lie detection, intelligent
environments, psychiatry, emotion and paralinguistic commu-
nication, as well as applications for everyday life such as driver
monitoring systems [2], [3], automated tutoring systems [4] or
smart environments and human-computer interaction. Bartlett
et al. [5] used their face expression recognition system to
develop an animated character that mirrors the expressions
of the user called the CU Animate. Anderson and McOwan
[6] developed the EmotiChat which is a chat-room application

that automatically inserts emoticons based on the user’s facial
expressions. Although humans are easily able to identify
changes in facial expressions, the same is not an easy task
to be undertaken by a machine. Challenges faced during FER
include feature occlusion when extracting features from the
face, pose variation, and low image quality. Ultimately, our
goal is to use SURF and RNNs to eliminate the problem of
pose variation when the face moves out of plane in an image
sequence.

II. BACKGROUND

A. Facial Action Coding System

Interaction between humans often does not consist of the
generation of a facial expressions to communicate a message.
Rather, it could be the subtle changes in one of the face regions
that convey the message and the related expression. The Facial
Action Coding System (FACS) is a system originally devel-
oped by a Swedish anatomist named Varl-Herman Hjortsjo [7].
The objective of FACS is to measure and categorize human
facial movements by their appearance on the face. It was
adopted by Paul Ekman and Wallace V. Friesen, and published
in 1978 [8]. They were later joined by Joseph C. Hager to
publish a significant update to FACS in 2002 [9]. Movements
of individual facial muscles are encoded by FACS from slight
different instant changes in facial appearance. It is a common
standard to systematically categorize the physical expression
of emotions, and it has proven useful to psychologists and to
animators.

1) Action Units: Contractions of specific facial muscles are
related to a set of units called Action Units (AUs). The FACS
makes use of AUs to describe facial expressions. FACS uses
AUs and not muscle movement as a measurement unit. This
is due to two reasons. Firstly, for a few appearances, more
than one muscle is combined into a single AU because the
changes in appearance they produce cannot be distinguished.
Secondly, the appearance changes produced by one muscle
are sometimes separated into two or more AUs to represent
relatively independent actions of different parts of the muscle.
Therefore the mapping between AUs and facial muscles is not
necessarily one-to-one. Some AUs are composed of more than
one muscle, and other AUs describe separate movements of
the same muscle. The AUs are grouped based on the location
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Fig. 1. Facial expression recognition process overview

and/or the type of action involved. Two major groups are upper
face AUs and lower face AUs. Each AU has a unique number.
Originally there were 44 AUs in the FACS, with an additional
12 AUs added in the updated version.

2) Cohn-Kanade database: The Cohn-Kanade AU coded
Facial Expression Database is a publically available database
from Carnegie Melon University [10]. It contains image se-
quences of facial expressions from men and women of varying
ethnic backgrounds and ages. The database contains images
from over 100 subjects who perform a series of 23 facial
displays that include AUs and combinations of AUs. The
camera orientation is frontal, small head motion is present, and
there are three variations in lighting: ambient lighting, single-
high-intensity lamp, and dual high-intensity lamps. Facial
expressions are coded using the FACS and assigned emotion-
specified labels.

B. Facial Expression Recognition Overview

FER is a complex task due to the variations in faces due
to age, ethnicity, gender, race, etc. The complexity is further
increased by variations in lighting, angles, background noise,
and so on. Figure 1 shows the steps taken in the FER process.

1) Feature Extraction: The two most commonly used ap-
proaches of feature extraction are appearance-based methods,
and geometry-based methods. The appearance features repre-
sent the appearance changes of the face, such as wrinkles and
furrows. Appearance based methods use the colour data of
the image pixels to extract information about salient features
to classify the facial expressions. The appearance features
can be extracted on either the whole-face or specific regions
on a face image. One appearance based method is Principal
Component Analysis (PCA). Lin et al. [11] used SURF and
PCA to develop a robust face recognition scheme in order to
overcome problems such as light changes, expression changes,
head movements and accessory occlusion. SURF was used
to extract the feature vectors with scale invariance and pose
invariance from face images. Then PCA was introduced for
projecting the SURF feature vectors to the new feature space
as PCA-SURF local descriptors. Finally, k-means was applied
to clustering feature points, and the local similarity and global
similarity were then combined to classify the face images. This
was tested on two databases. Results on the CAS-PEAL-R1

database achieved an average recognition rate of 95%. Results
on the ORL database received a recognition rate of 96.6%.

Geometry methods analyze the geometric relationship be-
tween key feature points, known as fiducial points. Geometric
features present the shape and locations of facial components
(including mouth, eyes, brows, nose). The facial components
or facial feature points are extracted to form a feature vector
that represents the face geometry. Ruiz et al. [12] developed
their system for feature point based tracking to recognize
six prototypical facial expressions under two different spatial
resolutions. Experiments were carried out using the Cohn-
Kanade database. Results showed a 91.41% recognition rate.
Kotsia and Pitas [13] used grid tracking and a deformation
system for recognizing six basic facial expressions and a set
of facial AUs. The grid-tracking and deformation system used,
based on deformable models, tracks the grid in consecutive
video frames over time, as the facial expression evolves, until
the frame that corresponds to the greatest facial expression
intensity. The geometrical displacement of certain selected
nodes was used as an input to a novel multiclass Support
Vector Machine (SVM), to recognize either the six basic facial
expressions or a set of chosen AUs. The results on the Cohn-
Kanade database show a recognition rate of 99.7%.

2) Expression Classification: Once features are extracted,
the next step is to recognize facial expressions i.e. to classify
the features. There are two main approaches taken when clas-
sifying facial expressions: the spatial approach and the spatial-
temporal approach. The spatial approach uses only the current
frame with or without a reference image (usually a neutral face
image) to recognize the expressions of the frame. One spatial
approach is using Support Vector Machines (SVMs). Kim and
Dahyot [14] presented a feature-based method to recognize
salient points as belonging to objects in the face or background
classes. They used SURF descriptors to generate feature vec-
tors and SVMs as classifiers. Test data sets of faces consisted
of three subsets such as high, lower, and lowest resolution
images. For high resolution, left and right eye recognition was
97%. For lower resolution, left eye and right eye recognition
was 88% and 93% respectively. Mouth recognition was 93%
for high resolution images. Nose recognition was 72% for high
resolution. For the lowest resolution, detection results were
below 50% for all components. Vadapalli et al. [15] used the
combination of Gabor filters and SVMs to recognize FACS
AUs. An average recognition rate of 80.2% was achieved for
upper face AUs, and 78.73% for lower face AUs.

The spatial-temporal approach uses the temporal data of the
image sequences to recognize the expressions for one or more
frames. It takes into account previous frames when classifying
the current frame. Recurrent neural networks (RNNs) are a
form of spatial-temporal classification. Vadapalli et al. [15]
used RNNs for the recognition of six upper face and five lower
face AUs using Gabor filters for feature extraction. Gabor
filters are an appearance based feature extraction technique.
They applied different dimensionality reduction techniques
including frequency scale selection, local Gabor filters and
PCA, and studied their effect on the classification performance
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of RNNs. Results showed that local Gabor filters performed
the best (84.6% average performance) for the six upper face
AUs, whereas the use of all the Gabor filters performed the
best (82% average performance) for the five lower face AUs.

C. Speeded Up Robust Features

Speeded Up Robust Features (SURF) is a local feature
detector first presented by Bay et al. [16] that can be used
in computer vision tasks like object recognition or 3D re-
construction [17]. It is partly inspired by the scale-invariant
feature transform (SIFT) descriptor [18]. SURF outperforms
or is comparable to other schemes in terms of repeatability,
distinctiveness, and robustness, with faster performance. The
SURF descriptor is invariant to common image transforma-
tions including image rotation, scale changes, illumination
changes, and small change in viewpoint. In SURF, detectors
are first employed to find the keypoints in an image. The de-
scriptor describes the features of the keypoints and constructs
the feature vectors of the keypoints. Each SURF feature has
only 64 dimensions in general (as opposed so SIFT’s 128).

1) Keypoint Detectors: The Harris corner detector is based
on the eigenvalues of the second-moment matrix [19]. How-
ever, Harris corners are not scale-invariant. Due to this, Linde-
berg [20] introduced automatic scale selection which allows to
detect keypoints in an image each with their own characteristic
scale, experimenting with both the determinant of the Hessian
matrix as well as the Laplacian to detect blob-like structures.
Mikolajczyk and Schmid [21] refined this method by creating
a robust, scale-invariant feature detector with high repeatability
called Harris-Laplace and Hessian-Laplace. They used a Harris
measure or the determinant of the Hessian matrix to select the
location, and the Laplacian to select the scale. Focusing on
speed, Lowe [18] approximated the Laplacian of Gaussuan
by a Difference of Gaussians filter [16]. SURF uses the
determinant of the approximate Hessian matrix as the base
of the detector. Integral images are used in Hessian matrix
approximation which allows fast evaluation of box filters. The
integral image representation J of an image I is defined as:

J(x, y) =

x∑
i=0

y∑
j=0

I(i, j) (1)

Given a point X = (x, y) in an image I , the Hessian matrix
H(X,σ) in X at scale σ is defined as:

H(X,σ) =

[
Lxx(X,σ) Lxy(X,σ)
Lxy(X,σ) Lyy(X,σ)

]
(2)

where Lxx(X,σ) is the convolution of the second order
Gaussian derivative ∂2g(σ)

∂x2 with the image at point X = (x, y)
and similarly for Lyy and Lxy . A set of 99 box filters is used
as the approximations of a Gaussian with σ = 1.2. They are
denoted by by Dxx, Dyy and Dxy . This yields:

det(Happrox) = DxxDyy − (wDxy)2 (3)

w is a weight for the energy conservation between the Gaus-
sian kernels and the approximated Gaussian kernels. w ≈ 0.9.

Fig. 2. Elman RNN

2) Keypoint Descriptors: The sum of the Haar wavelet
responses describes the feature of a keypoint. The Haar
wavelet response is called dx in the horizontal direction and dy
in the vertical direction. The wavelet responses dx and dy are
summed up over each sub-region and form a first set of entries
in the feature vector. Each sub-region has a four-dimensional
descriptor vector v for its underlying intensity structure

v = (
∑

dx
∑

dy
∑
| dx |

∑
| dy |) (4)

Each sub-region contributes four values to descriptor vector,
for an overall vector of length 43 = 64. A keypoint descriptor
represents the gradient magnitude and orientation at each
keypoint in a region around a keypoint location. Each keypoint
descriptor is normalized to the unit length and a probability
density function (PDF) descriptor is generated.

D. Recurrent Neural Networks

There are two major types of neural networks: feedforward
and recurrent. In feedforward networks, activation is “piped”
through the network from input to output units. The funda-
mental feature of a recurrent neural networks (RNNs) is that
the network contains at least one feedback connection so that
activation can flow around in a loop. This enables networks
to do temporal processing and learn sequences. The Elman
RNN is a network which in principle is set up as a regular
feedforward network [22]. This means that all neurons in one
layer are connected with all neurons in the next layer. An
exception is the context layer which is a special case of a
hidden layer. The neurons in the context layer hold a copy
of the output of the hidden neurons. The value of the context
neuron is used as an extra input signal for all the neurons in the
hidden layer one time step later. Therefore, the Elman network
has an explicit memory of one time lag. Figure 2 shows an
Elman RNN. Similar to a feedforward neural network, the
strength of all connections between neurons are indicated with
a weight. Initially, all weight values are chosen randomly and
are optimized during the stage of training.

E. Receiver Operating Characteristic Curve

A Receiver Operating Characteristic (ROC) curve is a
graphical plot which illustrates the performance of a binary
classifier system as its discrimination threshold is varied. The
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Fig. 3. Neutral face (left), and fully developed AUs 4, 7, 9, and 15 (right)

true positive rate versus the false positive rate is plotted at
various threshold settings. The true positive rate is also known
as sensitivity, and the false positive rate is 1 - specificity. Thus
the ROC curve shows the tradeoff between sensitivity and
specificity. We will be using ROC curves to illustrate results.

III. METHODOLOGY

A. Data Sets

An image sequence shows a subject starts with a neutral face
and over several frames develops into the positive depiction
of an AU or group of AUs. The subjects are of different age,
gender, race and ethnicity. SURF keypoints are located in each
frame by Hessian Approximation. Each keypoint data set has
a coordinate, diameter, orientation angle, and response. The
keypoints with the highest response are chosen. The response
indicates the strength of the keypoint. Then the keypoint
descriptors are obtained for each keypoint in each image in
the sequence. The descriptors are normalized to create the
PDF descriptors. Each PDF descriptor is a vector of length
64. OpenCV was used as the starting point for face detection
[23]. Figure 3 shows the first frame in an image sequence
in which the subject has a neutral face, and then the same
subject after activating AUs 4, 7, 9 and 25. In each image, 50
keypoints are extracted and mapped.

B. Recurrent Neural Network Structure

Empirical studies found that deep networks generally per-
formed no better and often worse than neural networks with
one or two hidden layers [24]. Thus one hidden layer is used in
the RNN for experimentation purposes. The optimal number
of neurons in the single hidden layer need to be determined.
This depends on the numbers of input and output units, the
number of training cases, the amount of noise in the targets,
the complexity of the classification to be learned, the architec-
ture, the type of hidden unit activation function, the training
algorithm, and regularization. The only way to determine the
best number of hidden neurons is training several networks
and estimating the generalization error of each. If you have
too few hidden neurons, you will get a high training error and
high generalization error due to underfitting and high statistical
bias. If you have too many hidden neurons, you may get a
low training error but still have high generalization error due
to overfitting and high variance. Geman et al. [25] detail how

Fig. 4. Learning rate of 0.1

Fig. 5. Learning rate of 0.01

the number of hidden units affects the bias/variance trade-
off. The learning rate (LR) applies a greater or lesser portion
of the respective adjustment to the old weight. If the factor
is set to a large value, then the neural network may learn
more quickly, but if there is a large variability in the input
set then the network may not learn very well or at all. The
single-layer RNN is tested with different LRs and numbers of
neurons on data sets that show the development of AUs. We
wish to maximize the true positive rate (TPR), minimize the
false positive rate (FPR) and thus have a high recognition rate
(RR). These are defined as follows:

True positive rate (TPR) =
True positives

Total positive samples
(5)

False positive rate (FPR) =
False positives

Total negative samples
(6)

Recognition rate (RR) =
True positives + True negatives

Total samples
(7)

The weight initialization range is [-1,1]. There are two output
classes for the RNN: “0” if the AU is not present, and “1” if the
AU is present. For the purposes of the LR and hidden neurons
experimentation, 50 keypoints are extracted from images to
provide standardization. From Figure 4 we can see a large
variability in results when a LR of 0.01 is used. Although a
LR of 0.01 shows the highest TPR in instances, the average
FPR is high with 33%. From Figure 5 we can see a smaller
variability in results, as well as a lower average FPR (24%).
The average TPR with a LR of 0.1 is higher than the average
TPR with a learning rate of 0.01. Due to this, we choose to
use a LR of 0.1. Within the results in Figure 5 we see that 15
hidden neurons provides the highest TPR and the lowest FPR.
Thus, we choose to use 15 neurons in the single hidden layer
with a learning rate of 0.1.
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Fig. 6. TPR with differing numbers of extracted keypoints

Fig. 7. FPR with differing numbers of extracted keypoints

C. Optimal Number of Keypoints

Experiments are run to test the TPR and the FPR when
recognizing an upper, middle and lower face AU when differ-
ent numbers of keypoints are extracted. This is to determine
how many keypoints extracted from each frame in an image
sequence will yield the highest TPR and lowest FPR. 20, 30,
40, 50, 60, 70, 80, 90, and 100 keypoints are extracted from
each frame in an image sequence and tested for recognition
results. The TPR results are shown in Figure 6 and the FPR
results are shown in Figure 7 for the three AUs tested. The x-
axis contains the number of keypoints extracted. Results show
that 60 keypoints provides the highest TPR for AU5, AU9 and
AU17. Additionally, 60 keypoints results in the lowest FPR for
AU9 and AU17. However, 60 keypoints does not provide the
lowest FPR for AU5. The tradeoff of choosing the number of
keypoints (30 or 50) which provides the lowest FPR for AU5
will result in a much higher FPR for both AU9 and AU17.
It also results in a significantly lower TPR in AU5, AU9 and
AU17. Thus, we choose 60 keypoints as it provides the best
overall result of both TPR and FPR for all three AUs tested.

IV. RESULTS

Once the structure of the RNN is determined by finding
the LR and number of hidden neurons, and the data sets are
obtained from each image in an image sequence, experimenta-
tion can begin to determine the RR of AUs using SURF PDF
descriptors as feature vectors to train an RNN. The upper face
AUs tested are 1, 2, 5, and 6. The lower face AUs tested are
15, 17, 25, and 27. Five-fold cross validation takes place on the
samples to remove the effect of non-performing samples. The
testing sample set for each experiment is 20% of the size of
the sample. Both the training and testing sample sets contain
50% positive (AU present) and 50% negative (AU not present)
samples. The average ROC curves for the five experiments for
each AU are shown in Figure 8. For the upper face AUs, the

TABLE I
RESULTS OF TESTING

Training size Testing size TPR FPR RR

AU1 132 32 64.63% 25.61% 69.51%
AU2 96 24 79.66% 18.64% 80.51%
AU5 72 18 87.80% 21.95% 82.93%
AU6 100 20 79.25% 15.09% 82.08%

AU15 80 16 61.54% 48.72% 56.41%
AU17 120 30 58.42% 30.44% 63.99%
AU25 164 40 67.31% 46.15% 60.58%
AU27 90 20 86.27% 15.69% 85.29%

ROC curve is closer to the top and left hand border than the
lower face AUs. For lower face AUs, the ROC curve is very
close to the 45-degree line, indicating a less accurate test. This
is with the exception of AU27, which is the mouth opener, and
shows a highly accurate test. The TPR, FPR and RR with a
0.5 threshold is shown in Table 1. It also shows the training
set size and testing set size of each of the five experiments
taking place during five-fold cross validation. It can be seen,
on average, that the upper face AUs have a higher TPR and
lower FPR than the lower face AUs with the exception of
AU27. AU27 is easily recognizable and shows the best RR.

A. Comparison of Results

Comparison of different techniques is a difficult task as sys-
tems use differing databases, proportions of positive and neg-
ative samples, and training and testing sample sizes. Vadapalli
et al. used Gabor filters for feature extraction and RNNs for
classification to recognize FACS AUs. The RR is as follows:
AU1: 89.96%; AU2 92.66%; AU5: 83.59%; AU6: 77.56%;
AU15: 74.71%; AU17: 72.33%; AU25: 91.11%; AU27: 87.5%.
For AUs 5 and 27 results are similar to those obtained when
using SURF to extract features. In general, the Gabor filter and
RNN system also showed a lower average RR for lower face
AUs than upper face AUs. This indicates a stronger response
of upper face features.

V. CONCLUSION AND FUTURE WORK

The ROC curves for lower face AUs are close to the 45-
degree line, indicating an inaccurate test. Upper face AUs,
on average, show a higher RR than lower face AUs, with
the exception of AU27. Keypoints generally cluster around
the eye and nose area. A higher proportion of keypoints are
concentrated on the upper face than the lower face, even when
increasing the number of keypoints extracted. Thus for future
work, the face will be segmented into upper and lower face.
Tests will need to be run to determine the optimal number of
keypoints for the upper face and lower face independently. The
RNN can then be re-trained with the new datasets. This will
ensure that a sufficient number of keypoints are extracted from
the lower face to provide enough information to train an RNN.
Additionally, we will be using SURF and RNNs to recognize
AUs when the face moves out-of-plane in a sequence. This is
since RNNs can handle temporal processing.
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Fig. 8. Results of experimentation
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[7] C.-H. Hjortsjö, Man’s face and mimic language. Studen litteratur, 1969.
[8] P. Ekman and W. V. Friesen, “Facial action coding system: A technique

for the measurement of facial movement. palo alto,” CA: Consulting
Psychologists Press. Ellsworth, PC, & Smith, CA (1988). From appraisal
to emotion: Differences among unpleasant feelings. Motivation and
Emotion, vol. 12, pp. 271–302, 1978.

[9] P. Ekman, W. V. Friesen, and J. C. Hager, “Facial action coding system,”
A Human Face, 2002.

[10] T. Kanade, J. F. Cohn, and Y. Tian, “Comprehensive database for facial
expression analysis,” in Automatic Face and Gesture Recognition, 2000.
Proceedings. Fourth IEEE International Conference on. IEEE, 2000,
pp. 46–53.

[11] S. D. Lin, B. Liu, and J. Lin, “Combining speeded-up robust features
with principal component analysis in face recognition system,” Interna-
tional Journal of Innovative Computing, Information and Control, vol. 8,
no. 12, pp. 8545–56, 2012.

[12] J. V. Ruiz, B. Moreno, J. J. Pantrigo, and Á. Sánchez, “Comparing
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Abstract—This paper presents a detailed simulation study
of an automated robotic photogrammetric camera calibration
system. The system performance was tested for sensitivity with
regard to noise in the robot movement, camera mounting and
image processing of the light sources. Real world applicability
of the calibrations are assessed by quantifying the accuracy with
which they generate a photogrammetric stitched panorama.

It was found that system performance is robust in the presence
of noise, with the focal length accuracy being a prime determinant
in over all calibration accuracy and stitching performance.

I. INTRODUCTION

This paper investigates the suitability of using a robot arm
to calibrate a camera for use in real-time photogrammetric
stitching via means of simulation. Such a calibration procedure
would allow automated and adaptable calibration procedures
for a variety of cameras [1]. Section I-A provides more detail
on robotic camera calibration. Photogrammetric stitching is
useful in a number of applications ranging from surveillance
through navigation, it is discussed in more detail in Section
I-B.

A. Robotic camera calibration

Photogrammetric camera calibration is the determination
of camera parameters such that the pixel coordinates corre-
sponding to an object in the world coordinate frame can be
found and, conversely, a vector in the world coordinate frame
corresponding to a pixel coordinate can be sought. Specifically
the following parameters are sought:

1) Distorted to Undistorted (DU) pixel domain mapping.
2) Undistorted to Distorted (UD) pixel domain mapping.
3) Camera focal length.
4) Pixel dimensions.
5) Pixel skewness.
6) Camera principle point.
7) Camera 6 Degree of Freedom (DOF) position, here-

after called the pose, of the camera in world coordi-
nates.

It is common to use a checker board or other regular grid
of lines or circles as an optical reference to calibrate a
camera. Examples include the popular Open Computer Vision
(OpenCV) [2] and California Institute of Technology [3]
calibration toolboxes as well as numerous academic articles,
for example [4], [5], [6], [7], [8], [9], [10].

All of these systems translate poorly to cameras of other
sensitivity spectra, and may require multiple targets for cam-
eras of different fields of view (FOV) and resolution [11].
The calibrations are also not always repeatable as there is
often a human component. Therefore much work has been
done to automate the calibration process and make it robust to
changes of cameras. Examples include Peters et al. [12] work
on automatic stereo calibration and de Villiers’ single camera
system [1], [11]. The latter is applicable to any number of
cameras regardless of the amount of overlap in their FOVs
and provides all the required parameters listed above.

The modelling and simulation performed in this work
is based on the second system. The details of the camera
calibration are covered in the patent [1] and are only described
here at a high level to provide context.

A robot arm is mounted on an optical table. On the end
of the robot arm is mounted a light source (LS) which can
be removed and replaced with high precision. This facilitates
swapping LSs for different camera sensitivity spectra. The
camera that will be calibrated is then placed on a highly
repeatable mount looking at the robot and its LS. The robot
is commanded through a sequence of discrete positions, to
emulate either a 2D grid or other pattern depending on the
exact calibration parameter being measured. At each point in
the movement sequence an image of the LS is captured and
processed to find the pixel position of the centre of the LS.
This centre position and the pose of the robot are recorded.
After completion of the movement sequence the robot poses
and LS pixel positions are processed to determine the camera
parameter being measured. Some of the calibration require the
camera to capture a movement sequence from several different
mounting locations whose relative poses are known.

B. Photogrammetric stitching

Photogrammetric stitching is the process of creating a
panorama from an array of images without using their image
content. This is performed by making use the camera’s pho-
togrammetric parameters determined by prior calibration of the
array of cameras. There are several examples of such systems
that seem use such a process including Thales’ Gatekeeper [13]
and Point Grey’s Ladybug family of omnidirectional cam-
eras [14].

Essentially the stitching is performed by hypothesising a
set of points in the real world and then projecting each point
onto each camera’s focal plane (catering for lensing affects)
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and combining the resultant pixels from each camera that can
see the current point in question. Mathematical details of how
this is performed are available in literature [15], [16] and are
not repeated here. It has been shown [11] that the system being
simulated [1] in this work is suitable for providing the required
parameters for photogrammetric stitching.

C. Paper organisation

The remainder of this paper is organised as follows: Section
II gives information on the set-up of the simulation and the
noise source and levels that were evaluated as well as the
quantification of the stitch accuracy. The results are provided
in Section III. Finally the work is summarised and the main
findings presented in Section IV.

II. SIMULATION DESIGN

This section describes the workings of the simulation study
undertaken. This involves the creation of synthetically noisy
robot poses and image centroids (described in Section II-A)
according to the specified geometry of the simulation set up.
The calibration and stitching geometries that were simulated
are described in Section II-B. The quantification of the stitch
accuracies is given in Section II-C.

A. Creating synthetic data

In order to create synthetic data it was required to deter-
mine what the possible noise injection points in the system
were. The following three error injection points were identi-
fied:

1) The robot does not move precisely to the pose
requested resulting in an angular and spatial error
between its reported pose and the resultant pose.

2) The camera does not mount perfectly repeatably on
the mounting points, resulting in an angular and
spatial error component of its pose.

3) The centre of the light source in the camera image is
not determined with perfect precision resulting in a
single spatial error.

In this work each of the five noises described above (three
spatial and two angular) were assumed to be independent zero-
mean Gaussian random variables with a specified standard
deviation. The spatial noise values were calculated by taking
a random unit vector uniformly distributed on either a unit
circle (2D pixel error) or unit sphere (3D spatial mount/robot
error) and then scaling it by the appropriate Gaussian random
variable. Angular noise values were obtained by taking a
random 3D unit vector evenly distributed on the unit sphere
and performing a rotation around it. The angle of rotation is
controlled by the appropriate Gaussian variable.

The procedure to determine a set of noisy centroids is then
the following:

1) Determine the noisy pose of the camera w.r.t. the
robot coordinate frame (CF) by adding the camera
offset pose to the mount pose and then adding an
angular and spatial error of specified magnitudes.

2) Set the robot to the ideal pose for the next point in
the movement sequence.

3) Corrupt this pose with angular and spatial noise
with a specified probability density function (PDF)
to simulate the imperfect measurement by the robot
arm of its own pose.

4) Use the noisy robot arm pose and LS spatial offset to
determine the spatial position of the LS in the robot’s
CF.

5) Use the camera extrinsic parameters to determine the
LS translation w.r.t. the camera in the camera’s CF.

6) Use the camera’s intrinsic parameters to project the
LS onto the image plane and convert this to an
undistorted pixel position.

7) Use the UD parameters (or iteratively use the DU
parameters) to determine the distorted position of the
LS in the image.

8) Corrupt this distorted pixel position by adding a 2D
random error with a specified PDF and magnitude.
This is the final output position for that centroid.

9) Go to step 2 and repeat for all required poses of the
robot arm.

B. Physical set-up that was simulated

The physical set-up simulated in this experiment is an
outward staring array of two cameras. The cameras have a
1600×1200 resolution and 5.5µm pixel pitch and a lens with a
4.8mm focal length lens. This gives an approximate horizontal
FOV of 80◦ degrees with the camera splayed in azimuth by 60◦

this gives an overlap of 20◦ and a combined HFOV of 140◦.
The distortion effects were modelled by using a camera and
lens with these characteristics (an Allied Vision Technologies
GE1600 with a Schneider Cinegon 4.8mm lens) and capturing
a 6141 (69 × 89) point grid with 5mm spacing and fitting
an extremely high order (10 radial and 5 tangential terms)
Brown distortion model [17], [18] in the DU direction using the
techniques specified by de Villiers et al. [19], [20]. Numerical
refinement was then used to find the correct distorted pixel
position that would yield the desired undistorted pixel position.
This was done because it is more accurate (albeit slower)
than fitting a UD model. Additionally a 10 radial, 5 tangential
Brown model while arduously slow to fit and use is able to
retain the complexities that the 5 radial, 3 tangential Brown
models used elsewhere in this work cannot. This simulates the
residual distortion error that is apparent after lens distortion
correction.

The multi-geometry stitching technique described in [16]
was used with a radius of 300m and a horizontal stitch plane
20 meters below the cameras. Even this elementary two camera
configuration requires 66 extrinsic parameters that cannot be
directly obtained from the camera and lens data sheets. There
are 33 per camera consisting of 10 DU parameters (5 radial, 3
tangential and an optimal distortion centre for a Brown), 10 UD
parameters, the focal length, and the camera pose expressed
in two 6 DOF poses as camera w.r.t. mount and mount w.r.t.
reference. This separation of the extrinsic parameters (SEP)
is to aide logistics and maintenance of deployed systems by
replacing a faulty camera without re-calibration of the entire
system.

The ranges for the noise values are based on the physical
system which uses an ABB IRB120 robot arm and Newport
M-BK-2A kinematic mounts for the cameras. The values are
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TABLE I. SIMULATION ERROR RANGES

Error Unit Minimum Maximum
Unknown robot spatial µm 0 100
Unknown robot angular µRad 0 2

Camera robot spatial µm 0 100
Camera robot angular µRad 0 2

LED centroid error pix 0 0.5

presented in Table I and represent values up to triple the
expected errors.

Initial testing and development was performed on a lap-
top with an Intel i7-740qm CPU. This CPU has 4 hyper-
threaded cores, effectively providing 8 cores for processing.
The simulation and calibration algorithms were implemented
in a multi-threaded fashion to take maximal advantage of
available processing power. On the development machine the
best case simulation time observed was 3 minutes and the
worst case was 12 minutes. Since at least 10 simulations
per combination of noise inputs was required, the processing
time became unfeasible if all combinations of noise inputs
were to be considered. For instance testing 10 noise levels
per noise source would take 10 × 12 × 105 minutes which
is 22.8 years. Using more powerful processors (the i7-740qm
has a benchmark of 3241 [21] versus over 17000 for the latest
CPUs [21]) or multiple processors would mitigate these effects
somewhat but not enough to make a fully connected analysis
feasible. It was therefore decided to test each noise source
independently of the others by keeping the sources that were
not being considered at zero. Five steps for the angular noise
inputs and six for the spatial errors over the ranges specified
in Table I were simulated.

C. Stitching accuracy measure

For each simulation run it was required to quantify how
accurately those cameras’ outputs would be stitched together
using the simulation-determined calibration parameters. This
was done by considering a set of points on the stitch surface
and comparing the pixel positions that correspond to each point
for a perfect calibration and for the simulated calibration. In
this case the perfect calibration, both intrinsic and extrinsic
parameters, was known as it was used to create the synthetic

TABLE II. SIMULATION CALIBRATION ACCURACY MEASURES.

Calibration Description of measures
DU Residual RMS distortion in pixels.
UD Residual RMS distortion in pixels.

Focal Length Error between determined and theoretical
focal lengths in mm.

SEP
Angular and spatial errors between the

determined and theoretical camera offsets
in degrees and millimetres.

Mount 1 pose
Angular and spatial errors between the
determined and theoretical mount poses

in degrees and millimetres.

Mount 2 pose
Angular and spatial errors between the
determined and theoretical mount poses

in degrees and millimetres.

data (see Section II-A) that was used to simulate the robotic
camera calibration system [1]. The error measured was the
RMS error between the perfect and simulated pixel positions
calculated over the entire stitching surface and both cameras.
Equation 1 states this mathematically:

Estitch =

√√√√√ 1

wΣ

 αN∑
α=α0

βN∑
β=β0

N−1∑
i=0

(
‖δP̄i(α, β)‖2wα,β,i

)
(1)

where:
Estitch = the simulation stitch error,
wΣ = the sum of the binary weights,

=

αmax∑
α=αmin

βmax∑
β=βmin

N−1∑
i=0

wα,β,i

(α, β) = azimuth and elevation of current stitch vector,
[α0, αN ] = the azimuth range of the stitch,
[β0, βN ] = the elevation range of the stitch,

N = number of cameras being involved in stitch,
δP̄i(α, β) = P̄i(α, β)− P̄ ′i (α, β)

P̄i(α, β) = camera i’s image coordinate for current stitch
vector using simulated calibration as per [16],

P̄ ′i (α, β) = camera i’s image coordinate for current stitch
vector using perfect calibration as per [16],

wα,β,i = binary weighting for points in camera i’s FOV,

=

 1 if P̄ ′i (α, β).h ∈ (0, Rih) and
P̄ ′i (α, β).v ∈ (0, Riv)

0 otherwise
, and

(Rih, R
i
v) = the resolution of camera i.

In addition to the stitch accuracy there are the errors returned
by the camera calibration routines, these are summarised in
Table II.

III. RESULTS

This section presents the results of the simulation study of
stitching accuracy w.r.t. the identified noise sources. In total 28
different noise combinations were tested, with 10 simulations
per sample over the ranges specified in Table I. The resultant
distributions of stitching accuracies as a function of noise
source and noise magnitude are given in Tables III through VII.
The distributions are also displayed via box plots in Figures
1 through 3. The boxes in these plots extend from the 25th to
the 75th percentiles with the median drawn too. The whiskers
extend to one standard deviation of the mean, which is plotted
in red over the box plots.

A review of these tables and figures show that the effect
of increasing the error in the ranges tested is minimal. This
is unsurprising as the calibration routines make use of the
Leapfrog algorithm [22] to fit the optimal parameters, precisely
because it is known to be robust to noise. It is worth recalling
that the pixel error in this case is in the raw camera domain
and not that of the panorama, this means that these errors may
not be discernible in the stitched panorama.
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TABLE III. ROBOT ANGULAR MOVEMENT ERROR EFFECTS ON
STITCHING ACCURACY.

Angular noise
(µRad)

0.0 0.5 1.0 1.5 2.0
Minimum 0.64 0.66 0.63 0.56 0.58

Mean 9.25 9.78 6.60 8.63 5.06
St. Dev. 7.72 8.90 7.37 8.34 5.57

TABLE IV. ROBOT TRANSLATION MOVEMENT ERROR EFFECTS ON
STITCHING ACCURACY.

Translation noise
(µm)

0 20 40 60 80 100
Minimum 0.64 0.63 0.77 0.57 0.97 0.72

Mean 9.25 8.88 8.97 11.81 8.20 12.67
St. Dev. 7.72 8.11 7.47 8.57 6.88 7.58

TABLE V. CAMERA MOUNTING POSE ANGULAR UNCERTAINTY
EFFECT ON STITCH ACCURACY.

Mount Angular Noise
(µRad)

0.0 0.5 1.0 1.5 2.0
Minimum 0.64 0.63 1.18 0.67 6.08

Mean 9.25 5.90 13.18 9.81 13.94
St. Dev. 7.72 7.60 7.48 7.48 5.82

TABLE VI. CAMERA MOUNTING POSE TRANSLATION UNCERTAINTY
EFFECT ON STITCH ACCURACY.

Mount Translation Noise
(µm)

0 20 40 60 80 100
Minimum 0.64 1.20 0.54 0.58 0.56 1.01

Mean 9.25 7.70 6.21 5.97 5.81 11.62
St. Dev. 7.72 6.39 8.25 7.25 7.39 7.55

TABLE VII. CENTROID ERROR EFFECTS ON STITCH ACCURACY.

Centroid Noise
(pix)

0.0 0.1 0.2 0.3 0.4 0.5
Minimum 0.64 0.56 1.04 0.99 0.96 1.05

Mean 9.25 8.25 12.71 13.25 11.14 7.92
St. Dev. 7.72 6.21 8.92 6.84 7.68 7.92

What is not apparent from Tables III through VII and Fig-
ures 1 through 3 is why many of the stitch accuracies had poor
results of more than 10 pixels. In all circumstances accuracies
of around 20 pixels were obtained which is approximately
1.3◦ of error for the cameras simulated. Further analysis of
the returned calibration accuracies listed in Table II was then
performed.

Figures 4 and 5 show the global distributions of the pa-
rameters listed in Table II and the stitching error as calculated
over the entire simulation.

The results of the 220 simulations were processed to
determine the correlations between the parameters listed in
Table II. The correlations of each parameter to the noise
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(b) Robot translation error.

Fig. 1. Stitching error due to robot movement errors.

sources were only performed over the 50 or 60 values where
that noise source was evaluated as it was clamped to zero for
the other simulations. The correlations between the parameters
are given in Table VIII. For legibility, only the upper right
portion of the symmetrical table is populated. The redundant
portion of the table showing the correlations between the
(independent) noise inputs has also been removed.

Table VIII provides insight into the workings and co-
dependencies of [1]. The robot angular noise values seem,
in the ranges tested, to have little effect on the calibrations.
The spatial robot errors have a much larger effect particularly
on the DU calibration, which is also strongly dependent on
the centroid error and to a lesser degree the mount translation
error.

The mounting angular error has no effect on either of the
distortion calibrations, which is expected as the angle from
which an LED grid is viewed does not alter the co-linearity
of the points in free space, which is the metric used for the
distortion modelling. It is also the only noise source to have
any noticeable direct effect on the stitch accuracy.

The stitch accuracy is strongly dependent on the deter-
mination of the poses of the camera’s mounting points with
correlations ranging from 0.80 to 0.97. This is intuitive as any
error in the camera pose immediately affects all the pixels
for that camera. The stitch accuracy is more dependent on
the angular component of the mount pose than the spatial,
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TABLE VIII. SIMULATION PARAMETER CORRELATIONS

Parameter 6 7 8 9 10 11 12 13 14 15
1 Robot Angular Noise -0.11 0.05 -0.16 -0.24 -0.22 -0.22 -0.28 -0.23 -0.28 -0.18
2 Robot Translation Noise 0.58 -0.20 0.10 0.17 0.08 0.16 0.10 0.14 0.06 0.12
3 Mount Angular Noise 0.01 0.06 0.26 0.23 0.21 0.24 0.20 0.23 0.20 0.25
4 Mount Translation Noise 0.27 -0.20 0.01 0.01 -0.03 0.04 -0.05 0.01 -0.07 0.04
5 Centroid Noise 0.55 -0.08 0.00 0.02 0.01 0.02 0.18 0.03 0.17 0.02
6 DU Error - -0.87 -0.15 0.20 -0.05 0.11 0.11 0.11 0.03 -0.05
7 UD Err - 0.46 0.06 0.33 0.18 0.13 0.18 0.22 0.37
8 Focal Error - 0.84 0.92 0.93 0.75 0.91 0.77 0.99
9 SEP Angular Error - 0.96 0.98 0.92 0.99 0.89 0.90

10 SEP Translation Error - 0.97 0.91 0.98 0.91 0.95
11 Mount 1 Angular Error - 0.89 1.00 0.87 0.97
12 Mount 1 Translation Error - 0.91 0.99 0.80
13 Mount 2 Angular Error - 0.90 0.95
14 Mount 2 Translation Error - 0.81
15 Stitch Error -
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(b) Mounting translation error.

Fig. 2. Stitching error due to mounting errors.

which is to be expected as the stitch surface is many orders of
magnitude further away from the cameras than they are from
each other.

It is unsurprising then that the stitch accuracy is also
strongly correlated (0.90 to 0.95) with the SEP calibration
accuracy. This is because the SEP accuracy directly affects the
accuracy with which the camera mounting points are known.
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Fig. 3. Stitching error due to pixel centroid error.
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Indeed the correlation between the mounting point accuracies
and the SEP calibration ranges are all above 0.97 for the
mounting point orientations and above 0.83 for the mounting
point translations.

The stitch accuracy, mount pose determination and the
SEP are all strongly dependent on the focal length. The
correlations for the mounting point spatial accuracies are 0.75
and 0.77. This dependence increases to approximately 0.90 for
the angular components and 0.84 to 0.92 for the SEP. The stitch
accuracy has a correlation of 0.99 with the focal length! This is
the core finding of the simulation analysis, the surprising ripple
effect that the focal length has on subsequent calibrations and
on applications using the calibrations.

The focal length error only shows dependence on the UD
calibration accuracy (correlation of 0.46) and slight depen-
dence on the mounting angular error (0.25). This is due to
it requiring the camera to be remounted four times. The focal
length’s dependence on the DU calibration is -0.15. Further
analysis of why the determined focal length is required.

The UD calibration is strongly linked to the DU calibration
with a correlation of -0.87. This negative relationship is
unsurprising as the number of parameters used for both DU
and UD calibrations were the same and it has previously been
shown [15] that UD is more complex than DU and requires
more parameters.

The weak direct dependence of all the calibrations other
than UD on the DU results is initially surprising until one
considers the highly non-linear nature of all the calibrations.
Each calibration does show strong dependence on the calibra-
tion performed immediately prior to it. It is also worth noting
that the majority of resultant DU errors are better than a half
a pixel RMS over the camera FOVs as evidenced by Figure 4.
It is possible that at higher levels of residual distortion error
stronger relationships will become apparent.

IV. CONCLUSION

A complete robotic arm based photogrammetric camera
calibration system was simulated. The image coordinates of
the calibration light source that a camera would observe were
synthesised based on the relative poses of the camera and robot
after noise had been added to each of them. These calibra-
tion parameters were then used to determine how accurately
photogrammetric stitching could be implemented. A sweep
through the range for each noise source was performed and
the stitching and calibration errors assessed.

It was found that the stitching performance was robust
to all the noise inputs. The error in determined focal length
was found to be the primary factor causing the the extrinsic
calibrations to have poor accuracies. These in turn directly
caused poor stitching accuracies. These findings correlate well
with observations of the physical system [1], further work is
required to quantify and verify this observation. Further work
regarding focal length calibration is required.
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Abstract—The research presented in the paper forms part of 
a larger initiative aimed at automatic algorithm induction using 
machine learning. This paper compares the performance of two 
machine learning techniques, namely, genetic programming and 
a variation of genetic programming, grammatical evolution, for 
automatic algorithm induction. The application domain used to 
evaluate both the approaches is the induction of data structure 
algorithms. Genetic programming is an evolutionary algorithm 
that searches a program space for an algorithm/program which 
when executed will provide a solution to the problem at hand. 
Grammatical evolution is a variation of genetic programming 
which provides a more flexible encoding, thereby eliminating the 
sufficiency and closure requirement imposed by genetic 
programming. The paper firstly extends previous work on 
genetic programming for evolving data structures, providing an 
alternative genetic programming solution to the problem. A 
grammatical evolution solution to the problem is then presented. 
This is the first application of grammatical evolution to this 
domain and for the simultaneous induction of algorithms. The 
performance of these approaches in inducing algorithms for the 
stack and queue data structures are compared. 

Keywords—algorithm induction; genetic programming; 
grammatical evolution; automatic programming 

I.  INTRODUCTION  
The paper reports on a study that forms part of a project 

investigating automatic algorithm induction and design using 
machine learning. One of the areas researched as part of this 
project is automatic algorithm induction as a means of 
automatic programming. Genetic programming, a machine 
learning technique for solving optimization problems, appears 
to be apt for this purpose. Genetic programming searches a 
program space for a program, which when executed will 
produce a solution to the problem at hand[1]. Each program is 
generally represented as a parse tree. Genetic programming 
has been successfully applied to various domains including 
data mining, natural language processing, image processing 
and electronic circuit design [2].  

There have been various attempts at using genetic 
programming for automatic programming. In [3] genetic 
programming is used to evolve algorithms according to the 
imperative programming paradigm, using memory, iteration 
and modularization. Algorithms are evolved in an internal 
representation language to facilitate language independence 
and can be converted into any procedural programming 

language. As the field of genetic programming advanced, 
researchers started looking to good programming practices to 
improve the scalability and problem solving ability of genetic 
programming. One such practice is object-oriented 
programming which led to the extension of genetic 
programming to object-oriented genetic programming 
(OOGP) [4-7]. OOGP evolves object-oriented programs. This 
work has essentially focused on the induction of algorithms 
for method implementation rather than the evolution of classes 
and interfaces. Methods for a class are generally evolved 
simultaneously. 

 OOGP has also been used for purposes of automatic 
programming [8-10]. Bruce [8] compares the sequential and 
simultaneous induction of methods to evolve object-oriented 
programs. Each method is an automatically defined function 
[11] and all methods are stored in indexed memory. The 
proposed approach for OOGP is evaluated in the domain of 
data structure algorithm induction. A similar approach is taken 
by Langdon [9]. This study researches the induction of both  
methods for classes and programs using instances of the 
classes. The approach is also tested for the evolution of data 
structure algorithms as well as solution algorithms for 
problems requiring the use of the evolved data structures. In 
[10] a rule-based expert system is used to induce an object-
oriented design (OOD) from a program specification.  The 
OOD forms input to a genetic programming component which 
evolves the methods for the program sequentially, allowing 
function calls between methods. 

More recent studies in the area of OOGP include initial 
investigations into grammar-based genetic programming for 
the evolution of object-oriented programs [12] and a 
combination of OOGP and linear genetic programming [13]. 
Grammatical evolution is a variation of genetic programming 
which aims at providing a more flexible encoding of programs 
thereby allowing for programs to be generated in any language 
[14]. Grammatical evolution (GE) essentially evolves a 
population of binary strings which represent programs. The 
execution of a program involves converting the binary string 
into an integer which is then mapped onto a grammar, 
resulting in a production rule of the grammar being executed 
[14]. We hypothesize that grammatical evolution has the 
potential to contribute to the domain of automatic object 
oriented programming. To the authors' knowledge there has 
been no previous work into grammatical evolution for object-
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Create an initial population 
Repeat 
  Evaluate the population 
  Selection parent 
  Apply genetic operators 
Until the termination criterion is met 

oriented program induction or the simultaneous induction of 
algorithms. This study compares both OOGP and GE for the 
simultaneous induction of algorithms.  The application domain 
for evaluation of the proposed approaches is the induction of 
algorithms for data structures.  This domain has been chosen 
as it is a problem  that has previously been used for the 
evaluation of OOGP performance and has proven to be 
suitable to test such approaches.  Furthermore, this will also 
allow for a comparison of the approaches proposed in this 
study to previous methods used for automatic algorithm 
induction. Hence the research presented makes the following 
contributions: 

1. A variation of OOGP, namely, GOOGP which uses a 
greedy method to create the initial population. 

2. A grammatical evolution solution to automatic object-
oriented programming. 

3. An evaluation of GE for simultaneous induction of 
algorithms. 

4. A comparison of the performance of the three approaches 
for automatic object-oriented programming. 

The following section presents an OOGP approach for 
automatic algorithm induction. Section III proposes a 
grammatical evolution solution to the problem. The 
experimental setup used to evaluate the performance of both 
the approaches is presented in section IV.  Section V discusses 
the performance of both approaches and provides an empirical 
comparison with previous work. A summary of the findings of 
this research and future extensions of this work are presented 
in section VI. 

II. OBJECT ORIENTED GENETIC PROGRAMMING (OOGP) 
APPROACH FOR AUTOMATIC PROGRAMMING 

This section describes the genetic programming approach 
implemented for automatic programming. The generational 
genetic programming algorithm in Fig. 1 is used. The 
algorithm begins by creating an initial population which is 
iteratively refined by means of evaluation, selection and 
regeneration until the termination criteria are met. These 
processes are described in the following sections. The 
algorithm is terminated when a solution chromosome is found 
or the maximum number of generations has been reached. 

A. Initial Population Generation 
As in the studies conducted by Bruce [8] and Langdon [9], 

each element of the population, i.e. a chromosome, represents 
a class and is comprised of parse trees, one for each method of 
the class. Each tree is a gene in the chromosome. The 
algorithms are generated by an internal representation 
language which is language independent. This allows for the 
evolved algorithms to be converted to any programming 
language. An example is illustrated in Fig. 2.   

 

 
 
 

 
 
 
 
 
 

 
The class has three methods. Each chromosome in the 

population is indexed memory, with each of the trees, i.e. 
genes, stored at an index. The internal representation language 
is defined by the function and terminal set.  Each parse tree is 
created by randomly choosing elements from the function and 
terminal sets until a preset maximum depth is reached. The 
grow method [1] is used for this purpose. The function set 
used for each problem is a subset of the following: 

• Arithmetic operators: +, -, *, / which perform the 
standard arithmetic operations. The division operator is 
a protected operator which returns a value of 1 if the 
denominator is 0. 

• Conditional operator: if  which performs the function 
of an if-then-else operator. 

• Arithmetic logical operators: ==, !=, <, >, <=, >= 
which perform the standard arithmetic logical 
operations and are used to create the subtree 
representing the condition of the if operator. 

• Indexed memory operators: Indexed memory is 
maintained which each program can write to or read 
from. The write and read operators are used to access 
indexed memory. The write operator takes two 
arguments, one the content to be written and the second 
the index in memory to which it should be written. The 
read operator takes a single argument, namely the 
index from which the content should be read. 

• Named memory operators - A single named memory 
location, aux, is maintained which a program can use 
as a temporary memory location. Two operators, 
set_aux and dec_aux, defined in [9] are used to access 
the memory location. The operator set_aux is used to 
write to this memory location. It takes one argument, 
which is the content to be written to the location. The 
operator dec_aux decrements the value in the memory 
location by one.  

• Multiple statement operators - block2 and block3 are 
used to combine programming statements, namely, two 
and three statements respectively. Both these operators 
return the value that the last argument evaluates to. The 
operator fblockn combines n programming statements 
but returns the value that the first argument evaluates 
to. 

• Iteration operator - The for operator defined in [15] is 
used to cater for iteration. The operator takes three 
arguments. The first two arguments represent the 
bounds of the loop and the third argument represents 
the body of the loop. The operator evaluates to the 
value of the body on the last iteration of the loop.  

Fig. 1. Generational genetic programming algorithm 
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The terminal set is a subset of: 

• A named memory location: aux is a single memory 
location which can be used for temporary storage and 
serves the same function as a variable in programming. 

• Variables representing input to the problem, e.g. i 
representing the value to be stored in the data structure. 

• Constants: 0 and 1. 

Two methods are tested for creating the initial population. 
The first is the standard approach adopted in genetic 
programming where each element of the population is 
randomly created. We will refer to the genetic programming  
algorithm using the standard approach as OOGP in the 
sections that follow.  The second is a greedy approach which 
creates each chromosome in the population as follows: 

• A population of m parse trees is randomly created for 
each gene. 

• The population is evaluated using the process described 
in section B below to determine the fitness of each tree. 

• The fittest tree in the population is stored as the gene 
for the chromosome. 

 The genetic programming algorithm employing the greedy 
approach will be referred to as GOOGP. The following section 
describes fitness evaluation and selection. 

B. Fitness Evaluation and Selection 
The fitness is maximized, thus a fitter chromosome is one 

with a higher fitness value. For each run 15 fitness cases are 
randomly generated.  Each fitness case is a stack of length 
between 1 and 15. The elements of the stack are integer values 
in the range 1 to 99. Each method in the chromosome is 
applied to the 15 fitness cases. A set of problem dependent 
criteria that must be met by each method is defined and the 
method is scored on the number of criteria it has met.  An 
example of this is listed in Table 1 for the stack data structure. 
The class has five methods, namely, makeNull(), peek(), 
push(), pop() and empty(). The maximum score that each of 
the methods can attain respectively is 1, 4, 4, 3 and 3 giving a 
maximum fitness of 15 per fitness case and 225 over all 15 
fitness cases. However, when selecting parents the fitness is 
calculated relative to the best performing method in the 
current population. The best score obtained in the current 
population for each of the methods is stored (B1, B2, B3, B4, 
B5). The fitness is calculated relative to the best. For example, 
suppose that fitness scores for a chromosome are F1 to F5 for 
each of the five methods. The fitness of a potential parent is 
calculated using the following formula: 

Relative Fitness = Σ (Fi/Bi)*100    i=1, ...,no. of methods  

Tournament selection [1] is used to then choose the parent. 
This selection method chooses a tournament of t chromosomes 
from the population and calculates the relative fitness. The 
chromosome with the highest relative fitness is returned as a 
parent. Selection is with replacement so a chromosome can 
play the role of a parent more than once. 

TABLE 1. EXAMPLE PROBLEM SPECIFIC CRITERIA FOR FITNESS 
EVALUATION 

Method Criteria 
makeNull() • Stack pointer must be set to -1 
peek() • No change in pointer value. 

• Elements on stack should not be altered. 
• The value returned must be the topmost 

element of the stack. 
• Only one value must be returned. 

push() • Pointer must be updated correctly. 
• Elements on the stack should not be altered. 
• The pushed value must be at the top of the 

stack. 
• The value must be pushed on the stack only 

once. 
pop() • Pointer must be updated correctly 

• Elements on the stack should not be altered. 
• The correct value must be returned. 

empty() • No change in pointer value. 
• Elements on the stack should not be altered. 
• The correct position of the pointer must be 

returned. 
 

C. Regeneration 
The crossover operator performs two phases of crossover, 

namely, external crossover followed by internal crossover. 
External crossover performs uniform crossover used by 
genetic algorithms [16]. Two chromosomes are selected using 
tournament selection and genes are swapped between the 
chromosomes if the randomly generated probability in the 
range 1 to 100 is less than the preset  probability.  

For example suppose that the selected parents are 
G11G12G13G14 and G21G22G23G24. Each chromosome is 
comprised of four genes. Each gene Gij represents a parse tree. 
Given that the preset probability is 60% and the randomly 
generated probabilities for each gene are 34%, 75%, 80%, 
25% respectively, the resulting offspring are G21G12G13G24 
and G11G22G23G14. 

Once external crossover is applied a number is randomly 
generated in the range 1 to 100 again.  If this number is less 
than the preset probability of internal crossover (internal 
crossover probability) this operator is applied as follows. A 
chromosome index is randomly chosen. The standard genetic 
programming crossover operator [1] is applied to the parse 
trees at the selected index in both parents. This operator 
randomly selects crossover points in each of the parse trees, 
and the subtrees rooted at these points are swapped. The 
resulting trees replace the parents in the chromosomes.  The 
fitter of the two offspring forms part of the next generation.  

III. GRAMMATICAL EVOLUTION APPROACH FOR AUTOMATIC 
PROGRAMMING  

This section describes the grammatical evolution approach 
for automatic programming.  The main difference between this 
and the OOGP approach is that the each chromosome is a 
binary string. The space of binary strings is then mapped onto 
an integer space which is in turn mapped onto a grammar 
which represents the programming statements. The algorithm 
implemented for evolution is the generational algorithm in 
Figure 1. The GE approach uses the same termination criteria 
and processes as the GP approach for fitness evaluation and 
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selection described in section II.  Initial population generation 
and regeneration for the GE are described below. 

A. Initial Population Generation 
GE requires each element of the population to be 

represented as a binary string.  In the OOGP approach each 
chromosome is represented as indexed memory with each 
gene in the memory a parse tree corresponding to a method of 
the class. A similar approach is taken in GE. Each 
chromosome is again indexed memory, but each gene is a 
binary string representing a method of the class. Each binary 
string is called a codon and is composed of n alleles of length 
m.  An example is illustrated in Fig. 3. The chromosome 
contains four binary strings, each representing one of four 
methods for the class. Each binary string is a codon of length 
3, i.e. contains 3 alleles. Each allele is of length 8. Each codon 
represents a program. In order to execute the program 
represented by each codon, each of the alleles in the codon are 
firstly converted to denary. For example, the first codon will 
be converted to 15, 5, 65. The denary values are mapped onto 
a grammar defining the valid programming statements for the 
class. For example the grammar used for inducing the methods 
of the stack class are illustrated in Fig. 4. Each denary value is 
then mapped to a production rule in the grammar for the 
method thereby converting the codon to a parse tree 
representing the program. For example suppose that the 
grammar start symbol  is <stmts>  and production rules for 
<stmts> are: 

<stmts> :: <stmt>  (0) 

<stmts>:: <stmt>;<stmts>  (1) 

There are two production rules for the non-terminal 
<stmts>. To decide which production rule to apply the 
modulus of the denary value and the number of production 
rules is taken. This process is continued to convert the codon 
into a parse tree representing a program. If there are still non-
terminal variables that need to be expanded once the codon 
has been processed, the process begins at the beginning of the 
codon again with the first allele. The construction of the parse 
tree ends when all non-terminals have been expanded. In order 
to prevent cyclic calls to non-terminals, a limit is set on the 
number of times a non-terminal can be called in the program. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

B. Regeneration 
The crossover and mutation operators are used for 

regeneration.  The crossover operator is essentially the same 
crossover operator defined for OOGP, but is applied to bits in 
the codon instead of parse trees. The external crossover 
operators swap bits between parents if the probability for the 
bit is less than the preset probability. As in the case of OOGP 
internal crossover is only applied if the random number 
generated is less than the preset probability. Internal crossover 
is essentially one-point crossover [16].  A crossover point is 
chosen in the parents and codons are crossed over at that point 
to produce two offspring.  As in the case of OOGP the fitter of 
the two offspring is returned as the result of the operation. 

The mutation operator is applied to the offspring created 
by crossover. A mutation probability and bit flip probability is 
set for mutation. The values of these parameters are problem 
dependent. A random number between 1 and 100 is generated. 
If this value is less than the mutation probability, mutation is 
performed. A random number between 1 and 100 is generated 
for each bit in the codon. If this number is less than the bit flip 
probability the bit is flipped, i.e. if the bit is 0 it becomes 1 and 
vice versa. 

IV. EXPERIMENTAL SETUP 
This section describes the experimental setup for testing 

OOGP, GOOGP and GE in algorithm induction for automatic 
programming. The first section describes the problem domain 
that the approaches were tested on.  Section B presents the 
parameter values used for the approaches and section C 
technical specifications. 

A. Problem Domain 
Data structure algorithm induction was used to evaluate 

the approaches.  Each of the approaches was tested on the 
simultaneous evolution of methods for the stack and queue 
data structures. Table 2 lists the methods that need to be 
induced for the array-based stack ADT and Table 3 those for 
the array-based queue ADT as defined in [9]. 

B. Parameter Values for Approaches 
The function and terminal sets used for the stack and 

queue ADTs are listed in Table 4. The parameter values used 
for OOGP, GOOGP and GE were obtained empirically by 
performing trial runs. These are listed in Table 5 for GP and 
Table 6 for GE. Various values were tested for each of the 
parameters and those performing the best were selected. Due 
to the stochastic nature of the approaches tested, 30 runs, each 
with a different random number generator seed, was 
performed for the stack and queue ADTs.   

Chromosome 

00001111 00000101 01000001 

00000101 00010001 11111110 

01000001 00001001 00000110 

01011101 00000010  00000101 

Fig. 3. Example of a chromosome 

< stmts > ∷ = < 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 >; < stmts >; | < 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 >; 

< 𝑣𝑣𝑣𝑣𝑣𝑣 > | < 𝑣𝑣𝑣𝑣𝑣𝑣 > 
< 𝑣𝑣𝑣𝑣𝑣𝑣 >∷ =  0 | 1  | 𝑁𝑁 | 𝑣𝑣𝑎𝑎𝑎𝑎 

 

< 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 >∷ = < 𝑤𝑤𝑣𝑣𝑤𝑤𝑠𝑠𝑤𝑤 ( 𝑤𝑤𝑎𝑎𝑒𝑒𝑣𝑣 , 𝑤𝑤𝑎𝑎𝑒𝑒𝑣𝑣) >| < read ( expr)   > 
|< 𝑠𝑠𝑤𝑤𝑠𝑠_𝑣𝑣𝑎𝑎𝑎𝑎  (𝑤𝑤𝑎𝑎𝑒𝑒𝑣𝑣) > |< 𝑤𝑤𝑎𝑎𝑒𝑒𝑣𝑣 > 

< 𝑤𝑤𝑎𝑎𝑒𝑒𝑣𝑣 >∷ =   < + >< 𝑣𝑣𝑣𝑣𝑣𝑣 >< 𝑣𝑣𝑣𝑣𝑣𝑣 >  |  < −>< 𝑣𝑣𝑣𝑣𝑣𝑣 > 

 
Fig. 4. Grammar for the Stack class 
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TABLE 2. METHODS FOR THE STACK ADT 
Methods Function 

makeNull() Sets the pointer to the stack to -1.  
The return value is ignored.  

push() Push an integer onto the stack. Return 
value is ignored. 

peek() Returns the topmost value on the stack. 

pop() Returns the topmost value in the stack, 
removes the value from the stack and 
decrements the aux by 1.  

empty() Returns an integer less than zero if the 
stack is empty, otherwise it returns an 
integer greater or equal to zero. 

 
TABLE 3. METHODS FOR THE QUEUE ADT 

Methods Function 
makeNull() Sets the pointer to the stack to -1.  

The return value is ignored.  

enqueue() Enqueue an integer. Return value is ignored. 

front() Returns the value in the front of the queue. 

dequeue() Returns the value in the front of the queue, 
removes the value from the queue and 
decrements the pointer by 1.  

empty() Returns an integer less than zero if the queue 
is empty, otherwise it returns an integer 
greater or equal to zero 

 
TABLE 4. FUNCTION AND TERMINAL SET 

Data 
Structure 

Function Set Terminal Set 

Stack +, -, *, /, if, >=, <=, ==, !=, 
block2, block3, write, read, 
set_aux 

i (integer to push on 
stack), 0, 1, aux 

Queue +, -, *, /, if, >=, <=, ==, !=, 
fblockn, write, read, for, 
set_aux, dec_aux 

i (integer to enqueue), 
0, 1, aux 

 
TABLE 5.  PARAMETER VALUES FOR OOGP AND GOOGP 

Parameter Stack Queue 
Population size  100 500 
Maximum depth range 3-5 3-5 
Tournament Size  2 2 
External crossover probability 50 50 
Internal crossover probability 50 50 
Maximum offspring depth range 4-10 4-10 

Number of Generations  50 50 
Population size (n) for GOOGP 500 500 

 
TABLE 6.  PARAMETER VALUES FOR GE 

Parameter Stack Queue 
Population size  500 500 
Codon length 10 10 
Allelle length 8 8 
Tournament size  4 4 
Mutation probability 30 40 
 Bit flip probability 70 70 
External crossover probability 50 80 
Internal crossover probability 70 50 
Number of Generations  100 100 

C. Technical Specifications 
The system was implemented in Java using Netbeans IDE 

7.2.1 with JDK 1.7.2_25.  Simulations were run on an Intel 
Core 3.1GHz machine with 8192 MB of RAM. 

V. RESULTS AND DISCUSSION 
This section discusses the performance of OOGP, GOOGP 

and GE in inducing methods for the stack and queue ADTs. 
The performance of the approaches is evaluated in terms of 
their ability in evolving solution methods for each ADT. This 
is reported as a success rate.  Thirty runs have been performed 
for each approach for each ADT. The success rate is the 
number of the 30 runs that have produced a chromosome with 
solution algorithms for all methods of the class. Table 7,  
Table 8 and Table 9 lists the success rate, average fitness and 
the average runtimes (in milliseconds) for each of the 
approaches for both the ADTs.  The best fitness that can be 
obtained is 225. For 29 of the 30 runs conducted for both GE 
and GOOGP solution chromosomes were found with a fitness 
of 225 for the stack ADT. OOGP did not perform as well, 
producing a solution chromosome on only one of the runs with 
an average fitness of 197.47 over the 30 runs for the stack 
ADT. GE was able to produce solutions quicker than GOOGP 
with lower average runtimes. Hypothesis tests were conducted 
to test statistical significance of these results. Three 
hypotheses were tested: 

• Hypothesis 1: GOOGP performs better than OOGP. 

• Hypothesis 2: GE performs better than OOGP. 

• Hypothesis 3: Runtimes of GE are better than GOOGP. 

The hypotheses were tested at 5%, 10% and 15% levels of 
significance and were found to be significant at all levels. The 
Z values are listed in Table 10.  

GE performs better than both GOOGP and OOGP in 
evolving the queue data structure. GE finds solution 
chromosomes on all 30 runs, while GOOGP finds solutions on 
24 of the 30 runs and OOGP was not able to find a solution 
chromosome.  

TABLE 7. SUCCESS RATES 
ADT OOGP GOOGP GE 
Stack 1 29 29 
Queue 0 24 30 
 

TABLE 8. AVERAGE FITNESS 
ADT OOGP GOOGP GE 
Stack 197.47 224.50 224.57 
Queue 195.37 222.4 225 
 

TABLE 9. RUNTIMES 
ADT OOGP GOOGP GE 
Stack 1623 16326 4287 
Queue 21501.33 157874.33 7127.87 

 
TABLE 10. Z-VALUES FOR HYPOTHESIS TESTS: STACK ADT 

Hypothesis Z-Value 
Hypothesis 1 13.81 
Hypothesis 2 13.96 
Hypothesis 3 15.42 
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Hypothesis tests were conducted to test the statistical 
significance of these results. The hypotheses tested is that GE 
performs better than OOGP and GE performs better than 
GOOGP in evolving the queue data structure. The hypotheses 
were found to be significant at all levels of significance with Z 
values of 2.72 and 21.84 respectively. 

GOOGP and GE have performed comparatively to the 
OOGP approaches employed by Bruce [8] and Langdon [9] in 
evolving the stack data structure with GE outperforming GP. 
In [8] 20 runs were performed and one solution that correctly 
induced all the five methods in the stack class was found. In 
[9] 4 solution chromosomes were found on the 60 runs 
performed for the stack class. Similar performance was 
attained for the evolution of the queue data structure. A 
chromosome that could evolve all queue methods correctly 
could not be found by the OOGP employed in [8]. It was 
however reported that 2 of the generated individuals correctly 
induced 3 of the 5 required methods. In [9] the OOGP 
approach found a solution on one of the 379 runs performed. 

Fig. 5 illustrates one of the solutions found for the stack 
ADT using OOGP. This is a push down stack which 
increments the stack pointer when an element is pushed onto 
the stack and decrements the pointer when an element is 
popped. Introns are redundant code which genetic 
programming is known to generate as part of solution 
programs [2]. The introns have been removed from the 
solution programs displayed in Fig. 5 to improve the 
readability of programs. The named memory location aux is 
used as a stack pointer. The solution for the makeNull method 
sets the stack pointer to -1. The evolved method for push 
firstly increments the stack pointer by 1 and then writes the 
element i to the position in indexed memory pointed to by the 
stack pointer. The set_aux operator evaluates to zero so the 
method returns the value pushed onto the stack. The method 
evolved for peek reads the value currently pointed to by the 
stack pointer. The pop method firstly reads the value in 
memory indexed by the stack pointer and then decrements the 
stack pointer by 1.  The empty method returns the value of the 
stack pointer, if this value is negative it means the stack is 
empty. 

An example of an evolved queue ADT evolved by GE is 
depicted in Fig 6. As in the case of the stack solution in Fig. 5, 
the named memory location aux is used as a queue pointer to 
the queue which is stored in indexed memory.  

Method Solution 
makeNull() set_aux(0-1) 
push() set_aux(1+aux) + write(i,aux) 
peek() read(aux) 
pop() read(aux) + set_aux(aux -1) 
empty() aux 

Fig. 5. Stack solution evolved by OOGP 
 

Method Solution 
makeNull() set_aux(0-1) 
enqueue() set_aux(1+aux)  write(i,aux) 
front() read(0) 
dequeue() for(aux, dec_aux, write(lvar5,cvar5) ) 
empty() aux 

Fig. 6. Queue solution evolved by GE 

The makeNull method sets the queue pointer to -1 to 
indicate that the queue is empty. The evolved enqueue method 
firstly increments the queue pointer.  The integer value is then 
written to the memory location pointed to by the queue 
pointer. The front method reads the element stored at index 0 
in the indexed memory.  The dequeue method uses the for 
operator to achieve its aim. The first argument of the for 
operator is the queue pointer stored in aux. The second 
argument decrements the queue pointer by 1 and returns a 
value of zero. The for operator implemented in this study 
maintains a counter variable (cvar) and an iteration variable 
(ivar) for each for operator instance [15]. The counter variable 
stores the counter value for the iteration.  For example if a for 
loop beings at 1 and ends at 3, then the value of cvar will be 1, 
2 and 3 respectively on each iteration. The iteration value 
stores what the body has evaluated to on the last iteration.  The 
iteration variable is given an initial value of 0.  

VI. CONCLUSION AND FUTURE WORK 
The aim of this study was to compare the performance of 

object-oriented genetic programming and grammatical 
evolution for the automatic induction of algorithms. Three 
approaches, namely, object-oriented genetic programming 
(OOGP), object-oriented genetic programming using a greedy 
method to create the initial population (GOOGP) and 
grammatical evolution (GE) were implemented to evolve the 
stack and queue data structures.  Grammatical evolution was 
found to perform better than both GOOGP and OOGP in the 
simultaneous induction of algorithms with lower runtimes than 
GOOGP. GOOGP produced much better results than OOGP.  
GE and GOOGP were also found to perform better than 
previous OOGP approaches evaluated for the evolution of the 
stack and queue data structures. Future work will include a 
further analysis of the results to identify the theoretical 
justification for the performance of the three approaches. The 
application of GE to additional automatic object-oriented 
programming problems, including the evolution of programs 
that use instances of classes, will also be investigated as future 
extensions of this work.  
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Abstract—Most of the developing world can still be classified
as under-resourced in terms of the resources that are available
in their languages. Harvesting suitable and relatively easily
accessible spoken resources can drastically improve the situation.
One such resource is parliamentary sessions, which in general
are publicly available and are most often manually transcribed.

In this investigation we present an automatic harvesting
procedure which makes use of the “islands of certainty” prin-
ciple to segment long utterances into more manageable shorter
chunks and a garbage model to improve alignment by absorbing
superfluous speech. The final harvesting approach was used to
harvest 50 hours of South African Parliament audio data from a
total 105 hours of raw audio data, at a goodness-of-pronunciation
(GOP) score of 1.9. The word alignment accuracy, performed on
two parliamentary sessions, showed that over 96% of the words
are within 1.0 seconds of their true position in the audio stream.

I. INTRODUCTION

The majority of the official languages of South Africa can
still be classified as being under-resourced. The situation has
been alleviated to some extent by the successful completion
of various resource development projects sponsored by the
Department of Arts and Culture of the South African govern-
ment. One such project was the National Centre for Human
Language Technology (NCHLT) Speech project which pro-
duced broadband speech corpora for all official languages [1].
Each corpus contains between 50 and 60 hours of transcribed
speech in all eleven official South African languages.

The current project aims to extend the resources created
during the NCHLT Speech project by aligning audio data
from National Parliament (NP) with corresponding Hansard
transcriptions, thereby creating a multilingual corpus of tran-
scribed speech data. Although the primary aim of the project is
to extend existing speech resources by aligning parliamentary
speech data with Hansard transcriptions, attention will also be
paid to the possibility of enhancing the transcription process
with automatic speech recognition ASR technology.

II. BACKGROUND

The TC-STAR [2] project has a primary goal of improving
all core technologies used in speech-to-speech translation sys-
tems – automatic speech recognition (ASR), spoken language
translation (SLT) and text-to-speech (TTS). The domain of
development is unconstrained speech, selected from speeches
and broadcast news and focusses on three languages: European
English, European Spanish, and Mandarin. The European
Parliament Plenary Sessions (EPPS) were identified as an

initial reference task for speech translation. The aim was to
perform English to Spanish translation and vice versa. In the
TC-STAR ASR evaluation performed by Lamel et. al. [3] over
90 hours of audio recordings from the parliamentary sessions
were used to train the ASR systems. The word-error-rates
(WERs) were 8.2% for English and 10.7% for Spanish on
the evaluation set. It is unclear which text representations of
the sessions were used during the acoustic model development,
since for each session a final text edition (FTE) is generated
which strives to achieve high readability and does not serve
as a direct verbatim transcription. In addition, members are
allowed to make edits to the transcriptions.

Kawahara [4] describes the use of automatic transcription
generation in the Japanese Parliament to assist transcribers. To
achieve this, an ASR system is used which has to produce an
accuracy greater than 90%. As highlighted, this goal is difficult
to achieve in committee meeting contexts as the speech is
spontaneous, interactive and emotive. There is an abundance
of data to train the acoustic models – 1200 hours per year – but
the accompanying transcriptions are approximate due to the
parliamentary editing processes. To overcome this problem, a
statistical machine translation (SMT) approach is used to con-
vert the approximate transcriptions into faithful transcriptions.
Then, a lightly-supervised acoustic model training scheme is
used to develop in-domain acoustic models. A 2011 evaluation
showed that the system achieved an error rate of 10%.

The following parliaments make use of the ASR technology
to varying degrees: Australian NP [5], Australia: Western Aus-
tralia [6], Australia: New South Wales [7], Denmark [8] and
Isle of Man [9]. The main aim of the using ASR technology
is to reduce the transcription effort.

In a previous study, an aligned corpus of South African En-
glish was created using South African English radio broadcast
audio data and associated transcriptions harvested from the
internet [10]. Davel et. al. [10] showed that lightly-supervised
automatic harvesting for ASR resource creation in a resource-
scarce environment does not require well-trained language
models. In their approach, a phone-based ASR system was
used to automatically generate transcriptions, for roughly 100
hours of South African English radio broadcast audio data,
using a flat-phone task grammar. The seed models were
initially developed on US English data and gradually replaced
by the in-domain SAE dialect. Data filtering was achieved by
using a garbage model which absorbed badly-aligned audio
portions. The data is in a different domain, but a similar
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approach can be used to align the speech data from Parliament
with the Hansard transcriptions. Use of the garbage model that
was introduced to absorb superfluous speech and replacing
the seed acoustic models with ones trained or adapted on in-
domain data were especially useful.

Practically, aligning long audio segments is challenging but
this can be overcome by using the iterative procedure proposed
by Moreno et. al. [11]. Effectively, the task is converted to a re-
cursive speech recognition problem. The first step is to decode
the entire utterance using a large-vocabulary ASR system that
makes use of a biased language model trained on the utterance
transcriptions. A dynamic programming algorithm is then used
to align the transcriptions and recognised text. Anchor points
are identified by selecting text regions that show agreement
between the transcription and recognised text. The utterance
and transcription are then chunked based on the anchor points
and the process repeated. At each chunking stage the language
model is retrained on the text that occurs within the segment.
The results showed that after running the automatic alignment
procedure, 98.5% of the words were within 0.5 seconds of
their true alignments.

From this brief review it is clear that parliamentary sessions
can be a rich source of both audio and text language resources.
Although the domain has some challenges, such as non-
verbatim transcripts and unconstrained spontaneous speech,
these can be overcome through a variety of approaches. If the
approximate transcriptions are not too far removed from what
was actually said, then the machine translation approach can
be omitted. Furthermore, given enough raw data, a sufficient
amount of data can be harvested. Aspects of the harvesting
approaches proposed by Davel et. al. [10] and Moreno [11]
can be combined to create a suitable approach that can be
used to harvest long unconstrained spontaneous speech found
in parliamentary sessions.

The audio and text data that was obtained from NP as well
as the NCHLT data that was used for system development
are described in the next section of the paper. ASR tool
development and the procedure that was followed to perform
the alignment are described in section IV. The performance
of the alignment strategy is reported on in section V followed
by a discussion of the results and comments on the alignment
procedure in section VI.

III. RESOURCES

This section gives an overview of the speech and text
data that were used to develop the alignment tools and to
perform the alignment itself. Two sets of speech data were
used in this study: 1) English data from the NCHLT Speech
corpus that was used to develop seed acoustic models and 2)
speech data obtained from Parliament that needed to be aligned
with Hansard transcriptions. A number of Hansard texts were
provided by NP. Additional text data was downloaded from
the Parliament website.

A. Speech data

1) NCHLT speech data: Seed acoustic models, needed to
start the harvesting procedure [10], were trained on NCHLT
speech data [1]. A modified “English” NCHLT corpus was
created by supplementing the English sub-corpus with English
prompts sourced from the other 10 languages. The reason for
adding accented English was to improve the acoustic coverage
of the acoustic models, as the parliamentary data contains
speech from many speakers who have accents. Table I shows
the number of utterances, hours and speakers found in the
modified “English” NCHLT corpus.

TABLE I
ENHANCED ENGLISH NCHLT SPEECH CORPUS.

# of utterances 87557
# of hours 64.54

# of speakers 1673

2) Speech data from National Parliament: Negotiations to
obtain audio recordings of the speech data generated in Parlia-
ment were initiated in 2011. Initial investigations revealed that
it was not possible to obtain audio only recordings and video
material was therefore acquired. The audio was extracted from
the video using transcode1, converted to PCM WAVE format,
with 16-bit signed integers used to represent the data samples.
The audio data was also down-sampled to 16 kHz and the
volume was decreased by 3 dB due to audio clipping observed
in some instances. All post audio extraction operations were
performed using Sox2.

The transcription unit at NP publishes an index of each
session that is transcribed. One of the fields in the index
file indicates which language was used by the speaker. These
overview documents were used to select the most diverse
debates from a set that was made available by NP. The aim was
to select debates that contained examples of as many different
languages as possible. 32 debates from the National Assembly
were identified in this manner and the corresponding video
material was obtained from NP. Although an attempt was made
to select debates in which languages other than English were
spoken, an initial analysis of the data revealed that almost all
the speech was South African English - the other 10 languages
are only used incidentally.

B. Hansard text data

In addition to the 32 Hansard documents corresponding to
the selected debates, a further 759 Hansard transcriptions of
the National Assembly were downloaded from the Parliament
website3. The documents were all in MS-WORD DOC format
and had to undergo extensive pre-processing and normalisation
before the text could be used for language modelling and
alignment purposes.

1http://www.transcoding.org/
2http://sox.sourceforge.net/
3http://www.parliament.gov.za/live/content.php?Category ID=119
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C. Ground truth transcriptions

A set of manually corrected reference alignments were
needed to verify the quality of the generated alignments.
At this preliminary stage, only two parliamentary sessions,
namely 1 March 2012 and 11 May 2012, were corrected.
To start the manual correction process, both sessions were
automatically aligned using the procedure detailed in sec-
tion IV-B. The lengthy alignments were further segmented into
30 seconds chunks to ease the manual correction effort. The
1 March 2012 session contained 145 alignment chunks, while
the 11 May 2012 session contained 142 chunks, which were
stored in Master Label File (MLF) HTK-format. Each MLF
was converted to a PRAAT 4 TextGrid as the transcribers made
use of PRAAT to correct the transcriptions. Transcribers were
guided by a thorough protocol that dealt with uncertainties
that arose during the correction process.

The manually verified TextGrids were subsequently con-
verted back to MLFs for evaluation. A word list was generated
from the MLFs in each of the parliamentary sessions and from
the verified MLFs. Table II summarises the results obtained
by comparing the manual and reference MLFs.

TABLE II
COMPARISON BETWEEN THE HANSARD AND MANUALLY CORRECTED

TRANSCRIPTIONS.

Session Corr. % Acc. %
1 March 2012 77.87 59.13
11 May 2012 86.07 68.03

The low accuracy values that are observed in table II show
that there is significant mismatch between the transcription
sets. This result indicates that many words were omitted during
the parliamentary transcription process.

IV. METHOD

Two factors complicated the automatic alignment task,
namely (1) the huge discrepancy between the Hansard tran-
scriptions and the content of the audio, and, (2) the duration
of the parliamentary sessions. This section describes the har-
vesting procedure and decisions taken through the course of
the investigation to compensate for these complicating factors.

A. NCHLT seed acoustic models

The speech recognition system development followed a sim-
ilar structure to that described in Kim et. al. [12] and made use
of HTK [13]. All audio data was converted to perceptual linear
prediction (PLP) coefficients. A 52 dimensional PLP feature
vector was created by appending the 13 static, 13 delta, 13
delta-delta and 13 delta-delta-delta coefficients. Global mean
and variance normalisation was applied to all the features.

Acoustic models (AMs) were developed by following an
iterative training scheme where previous models were used
to perform alignments during training. Firstly, 32-mixture
context-independent (CI) AMs were trained and used to pro-
duce state alignments for the CI AMs trained in the initial

4http://www.praat.org/

development of cross-word triphone context-dependent (CD)
AMs. Once the CD AMs were trained, the process was
repeated and the previous AMs were used to produce all state
alignments before increasing the mixture number.

All hidden Markov models (HMMs) were three state left-
to-right in structure. Each CD HMM’s state contained eight
mixture diagonal covariance Gaussian models. A question-
based tying scheme was followed to create a tied-state data
sharing system [14] – where any context-dependent triphone
having the same central context could be tied together.

A last step in the AM development, was to estimate a
heteroscedastic linear discriminant analysis (HLDA) transfor-
mation, which was applied to the 52-dimensional PLP feature
vectors in order to reduce the dimension to 39. After estimating
the HLDA transform, the CD AMs’ parameters were updated
using two iterations. As a large percentage of model variances
were floored during re-estimation only the weights and means
were updated.

Davel et. al. [10] made use of a garbage model in their
harvesting procedure, therefore a garbage model was trained
and inserted into the acoustic model set. The garbage model
was a 64-mixture general model trained on data where the
phone labels were all converted to the same value. The garbage
model was inserted into the specialised HTK “sp” model and
modifications made to the model structure to accommodate
the garbage model.

B. Harvesting procedure

ASR tools can be used to generate alignments between
spoken audio and text, but practically the audio durations are
usually many seconds to a few minutes long. A large portion
of the parliamentary sessions are well over an hour long, with
some approaching five hours in duration. With current ASR
technology, the tools fail to achieve good alignment or any
alignment for such audio segments. Thus, the problem had to
be broken up – using a divide-and-conquer approach. To this
end, work presented by [11] was used as a starting point for
the automatic alignment approach, as these authors undertook
similar work.

The algorithm breaks up a long audio file into smaller
chunks by finding “islands of certainty” between the transcrip-
tions and automatic text outputs generated by an ASR system
recognition. At each iteration, the audio is segmented into
smaller chunks and the pronunciation dictionary and language
model used during the recognition phase are restricted for
each chunk. Our algorithm follows a similar approach but
due to some of the parliamentary session’s audio approaching
five hours in duration, such an iterative process would be too
time consuming. Thus, for our implementation only a single
iteration was used.

Figure 1 shows a high-level flow diagram of the harvest-
ing procedure. The numbers in the figure correspond to the
numbers of the processing steps in the procedure:

1) For each session, the audio track was extracted from
the parliamentary video, Automatic Gain Control (AGC)
was applied to the audio and converted to PLP feature
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Fig. 1. High-level flow diagram of the automatic harvesting procedure. Tasks are grouped by colour and the order of execution are shown by numeric values.

vectors. To improve feature robustness, utterance-based
mean and variance normalisation was applied.

2) Tri-gram and quin-gram language models were trained
on the normalised parliamentary text produced by the
document parsing and normalisation task.

3) The PLP feature file was uniformly segmented into non-
overlapping ten second chunks and each chunk was
decoded using the tri-gram language model and the seed
NCHLT acoustic models. The output from the decoder
was a lattice capturing a subset of possible word paths.

4) Each lattice was re-scored using the quin-gram language
model.

5) Acoustic model mean and variance parameter adaptation
was performed using cascaded Maximum Likelihood
Linear Regression (MLLR). The global MLLR trans-
forms were estimated using the transcriptions generated
by the quin-gram lattice re-scoring.

6) Processes 3 and 4 were repeated using the adapted
acoustic models.

7) The transcriptions generated from the lattice re-scoring,
using the adapted models, were used to find approx-
imate alignments between the recognition outputs and
the normalised Hansard transcriptions. To perform the
alignment, four to seven word sequences were used to
find anchor points – preference was given to longer
word sequences. This alignment process gave rough ten
second alignment granularity.

8) Using the approximate alignments, the feature file was
segmented into 20 minute chunks. A transcription file
was created for each 20 minute chunk by extracting
the words from the corresponding normalised Hansard

transcription. The adapted acoustic models were used
to force align the feature chunks and the corresponding
transcriptions.

9) Once aligned, each 20 minute alignment output was
post-processed by adding silence boundaries. Silence
portions greater than 150 ms were marked as boundaries.

10) A recognition process was run for each 20 minute chunk
as well. A task grammar was created using the 20 minute
transcriptions generated in step 8 and modified such that
words could be skipped.

11) The outputs of the forced alignment (step 8) and recog-
nition (step 10) were used to derive confidence scores.
Goodness-Of-Pronunciation (GOP) scores were used to
gauge the match between the audio and the text [15].
The scores were not calculated for the entire 20 minute
chunk, but for shorter segments that had a corresponding
audio duration greater than five seconds. These segments
were selected between silence boundaries as marked in
the 20 minute forced alignment outputs.

12) Lastly, the GOP outputs were re-formatted to allow
easier prompt selection. The output file format contained
a possible prompt per line and each line had the follow-
ing information: GOP score, start time, end time and
transcription word sequence. This output file was used
in the corpus packaging step to create the final NCHLT
II Speech Resource Development ASR corpus.

C. Alignment evaluation procedure

An ASR corpus requires accurate audio and transcription
pairs. The harvesting approach, described in section IV-B,
aligns the normalised parliamentary session audio with the
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corresponding Hansard transcriptions and outputs GOP scores
used to select prompts. This measure, however, does not
indicate for each word, how accurately the individual words
are aligned. Therefore, a verification step was performed to
evaluate how accurately the words are aligned between the
Hansard transcriptions and the audio.

The evaluation procedure described in Moreno et. al. [11]
was used to perform the alignment verification. Their verifica-
tion process compares alignments between manually corrected
transcriptions and automatically generated ones. For each
word, the start and end times are compared between the
reference and automatic sets and the difference recorded over
the entire set of words.

The verification process requires both manually corrected
and automatically generated transcriptions. The process fol-
lowed in creating the manually edited transcriptions is de-
scribed in section III-C and the automatic transcriptions were
generated using the alignment procedure highlighted in sec-
tion IV-B. PRAAT TextGrids were used to format the manual
transcriptions, while the automatic transcriptions are stored in
HTK MLF format.

The first step for the verification process was to create
alignments between the two transcriptions sets. The alignments
were generated using Sclite application from the “Speech
Recognition Scoring Toolkit (SCTK) Version 2.4.0” [16],
which require the conversion of the PRAAT TextGrids and
MLF format files to “CTM” format. The sclite alignment
procedure segments the utterances based on common silence
boundaries that results in multiple alignment chunks per
utterance. Non-English alignment chunks were removed by
using a 124k English word lookup table.

Given the alignments, the difference in word start and end
times, for each word, could be calculated. The final output
from the verification analysis was (1) a table capturing the total
number of comparisons, substitution errors, insertion errors
and deletion errors, (2) a file containing the difference in word
start times, and, (3) a file containing the difference in word
end times. To date, the verification process was performed on
parliamentary sessions 11 May 2012 and 1 March 2012.

V. RESULTS

This section presents results of prompt selection and the
alignment accuracy between the audio and text.

A. GOP prompt selection

The last phase of the harvesting procedure was to create an
ASR corpus. This was done by selecting text portions from
the aligned text and assessing the corresponding GOP scores.
Figure 2 shows the amount of harvested audio (in hours)
packaged in the final ASR corpus as a function of the GOP
score. At a high GOP score the total number of audio hours
is around 78 hours, meaning that 27 hours (around 25%) of
audio is unsuitable for harvesting. A GOP score of between
0 and 4 sees the greatest change in the amount of harvested
data.
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Fig. 2. The amount of audio data harvested as a function of the GOP score.
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Fig. 3. Difference in starting and ending word times between the ground
truth transcriptions and automatically harvested transcriptions.

Lastly, with the GOP threshold set to 1.9, 50 hours of
aligned data were selected from the 105 hours of processed
parliamentary audio. This almost doubles the NCHLT English
data set and increases the accent variability of the audio data.

B. Alignment evaluation

The ground truth data described in section III-C was used
to evaluate the accuracy of the time boundaries assigned by
the automatic alignment system. Figure 3 shows a histogram
of the time differences between the word start and end times.
The histogram shows that 96.36% of the words are within 1.0
second of the true alignments. A large portion of the word
mismatches are less than 0 which indicates that automatic
word alignments occur after the actual word occurrences in the
audio. The artefact that causes this has still to be identified.

Table III shows values for the total number of word com-
parisons, substitution, deletion and insertion errors. For both
the 1 March 2012 and 11 May 2012 parliamentary sessions,
over 80% of the words were used for the alignment accuracy

126



comparison while around 20% of the words were rejected due
to alignment errors.

TABLE III
Total comparisons made, substitution, deletion and insertion errors made

between the ground truth transcriptions and automatically harvested
transcriptions.

Session Total Subs. Dels. Ins.
Comparisons

1 March 2012 12327 1157 1109 597
11 May 2012 9249 550 1030 588

VI. DISCUSSION

The primary aim of this investigation was to extend exist-
ing speech resources by developing an automatic harvesting
approach that could be used to create an ASR corpus from
parliamentary audio and Hansard transcriptions. Unfortunately,
only the English corpus could be extended as the parliamentary
data contained less than 5% of other language data. The
benefit, however, is that the final corpus contains accented
English data, which should enable the development of acoustic
models suited for the South African context. Furthermore, it
should be relatively easy to extended our approach to other
similar datasets, which may contain a greater diversification
of South African languages.

The final harvesting approach was a modified version of
the algorithm proposed by Moreno et. al. [11] and managed
to harvest 50 hours of audio data from a total 105 hours
of raw data at a GOP score of 1.9. The alignment accuracy
evaluation, on two parliamentary sessions, showed that over
96% of the words are within 1.0 seconds of the true position in
the audio stream. These results show the promise of pursuing
data harvesting of parliamentary data, which is a challenging
environment.

Main conclusions that can be drawn from the investigation
are:

• From Section III-C we can see that there is a large
discrepancy between the audio recorded in Parliament and
the Hansard transcriptions. This complicates the align-
ment task, as finding aligned portions is more difficult and
reduces the quality of the full transcription alignments.

• The immediate goal of the Hansard transcriptions is to
succinctly capture the proceedings of a parliamentary
session. In order to create an accurate ASR corpus,
however, more data is needed as verbatim portions are
rather scattered throughout the transcriptions.

• The above points are not unique to South Africa as
this has been seen in the Japanese Parliament [4]. Their
approach to the problem was different as machine trans-
lation was used to “normalise” the transcriptions.

• Despite the big discrepancies some segments could still
be aligned accurately and included in an accented South
African English ASR corpus.

The immediate goal of future work is to improve the
harvesting approach to produce more accurate alignments.
This will allow the harvesting of more usable data from the

raw parliamentary sessions and increase the final ASR corpus
audio-text accuracy.
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Abstract—The purpose of this paper is to address the challenges
and describe step-by-step solutions faced when developingan
automatic speech recognition system in multilingual societies.
We give a brief statistical analysis of the data that have been
harvested from the internet. The harvesting process operates in
a multilingual environment where code-switching is the norm.
We specifically focus our attention on the challenge of number
normalization, pronunciation and the variations associated with
it. We then develop various systems to illustrate the effects of
different approaches to modelling the pronunciation of numbers.

I. I NTRODUCTION

AUTOMATIC speech recognition implementation in a multi-
lingual society has proven to be a challenging task with added
factors that need to be taken into account. In a country such as
South Africa, there are eleven official languages each with its
own variation of accents and dialects. Although speakers may
be classified under a certain language group, their geographic
location within the country could heavily influence how they
pronounce certain words. In addition, the movement of migrant
workers to big cities has slowly decreased the number of ho-
mogeneous societies around the country. As different societies
mingled with one another, certain words from one society
found their way into the other. Therefore, it is not unusual
for a standard South African conversation to consist of words
from several different languages. It should however be noted
that different factors such as age group, levels of education and
geographical location may heavily influence the homogeneity
of a conversation. For instance, people who live in rural areas
of South Africa, which is mostly homogeneous, may converse
using very little use of words from other languages.

The occurrence of mixing words and sentences from different
languages within a conversation, described above, is termed
code switching [1]. It is mostly prominent in multilingual
societies especially on the African continent where the dom-
inant language or lingua-franca is embedded within normal
day to day conversations. A significant amount of literature
exists on the development of ASR systems in multilingual
environments. Challenges such as the development of a pro-
nunciation dictionary are often encountered due to the number
of out-of-vocabulary (OOV) words present in the corpus [2].

These OOV words may include numbers that are found in
the corpus. Numbers are normally left in the transcriptions
for the sole purpose of hearing how people call them out
in case of uncertainty. As a consequence, the accuracy of a
monolingual ASR system may be affected negatively since
what is contained in the audio is quiet different to what is
in the transcription.

In this paper we focus on the implications of having num-
bers that are not normalized in the corpus. We first give a
background on the use of code switching and its applications
on day to day conversations in Section II. In Section III, we
give a statistical analysis of the collected text data and the
audio acquired. Section IV conducts several experiments which
include passing all the text data through an English number
normalizer to generate word representation of the numbers.
Thereafter we train various grapheme-based ASR systems to
compare the results from a system with no special provision
for numbers, a system with normalized English numbers and
a system with transliteration.

II. BACKGROUND

A study conducted by [3] has highlighted the use of lingua-
franca languages when Interactive Voice Response (IVR) users
were given an option to choose between their mother tongue
and English. The study showed that 84% of the users chose
to interact with the system in English, although they were not
English mother tongue speakers. Such preferences are likely to
result from the fact that the African or native languages have
not evolved to accommodate new Western influences such as
technological gadgets, literature etc. To compensate for this
inadequacy, most native speakers have devised ways to include
these words into their vocabulary by adding prefixes and/or
suffixes to make the words sound more like their dialect. This
process takes a significant amount of time and the words may
go through a number of transformations to reach a level of
acceptance.

Words that do not go through this morphological process are
used without being changed. These words may even extend
to complete sentences within a conversation. However, most
government institutions and broadcast corporations have put
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strict regulations on news bulletins and certain shows in an
attempt to preserve African languages. To avoid the complex-
ities and uncertainties resulting from this state of affairs, users
may simply opt for English versions of an IVR system.

According to [3], users exclusively opted to use English
when stating numbers, telephone numbers, temperature etc.
This phenomenon called code-switching makes the process
of ASR development more challenging. To develop an ASR
system without foreknowledge of the target language, requires
that some aspects of prompt generation especially language
dependent aspects, to be overlooked. These reasons could be
wanting to hear how the respondents pronounce certain words
that are not in their vocabulary. This in turn introduces other
difficulties that requires another level of post-processing.

In general, the most widely and accepted way to spot em-
bedded languages within a code-switched text, is to perform
language identification (LID) on the collected text [4] [5].This
identification permits the system to know beforehand which
speech engine to execute during recognition. The approach
only works when there are large amounts of data to train a
language model, which is not the case for our under resourced
conditions.

III. M ETHODS AND DATA

Our text data collection process requires for a starting point
that the language under investigation should at least have
written orthography. The main target languages are those that
have little or no collected text or speech corpora and hence
classified as under resourced. The language also needs to have
some form of internet text that can be harvested by web
crawlers.

With the drastic increase of foreign nationals coming into
South Africa from neighbouring countries in recent years,
and to avoid the relatively well-resourced South African lan-
guages for our investigation, we decided to explore a common
non-South African language. With millions of these migrant
workers coming from Southern Africa, mostly Zimbabwe, the
choice was between ChiShona and the Zimbabwean dialect of
IsiNdebele. The IsiNdebele language is closely related to South
African IsiNdebele. So for the purposes of this investigation
we opted to explore the Shona language. As described in
[6], Shona is an umbrella term used to represent a family of
dialects. It is the dominant language and one of the official
languages of Zimbabwe. Shona has about 10.8 million first
language speakers across Southern Africa. Through prior in-
vestigation it was established there were several Shona internet
sites that were still in operation, although the number was
significantly reduced due to the political climate in Zimbabwe.

The web crawlers were directed to harvest Shona text data from
various internet sources [7] [8]. We managed to collect about
19 MB of raw text data from the internet, which contained
267 000 sentences. The data was then post-processed and
reduced to 8581 sentences with approximately 52 250 word
tokens. The reduction was due to the amount of English content
that was present and needed to be filtered out. It should be
noted that only sentences which contained only English were
discarded and those that were mixed or contained Shona only
were considered to reflect the code-switching nature of normal
conversations. This was not surprising since most internetsites

in a multilingual society have a mixture of text from different
languages.

From the resulting corpus, over seven thousand 3-word
prompts were generated and prepared for recording. The text
post-processing stage only focused on removing punctuation
marks and the embedded English text as mentioned above.
However we opted not to normalize any numbers that were
found within the text. This decision was made with two
considerations: we intended to learn about how people call
out numbers, and under resourced languages do not have
the luxury of having number normalizers or readily available
linguists to do the translation. Consequently, our prompts
contained a substantial amount of numbers which were present
throughout the recording process. The recording process took
place over a period of two months and resulted in over 7 and
a half hours of speech data from 22 speakers.

IV. RESULTS AND OBSERVATIONS

In order to evaluate how useful our data is for the purposes
of ASR (and to create a basic Shona recognizer for further
development), we have conducted several experiments. Our
results were conducted using threefold cross validation with
no speaker overlap.

A. Pronunciation Dictionary

In general, the development of an efficient ASR system re-
quires a proper pronunciation dictionary. However, for under
resourced languages that do not have many of the relevant
resources, a proper pronunciation dictionary may not be easily
compiled.[9] describes using mappings from one language
to generate pronunciations for the other language. Though
this approach may give acceptable results, it proved to be
less effective than generating pronunciations for all the words
regardless of the language. For this reason, a grapheme-based
method of generating pronunciations by representing a word
with its corresponding space-separated grapheme sequence
was used, as first proposed by [10]. This method is mostly
effective when used for languages that are regular or have a
close phone to grapheme mapping.

B. Data Preparation

After all the other resources were in place, we used HTK
[11] tools to perform feature extraction from the collected
audio. The recognizer used a system based on standard Hidden
Markov Models (HMM). For feature extraction, a standard 39
dimensional feature vector composed of 12 Mel Frequency
Cepstral Coefficients (MFCCs) as well as their delta and
double delta values coefficients extracted for each frame and
also one energy feature along with its delta and double delta.
The MFCCs were extracted using a 25 milliseconds window
size and a 10 milliseconds shift. Due to the lack of text data
resources, we opted to use a flat language model for grapheme
recognition.

C. Experiment 1: Baseline Results

The baseline system was built using all the data from the
corpus. The training and test set contained sentences with
English in them. At this stage, all the numbers were present in
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the corpus. There were 8581 files in total and 266 of them
contained numbers. On close inspection it was found that
the numbers mostly represented years, days, bible verses and
temperatures.

As mentioned in III, there were 22 speakers who were recruited
for the recording process. The respondents consisted of uni-
versity students, security guards and a professional with apost
graduate qualification. Despite this wide pool of individuals,
all of them switched to English to call out numbers regardless
of their qualification or social status, and also regardlessof the
semantic role of the numbers.

It is common for different speakers to call out a string of
numbers in a different manner depending on how the string
is structured. We found that the pronunciation of years and
phone numbers turns out to be most varying among respon-
dents/speakers. A number such as 2010, could be pronounced
as twenty ten or two thousand and ten. Variations such as zero
and oh when calling out phone numbers were also observed
in the corpus.

TABLE I. Baseline results before number normalization.

Corpus Accuracy Correct Duration
Shona + English 59% 68.74% 7.67 hours

Table I shows the accuracy results for the system trained on
all the data. The grapheme results are comparable to the ones
achieved for phone recognition on the 11 official South African
languages during the Lwazi project [12], despite the presence
of English in the training and test corpus. We find a slight
increase in accuracy by transliterating the English content in
the corpus, as reported in [6].

D. Experiment 2: Number Normalization

During the recording process, it was observed that all the
numbers in the prompts were read or called out in English
regardless of the context. Consequently, all the numbers inthe
corpus were normalized using an English number normalizer.
The number normalizer uses the context in which the number
is represented to normalize it. For instance, a number such as
the year 2012 was found to have been called out differently
by different respondents during the recording process. For
the same number 2012, variations such astwenty twelve, two
thousand and twelveor two zero one twowere encountered.
This variation makes it difficult for the ASR system to correctly
recognize what is contained in the audio files. Subsequent
to performing number normalization, we conducted another
experiment to determine the importance of this effect.

TABLE II. Baseline results after normalization.

Corpus Accuracy Correct Duration
Shona + English 55.49% 66.81% 7.67 hours

The results displayed in Table II show a decrease in the
system’s grapheme accuracy; this outcome could be expected
since the normalization of numbers resulted in an increase of
English content in the corpus. This is because the grapheme
recognition results of an irregular language such as English
are poor [13].

E. Experiment 3: Manual verification

It was observed that the automatic normalization of numbers
did not always reflect what was said in the audio files. This
was due to the different variations during the prompt recording
process. For that reason, we decided to manually verify the
normalized transcriptions by listening to what was actually
spoken in the audio. Because of the vast mismatch, most of
the automatically normalized numbers had to be manually
transcribed to match what was said in the audio files. We
then conducted another experiment to see the effect of manual
transcription.

Table III shows an increase in system’s grapheme accuracy
after the manual verification process.The transliterated results
were obtained by mapping the English phones to Shona
graphemes. A number such as 41, was first normalized to
fourty one then each pronunciation was transliterated tofoti
andwan respectively.

TABLE III. Manually verified results.

Corpus Accuracy Correct Duration
Shona+English 60% 70.64% 7.67 hours
Transliterated 61.42% 71.72% 7.67 hours

V. CONCLUSION

We have explored the effects of having numbers and content
from other languages on an ASR system. The process required
us to have no prior knowledge of the language of choice,
implying that we could not perform any language specific
text normalization before speech data was collected. This
meant that we had to leave the numbers in the prompts in
unnormalized form.

In addition, we found that most Bantu language speakers read
out numbers in the local lingua franca during the recording pro-
cess. In the case of Shona speakers, English was the language
of choice when code switching. These findings will make it
simpler to determine which language to use when normalizing
numbers beforehand and it will prevent the tedious process of
manual verification. This will also provide consistency on how
users call numbers out during the recording.

Furthermore, we have developed three systems to illustratethe
effect of having numbers in the corpus. The first system gave
acceptable grapheme results compared to the second system.
This is indicative of the poor grapheme accuracy introducedby
English content. We have shown that a simple transliteration
can greatly enhance overall system performance in a multi-
lingual code-switching environment particularly when dealing
with a regular and an embedded irregular language.
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Abstract—We investigate the application of sparse coding and
dictionary learning to the discovery of sub-word units in speech.
The ultimate goal is to generate pronunciation dictionaries
that could be used for automatic speech recognition (ASR). A
dictionary of sparse coding atoms is trained to code a subset
of the TIMIT corpus. Some of the trained units exhibit strong
correlation with specific reference phonemes. It is found that our
sparse coding model does not place sufficient constraints for the
activation of atoms to be temporally isolated, which rules out its
direct application to speech segmentation. We also investigate the
consistency with which orthographically identical utterances are
coded. We find that the sparse coding model used in this study
generates codes that contain too much variation for it to be useful
for generating pronunciation dictionaries for ASR.

I. INTRODUCTION

We investigate the application of sparse coding and dic-
tionary learning to the task of automatic segmentation and
clustering of speech into a compact set of acoustically rele-
vant sub-word units. The ultimate purpose is the automatic
generation of pronunciation dictionaries suitable for automatic
speech recognition (ASR).

Currently, subword units used for ASR are based on
phonemes and must be defined and identified by highly trained
linguists. Since this procedure is expensive and requires the
availability of linguistic experts in the target language, it
presents a major obstacle to the implementation of ASR for
severely under-resourced languages.

Previous attempts at automatic discovery of sub-word units
have relied upon a linear two-stage approach, where some
corpus of speech is first segmented into relatively stationary
sub-units. The resulting acoustic fragments are presented to a
clustering algorithm, the output of which is a hypothesized set
of phonemic units [1].

In this paper, we investigate a novel approach to auto-
matic speech segmentation and clustering by attempting to
accomplish the segmentation and clustering in tandem. We
hypothesize that such an approach may yield an improvement
over blind segmentation and subsequent clustering, since a
segmentation informed by matching a speech signal to a
relatively small set of clusters that develop in the same step,
should be more robust.

II. BACKGROUND

A. Sparse coding and dictionary learning

Sparse coding can be stated as attempting to reconstruct
some input signal using a linear combination of the smallest
possible number of basis functions taken from a finite set. That
is, a sparse code x, can be seen as a solution to

argmin
x

∥x∥0 such that y = Dx (1)

where y ∈ RN×1 is the signal we are trying to reconstruct,
D ∈ RN×M is the set of basis functions, packed column-
wise, and x ∈ RM×1 where ∥x∥0 represents the number
of nonzero values in the vector x. In the context of sparse
coding, it is understood that M ≫ N , which makes the set
of basis functions overcomplete. In the context of speech, we
may consider a typical utterance to be our input signal, which
we wish to code using a highly sparse selection of sub-word
phonemic units, which act as basis functions.

In some cases, the dictionary of basis functions (also called
atoms or features) is not known beforehand. Thus, it is neces-
sary to obtain both the code and the dictionary simultaneously,
in steps usually referred to as sparse coding and dictionary
learning. Of course, if we are given only one signal, Equation
(1) can be trivially optimized by creating a minimal dictionary
containing just that signal. In the case of sparse coding and
dictionary learning, it is therefore understood that we are given
an ensemble of signals

Y = [y0,y1, . . . ,yK−1] , (2)

for which we need to produce a corresponding ensemble of
codes X and dictionary D satisfying

argmin
X

∥X∥0 such that Y = DX. (3)

It is also understood that K ≫ M , i.e. the number of
signals that we need to code greatly outnumber the number
of allowable basis functions.

B. Shift and scale invariance

The formulation of sparse coding discussed in the previous
section is not particularly appropriate for the purpose of
describing speech signals. In particular, there are two main
deficiencies. The first of these is that phonemic sub-units
generally occur at any point in a signal, which necessitates a
highly redundant dictionary to accommodate all possible time
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shifts of that unit. The second deficiency is that the units can be
compressed or stretched in time and still retain their meaning,
leading to an even more redundant set of atoms.

In order to remedy the first deficiency, several authors [2]–
[5] have proposed replacing the dictionary-code product Dx,
with a dictionary-code convolution, which we define as

Φ∗S =

M∑
j=1

ϕj ∗ sj , (4)

where Φ ∈ RNϕ×M is the convolutional dictionary, and S ∈
RM×N are the coefficient sequences. The quantities ϕj and
sj refer to the jth column and row of Φ and S respectively.
Each atom ϕj is now associated with a coefficient sequence
sj that represents not just whether an atom is being used, but
also at what position in y.

To address the second deficiency, scale invariance can be
afforded to the convolutional sparse coding formulation by
including each base atom at several time scales.

C. Optimisation problem

The exact formulation of the sparse coding problem as
given in Equations (1) and (3) has so far remained intractable.
Moreover, the pursuit of an exact recovery of the input signal
may not be useful. For example, there may be some inherent
source of unwanted variability in the data (such as additive
noise). Also, an exact reconstruction could well be achieved at
the expense of greatly reduced sparsity. Most authors therefore
choose to cast the problem into an optimization framework [4]–
[8]. The cost function which is commonly used is

C(Φ, {Sk}) =
K∑

k=1

∥yk −Φ∗Sk∥22 + βτ(Sk), (5)

where Sk refers to the coefficient sequences used to code the
kth input signal yk. The cost function can be seen as a weighted
sum of the reconstruction error and a code diversity measure
τ(S). The latter term yields small values when the code is
sparse, and large values when it is not. The l0 pseudo-norm
used in Equation (1) is one possible diversity measure, but
others that are differentiable have been proposed [7], [9].

D. Applicability to speech signals

If one examines the phonetic transcriptions of speech
corpora such as TIMIT, it becomes apparent that they represent
a high-level shift and scale invariant sparse coding of speech.
It therefore seems plausible that a phoneme-like transcription
could arise naturally from a convolutional sparse coding pur-
suit on the acoustic data.

E. Previous work

1) Sub-word unit discovery: Singh et al [10] attempt to
obtain a set of sub-word acoustic models and associated
transcriptions using a maximum likelihood approach, where
they attempt to maximise the likelihood of the acoustic data,
conditioned on the orthographic transcriptions, acoustic models
and resulting pronunciations. The model used by [10] makes
extensive use of the assumption that there exists a strong cor-
relation between the spelling of words and their pronunciation.

Update atoms

Update code

Iterate until converged

Initialise code
{Sk}0

{Sk}n+1

b
Φn{Sk}n

Fig. 1. Overview of sparse code and dictionary learning with an initial code.

Previous work by Goussard and Niesler [1] used the two-
stage approach described earlier, where the audio was first
segmented into phoneme-like fragments and then clustered.
The segmentation was performed by inserting segmentation
boundaries whenever the log energy weighted cosine distance
between successive MFCC vectors exceeded a predetermined
threshold [11]. The resulting set of acoustic fragments was
clustered into a compact set of units using agglomerative
hierarchical clustering with a dynamic time warping (DTW)
alignment cost acting as distance metric.

2) Sparse coding applied to speech: There has also been
some research on using sparse coding with the aim of improv-
ing automatic speech recognition. In [3], Smit and Barnard
developed a continuous speech recogniser using statistical
models of sparse code sequences conditioned on individual
words. Smit also investigated the impact of changing the
parameters of the sparse coding and dictionary learning pursuit,
and demonstrated the emergence of a dictionary containing
phoneme-like units [7].

III. IMPLEMENTATION

The development of a set of sparse codes and an associated
dictionary of atoms proceeds in an iterative fashion (shown
in Fig. 1). Starting with some initial set of codes {Sk}0,
we calculate the optimal set of atoms Φ0 corresponding to
those codes. These atoms are then used to calculate a new
set of codes {Sk}1, which are then used to recalculate a
new set of atoms Φ1. This is repeated until convergence of
C(Φn, {Sk}n).

A. Initialisation

There are many possible strategies for obtaining an initial
code for each utterance. In this study, we make the somewhat
arbitrary choice of filling each Sk matrix with ones according
to the following rules:

1) Each time frame in the utterance is given a chance
to contain a single non-zero coefficient according to
a prespecified probability Pθ, and

2) for those time instants that may contain a non-zero co-
efficient, the corresponding feature index is randomly
chosen from a uniform distribution.

The role of Pθ is to encourage an initial l0 code sparsity. It is
chosen to lead to an average “phoneme” rate roughly similar
to that of a real phoneme transcription.

B. Obtaining sparse codes

In order to generate sparse codes, we make use of the
Coordinate Descent algorithm [8], which uses the l1 norm
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Updated atoms for coding:

Fig. 2. Overview of the dictionary update process.

as a diversity function. Coordinate Descent greedily optimises
the cost function by iteratively choosing the code coordinate
(i.e. atom and point in time) whose optimal value would yield
the largest reduction in cost. The algorithm terminates once
the relative reduction achieved by the next optimal choice of
coordinate falls below some threshold.

C. Atom updates

During the atom update stage, we would like to use the
updated codes to produce a new dictionary that further reduces
the cost function. However, the only term in C(Φ, {Sk}) that
we can optimise is the reconstruction error

R =
K∑

k=1

∥yk −Φ∗Sk∥22 =
K∑

k=1

∥rk∥22. (6)

The atoms are updated using a frequency-domain approach
inspired by Grosse et al [4], which recognises that R remains
invariant (up to a scaling constant), when the DFT is applied to
rk. This makes it possible to write the atom-code convolutions
as elementwise multiplications, yielding a tractable way to
solve for all ϕj simultaneously in a way that minimises the
reconstruction error.

In this study, each of the Nt possible time-scales at which
an atom can occur becomes a distinct atom for the purposes
of coding, and the atom update approach alluded to above
also neglects the relationship between scaled versions of the
same atom. Thus, after the scaled atoms have been updated
individually, yielding the preliminary updated atoms ϕj′

n , it
becomes necessary to reassert the relationship between those
that belong to a particular class. This is done without much
rigour by scaling the atoms to a common length (using spline
interpolation), and then taking a weighted average according
to the relative frequency of the scales. These prototypical base
atoms {bd} are then rescaled to all relevant lengths and made
available for coding, as shown in Fig. 2.

IV. EXPERIMENTS AND RESULTS

A. Data selection and preprocessing

The experiments performed in this study use subsets of the
TIMIT speech corpus. The 6300 utterances are divided into
three categories of sentences, which are designed to expose
different aspects of speech. These categories are:

SA Dialect sentences, which are meant to expose dialecti-
cal variation among 8 regions across the United States.
The category consists of 2 sentences spoken by all
630 speakers.

SX Phonetically compact sentences designed to provide
good coverage of phone pairs, with some emphasis on
interesting or difficult contexts. The corpus contains
450 such sentences and each sentence is spoken by 7
speakers.

SI Phonetically diverse sentences are chosen to include
diversity in sentence types and phonetic contexts and
to maximise the variety of allophonic contexts found
in a large corpus of text. The corpus contains 1890 SI
sentences and each sentence is spoken only once.

In this study, we elect to use only the phonetically diverse
(SI) sentences for training. The other categories contain so
much repetition that their inclusion might bias the development
of acoustic units that favour very specific contexts.

Before we apply sparse coding and dictionary learning
to the selected training set, the utterances are converted to
12-coefficient MFCC feature vectors using the HMM Toolkit
(HTK). The MFCCs are generated at a rate of one every 20ms,
with a window size of 32ms, resulting in a 12ms overlap
between frames. For each speaker, the utterances are pooled for
the application of a cepstral mean and variance normalisation.

B. Training overview

Using the selected data, we performed a few experiments
to identify the impact of varying the parameters available
for tuning (see Table I). For consistency, the same random
initialisation was used for each set of parameters, and a fixed
number of 20 training iterations was carried out. Each run took
approximately 2 hours to complete using 64 AMD Opteron
processor cores clocked at 2.1 GHz.

For the parameters used in this study, the training was well-
behaved and showed fast convergence. Fig. 3 shows how the
sparse coding and feature learning iteratively improves the cost-
function until it converges to some local optimum.

Fig. 4 and 5 show the effect of local variation of the
diversity penalty and number of base atoms. Unsurprisingly,
reducing the diversity penalty leads to codes that are less
sparse and therefore a more accurate reconstruction. In most
cases, increasing the number of base atoms yielded an im-
provement in the reconstruction error, with the exception of
(β = 8, D = 70). This may be symptomatic of numerical
problems with the exact solver used for the feature updates,
since much more severe instability was encountered in the cost
function for larger values of Nϕ and D. Curiously, increasing
the number of base atoms also yielded an increase in the
number of non-zero code coefficients that was being used by
the converged solution.

Fig. 6 shows two of the atom dictionaries learned by our
sparse coding and dictionary learning system. It is apparent
that the atoms encode quite a bit of context to the left and right
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TABLE I. TRAINING PARAMETERS

Parameter Description
β Diversity penalty
Nϕ Maximum atom scale (number of frames)
D Number of base atoms
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Fig. 3. Development of reconstruction error, code sparsity and cost function
for β = 9, Nϕ = 20 and D = 50.

of the recognisable steady state areas. This seems to suggest
that our system is more suitable to the discovery of context-
dependent diphones or triphones.

C. Coincidence with reference phonemes

In this section, we examine the relationship of our trained
dictionary with the reference set of phonemes and transcrip-
tions provided by TIMIT. Since we did not attempt to infer an
optimal alignment between our sparse codes and the reference
phoneme transcriptions, we simply count the number of times
a non-zero coefficient corresponding to any given base atom
occurs within a reference phonemic boundary. Those counts
are then recorded in a 2D histogram which we call the
coincidence matrix. In order to make it more graphically
interpretable, the histogram is normalised so that the bins
corresponding to each reference phoneme sums to one.

A disadvantage of this approach is that the coincidence
matrix inevitably gets muddied by phonemic context—we are
not just seeing which atoms are most frequently used to code
certain phonemes, but also which atoms are often used just
before or after a certain phoneme.

Fig. 7 shows one such coincidence matrix. There are
noticeable hotspots where one phoneme is strongly coded by a
small number of atoms. There are also many phonemes that are
broadly coded using many different atoms. In each case no par-
ticular atoms have developed that cater well for all occurrences
of the phoneme. Overall, it is reasonable to conclude that at
least some of the atoms learned are phonetically relevant.
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Fig. 4. Terminal normalised reconstruction error vs. number of base atoms
for various values of β. Nϕ is set to 20.
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Fig. 5. Number of coefficients used vs. number of base atoms for various
values of β. Nϕ is set to 20. For comparison, the dataset contains 56377
reference phoneme instances.

D. Usefulness to the generation of pronunciation dictionaries

In order to use the resultant sparse codes and corresponding
atom dictionaries to generate pronunciation dictionaries using
the atoms as sub-word units, it is necessary that the sparse
codes represent a reasonable segmentation of the acoustic data.
At the very least, the sub-word units should not overlap in time.

We use a straightforward method to measure overlap: for
each unique pair of non-zero code coefficients, we count the
number of frames that overlap and add that to a running total.
In order to compare the level of overlap between utterances of
different lengths, the overlap score is normalised by the length
of the utterance.

Fig. 8 shows the average overlap scores for each set of
parameters used in this study. In all cases, the overlap scores
are much larger than unity, implying that the equivalent of
each frame in the utterances is being coded (on average) by
several atoms. Clearly, the sparsity constraints we impose are
not sufficient for a coding to arise that is localised enough
in time to be useful for segmentation. It may be necessary
to include a penalty term in the cost function to achieve a
reduction in overlap.

The second requirement we place on our sparse codes and
atoms for them to be fit for the generation of pronunciation
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Fig. 6. Mel spectrogram representation of base atom dictionaries at the end
of training. Lower frequencies are at the bottom.
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Fig. 7. Coincidence matrix for β = 10, Nϕ = 20 and D = 60.

dictionaries, is that utterances that sound the same should be
transcribed in the same way using our atoms. If that is not
possible, we could end up with an impractically large set of
competing pronunciations. Of course, not even the reference
phonetic transcriptions for TIMIT are perfectly consistent for
utterances with identical orthography, and multiple pronuncia-
tions for words often exist. Hence, it is important to establish
a baseline consistency score.
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Fig. 8. Normalised overlap scores for various training parameters.

TABLE II. BASELINE CONSISTENCY SCORES USING REFERENCE
PHONEME TRANSCRIPTIONS

SA1 SA2
Overall 0.221 0.232

New England 0.240 0.230

Northern 0.204 0.208

North Midland 0.204 0.222

South Midland 0.216 0.242

Southern 0.231 0.249

New York City 0.209 0.229

Western 0.218 0.237

Army Brat 0.205 0.207

A consistency score between two sparse codes can be
obtained by calculating the Levenshtein (edit) distance between
the corresponding sequences of base atoms, after they have
been sorted according to their midpoints. We normalise the
obtained edit distance by the length of the longer sequence,
so that we have a score between 0 (when the sequences are
exactly the same) and 1 (when there is no commonality at
all). When we have multiple sequences to compare, we obtain
a within-class consistency score by calculating the mean edit
distance across all pairs of sequences corresponding to the
same orthographic transcription.

We perform our consistency experiment on utterances from
the SA dataset. This set contains only two orthographically
unique sentences, and is spoken by all speakers in the TIMIT
corpus. Table II contains the overall consistency scores of the
reference transcriptions for these two utterances, as well as
a breakdown per dialectical region. We then calculate sparse
codes for the SA utterances using the base atoms learned in
our previous experiments, and score them for consistency. Fig.
9 plots these scores, which range from 0.778 to 0.816. These
figures indicate a consistency that is far too poor to be used
to generate a compact pronunciation dictionary. Clearly there
is a big margin for improvement.

The excessive level of overlap seen across all experiments
may be partly to blame for this. We hypothesise that allowing
the system the freedom to develop codes with highly overlap-
ping atom use may preclude the development of atoms that
are sufficiently able to represent temporally isolated acoustic
events, which may in turn lead to a poorer consistency score.
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Fig. 9. Average consistency scores on the SA dataset with atoms learned in
previous experiments.

V. CONCLUSION

We found that it is possible to use sparse coding and
dictionary learning to discover phonetically relevant units in
acoustic data. However, the usefulness of these units for gener-
ating pronunciation dictionaries is limited by the development
of a segmentation that is not sufficiently localised in time
and a transcription that is too inconsistent for utterances that
are orthographically identical. In order to improve this, our
ongoing work is considering ways to encourage codes that
use atoms in a non-overlapping fashion.
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Abstract—The Visually Aided Simultaneous Localisation and
Mapping (VA-SLAM) system provides an on-line 3-D SLAM
solution capable of running in different illumination conditions,
including complete darkness, using only a Kinect sensor. Visual
techniques are used, only when sufficient lighting is available,
to improve pose estimations which rely on an octree-based ICP
variation. The system is implemented in a modular fashion to
easily allow for swapping out and testing alternative approaches
to feature extraction, matching, estimation and refinement in
future developments. As part of the VA-SLAM system, the SIFT,
SURF and ORB feature methods are evaluated here in terms of
their robustness to various illumination.

I. INTRODUCTION

VA-SLAM is a solution to the SLAM problem for un-
derground environments with the aid of visual information.
The system is capable of operating in environments with
poor illumination conditions and without GPS localisation.
This work aims at furthering the field of robotics in the
mining environment, which has not yet benefited from visual
techniques.

The Kinect sensor, which was originally created for con-
sole gaming, has become popular among robotics research
primarily due to how it simplifies the Visual Simultaneous
Localization And Mapping (V-SLAM) problem. V-SLAM
approaches that acquire Red, Green, Blue and Depth (RGB-
D) data operate differently from stereo systems; the input is
dense RGB-D instead of two colour images. It is no longer
necessary to make an initial guess on the depth of a newly
observed feature because the pixels from the Kinect images
have depth information. The estimation of feature positions
requires fewer frames and achieves a more accurate estimate
because we have a direct 3-D measurement. Instead of adding
sparse features to the map, it is possible to add the whole point
cloud, allowing for the creation of dense models.

RGB-D cameras have some important drawbacks to note
with regards to 3-D mapping. They provide depth only up
to a limited distance (up to 6 metres before a rapid decline
in accuracy), their depth estimates are very noisy and their
field of view (of 60◦) is far more constrained than that of the
specialised cameras and laser scanners commonly used for 3-D
mapping (typically near 180◦).

There are also a number of challenges with regards to the
depth images. It contain numerous holes where no structured

light depth reading is possible. This is due to certain materials
or scene structures which do not reflect infra-red (IR) light,
very thin structures or surfaces at glancing incidence angles.
When moved rapidly the Kinect will also experience motion
blur, like any camera, as well as desynchronised colour and
depth images which leads to missing data.

Using the Kinect sensor data, frames are aligned in 3-D
using a robust and efficient variation of the Iterative Closest
Point (ICP) algorithm [1], which exploits the space-efficient
octree data structure. This algorithm is aided with an initial
pose estimate whenever possible using sparse visual align-
ment, otherwise it is initialised with the identity transform. The
sparse visual alignment system makes use of visual feature
extraction on 2-D images. The features are matched using
kNN-matching and uses a distance ratio test on matched
features to discard outliers. The matched features are then used
to align the images with the RANdom SAmple Consensus
(RANSAC) algorithm [2]. Keyframes, which are sufficiently
sparse, are selected and added an optimisable graph and loop
closure is attempted for that frame. Loop closure is attempted
between the current keyframe and the subset of keyframes
which are currently not connected and estimated transforma-
tions are within a threshold. Loop closure is attempted on
every new keyframe using the same alignment technique as
before. Finally, the graph is optimised and used to produce a
map on every new keyframe addition.

The system is evaluated on a publicly available data set,
using open source benchmarking tools. The results show that
SIFT [3] is a good choice for feature extraction in visual
alignment, comparing it to two other popular techniques in
visual alignment; namely SURF [4] and ORB [5]. The final,
graph-optimised results is also shown to be comparable to
current state-of-the-art visual graph-based SLAM solutions.
The system is efficient enough to produce a map at run-time
and most importantly, the system is shown to be robust to
vastly different levels of illumination.

II. RELATED WORK

Fioraio and Konolige [6] recently presented a system that
uses bundle adjustment to align the dense point clouds of the
Kinect directly, however without further exploiting the RGB
images. Another approach by Henry et al. [7] uses sparse
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keypoint matches between consecutive colour images as an
initialisation to ICP. In their experiments, they found however
that often the computationally expensive ICP step was not
necessary. Therefore, they improved the algorithm so that ICP
was only used if few (or zero) keypoint matches could be
established.

A similar approach to Henry et al. is the work of Endres et
al. [8]. While Henry et al. use sparse bundle adjustment [9] for
the optimisation of the 2.5-D re-projection errors in RGB-D
image space, Endres et al. optimise the 3-D pose graph using
the g2o [10] framework. Also, Henry et al. post-process the
resulting point cloud into a surface element (surfel) represen-
tation, while Endres et al. create a voxel representation [11]
that can directly be used for robot localisation, path planning
and navigation.

Sparse visual odometry refers to approaches only using a
part of the available image data for visual alignment. Henry
et al. developed the RGB-ICP algorithm which lays the foun-
dation for this approach. Their algorithm can be summarised
into the steps shown in algorithm 1.

Algorithm 1 RGBD-ICP
Extract sourceFeatures from sourceRgbImage
Extract targetFeatures from targetRgbImage
Find feature associations by matching sourceFeatures and
targetFeatures
Compute transformation with RANSACalignment
while transformationError ≤ errorThreshold or
maxIterationsReached do

Find 3D point associations between sourcePointcloud
and targetPointcloud
Find transformation that minimises error function.

end while
return transformation

The algorithm aligns two RGB-D frames; a source frame
and a target frame. Sparse visual features are first extracted
from the two frames. Corresponding feature points between
the two frames are matched and along with their depth values,
are used to generate matched feature points in 3-D. The
RANSAC algorithm is used to determine a subset of feature
pairs corresponding to a consistent rigid transformation.

Alignment of images is typically done using sparse key-
points (also called feature-points or interest points) matching.
A key advantage of visual features is that they can provide
alignments without requiring initialisation. These keypoints
are usually obtained in two steps; namely through feature
detection and extraction. A reliable feature will be invariant
to image location, scale and rotation.

The feature detector identifies a region containing a strong
variation of intensity such as an edge, a corner or a blob,
and at its centre is the assigned keypoint. After features have
been detected, a local image patch around the feature can
be extracted such as a local histogram; known as a feature
descriptor. The descriptor is generally computed by measuring
the main orientations of the surrounding points, leading to a

Fig. 1. System Overview: With RGB-D input data, the system aligns the
sensor frames using pairwise transformation estimation. If the keyframe
criteria is met, the frame will be added to the pose graph. Loop closure is
then attempted and the graph is optimised. Once the graph has be updated,
the point cloud data and the corresponding pose estimates are added to the
global coordinate system to form a 3-D map.

multidimensional feature vector which identifies the relevant
keypoint. Finally, after a set of features have been extracted,
a matching algorithm can then be used to find corresponding
keypoints between a pair of frames. Though descriptors are
very distinctive, they must be matched heuristically and false
matches will likely be selected.

III. VA-SLAM

The VA-SLAM approach developed here combines a mod-
ified version of the RGBD-ICP approach above with the use
of g2o for graph-based optimization. The modified RGBD-ICP
approach is then used further for loop closure.

The overall system is illustrated figure 1, showing the pro-
cesses involved for every new sensor frame that is processed.
This SLAM approach is divided into a front-end and a back-
end. The front-end extracts spatial relations between individual
observations while the back-end globally optimises the poses
of these observations in a pose graph and with respect to a
non-linear error function.

In the front-end of the system, the Kinect sensor feeds the
system with colour and depth images. The colour image is
used to detect keypoints and extract descriptors which are
matched to previously extracted descriptors. The matches,
combined with depth images are used to find the 3-D cor-
respondences between sensor frames so that the relative trans-
formation between the sensor poses can be computed using
RANSAC.

The approach used to register frames in this project is
based on the RGBD-ICP approach in algorithm 1. Henry et al.

149



found that the ICP algorithm was computationally expensive
as well as that the sparse visual alignment provided accurate
estimations most of the time and thus would only run ICP if
there were too few inliers remaining after using RANSAC.

In the context of an underground mining environment,
visual alignment cannot be so heavily relied upon due to
poor illumination conditions. Thus, the key difference in the
approach developed here is that ICP is no longer a fall-back
in the possible event of visual alignment failure, but rather the
critical step in the approach. While the sparse visual alignment
provides fast and accurate results, underground applications
can render it unreliable. Robustness is an important factor
in this project, so the ICP algorithm is used to find every
transformation and the initial guess provided by sparse visual
alignment is used only if it passes a reliability criteria; includ-
ing, the number of reliable keypoint matches found as well as
how drastic the alignment measure is. Visual alignments which
exceed half the camera’s field of view is discarded as they are
likely to be poor alignments. The identity transformation is
use to initialise the ICP algorithm when the visual alignment
is discarded.

An efficient and reliable octree variation of the ICP algo-
rithm (named Octree-ICP) is developed, based on the method
by Stückler et al. [12], to mitigate the performance issues of
the standard ICP algorithm used by Henry et al.

The visual alignment module makes use of visual feature
extraction on 2-D images. The features are matched using
kNN-matching and uses a distance ratio test on matched
features to discard outliers. The matched features are then used
to align the images with the RANSAC algorithm. If successful,
the transformation which best fits the model in RANSAC is
then used to provide an initial estimate for the Octree-ICP
algorithm.

Frames which are sufficiently sparse are added to the graph
as keyframes. To qualify as a keyframe, the current frames
relative transformation must be greater than a specified angle
and Euclidean distance threshold from the reference frame.
The reference frame is chosen to be the frame with the nearest
pose difference according to the optimized pose graph, which
is not necessarily the previous keyframe.

Loop closure is attempted on every new keyframe using the
same frame alignment technique as before, between the current
keyframe and a heuristically selected subset of keyframes.
Loop closure attempts sparse visual alignment by matching
stored feature descriptors of corresponding keyframes which,
again, provide the initial estimate to Octree-ICP. If visual
alignment fails, the estimate pose difference between the two
frames is used as an initial estimate instead. If successfully
aligned, an edge is added to the graph between the corre-
sponding nodes.

Finally, the graph is optimised and used to provide a map at
run-time. The map is optimised using g2o, providing accurate
pose estimations which are used to construct a map. The g2o
optimisation makes use of Levenberg-Marquardt estimation
with the CSparse solver.

IV. VISUAL FEATURES

Detected features need to be repeatable (detectable from
different viewpoints) and have to be described in such a
way that the descriptions can be matched. To make this
matching efficient, a descriptor which invariant to changes in
view and environmental conditions, has to be used. In recent
years there have been increasingly frequent developments in
local invariant descriptors [13]. In this work, three prominent
techniques are investigated. The most widely used feature
detector and descriptor is Scalar Invariant Feature Transform
(SIFT) [3], developed by Lowe in 19991. Since then, many
variations of the detector and descriptor scheme have been
developed, such as the also well-known Speeded Up Robust
Feature (SURF) [4] and the more recent Oriented FAST and
Rotated BRIEF (ORB) [5] features.

The SIFT feature detector finds features that are stable
across all scales. These features represent extrema in the scale
space of an image. A characteristic of these extrema in the
scale space is that they are detectable under different views of
the same scene. SIFT, although it may provide accurate results,
may impose a large computational burden, especially for real-
time systems such as visual odometry. Thus, a search for
replacements with lower computation cost may be necessary.

SURF is a robust local feature detector and descriptor,
largely inspired by the SIFT approach. It uses an integer
approximation to the determinant of Hessian blob detector
and uses the sum of the 2-D Haar wavelet response around the
point of interest for features. SURF has been found to be more
robust to different image transformations as well as having a
computational advantage over SIFT by its authors.

ORB features build on the well-known Features from Ac-
celerated Segment Test (FAST) keypoint detector (with the
addition of a fast and accurate orientation component) and
an efficient computation of oriented Binary Robust Indepen-
dent Elementary Feature (BRIEF) descriptor. ORB is also
a computationally-efficient replacement to SIFT, which its
authors claim to have similar matching performance, is less
affected by image noise, and is capable of being used for real-
time performance. They also claim their descriptor performs as
well as SIFT on certain tasks (and better than SURF), while
being almost two orders of magnitude faster. An additional
advantage of ORB is that it is free from licensing restrictions.

The OpenCV [14] implementations of SIFT, SURF and
ORB are utilised for extracting features. There are several
parameters to consider when using each of these feature
methods. The OpenCV implementations provide the default
values in its implementation that correspond to the original
papers that present each approach. Many different parameter
values were tested but the default values proved to be the
best and were thus left unchanged. The parameters are set as
follows:

SIFT uses three layers in each octave, the same value
used in [3]. The contrast threshold, used to filter out weak

1Note that the SIFT and SURF algorithms are patented in the USA (US
6711293 B1 and US 8165401 B2 respectively).
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features in low-contrast regions, is set to 0.04. The threshold
for filtering out edge-like features is set to a value of 10. The
sigma of the Gaussian applied to the input image at the first
octave kept at the default value of 1.6.

SURF uses two layers in each octave, with a total of 4
octaves. The threshold for the Hessian keypoint detector used
in SURF is set to a value of 300, so only features with Hessian
values larger than that are retained.

ORB uses 8 pyramid levels with a pyramid scale factor of
1.2. This scale factor can improve results with values closer
to 1 but the performance suffers and larger values result in
features with poor scores. A threshold for the size of the border
where the features are not detected is set to 31, the same value
as the size of the patch used by the oriented BRIEF descriptor.

Mismatched features can occasionally throw the transforma-
tion off completely. To mitigate this, the distance and angle of
the transformation is calculated. If the distance and angle are
less than a maximum acceptable threshold, that transformation
will be used, otherwise it is set to the identity transformation
(no motion).

The Kinect has a field of view of 58o horizontal and 45o

vertical. The angle threshold for the transformation is set to
half the latter angle (the smaller of the two); approximately
0.4 radians. The distance threshold is set to 0.5 m, assuming
that the sensor will not be moving more than that in the time
of one new frame alignment.

V. RESULTS

All results were obtained on an Intel i5 at 3.1GHz, 4
GB DDR3 RAM, 64 bit Ubuntu 12.04 computer. A publicly
available data set is used which is available on-line from
the Computer Vision Group at the Technical University of
Munich (TUM) [15]. These datasets are specifically provided
for comparing alignment and mapping algorithms on RGBD
data and includes ground truth information for analysis. The
“fr1/360” data set is used as it provides a 360o indoor scenario
with both highly textured (walls) and untextured (floor) regions
and includes motion in 6DOF.

A. Comparison of Feature Methods

The performance of the feature methods under different
illumination conditions is tested. The illumination conditions
are simulated via gamma correction on the colour images in
the dataset. Gamma correction controls the overall brightness
of an image and is applied to every pixel in the image as
follows:

newPixelV alue = oldP ixelV alue1.0/γ (1)

Thus, for gamma values γ < 1, the brightness increases
and for γ > 1, the brightness decreases. The following results
are obtained for darker images, to test how well the feature
methods perform as illumination decreases.

The results for the varying light conditions are plotted
below. Figure 2 compares the RMSE of the translational error,
followed by RMSE of the rotational error in figure 3. The
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Fig. 2. The translational RMSE, calculated over all frames, for sparse visual
alignment with various levels of illumination (gamma).
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Fig. 3. The rotational RMSE, calculated over all frames, for sparse visual
alignment with various levels of illumination (gamma).

failure rate of the different feature methods are compared in
figure 4.

1) Summary of Feature Methods: SIFT features are found
to produce, generally, the most accurate results of these three
alternative. SURF features did not perform as well as expected,
despite its claim of being an improvement over SIFT in speed
and accuracy in their specific testing. However, SIFT may be
less stable with reduced illumination (giving the highest failure
rate at darkest levels for rotational error). The consequences of
the failure rate is mitigated, however, by the pose refinement
step (evaluated further on) which can still perform well in the
event of failed feature alignments.

It is important to note that some parameters of the SURF
implementation were changed in order to help improve its
speed. However, the SURF features were still the slowest
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Fig. 4. The failure rate for sparse visual alignment with various levels
of illumination (gamma). Results are obtained with SIFT, SURF and ORB
features.

to extract. The total processing time per frame for SURF
feature alignment was on average around 69ms, while SIFT
was around 40ms (a 42% improvement) on the testing system
used. Although these times are already slower than the frame
rate of the Kinect, the results are fairly consistent up to around
6 skipped frames in the dataset. SIFT was also found to have
a lower alignment failure rate in general.

ORB features lived up to their claim of being much faster to
compute. ORB feature alignment averaged a processing time
of around 23.7ms, much faster than either SURF or SIFT and
within the frame rate of the Kinect. However, ORB features
are also found to be much less stable, producing larger errors
than SURF and SIFT in most cases.

With respect to the application of a mobile robot traversing
a mine, the translational accuracy will have a larger influence
on the overall map than that of the rotational accuracy. Thus,
when weighing the cost of translational verses rotational error,
the translational error should have minimisation priority. With
this in mind, SIFT features are preferred as they produce
much smaller translational errors in the rigid transformation,
than that of ORB features. Furthermore, it can be seen further
on that the slower computational time of SIFT (compared to
ORB) is still tolerable for the overall system.

B. VA-SLAM Results

The results shown in this section are obtained for the
complete VA-SLAM system, making use of SIFT features
for initial alignment and Octree-ICP for pose refinement. The
optimisation phase includes graph optimisation over selected
keyframes with loop closure.

Figures 5 and 6 show plots of the results before and
after graph optimisation for the translational and rotational
errors for the skipped frames and illumination difference tests
respectively.
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Fig. 5. The translational RMSE before and after graph optimisation with
various levels of illumination (gamma).
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Fig. 6. The RMSE of the Rotational Error before and after graph optimisation
with various levels of illumination (gamma).

1) Summary of Graph Optimisation: The translational and
rotational errors show consistent and significant improvement
in the results after applying graph optimisation. The results
after gamma correction shows the same improvement for
50% illumination, but little change in results is observed for
illumination levels of 25% and 12.5%. In fact, the effect of
optimisation over frames with 25% illumination shows a small
reduction of accuracy.

This could be an indication that in certain cases, just enough
illumination is present to produce enough features (likely
unstable features) for visual alignment to take place. In such
a case visual alignment could produce a bad alignment which
is added to the graph with equal weighting all other frames.
When a bad frame is inserted into the graph it effects the entire
graph during optimisation. However, this effect is minimal, as
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can be seen in figures 5 and 6.
The average compute time per frame for the system before

and after applying graph optimisation is as follows:

Ave. Time/frame
Before optimisation 91.86 ms
After optimisation (all frames) 95.46 ms
After optimisation (keyframes only) 138.96 ms

Approximately 27% of frames were added as keyframes for
the data set. However, since it is only applied to keyframes
the overall average compute time is only slightly increased.

The Relative Pose Error (RPE) and Absolute Trajec-
tory Error (ATE) results for RGB-D SLAM [6] and MRS-
Mapping [12] are given for the same data set and compared
to the results obtained here as follows:

Approach RMSE RPE RMSE ATE
VA-SLAM 0.084 m 0.077 m
RGB-D SLAM 0.103 m 0.079 m
MRS-Mapping 0.110 m 0.069 m

The results show that the VA-SLAM approach presented
here is comparable to the current state-of-the-art. The RPE
result shows improvement over both approaches but does
not improve for the ATE versus MRS-Mapping. The ATE
is however similar to RGB-D SLAM. This may indicate an
improvement in the frame alignment approach but MRS-
Mapping provides an improved back-end (loop closure and
graph optimisation). Since MRS-Mapping also uses g2o in
the same manner for optimisation, the improvement can prob-
ably be attributed to the error function and/or loop closure
techniques used in their approach, rather than their frame
alignment approach.

VI. CONCLUSION

The results obtained for this system are comparable to state-
of-the-art systems for the data set used. The system showed
improved results over RGBD-SLAM. The RTE was slightly
improved over MRSMapping but slightly worse for the ATE.
This indicates an improvement in the frame alignment process,
but perhaps can be improved in loop closure.

The Kinect is a very modern innovation in sensor technol-
ogy. However, since its release in 2010, newer versions of this
technology have been developed with increased resolution and
decreased noise levels. The use of these newer devices can im-
proves measurement accuracy in the results. Since this system
operates in 6 DOF, it is independent of running on a mobile
robot or drone or hand-held operation. The output data is also
suitable for robotic navigation. In order for this system to work
in an underground environment, further investigations would
need to be done on hardware requirements and environmental
conditions.

Tests results showed that SIFT features were the most robust
option for feature extraction, over SURF and ORB. ORB
features were much faster but not reliable enough for robust
alignment. The feature used in feature matching are found on
grey-scale (intensity) images. These features could be made
more robust to illumination if modified to work on colour

spaces which are characteristically more robust to changes in
illumination, such as those with Hue and Saturation channels.
There have been a many recent developments in feature
extraction algorithms developed for a range of application.
The feature extraction algorithms tested in this work, while
popular, are not guaranteed to be the best options available
for the task.

It is important to note that the simulation of reduced light
does not take into consideration how the Kinects RGB sensor
performs in reduced light. It is likely that the results in
real illumination conditions may produce more erratic results,
however, the steps taken to discard erratic results should help
to mitigate this. Further tests in real mining environments are
recommended for future developments.
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Abstract — Totally Integrated Automation (TIA) is an open 

system architecture that offers a unique level of integration in the 

manufacturing environment. It ensures the perfect interplay of 

all automation components used including: operator interfaces, 

controllers, communication devices, sensors and drives, all of 

which are programmed from a centralized software environment 

[1]. In this paper, a coupled tank system is presented as an 

educational aid intended to expose engineering students to 

standard engineering techniques and principles including: system 

modeling, process control, instrumentation, PID control and data 

acquisition. The modern TIA approach is adopted throughout all 

experimentation. 

Keywords—Process control, Instrumentation, PID, PLC, 
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I.  INTRODUCTION 

 Over the past three decades, major advancements in 
manufacturing technology have driven industries around the 
world to new heights in terms of their ability to meet the ever 
growing consumer demand [2]. However, in order to keep 
competitive advantage, industries need to continually find 
innovative ways to reduce manufacturing costs while 
continuing to maintain production outputs. Essentially, an 
industry that has the ability to make processes faster, more 
flexible, more efficient and above all, more cost effective [3] is 
in a better position, economically, than those that do not.  

 Totally Integrated Automation (TIA) is characterized by its 
unique level of integration at all levels from production to 
corporate management. TIA is an open system architecture that 
is designed to make interconnectivity of machines, sensors, 
controllers and Human Machine Interfaces (HMI’s) as simple 
as possible, thus reducing the cost of plant expansion, 
modification and maintenance. All of these advantages serve to 
produce higher productivity and lower life cycle costs. Because 
TIA makes use of a common database, all software tools can 
work together seamlessly, thus minimizing potential sources of 
error.  Currently, Siemens is the only supplier to offer a 
comprehensive range of products and automation systems that 
work hand in hand in this way [1]. 

In this paper, an educational coupled-tank-system is presented 
that makes use of the TIA approach from Siemens. The system 

is designed to work in various configurations that not only 
allow different principles to be taught without having to 
continually purchase additional equipment but also ensures the 
originality of results amongst students. The coupled tank plant 
also leaves room for further development and research [4]. In 
the subsequent sections, the tank system is mathematically 
modeled and described. Emphasis is given to the design 
objectives and the educational aspects of the plant.  

 

 

Figure 1: Completed coupled tank system 
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II. BACKGROUND OF MECHATRONIC LABORATORY TOOLS 

A. Importance of Educational aids in Engineering 

One of the problems encountered in engineering education 

has been to provide not only a strong theoretical foundation 

but also a practical one. To this end, many engineering 

subjects offered in colleges and universities have a 

compulsory practical component that makes use of some sort 

of ‘hardware’ simulation system that is meant to familiarize 

the student with relevant industrial equipment, techniques and 

processes. In essence, the expanding implementation of 

sensors, actuators and digital control across all engineering 

systems suggests that students need a broad-spectrum 

mechatronic perspective [5]. Consequently, numerous 

engineering institutions around the world have adopted active 

learning strategies that include formal lecturing, tutorials, 

group laboratories and individual design projects [4]. In 

engineering education, software simulation has also been used 

extensively to provide illustrations of systems that are not 

easily visualized perhaps due to their cost or complexity. 

Simulation allows a wide range of tests to be performed and is 

often used as a pre-lab experience to give students an idea of 

what they will experience in an actual experiment. However, it 

has been proven that simulation alone is not enough to give 

students a strong sense of confidence in solving real world 

problems [6]. Another critical aspect of practical engineering 

education is the laying out of clear objectives in order to give 

students a good picture of what they will actually be learning 

in relation to the core theoretical content. Ignoring the 

objectives is as good as ignoring the actual practical [7].  

Countless cost effective ‘Mechatronic’ type labs have been 

developed by engineering institutions in light of the points 

already discussed. These labs include conveyor systems for 

materiel handling, robotic arms with grippers, stacking 

systems and steering applications just to name a few. The aim 

of most of these labs is to give students maximum exposure to 

modern electrical and computing technologies whilst taking up 

the least amount of lab space [8].    

B. Coupled Tank Systems 

In both the manufacturing and process industries, the control 

of the level as well as the flow of fluid between tanks is a 

common problem. Sometimes, depending on the specific 

nature of the process involved, liquids may need to be pumped 

out of one tank and then stored in various other tanks. Some of 

these tanks may be directly or indirectly coupled and hence 

have some influence on each other. The different tanks may 

then responsible for different processes. For example, fluids 

may be heated in one tank, pumped to another tank where they 

are treated and passed to yet another tank where they are 

mixed. The variety of processes that involve tank systems are 

numerous but are most commonly found in: 

 Petro-chemical industries 

 Pharmaceutical industries 

 Paper making industries 

 Water treatment industries  

 

The common factor in all tank systems is the flow of fluid 

between the tanks as well as the level of fluid in the tanks 

which needs to be continually monitored and regulated in the 

safest possible way [9]. Major tank related catastrophes have 

occurred around the world not only because of the lack of 

appropriate fail-safe mechanisms but also because of the lack 

of system integration between controllers, machines, sensors 

and actuators. Simply put, having too many isolated systems 

increases the amount of maintenance required and makes it 

more difficult to locate potential hazards. Dutta [10], for 

example, describes how a pesticide factory in Bhopal, India 

failed to keep a highly toxic chemical called MIC isolated 

from water which was stored in a nearby reserve tank. When 

MIC comes in to contact with water, the reaction is nothing 

short of violent. To make matters worse, numerous 

instruments had failed or otherwise plainly went unnoticed. 

This allowed the tank pressure and temperature to rise out of 

control. Consequently a violent explosion occurred that 

released highly toxic gasses in to the atmosphere and 

thousands of innocent lives were lost as a result. However, by 

‘practically’ emphasizing the need for system integration as 

well as safe or standard engineering practices at a tertiary 

level, many disasters may yet be averted. 

 

Small-scale tank systems have been used in the laboratory 

environment for educational and research purposes for a long 

time. Various standard industrial level and flow control 

methods have been implemented; however, as far as can be 

determined, none of these make use of the TIA methodology. 

In [4], Alvarado et al. discusses a ‘PLC controlled’ quadruple 

tank system that was developed at the University of Seville. 

The objective of the design was to provide maximum 

flexibility to the plant to allow for easy re-configuration in 

order to attain various different processes from the same plant. 

The plant can thus be used to demonstrate multiple control 

aspects including: 

 Control of multivariable systems 

 Robust control 

 State estimation 

 Tracking of constant references 

 Control of systems subject to constraints 

 

Room is also left for further research. Saco et al. [6] describes 

an educational system consisting of three coupled tanks used 

in Automatic Control courses. By adjusting the relevant valve, 

single, dual or triple tank configurations are possible. Students 

design their control strategy in Matlab/ Simulink and can 

implement them directly on a real time control board. No 

special programming or debugging is required. Accordingly, 

the learning process becomes more effective if the students 

can use the same well-known environment to implement the 

real controller. 
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III. EXPERIMENTAL SETUP AND MODELLING  

A. Layout of the designed Dual Tank System 

The developed coupled tank system shown completed in 

Figure 1 is a visually appealing and robust mobile ‘trolley-

type’ system composed of two Perspex tanks coupled together 

by means of two manually actuated valves. Each tank also has 

its own manual drain valve (see Figure 2 below) that allows 

the water to be released in to the stainless steel reservoir 

beneath the tanks. 

 

Overflow pipes

Inlet Pipe

Release 
Valves

Coupling valves

Heating 
Element

Figure 2: Tank Coupling 

 

The system includes two Siemens SITRANS LC300 level 

sensors, two Siemens SITRANS TH100 temperature sensors, 

a standard kettle heating element and a pump. These specific 

devices were chosen because of their small size and operating 

range, but also to fulfill the requirements for TIA. Figure 3 

shows the layout of the dual tank system. 
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Figure 3: Tank system layout 

 

Table 1 lists each component of the tank system shown in 

Figure 3. Notably, the design and layout of the tank system 

allows a number of different processes to be simulated by 

students in their laboratory tasks. Some of these processes are 

detailed in section IV. The coupled tank system on the whole 

was designed to be capable of the following:  

 Variable speed drive control  

 Variable flow rates  

 Continuous level measurement of water  

 Heating capability  

 Continuous temperature measurement  

 HMI variable monitoring and control  

 Complete integration of PLC, level sensory, motor 

control, heating actuator and HMI 

From a control systems point of view, the coupled tank system 

offers the following capabilities:  

 Open and closed loop water level control of both 

tanks  

 Open and closed loop water temperature control  

  

Table 1: Tank System Description 

Symbol Description Symbol Description 

A 
Temperature Sensor 

(SITRANS TH100) 
E Outlet valve 

B 
Level Sensor 

(SITRANS LVL100) 
F Reservoir 

C Pump G Transfer valve 

D Heating Element   

 

In order to save space and improve aesthetics, the pump is 

placed behind the electrical board in the lower level of the 

trolley. All piping used is 1 inch piping. This size is sufficient 

to maintain the minimum flow rates required. The inlet pipe 

shown in Figure 2 runs directly from the pump which is 

directly connected to the bottom of the reservoir. The inlet 

pipe runs through the top of the first tank and down to just 

above the heating element. The reason it cannot hang at the 

top of the tank is because water falling from a distance would 

cause disturbances which would compromise the ability of the 

level sensors to accurately read the water level. Finally, two 1 

inch overflow pipes are positioned at the top of the tanks 

which return water to the reservoir in the case of an accidental 

overflow. 

B. Component Selection, Interconnection and Programming 

The Simatic S7-1200 PLC is the control platform used in 

the tank system. It is engineered to provide an easy to use, 

integrated programmable platform that is powerful and 

modular. The strength of the S7-1200 lays in its ease of 

configuration and connectivity to other devices such as HMI’s, 

drives and sensors. Figure 4 shows how the Tank System’s 

programmable devices are interconnected over Profinet. 

Profinet is the open industrial Ethernet standard of Profibus 

and uses TCP/IP and normal IT standards.   
 

The tank system also has a few control buttons, panel 

lamps and a potentiometer that can be programmed along with 

the HMI to provide operator control and monitoring 

capability. The software used to program the PLC and HMI is 

SIMATIC Step 7 basic, based on TIA. Standard industrial 

pannel wiring techniques including clear labling and electrical 

protection are applied to make the system as safe as possible 

and easy to troubleshoot should anything go wrong (see Figure 

5). 
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Figure 4: Network structure of Tank system 

 

 
Figure 5: Electrical panl layout and wiring 

 

C. Single Tank Configuration 

As already mentioned, the tank system can be used in a 

single or dual tank configuration. For a single tank 

configuration, the system model is determined from the liquid 

flow rate ‘q1’ entering the tank and the liquid flow rate ‘q2’ 

exiting the tank through the valve [9].  
 

 
Figure 6: Single tank configuration 

 

 

 

(1) 

Where: ‘A’ is the cross-sectional area of the tank.  

The flow rate ‘q2’ can also be described by the equation 

below: 

 

      

  (2) 

Where ‘a’ is the cross section area of the orifice and ‘Cd’ is 

the discharge coefficient of the valve. This coefficient takes 

into account all fluid characteristics and losses in the valve.  

Combining these equations above reveals the mathematical 

model that will be used to describe the single tank system 

behaviour. 

 

     

     (3) 

 

The resulting transfer function in the continuous domain is 

given as:  

 

     

    (4) 

 

Where R is the fluid valve resistance and C is the capacitance: 

 

 

    

    (5) 

 

And R1*C1 = T1 which is the systems time constant. 

D. Coupled Tank Configuration 

The control targets for a coupled tank system are the tank 

levels ‘h1’ and ‘h2’. The systems’ input will remain as ‘q1’. 

The variable to be controlled in this scenario is the height ‘h2’ 

in Tank 2 (See Figure 7) [9]. Disturbances can be caused by 

valve ‘b’ (the coupling valve) or by valve ‘c’ which is the 

release valve from Tank 2. The system to be modeled is 

shown in Figure 7 below: 

 

 
Figure 7: Coupled tank Configuration 

 

 

The first step is to describe the flow from Tank 1 to Tank 2: 

  

 

  

     (6) 

 

Where: ‘q2’ is now the flow between Tank 1 and Tank 2 

through valve ‘b’.  

  

Tank 1 Tank 2 

157



The tank 2 flow balance equation is therefore given as:  

 

 

     

     (7) 

 

Equation (3), used to describe the single tank level control 

now changes to: 

 

 

    

     (8) 

 

The mathematical model for the coupled tank system can now 

be written as follows: 

 

 

   

     (9) 

 

It is important to note that (7) is a non-linear approximation 

for the coupled tank system and cannot be used directly in 

designing linear controllers. To design the control system for 

the tank system the non-linear equations need to be linearized 

by considering small variations in ‘q1’, ‘h1’ and ‘h2’. These 

variations correspond to the system set points h1 and h2 

respectively.  

 

The final transfer function used to describe the coupled tank 

configuration is give as:  

 

 

    

    (10) 

 

Where:  

 

     

    (11) 

  

IV. COUPLED TANK LABORATORY TASKS 

 

A number of practical tasks were designed for the 

developed coupled tank system in order to teach various 

principles. Apart from having to model the system and 

simulate it in Matlab, students were given tasks based on 

existing real life industrial applications. Tasks include:    

1) Bottle washer application: Students assigned this task 

must control the temperature of the water in a single 

tank (Either Tank 1 or Tank 2), whilst continuously 

ensuring that the tank never overflows.  

2) Chemical dosing application:  Students assigned this 

task must control the temperature of the water in both 

tanks whilst continuously ensuring that the tank never 

overflows.  

3) Tank level control: Students must maintain the tank 

level in either tank by using PID control. The tank 

may not exceed certain specified ‘high’ or ‘low’ 

limits even under stringent testing conditions.   

On completion of these tasks, students must be able to: 

 Model and simulate real systems 

 Determine characteristic curves of input sensors and 

actuators using data recording and analysis 

techniques 

 Perform static and dynamic data analysis 

 Determine the overall process uncertainty 

 Design and implement a variety of controllers [11] 

 Use safe/ standard programming principles  

 Develop a monitoring and control interface using a 

HMI 

Figure 8 shows a sample calibration plot that the students must 
determine practically in order to convert sensor input signals in 
to equivalent millimeter readings. A similar calibration 
technique is required for accurate temperature measurement. 
Students are also tasked with creating a HMI that displays the 
different sensor readings and also allows for parameter changes 
to be made to plant variables (see Figure 9 and 10). Safety 
through good programming practices, particularly interlocking 
is emphasized in the assessment criteria. Marking penalties are 
given in cases where safety has been overlooked or 
compromised.  
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Figure 8: Tank 1 level sensor calibration plot 

 

One additional benefit of using TIA (as offered by Siemens) is 

that it provides an integrated solution for controller monitoring 

and tuning. The software also allows users to manipulate 

system data and arrange it in meaningful ways. Data 

manipulation in this manner allows plant engineers to 

continually analyze a systems performance and hence keep 

improving it.  
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Figure 9: Student-designed HMI screen showing various 
sensor values 

 

 
Figure 10: HMI displaying real-time plant response 

 

V. C ONCLUSION 

 In this paper, a coupled tank system developed for 

educational purposes is reviewed. Although many variations 

of such systems exist in the educational realm today, none 

make use of the TIA approach. System integration is, with 

little doubt, the future of the manufacturing and process 

industries; hence it must find its place in practical engineering 

education. The developed tank system has successfully been 

used by three classes of final year Mechatronic students at the 

Nelson Mandela Metropolitan University in Port Elizabeth, 

South Africa as part of their practical curriculum. The tank 

system has successfully met all its design and educational 

objectives. It is a robust system and has ‘survived’ extensive 

use by students. It is easy to handle, easy to move about and is 

able to give a broad practical understanding of industrial 

processes. Its re-configurable design also means that work 

submitted by students’ remains original. The tank system may 

also be used for further research in to various futuristic control 

schemes including MPC (Model Predictive Control) and NN 

(Neural Network) control [12] through a PLC connection to 

Matlab/ Simulink.   
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Abstract—In this paper we propose and evaluate a rotation-
invariant, image-based error metric for use in visual servoing and
other image-based control schemes. This error metric provides a
value proportional to the square of the distance between the two
sample images using matched feature bearings in the two images.

To determine the performance of the error metric, we perform
Monte-Carlo simulations characterising the effect of changes
in the number of features, average distance to feature, feature
observation noise and outliers in the matching process. We show
that the proposed error metric is robust to all these changes
and functions well as the basis for an image-based visual path
following algorithm. The paper is concluded with sample error
surfaces computed from both simulated and real data.

I. INTRODUCTION

Vision-based control or visual servoing [2] is a technique
whereby the position and orientation of a camera is controlled
using information gathered from the images captured by that
camera. Is it typically used to return a camera to a previous
pose where a reference image was captured. The need to
capture a reference image often leads this form of control to be
referred to as teach-and-repeat or teach-and-replay [5] as the
camera is first taken to the desired pose (the teaching phase)
to record a reference image, and then the controller is able to
return the camera to this same pose (the replay phase).

In conventional control, a controller requires an error signal
to minimise, and in the case of visual servoing, this metric is
computed from the image data. This error metric is typically
defined as [2],

e(t) = s[m(t), a]− s∗. (1)

In this equation, m(t) is a set of image measurements, typically
interest-points such as SIFT [11] features or Harris [8] corners
or possibly distinctive image patches such as MSER [3]. The
function s[·] uses these image measurements together with
any additional knowledge, a, to compute a vector of visual
features. The overall error vector, e(t) is then the difference
between these currently observed visual features, s[m(t), a],
and the reference features, s∗. For an observable system [4],
minimising the error vector, e(t), is equivalent to returning
the camera to the initial pose where the reference features, s∗,
were captured.

For a simple visual servoing application, we could consider
the coordinates of SIFT interest points as visual features;
thereby establishing an error metric as the Euclidean distance
between the current locations of those features and the refer-
ence locations in the source image. Under certain minimum

conditions, if these image points align, we can show that the
camera would have to be in same location and orientation
as it was when the reference image was taken. For many
visual servoing applications, this is sufficient; however, for the
application of vision-based path following, it is perhaps too
restrictive.

For the case of vision-based path following, it is sufficient
to match only the position of the taught path, ignoring the
orientation. This gives us the useful ability to follow the path
in either direction. To this end we propose the use of an
orientation invariant error metric.

The work in this paper extends on the path following
algorithm initially presented in [15], by performing a detailed
analysis of the qualities and properties of the vision-based error
metric. We proceed from here to derive the vision-based error
metric in the next section. Section 3 contains a number of
simulations to evaluate the effectiveness of the error surface
in light of a number of parameters. Section 4 includes some
simulated and experimental evaluations of the error surface
and our conclusions are presented in Section 5.

II. VISION-BASED ERROR METRIC

For the purposes of this derivation, we assume that the
vehicle performing the path following is constrained to a 2D
manifold. Under these conditions, it can be shown [10], that
feature bearing is sufficient to determine the full pose of the
camera. For this reason, we can proceed with the so-called 1D
Camera Model [1] where only the bearing to interest points
are measured.

Given a camera with pose, pj = [x, y, φ]T, observing a
feature F with world coordinates, [X,Y ]T, the bearing, β to
the feature is given by;

β = atan2(u2, u1), (2)

where, [
u1
u2

]
=

[
cosφ sinφ
− sinφ cosφ

] [
X − x
Y − y

]
This value for u may be seen as a rotation of the vector

[(X−x), (Y −y)]T through an angle of −φ. We can therefore
rewrite (2) as,

β = atan2((Y − y), (X − x))− φ. (3)
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To investigate the effect of moving the camera on the
feature bearing, we use a first order Taylor expansion of (3),
given by,

β′ = β +
∂β

∂x
∆x+

∂β

∂y
∆y +

∂β

∂φ
∆φ, (4)

where,

∂β

∂x
=

(Y − y)

(X − x)2 + (Y − y)2
(5)

∂β

∂y
=

(X − x)

(X − x)2 + (Y − y)2
(6)

∂β

∂φ
= −1 (7)

From these partial derivatives, we can see that the change
in feature bearing, ∆β, as a result of linear movement of
the camera (∆x,∆y) is independent of the orientation of the
camera, and that changes as a result of angular movement, ∆φ,
is independent of the location of the camera. These points seem
to indicate that it is possible to isolate the effects of linear and
rotational motion in an error function.

To derive a rotation independent error function, we con-
tinue by converting the relative feature offsets (X − x) and
(Y − y) to polar form as,

(X − x) = r cos θ (Y − y) = r sin θ,

and substitute this into the partial derivatives of (5) and (6).
With these substitutions, the Taylor expansion of (4) becomes,

β′ = β +
sin θ

r
∆x+

cos θ

r
∆y −∆φ. (8)

Under the assumption of uniformly distributed features
around the robot, i.e. θ ∈ Θ ∼ U(−π, π) and that the feature
bearing, Θ, and range, R, are independent we have,

E

[
sinΘ

R
∆x

]
= E[sin Θ]E

[
1

R

]
∆x = 0,

since,

E[sin Θ] =

∫ π

−π

1

2π
sin θdθ = 0.

Following the same process for the ∆y term, we can conclude
that,

E [β − β′] = E [∆β] = −∆φ, (9)

and therefore that the expected value or mean of the change
in feature bearing is only affected by the change in orientation
of the camera. As a result, any residual error must be related
to linear movement of the camera. It is therefore sufficient to
choose the quantity,∑

matched features

(∆β − E[∆β])
2
, (10)

as the error function. One may recognise this term as being
very similar to the variance of ∆β, and this observation leads
us to choose this variance as our error function. It should be
noted however that when working with statistical quantities
of angular values, the conventional estimators do not work
due to the fact that angles wrap around. As a result, we have
to use variance estimators related to the Wrapped Normal

Distribution when calculating this variance. More information
on this distribution and the application of estimators to angular
values may be found in [12].

A. Calculating the Error Metric

As mentioned in the previous section, we propose an error
metric related to the variance of the change in feature bearing
at the camera moves in the environment. This variance is
calculated using estimators related to the Wrapped Normal
Distribution. For completeness, this algorithm is summarised
here.

1) Given two sets of observations of N matched fea-
tures with bearings B = [β1, · · · , βN ] and B′ =
[β′1, · · · , β′N ]:

2) Compute the bearing differences ∆βi = β′i − βi for
all N features.

3) Compute R̄2 as,

R̄2 =

(
1

N

N∑
i=1

cos ∆βi

)2

+

(
1

N

N∑
i=1

sin ∆βi

)2

.

(11)
4) Compute the value of the error metric as:

e =
1− 1

N

R̄2 − 1
N

. (12)

B. Validity of the Error Metric

In this section we address the validity of the error metric
in terms of using it as a control error. To do this, we compare
the properties of the error metric to those of a Lyapunov error
function V (x) [9], viz.

1) V (0) = 0
2) V (x) ≥ 0, ∀x
3) V (a) ≤ V (b)⇔ a ≤ b ∀|a|, |b| < ε

These requirements essentially state that the error metric
should have a value of 0 on the desired path, should be positive
definite and should be decreasing everywhere towards the path.
For a detailed proof of these requirements for the error surface,
the reader is referred to [15].

C. Extension to a Path

The error metric that we have presented thus far assumed
that we desired the error with respect to a single point
observation. For the case of path following, we would like
to extend this to a path in the environment. To do this, we
save a number of reference images along the path, and at each
point, compute the error metric as the minimum value across
all images in the path set. Given a sample image I0 and a
collection of images along the path I = {I1, I2, · · · , IN} we
can compute the error metric for the sample image as;

e0 = min
n
e(I0, In), (13)

where e0 is the error metric for the sample image and e(I1, I2)
evaluates the error metric between images I1 and I2.

While this sounds computationally expensive, in practice,
the overall computational effort can be reduced by using
image-based search methods such as the Vocabulary Tree [14]
and performing frame-to-frame matching along the dataset.
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Fig. 1. Results of the performance analysis showing the effect of feature
observation noise, σ, on pose error.

III. PERFORMANCE EVALUATION

We now attempt to address the question of the expected
performance of a controller built around this error metric –
and more specifically, to what extent do the parameters of
the system and environment influence the performance. To
do this, we make use of a Monte Carlo simulation [16]. In
these simulations, we modify each of the parameters under
consideration, and compute the location of the minima of the
error surface. We can then evaluate the effects of each of these
parameters on the expected pose error for the controller.

The parameters that we will investigate are:

1) Feature Noise: As the variance of the observed
feature bearings increases, we expect the error surface
to deteriorate, leading to poorer localisation.

2) Number of Features: As the number of features
increases, the effect of feature observation noise
is reduced due to averaging, resulting in improved
localisation.

3) Mean Distance to Features: As a result of the 1
R

term in the error metric, as the mean distance to
features increases, the error surface flattens resulting
in a greater influence of observation noise on the
localisation performance1.

The Monte Carlo simulation results showing the effects of
varying each of these parameters while keeping the remaining
parameters constant are shown in Figs. 1 through 3.

As expected, increasing the feature observation noise,
decreasing the number of matched features or increasing the
mean distance to features, increases the expected pose error.
If we consider a pose standard deviation of 20cm (the typical
1σ error bound for differential GPS) we see that we can
easily match or better the performance of this sensor in most
scenarios.

1This can also be justified by considering the effect of features at infinity –
bearings to features at infinity do not change with movement of the observer.
Consider for example the sun.
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Fig. 2. Results of the performance analysis showing the effect of the number
of matched features, N , on pose error.
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Fig. 3. Results of the performance analysis showing the effect of the mean
distance to features, r̄, on pose error.

IV. RESULTS

In this section, we present some sample error surfaces
evaluated using both simulated and experimental data.

For the simulated error surfaces, we created a simulated
environment with randomly placed features. We were then able
to evaluate the error function on a grid by generating artificial
images at each evaluation point and comparing these to the
reference images generated at a point or along a path. The
error maps for a single point and an S-shaped reference path
are shown in Figs. 4 and 5 respectively.

In these figures, we see that the error surface is very well
behaved in a simulated environment with no feature matching
errors. In the real world, failures of the feature extraction and
matching algorithm, including aspects such as the degree of
affine invariance, affect the quality of the error metric.

To evaluate the performance of the error metric in a
real world environment, we drove a MobileRobots Seekur
platform [13] fitted with a Point Grey Ladybug3 omnidirection
camera [7] and differential GPS heading unit [6], in a sample
environment along a path shown in Fig. 6. The differential
GPS unit was used to provide the necessary ground truth to
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Fig. 4. Error metric calculated with reference to a single point in a simulated
environment.
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Fig. 5. Error metric calculated with reference to a sample path in a simulated
environment.

determine the locations for each of the captured images. The
images captured at these locations were then used to interpolate
an experimental image map. The experimental results for the
surfaces shown in Figs. 4 and 5 are given in Figs. 7 and 8.

The experimental results clearly show the effect of the per-
formance of the feature matching algorithm when compared to
the simulated results. What we find is that in the experimental
setting, the error metric is only locally valid, in a region where
the feature matching algorithm performs well. This region is
highly dependent on the types of features extracted, where
structured environments with sharp edges and distinct features
outperform unstructured environments such as open fields and
trees.

In structured environments, the practical convergence basin
for the error metric is in the vicinity of 3 to 5 meters.

V. CONCLUSION

In this paper we have conducted a performance evaluation
for a novel error metric intended for use in image-based control
algorithms. We showed that the error metric satisfies the initial
requirement to be dependent on pose only and not orientation
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Fig. 6. Sample path in the environment used to capture images for
computation of the experimental error surfaces in Figures 7 and 8. The
reference point and path used in these experiments is also included for
comparison.

X [m]

Y
 [m

]

0 5 10 15 20 25 30 35
−16

−14

−12

−10

−8

−6

−4

Fig. 7. Error metric calculated with reference to a single point in an
experimental environment.

X [m]

Y
 [m

]

10 15 20 25 30 35

−16

−14

−12

−10

−8

−6

−4

Fig. 8. Error metric calculated with reference to a sample path in an
experimental environment.

163



– and we showed that the error metric performs well in the
presence of observation noise and changes to other parameters
such as number of features and average feature distance.

In a real world environment, the performance of the feature
extraction and matching algorithms play a big role in the
performance of the error metric, reducing the practical area
of operation to between 3 and 5 meters.
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Abstract—This paper presents results for forward and 
reverse kinematics and workspace analysis of a proposed 
RPRPR 2.5D planar parallel manipulator using a 
geometric approach. The design has a potential to be 
adapted to diverse tasks implementable on a planar 
platform. The mechanism which is made up of two 
independent limbs of two bar linkages is capable of 
generating 2-DOF from the arm motion and an additional 
degree of freedom from an adjustable base which enhances 
its 2.5D capability.   The workspace of the proposed 
mechanism has an overlapping range of -π/2 to π/2 for 
each rotating limb with a relatively small region of 
singularity. To demonstrate the coverage merit of the 
proposed design, a workspace comparison was carried out 
between the proposed design and that of prior research [1] 
which has a relatively complex but similar configuration. 
Despite its simple geometry, the proposed arm design has 
shown some promise in terms of workspace flexibility and 
optimization in comparison with other proposed planar 
configurations. The results were verified via simulation 
using Matlab and Python software packages. 
 
Keywords - Parallel manipulator; Planar Mechanism; Kinematic; 
Workspace analysis; 2.5D domain 

I. INTRODUCTION  

In the past few years, the literature of parallel manipulator 
research has focused largely on optimal and economic designs 
of various classes of parallel mechanism ranging from planar 
through non-planar systems with an utmost goal to maximize 
workspace reachability amongst others.  Simplicity of designs 
resulting in workspace enhancement coupled with versatility 
in terms of application domain of any given parallel 
mechanism has remained a major challenge in this body of 
knowledge. 

 
One of the several ways of actualizing the gains of a 3D 
parallel mechanism and avoiding its relative design and 
analytical complexity with respect to a 2D mechanism is the 
development of a 2.5D integrated system. It enhances the 
dexterity of the arm mechanism and eliminates the likely 

effect of additional load constraint. It further improves the 
high payload to weight ratio and high structural rigidity 
amongst others. 
A novel 3-DOF planar mechanism was proposed by Mir-
Nasiri and Ghobashi [1] for PCB design and related 
applications. A planar 2-DOF parallel manipulator was 
proposed by Wu et al. [2] with actuation redundancy. Also 
Zhang and Zhang [3] proposed a novel 2-DOF parallel 
manipulator with three legs for a vehicle simulator while 
Dalla-Libera and Ishiguro [4] investigated the existence of 
non-singular assembly mode transitions in 2-DOF parallel 
manipulators. 
 
An Optimization-based approach was proposed for force 
resolution of kinematically-redundant planar parallel 
manipulators by Boudreau and Nokleby [5]. Kucuk [6] 
proposed an optimization problem for the 3-DOF all revolute 
(RRR) fully planar parallel manipulator while Zi et al. [7] 
worked on cable parallel manipulators with and without a 
hybrid-driven planar five-bar mechanism. A robust nonlinear 
controller by Shang and Cong [8] was applied to a planar 2-
DOF parallel manipulator with redundant actuation while 
Varalakshimi and Srinivas [9] presented an optimization 
methodology for achieving minimum actuation torques of a 
kinematically redundant planar parallel mechanism following 
a desired trajectory using binary coded genetic algorithms 
(GA). 
 
A dexterity comparison was carried out by Kucuk [10] for 
seven three degrees of freedom (3-DOF) Planar Parallel 
Manipulators with two kinematic chains (PPM2KCs) using 
genetic algorithms. While Li-xin and Yong-gang [11] 
investigated the effects of joint clearance on the dynamic 
performance of a planar 2-DOF pick-and-place parallel 
manipulator using multi-body system dynamics. Control of a 
redundantly actuated mechanism was presented by Muller and 
Hufnagel [12] while trail-tracking control approach of a 3-
DOF parallel mechanism was proposed by Deqing [13]. A 
study on non-singular assembly mode transitions was 
presented by Coste [14] and Urizar et al. [15]. However, the 
latter provided a complete characterization of the cusp points 
in the 3-D joint space. 
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This paper presents preliminary results on the kinematics 
analysis and workspace investigation and comparison of a 
proposed planar parallel manipulator with earlier 
configurations. The 2-DOF arm design as shown in Figure 1 is 
made up of two independent limbs of two bar linkages. An 
adjustable platform housing a workpiece provides a 2.5D 
capability for the proposed mechanism. The domain of 
application of the proposed parallel system ranges from panto-
graphing through laser cutting, general graphics application, 
inspection of work samples and a host of other planar related 
tasks. 
 

 
 
Fig. 1. Proposed Planar Parallel Manipulator 
 

II. MODELLING 

This section presents the modeling procedures for the 
kinematic analysis and work space investigation. The 
geometric modeling approach is deployed herein to achieve 
this. The kinematics study presented includes forward and 
inverse analysis. 

 

A. Forward Kinematic Solution 

Consider the sketch of two inter-locked links a1 and a2 
set at a distance d apart as shown in Figure 2. 

 

 
Fig.2.  Sectional view of link mechanisms 

Assuming the angles 1 and 2 are orientations of links 

one and two respectively then the forward kinematics 
modeling procedure for the x and y axes is given as: 

11 sinax   (1) 

2211 coscos  aay   (2) 

From (2) 
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Where, 

d= the distance between the base of links 1 and 2. 

Substituting (3) into (4) yields 
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Rearranging 
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Simplifying 
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Substituting in (1) 
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Similarly for  
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Equations (6) and (7) are the respective forward kinematics 

solutions for the x and y axes. 
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B. Inverse Kinematic solution 

The inverse solutions for the mechanism is as presented in 
(8) and (9). 

y

x1
1 tan

 
(8) 
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xd 
 1

2 tan
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Where 
22

1





 , 

22
2





 defines the range of 

analyticity for the intercepting links 

C. Workspace Analysis                                              
This subsection presents the workspace analysis of the 

proposed arm design. Figure 3 presents a view of the 
workspace coverage of the proposed 2-DOF arm. 

 

Fig. 3. Workspace modeling for current arm design 

 
Equations (10) and (11) are models representing the 
workspace coverage domain i.e. area A1 of the proposed planar 
design as seen in figure 3. 

xyaaA  )180( 22111      (10) 

Where, 

 a1=length of link one and 

 a2=length of link two 

axisverticalthetoonelinkofninclinatioθ1   
axisverticalthetotwolinkofninclinatioθ2   

Assuming 

x
R

y


 

(11) 

Where, 
R= ratio of lengths y and x i.e. end-effector's position relative 
to the x and y axes 
 

RxRRxA 212
1 tan)1(2  

 
(12) 

Equations (13) and (14) represents the model for a rectangular 
workspace profile. 

RxA 2
2 2

 
(13) 

xyA 22   
          (14)                          

To investigate the workspace coverage for both the 
proposed design and a rectangular profile i.e. A1 versus A2 

assuming same link conditions, it implies from (11) and (12) 
that 
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Hence, to have a workspace with area A1 greater than area 
A2 assuming a Cartesian manipulator, it implies A1/A2 must be 
greater than 1; Hence, 

)18(15.0
tan)1( 12


 

R

RR

 

III. RESULTS 
This section presents a summary of the results relating the 

workspace of the proposed manipulator as presented herein 
with two other configurations: a rectangular configuration and 
a previously proposed 3-DOF planar design.      
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Fig.4. Workspace factor vs. R 
 

 
Fig. 5. Workspace design for current arm design an Cartesian configuration 
 

 
Fig. 6. Schematic Diagram of previously proposed parallel manipulator [1] 

 

 

Fig. 7. Workspace of previous manipulator 

 

 
Fig. 8. Workspace comparison for current and previous arm 

design 
 
 

IV. DISCUSSION 
Figure 4 depicts the relationship between the ratio A1/A2 

of the workspace coverage (for the proposed arm mechanism 
and the conventional Cartesian coordinate mechanism) versus 
R (the ratio of the end-effector relative position on the y and x 
axes from their respective origins). It could be seen that as the 
value of R increases, the ratio A1/A2 also increases. The linear 
increment continues up until R=1 after which non-linear 
increment sets in disregarding the law of, homogeneity. Figure 
5 shows a comparative graph of both workspaces with same 
link lengths. Furthermore, it is worth noting that A1 will be 
zero at a=x with and  . 

Furthermore, on comparing the proposed design with a 
previously designed 3-DOF revolute joint planar manipulator 
presented in Figure 6, the new concept herein presents better 
workspace coverage. While Figure 7 represents the workspace 
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graphical outlook for the earlier design premised on 3-DOF, 
Figure 8 presents a comparative outlook where both 
workspaces are interplaced for comparison. The fully shaded 
outer plane which represents the workspace for the proposed 
design has a significant gain in space along both axes in 
comparison with the 3-DOF arm design whose workspace is 
inscribed and represented with dotted points. The proposed 
design though simple in terms of configuration, has a much 
enhanced workspace coverage and dexterity in application. 

V. CONCLUSION 
This paper has proposed a simple multi-application planar 

mechanism with an enhanced workspace domain in 
comparison with two prior configurations of the parallel sub-
class. The dexterity of this mechanism is further enhanced 
with the attached adjustable base which facilitates its 2.5D 
domain. The workspace of the proposed mechanism has an 
overlapping range of -π/2 to π/2 for each rotating limb with a 
relatively small region of singularity. Both the forward and 
reverse kinematics of the proposed mechanism are less 
complex and more computationally efficient. 

ACKNOWLEDGEMENT 
The Authors would like to thank the National Research 

Foundation (NRF) of South Africa for the financial support 
related to this paper. 

                        REFERENCES 
 

[1] N. Mir-Nasiri and S.F.M. Ghobashi, “Design and Modelling of SCARA-
type Parallel Robotic Arm,” Automation, The Seventh International 
Conference on Automation Technology, Taiwan, 2003.                                                                                                         

[2] J. Wu, X. Chen, T. Li, L.Wang, “Optimal Design of a 2-DOF parallel 
manipulator with actuation redundancy considering kinematics and 
natural frequency,” Elsevier, Robotics and Computer-
Integrated Manufacturing, 29, 2013, pp.80-85 

[3] C. Zhang and L. Zhang, “Kinematics analysis and workspace 
investigation of a novel 2-DOF parallel manipulator applied in vehicle 
driving simulator,” Elsevier, Robotics and Computer-
Integrated Manufacturing, 29, 2013, pp.113-120                         

[4] F. DallaLibera and H. Ishiguro, “Non-Singular transitions between 
assembly modes of 2-DOF planar parallel manipulators with a passive 
leg,” Mechanism and Machine Theory, 77: 2014, pp.182-197.                                                                                     

[5] R. Boudreau and S. Nokleby, “Force Optimization of Kinematically-
redundant planar parallel manipulators following a desired trajectory,” 
Elsevier, Mechanism and Machine Theory 56: 2012, pp.138-155. 

[6] S. Kucuk, “Energy Minimization for 3-RRR fully planar parallel 
manipulator using particle swarm optimization,” 
Mechanism and Machine Theory 62: 2013, pp.129-149.                                      

[7] B. Zi, J. Cao, H. hu and H. Sun, “Comparative study of cable parallel 
manipulators with and without hybrid-driven planar five-bar 
mechanism,” Elsevier, Applied Mathematical Modelling, 
2014, Article in press.                                                                      

[8] W. Shang and S Cong, “Robust nonlinear control of a planar 2-DOF 
parallel manipulator with redundant actuation,” Elsevier, Robotics and 
Computer-Integrated Manufacturing, 30: 2014, pp.597-604.                                                                                  

[9] K.V. Varalakshimi and J. Srinivas, “Optimized Configurations of 
Kinematically Redundant Planar Parallel Manipulator following a 
Desired Trajectory,” 2nd International Conference on Innovations in 
Automation and Mechatronics Engineering, ICIAME, Elsevier, 
Procedia Technology 14: 2014, pp. 133-140.                                            

[10] S. Kucuk , “A dexterity comparison for 3-DOF planar parallel 
manipulators with two kinematic chains using genetic algorithms,” 
Elsevier, Mechatronics, Vol.19 (6), 2009, pp. 868-877.              

[11] X. Li-xin and L. Yong-gang, “Investigation of joint clearance effects 
on the dynamic performance of a planar 2-DOF pick-and-place parallel 
manipulator,” Elsevier, Robotics and Computer-Integrated 
Manufacturing, Vol.30 (1), 2014, pp. 62-73.                  

[12] A. Muller and T. Hufnagel, “Model-based control of redundantly 
actuated parallel manipulators in redundant coordinates,” Robotics and 
Autonomous Systems 2012; 60(1): 563-71.                                                                                                       

[13] K. Deqing, H. Tian, Z. Hongbo and Z. Juyong, “Dynamic Modelling 
and Robust Trail Tracking Control of 3-DOF Translational Parallel 
Kinematic Machine Driven by AC Servo Motors,”  Acta Automatica 
Sinica 2007: 33(1): 37-43.                              

[14] M. Coste, “A simple proof that generic 3-RPR manipulators 
have two aspects,” J. Mech. Robot. 4(1), 01 1008.                       

[15] M. Urizar, V. Petuya, O. Altuzarra, A. Hernandez, “Assembly mode 
changing in the cuspidal analytic 3-RPR,” IEEE Trans. Robot. 28 (2) 
2012 pp. 506-513. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

 
 

169

http://www.sciencedirect.com/science/article/pii/S0957415809000889


Development of a Two-wheel Balancing Robot using 

the STM32F3-Discovery Board as an Educational 

Platform for Traditional and Modern Control 

Schemes  

Phillip Eustace Rukidi, John Manuel Fernandes and Grant Phillips 

Electrical Department, Faculty of Engineering, Built Environment and Information Technology, 

Nelson Mandela Metropolitan University, Port Elizabeth, South Africa 

s209007898@live.nmmu.ac.za and John.Fernandes@nmmu.ac.za 

 

 
Abstract — This paper discusses how a two-wheel self-balancing 

robot using the STM32F3-Discovery development Board from ST 

microelectronics can be used as a practical teaching platform for 

traditional and modern control schemes. The robot is first 

modeled and then its electronic architecture is reviewed. Methods 

for accurate angle estimation and the implementation of 

traditional control, namely the PID algorithm to achieve 

balancing/ stability are also discussed. Relevant graphical results 

are also provided as evidence of the system’s response and 

stability.  

Keywords — Self-Balancing; Two-Wheel; PID; 

STM32F3Discovery-Board; traditional control; Modern control; 

Teaching Aid;Educational Tool; 

 

I. INTRODUCTION 

The two-wheel self-balancing robot is a dynamic non-linear 

system that is mechanically unstable. It presents some 

advantages over the more common three and four wheel 

robots such as: It can navigate and maneuver easily in more 

confined spaces through zero-radius turning, it exhibits 

superior stability on steep inclines (by leaning into the incline) 

and is more energy efficient since it runs on two motors etc. 

Thus it has many areas of application. The theory behind the 

inverted pendulum is used as a basis for this study. Various 

methods have been proposed and implemented to control self-

balancing robots. For instance, the Industrial Electronics 

Laboratory at the Swiss Federal Institute of Technology, 

Lausanne, Switzerland, built a prototype of a two-wheeled 

vehicle. The controller was implemented on a Digital Signal 

Processor (DSP) board and comprised of a share floating point 

DSP, a XILINX field-programmable gate array (FPGA), four 

10-bit D/A converters, as well as fourteen 12-bit A/D 

converters [1]. Servo state feedback control is another method 

that has been used to achieve the goal of self-stabilization. In 

this method MATLAB and Simulink are used to send and 

receive control signals to and from the balancing robot plant. 

The FIO board serves as the main controller, which is 

programmed directly in MATLAB and/or Simulink [2]. The 

self-balancing robot has also been developed using an Arduino 

Mega board, which is based on the very popular ATmega2560 

processor. This required, in addition to the basic hardware, a 

single-axis gyroscope and a 2-axis accelerometer for attitude 

determination. Two control designs based on the linearized 

equations of motion were adopted: a proportional-integral-

differential (PID) and a proportional-integral proportional-

differential (PI-PD) controller based on linear-quadratic 

regulator (LQR) design [3]. 

The ARM Cortex-M processor family is a range of scalable 

and compatible, energy efficient, easy to use processors 

designed to help developers meet the needs of tomorrow’s 

smart and embedded applications such as; Internet of Things 

(IoT), connectivity, human interface devices, automotive and 

industrial control systems, domestic household appliances, 

consumer products and medical instrumentation [4]. Because 

of its wide range of application, the ARM Cortex-M4 

processor found on the STM32F3-Discovery development 

board (see section III) makes it particularly useful as a 

practical aid for programming and control systems’ education.  

II. MATHEMATICAL MODEL 

The dynamics of a two-wheel balancing robot (see Fig.1 [5]) 

have to be understood in order to derive a mathematical model 

of the system. A controller can then be designed and tested 

based on the linearized system equation using MATLAB/ 

SIMULINK. In this section the existing energies of the 

dynamic model are observed and substituted into Lagrangian 

equations.  

 

 
Fig. 1. Dynamics of Self-balancing robot  
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The two-wheel balancing robot has three degrees of freedom 

namely: roll, pitch and yaw. Rotation about the Y-axis (pitch) 

is the main focus of this study, point P is assumed to be the 

robot’s center of gravity and 𝜃p is the pitch angle.  

 

𝑋𝑃 = 𝑥 + 𝑙𝑠𝑖𝑛𝜃𝑃         (1) 

 

𝑍𝑃 = 𝑙𝑐𝑜𝑠𝜃𝑃       (2) 

 

Equations (1) and (2) illustrate the displacement of point P 

along the X0 and Z0 axes. 

 

A. Lagrangian Dynamic Analyses 

The Lagrangian approach is used to generate the ordinary 

differential equations (ODE) of the system. 

 
𝑑

𝑑𝑡
[

𝜕𝐿

𝜕�̇�𝑟
] −

𝜕𝐿

𝜕𝑞𝑟
= 𝑄𝑟     (3)  

 

Equation (3) shows the general form of the Lagrangian 

equation where; 

 L=T-V, is the Lagrange function where, T is total 

Kinetic energy of the system from all inertia elements 

and V is total potential energy of the system from all 

stiffness and inertia elements due to gravitational 

effect. 

 𝑞𝑟  (r=1,2,3,…,n) are generalized coordinate/variable 

or displacement variable such as 𝑥1, 𝑥2, 𝜃1, 𝜃2 and etc. 

 𝑄𝑟  is the sum of non-conservative forces projected on 

direction of generalized coordinates such as applied 

forces. 

 

The three types of energies to be observed in order to develop 

the Lagrangian equation of the balancing robot are: 

 Kinetic Energy consisting of translational and 

rotational kinetic energy of the chassis and wheel 

respectively 

 Potential energy 

 Dissipation energy 

 
𝑑

𝑑𝑡
[

𝜕𝐸

𝜕�̇�𝑟
] −

𝜕𝐸

𝜕𝑞𝑟
+

𝜕𝐹

𝜕�̇�𝑟
+

𝜕𝑈

𝜕𝑞𝑟
= 𝜏𝑟                (4) 

 

Equation (4) illustrates the Lagrangian equation of the 

balancing robot where, E is kinetic energy, U is potential 

energy, F is dissipation energy and 𝜏𝑟  is the required torque 

for the left and right wheels. For the full derivation of the 

system the reader may refer to [5]. 

Only one equilibrium point for the robot exists when the robot 

is balanced or upright, i.e. 𝜃𝑃 = 0. Hence the robot can be 

linearized about this point. After generalizing of the 

𝑞𝑟 variables, the final linearized equations of the balancing 

robot are as follows: 

(𝑚 + 2𝑀 +
2𝐽𝑊

𝑅2 ) �̈� + 𝑚𝑙�̈�𝑃 + 2𝜇0𝑣 = 0                            (5) 

 

𝑚𝑙�̈� + (𝑚𝑙2 + 𝐽𝐶)�̈�𝑃 − 𝑚𝑔𝑙𝜃𝑝 + 2𝜇1𝜔𝑝 = 𝜏𝐿 + 𝜏𝑅           (6) 

 

A state space model of the dynamic system is then created to 

determine the future behavior of the system when the present 

state of the system and input signals are known. The resulting 

state space matrices are used for further analysis of the system 

in MATLAB/ SIMULINK [5]. Fig. 2 illustrates the step 

response of the robot as simulated in MATLAB. It can be seen 

that the system is naturally unstable and cannot balance 

without a suitable method of control.  

 

 
Fig. 2. Simulated Step Response of Robot 

 

III. SELF-BALANCING ROBOT PLATFORM 

The structure of the robot can be divided into three sections:   

A. Development board, sensors and motor control 

 
Fig.3. STM32F3-Discovery board 

 
The STM32F3-Discovery board is an evaluation board 
comprising of a 32-bit ARM Cortex-M4 processor core with a 
processing speed of 72MHz. This speed is sufficient to perform 
most processing tasks such as data acquisition and control 
computation within small sampling times. The discovery board 
is also equipped with a 3-axis digital gyroscope and linear 
acceleration sensor (See Fig. 3). These are both used in the 
measurement and estimation of the robot’s tilt angle.  

The motors chosen after the relevant torque calculations are 12 
V DC motors equipped with 64 Counts Per Revolution (CPR) 
Encoders that provide feedback for the closed loop control 
employed for the steering modes of the robot. A dual motor 
controller that receives Pulse Width Modulation (PWM) 
signals from the discovery board is used to drive and control 
the motors’ speed and direction of rotation. 
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B.  Body/ Chassis Construction 

From Fig. 4 it can be seen that the robot’s body consists of 

two Perspex levels for supporting the different electronic 

circuits incorporated. 

 

 
Fig. 4. Structure of Self-Balancing Robot 

 
The development board is placed on the bottom-most level in 
order to place the tilt angle sensors along the axis of the 
wheels. This positioning gives the most accurate estimation of 
the robot’s tilt angle. The motors and the Li-Po (Lithium-ion 
Polymer) batteries are placed beneath the lower level to lower 
the robot’s center of gravity, thus improving the system’s 
natural dynamics. Large diameter wheels are used as they 
cover a larger displacement during the robot’s recovery 
maneuvers and thus assist in maintaining equilibrium within 
shorter periods of time. The wheels are outlined with rubber to 
increase the traction/friction with the surface on which 
balancing is taking place. 

C. Power Supply 

The robot is equipped with two parallel-connected 12V Li-Po 

batteries that supply the dual motor driver for the two motors 

that drive the robot. Two 9V batteries are also connected in 

parallel to supply the microcontroller as well as some of the 

additional control logic.  

 

IV. TILT ANGLE MEASUREMENT 

A. Gyroscope and Accelerometer for Tilt angle measurement 

Gyroscopes measure angular velocity, which is integrated with 

respect to time to get an estimate of the absolute angle. One 

negative aspect of this is that the integrated rate drifts over 

time due to the presence of bias errors even if small [9].  

Equations (7) and (8) show the integration of the gyroscope 

output to give the approximate tilt angle [6]: 

𝜃(𝑡) = 𝜃(𝑡0) + ∫ �̇�𝑑𝑡
𝑡

𝑡0
                                                          (7) 

Equation (7) can be approximated using rectangles for the 

instants 𝑡0 = 𝑘, and 𝑡 = 𝑘 − 1, then, 

𝜃𝑘 ≈ 𝜃𝑘−1 + �̇�𝑘−1𝑇𝑠                                                               (8) 

Where, 𝜃𝑘 is the angle value in the present instant 𝑘, 𝜃𝑘−1 is 

the angle value in the past instant 𝑘 − 1, �̇� is the angular rate 

given by the gyroscope and 𝑇𝑠 the sample period. 

Accelerometers are designed to measure acceleration forces 

and can be used to measure seismic activity, machine 

vibration, and inclination. The absolute angle can be 

determined by the measurement of the direction of the 

gravitational acceleration [6]. Fig. 5 [6] shows how tilt angle 𝜃 

can be obtained from either one of the components of 

acceleration 𝑔𝑦 or 𝑔𝑥, 

𝑔𝑦 = 𝑔𝑐𝑜𝑠𝜃                                                                     (9) 

𝑔𝑥 = 𝑔𝑠𝑖𝑛𝜃                                                                    (10) 

 

Fig. 5. Tilt Angle Measurement 

However, it is not easy to measure the absolute angle if 

translation forces are included in the outputs of accelerometers 

[7, 8]. When accelerometers are used for tilt measurement 

based on measurement of a gravity component, the 

measurement is usually contaminated by parasitic 

accelerations due to system vibration or motion. This 

disadvantage can be overcome through the use of a gyroscope 

whose angular speed measurement after integration provides a 

pure angle. For this reason, the accelerometer-gyro 

combination has become almost standard for achieving a most 

accurate tilt measurement. 

B. Complementary filter 

The complementary filter uses data from two or more sensors 
in order to enhance the advantages of each sensor [9]. Angular 
estimation using a gyroscope has good accuracy in the sense of 
angular direction at high frequencies while angular estimation 
using an accelerometer has a good accuracy at low frequencies. 
Thus the best estimate of the angle is obtained from the 
combination of the two. The integrated gyroscope output feeds 
into a high pass filter and the output of the accelerometer feeds 
into a low pass filter, the sum of the high pass and low pass 
filter is shown in equation (11). 

𝐺1 + 𝐺2 = 1                                                                                      (11) 
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Fig. 6. Complementary Filter 

 

Fig. 6 is a block diagram illustrating the operation of the 

complementary filter. Fig. 7 below shows the quality of the 

final tilt angle (complementary filter angle) after the 

translational noise from the accelerometer has been filtered 

out. For simplicity, the gyroscope angle is not included in this 

plot. 

 

 
Fig. 7. Complementary filter output 

 

V.  CONTROLLING THE ROBOT 

A. Traditional PID Controller 

The proportional Integral Derivative (PID) controller is one of 

the most common controller algorithms used for control 

systems because it is simple to implement and exhibits good 

performance. This controller can be used for systems whose 

mathematical models are unknown or are complex to derive. 

In such cases the PID parameters can be determined through a 

variety of standard practical tuning methods. 

The PID controller fundamentally comprises three basic 

control actions as seen in (12): 

 

𝑢(𝑡) = 𝐾𝑝. 𝑒(𝑡) + 𝐾𝑖 . ∫ 𝑒
𝑡

0
. 𝑑𝑡 + 𝐾𝑑 .

𝑑𝑒(𝑡)

𝑑𝑡
                            (12) 

 

Referring to (12), 𝑒(𝑡) is the system error, 𝑢(𝑡) the control 

variable, 𝐾𝑝 the proportional gain, 𝐾𝑖 the integral gain and 𝐾𝑑 

the derivative gain. Choosing the right controller parameters is 

key to obtaining the desired performance. Table 1 displays the 

effects of these parameters on the output response of the 

system “unpublished” [10]. 

 
Table 1. Effects of gains on system response  

Gain Rise Time 
Maximum 

Overshoot 

Settling 

Time 

Steady State 

Error 

𝑲𝒑 Decrease Increase 
Small 

Decrease 

Change 

𝑲𝒊 
Small 

Change 
Decrease Increase 

Small 

Change 

𝑲𝒅 Decrease Increase Decrease Eliminate 

  

B. Tuning PID Controller 

Many methods for tuning and determining the parameters of 

PID Controllers have been developed and discussed. The 

Ziegler-Nichols method is by far the most popular of these 

methods as it guarantees quick results especially where 

specialized skills for system modeling and controller design 

are lacking [11].  

 

 
Fig. 8. Self-Balancing Controller 

 

Fig. 8 shows the closed loop structure of the implemented PID 

controller on the balancing robot.  This controller successfully 

managed to balance the robot and when optimally tuned, could 

withstand various input disturbances. However, the 

performance quickly deteriorated as plant parameters were 

varied.   

 

C. Modern Control Techniques 

Neural Networks (NN’s) have received widespread attention, 

especially for their ability to learn non-linear characteristics 

through experimental data, without prior knowledge of the 

plant. Research has proven that NN’s can estimate every non-

linear function with at least one hidden layer [13]. Unlike 

traditional controllers, intelligent NN controllers are able to 

adapt to parameter changes such as changes in the physical 

dynamics of the robot e.g. a shift in the robots center of 

gravity or a change in the texture of the driving surface. Thus 

the need for regular retuning, as found with traditional control, 

is eliminated [14]. It has also been shown that sensor noise has 

little effect on NN’s [15]. Special care, however, must be 

taken when training NN’s to ensure that they do not over-fit 

the training data and then fail to generalize well in new 

situations. Since NN’s can have several inputs and outputs 

they may also be used for multiple input and multiple output 

systems (MIMO) [15]. A popular controller that takes 

advantage of the robust yet simple attributes of the traditional 

PID controller as well as the adaptive nature of modern 

controllers is the PID-NN controller (see Fig. 9 ).   
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Fig. 9. PID-NN architecture  

VI. SELF-BALANCING ROBOT AS AN AID IN 

ENGINEERING EDUCATION  

Laboratory oriented teaching is used to help students connect 

engineering theory with relevant practical applications. 

Developing a theoretical and practical base is crucial as 

neither is useful without the other [12]. This study presents the 

two-wheel balancing robot as an educational platform that can 

be used for teaching various engineering aspects such as: 

 Familiarization with microcontrollers; specifically 

the STM32F303VCT6 microcontroller  

 Sensor calibration and configuration 

 Signal processing such as sensor output filtering  

 System modeling and linearization using MATLAB/ 

SIMULINK 

 Traditional controller design and implementation 

 Modern adaptive control and steering techniques  

A. The STM32F3-Discovery board  

The STM32F3-Discovery board as an educational tool 

presents a number of advantages over other microcontroller 

boards such as: 

 Multiple Integrated Development Environment (IDE) 

software that are free and downloadable 

 Integrated sensor solutions thus increasing its wide 

range of applications for students to learn with e.g. a 

3-axis gyroscope, 3-axis accelerometer, 3-axis 

magnetometer and temperature sensor etc. 

 Plug and play functionality meaning it does not 

require a separate programmer to be designed or 

purchased 

 Standard peripheral firmware applicable across the 

different ARM-cortex processors so the code is 

transferable to different microcontrollers in the same 

family 

 Debug and monitoring tools such as serial wire 

viewer, logic analyzers and watch tables etc. 

B. Laboratory Implementation 

Fig. 10 shows the layout of a test track on which students may 

carry out various experimental tasks using the robot. The track 

is made up of 3 differently textured surfaces to deliberately 

change the wheel-to-track friction. The track is curved and 

incorporates ramps and obstacles. Apart from modeling and 

simulation students are thus able to investigate the following: 

 PID controller tuning (each surface requires different 

gains) 

 Effect of each controller parameter on system 

response. Figures 11, 12 and 13 show sample PID 

plots from the balancing robot as Kp, Ki and Kd are 

varied and how these gains affect the system 

response 

 Effect of adjusting the center of gravity of the robot 

by incorporating ramps in to the track (or weights on 

to the robot)  

 Steering control and object avoidance 

 Modern adaptive control that overcomes the 

limitations of traditional controllers  

 

 

MAIN TRACK

RAMP

SURFACE 1

SURFACE 2

 
 

Fig. 10. Layout of experimental track 

 

 
Fig. 11. 𝑘𝑝 = 2.533 & 𝑘𝑝 = 3.533. 𝑘𝑖 = 0, 𝑘𝑑 = 0, 𝑆𝑒𝑡𝑝𝑜𝑖𝑛𝑡 = 0  

 

 
Fig.12. 𝑘𝑝 = 2.533, 𝑘𝑖 = 0, 𝑘𝑑 = 0.933 & 𝑘𝑑 = 1.867, 𝑆𝑒𝑡𝑝𝑜𝑖𝑛𝑡 = 0  
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Fig. 13. 𝑘𝑝 = 2.533, 𝑘𝑖 = 0.0000282 & 𝑘𝑖 =  0.0000563, 𝑘𝑑 =

1.867, 𝑆𝑒𝑡𝑝𝑜𝑖𝑛𝑡 = 0 

 

VII.  CONCLUSION 

The self-balancing robot provides students with a strong 

educational platform for demonstrating many aspects of 

control theory from very basic to very advanced concepts. 

Such a system can therefore be used repeatedly throughout 

multiple consecutive courses from programming courses to 

microcontroller and control systems courses without having to 

purchase new equipment. The STM32F3-Discovery 

development board is an easy to use, cost effective 

microcontroller and sensor solution that allows students to 

experiment extensively in real time without experiencing 

limitations in processing power or wasting time unnecessarily 

on interfacing of electronics. The self-balancing robot can also 

be used as a platform for further research.   
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[6] J. Juan Rinco ń Pasaye, J. Alberto Bonales Valencia and Fe ́lix Jime ́nez 
Pe ́rez, “Tilt measurement based on an accelerometer, a gyro and a 
kalman filter to control a self-balancing vehicle,” in Power, Electronics 
and Computing  (ROPEC) IEEE International Autumn Meeting, 
2013,pp. 1-5. 

[7] D. Piyabongkarn, R. Rajamani, and M. Greminger, “The development of 
a MEMS gyroscope for absolute angle  measurement,” IEEE 
Transactions on Control Systems Technology, vol. 13, no. 2, pp. 185-
195, March 2005.  

[8] V. Krishnan, “Measurement of angular velocity and linear acceleration 
using linear accelerometers,” Journal  of the Franklin Institute, vol. 280, 
no. 4, pp. 307-315, 1965. 

[9] H. G. Min and E. T. Jeung, “Complementary filter design for angle 
estimation using MEMS accelerometer and gyroscope,” Department of 
Control and Instrumentation, Changwon National University, 
Changwon, Korea 641-773. 

[10] A. A. El-Gammal and A. A. El-Samahy, “ A modified design of PID 
controller for DC motor drives using particle swarm optimization PSO.” 
Energy Research centre, University of Trinidad and Tobago and Faculty 
of Engineering, Helwan University-Egypt. Unpublished.  

[11] J. G. Ziegler and N. B. Nichols, “Optimum settings for automatic 
controllers,” Trans. ASME, vol. 64, pp.759-768, 1942. 

[12] P. Balaraman, M. khan, M. Fleming, D. Nowicki, J. Lacey and S. 
Courter, “Strategies for effective teaching - A Handbook for Teaching 
Assistants”, University of Wisconsin-Madison. 1995.  

[13] H. Wahid and N. Wahab and M. Rahmat, "Application of intelligent 
controller in ball and beam controller," Smart Sensing and Intelligent 
Systems, vol. 3, March 2010. 

[14] F. Fanaei, M.A., Arjomandzadeh and A. R. Shahraki, Adaptive system 
control with PID neural networks. Iran. 

[15] P. Cho and Kim, "A precise control of AC servo motor using neural 
network PID," Current Science, vol. 89, pp. 23-29, July 2005. 

 

175



Genetic Programming for Password Cracking 
Phase One: Grammar Induction 

 

Thulani Mashiane  

School of Mathematics, Statistics and Computer Science  

University of KwaZulu-Natal  

Pietermaritzburg, South Africa  

Council of Scientific and Industrial Research  

Pretoria, South Africa 

tmashiane@ukzn.co.za 

Nelishia Pillay 

School of Mathematics, Statistics and Computer Science  

University of KwaZulu-Natal  

Pietermaritzburg, South Africa 

Pillayn32@ukzn.ac.za 

 

 
Abstract— Password cracking is the term commonly used to 

describe the illegal action of gaining access to clear text versions 

of user passwords. Hackers are notorious for stealing encrypted 

passwords and cracking them. The same action of password 

cracking can be used by system administrators to protect their 

systems from weak user passwords. By applying a password 

cracker to user passwords, weak or easy to crack passwords can 

be identified. Through the design of a password cracker system 

administrators can prevent weak passwords from being saved 

onto their systems. Users can also be made aware of the strength 

of the passwords they are currently employing.  A manner in 

which password cracking can be made more effective is to 

produce a few guess words with a high probability of cracking a 

large number of passwords. Research has revealed the successful 

use of grammars to generate effective password guess words. In 

order to generate password grammars, genetic programming is 

applied to grammar induction for the purpose of inducing 

grammars that will be used as input to a password cracking tool. 

To achieve this goal the current paper looks at the performance 

of genetic programming in the induction of regular and context-

free languages. The results of the experiments conducted are 

promising, with the genetic programming algorithm managing to 

induce twenty three of the twenty six context-free languages it 

was tested on. The value of this paper lies in the evaluation of the 

genetic programming technique for grammar induction. The 

output of the research will be used to build a genetic 

programming system which can evolve grammars to generate 

password guess words to crack user created passwords. 

Keywords— Genetic programming; grammar induction; 

password cracking 

I.  INTRODUCTION  

A password is a secret chain of characters (alphabet letters, 
numbers or special characters) which is used as a key to gain 
entry into a system. A system assumes that a user that can 
produce the correct password has authorised access to it. The 
aim of password implementation is for authorised users to gain 
easy access to the system by producing the password, but 
impossible or at least very difficult for unauthorised users to 
produce the password. Different password implementations 
exist.Some are more technologically advanced such as 
biometric or graphical . The most  basic text based. While other 
forms of password implementation are seen as more secure, 

text based passwords are still heavily used to protect resources 
such as funds in a bank, or to protect user privacy such as 
conversations on social network sites. In order to assign a 
password, there are two main approaches that are followed. 
The first approach is allowing users to create passwords for 
themselves. In the second approach the administrator creates 
the password and assigns it to the user. 

In most cases password creation is left in the hands of 
users. It is common knowledge in the security domain that 
human users are the weakest link in many security systems. 
This is also true in the creation of text based passwords. The 
majority of users create weak passwords that are easy to guess. 
This can be attributed to users following a routine when 
completing tasks. These routines make the passwords created 
by users predictable and a security risk. 

Researchers have used different techniques to search for 
patterns in user passwords. Using 14 000 password entries 
Bishop and Klein [1] searched for the commonly known 
patterns such as word length, dictionary words and keyboard 
patterns. Jakobsson  and Dhiman [2]  built a parser to uncover 
the internal structure of passwords. The research takes a two-
phased approach ; the first phase was a search for components 
and the second focused on deriving  rules that join the different 
components. Weir, Aggarwal, de Medeiros and Glodek [3] 
build a computer program that takes in as input probabilistic 
context-free grammars to create a password cracker. The 
structures of the grammars are essentially patterns that are 
derived for actual user passwords. The research presented in 
this paper would like to build on this work by applying genetic 
programming to the induction of grammars which will later be 
used for password cracking. The languages studied in the 
current work are a set of benchmark regular languages as well 
as a set of standard context-free grammar languages that have 
previously been used in studying grammar induction. 

The breakdown for the rest of the paper is as follows: 
Section II gives an introduction to grammars and explains their 
relevance to password guess words. Section III gives an 
explanation of genetic programming. Section IV motivates by 
presenting previous research, why genetic programming can be 
used to evolve grammar structures. Section V presents the 
genetic programming algorithm used in the study. Section VI 
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describes the experiment setup. Section VII presents the results 
from the study. Section VIII provides an analysis of the results 
as well as a comparison to previous research. The paper is 
concluded in section IX.  Future work is then presented in 
section X. 

II. GRAMMARS AND PASSWORDS 

A grammar is a set of symbols, variables and rules. The 
rules of a grammar govern how the symbols and variables can 
be used in the generation of a language. Grammars for natural 
languages have their origin in the field of linguistics. Recently 
however, computer science researchers have been investigating 
how grammars can be applied in domains such as pattern 
recognition, image processing, and video processing. 
Grammars have also been used in the field of password 
cracking.  

Formally a grammar is defined by the quadruple G = (V, Σ, 
S, P) [6, 7]. V represents a finite set of non-terminal symbols. Σ 
is the alphabet of the grammar which consists of a set of 
terminal symbols. S is the start symbol and P represents the 
finite set of production rules in the form α → β where α, β ∈ (V 
∪Σ) and α ≠ ε. P represents the rules which are used to create 
the strings in a language [6, 7]. Grammar induction is defined 
as the challenge of creating a grammar from a given set of 
positive and negative samples. Among other approaches, 
evolutionary algorithms have been applied to the induction of 
regular and context-free grammars. The next section will 
discuss genetic programming, an evolutionary algorithm that 
has been previously applied to grammar induction, as well as 
previous research that has been conducted in the field.   

User created passwords are created by using different 
characters which are combined in different ways or 
permutations. Through a survey of literature, it is found that 
there exists two general categories in password patterns; 
character patterns and word patterns. Character patterns are 
passwords or part of passwords that result from using one or 
more characters independently, or characters that do not form 
part of a word. Patterns that fall under this category are 
singular (a single alphabet character), repeated character (the 
same repeated character), increments (a repeated character of 
alphabet letters or numbers) and keyboard patterns (patterns 
which are derived through the order which they are presented 
on the keyboard). Word patterns are a result of mangling rules 
that are applied to password dictionary words. The patterns that 
fall under this category are capitalization (simply capitalizing 
every letter in the word), concatenation (placing one or more 
words together), l33t (leet) substitutions (replacing letters in 
dictionary words with numbers or symbols that resemble that 
letter), inverse and palindrome.  

Grammars can be used to capture the structures which are 
found in user created passwords. For example the palindrome 
pattern can be represented by the grammar G = (V, Σ, S, P) 
where : 

V = {S, B};  Σ = {a, b }; S = {S}; P ={ S  → a S a ; S  → b 
S b; S → a ; S → b } 

The palindrome ‘baabaab’ can then be constructed by using 
the grammar productions. 

The next section gives an explanation of genetic 
programming. 

III. GENETIC PROGRAMMING 

The skill of writing computer programs is  seen as difficult 
to acquire. Good programmers must have programming skills 
as well as some domain knowledge of the problem in order to 
build a solution. A programmer must show attention to detail 
as a single error, whether syntactical or logical, can cause an 
entire system to fail. This is one of the reasons that Computer 
Scientists have looked to alternative methods in building 
computer programs. Genetic programming is a technique of 
automatically evolving computer programs. Inspired by 
Darwin’s principle of evolution, genetic programming evolves 
a randomly generated population of programs towards a 
desired solution program [4]. 

A generational genetic programming run begins with 
creating an initial population of randomly generated programs. 
The individuals are then evaluated to find the individuals in the 
population that are closer to the solution program than others. 
A selection method is then used to select the individuals that 
will be used as parents. The next generation is created by 
applying genetic operators, usually reproduction, mutation and 
crossover to the parents. Once a new population has been 
created, the algorithm iterates until a solution to the problem is 
found or a stopping criterion is met. The complete process, 
starting with the initial population and iteratively refining this 
population over a number of generations, is known as a genetic 
programming run [4, 5]. Fig. 1. shows a diagram of a 
generational genetic programming run. 

 

Fig. 1. Steps of a Generational Genetic Program Run 

IV. GENETIC PROGRAMMING FOR GRAMAR INDUCTION 

This section will present previous research using genetic 
programming for grammar induction.   

Javed [6] implemented  genetic programming for the 
induction of context-free grammars. The context-free 
grammars represent domain specific languages (DSL). 
Grammar representation was in Backus Naur Form. The initial 
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population was created by productions from a correct grammar 
for the language. One point crossover and mutation were 
implemented. These genetic operators were not sufficient for 
the induction of context-free grammars. Therefore three 
additional genetic operators were designed. These include the 
option operator, iteration + and iteration* operators. Option 
allows the production rule to choose between two productions. 
Iteration* allows a production rule to call a value on the left 
hand side of a production zero or more times. Iteration+ allows 
the production rule to call a value on the left hand side of a 
production at least once. The fitness measure computed the 
number of grammars that were correctly passed, the closeness 
of the inferred grammars to the correct grammar and lastly the 
scalability of the grammar. With the addition of the helper 
genetic operators the genetic programming system was able to 
induce small sized DSL context-free grammars. 

In  [7] grammar induction was revisited by Javed [7] with 
the use of genetic programming. The alterations to the previous 
system were in the representation of the grammars. The 
grammars were now represented using derivation trees and 
syntax graphs. A new helper operator called the delete operator 
was implemented. This operator deletes a production rule from 
a grammar. The genetic programming system was successful in 
evolving grammars for languages which required a small 
grammar structure. Larger grammar structures could not be 
induced. The helper operators were an important element in 
this study. They allowed the properties of context-free 
grammars to be represented in full. Properties such as allowing 
for recursion are captured using the iteration operators. An 
more suitable representation of a context-free grammar can 
capture the described properties of a grammar.  This topic will 
be elaborated upon in the discussion of the current systems 
grammar representation. 

Javed, Barrett, Matej Marajan and Alan [8] built on the 
work in [6] and [7]. The genetic programming system 
implemented is similar to [7]. The researchers suggested that 
the right hand side of the grammars be treated as a collection of 
regular sets. These regular sets are connected by union, 
concatenation and recursion. It was anticipated that the genetic 
programming system would find the small regular grammars of 
the big grammar and join them using concatenation, union or 
recursion. Again, what the researchers tried to capture in their 
suggestion is the properties or capabilities of context-free 
grammars. This observation implies that there are missing 
properties in grammar induction that prevents a solution from 
being evolved. This can be linked back to Koza’s requirements 
for a genetic programming system. Koza [4] emphasised that 
the terminal set, function set, fitness function and problem 
representation must be implemented so that it is possible to 
evolve a solution. If the problem domain is not fully 
represented, the genetic program cannot evolve a solution. 

Korkmaz and Üçoluk [11] also did some work on this topic. 
The grammars were represented as a structured tree. The 
fitness function used took into consideration both the number 
of correctly passed strings and the size of the grammar (See 
equation 1). The genetic operators used were crossover, 
mutation and reproduction.   

(1) 

The training set included 20 simple English sentences 
consisting of noun phrase (NP) and a verb phrase (VP) 
structures. 

Given the symbolic character of grammar induction, 
genetic programming is apt for this purpose. However, like in 
the study conducted by Javed [6] it was found that standard 
genetic programming was unable to evolve solution grammars. 
This is due to the high interdependency among the subparts of 
a context-free grammar. The grammar must be seen as a whole 
structure not as a structure made up of building blocks. 
Therefore the aim of the study was to formalise a control 
module for the genetic programming. A second shortcoming of 
the standard genetic programming technique is the tree 
representation of the individuals. The tree representation served 
to be an impediment in the search for the solution grammar. 
The reasoning behind this statement is that as mentioned 
before, the productions in a grammar are highly interdependent 
meaning that a slight change in one element can dramatically 
change the fitness of the whole grammar. The researchers 
stress that crossover and mutation could cause more harm than 
good in the evaluation of grammars. The situation mentioned in 
the research has been looked at by the pioneers of genetic 
programming and is termed destructive crossover [4]. The 
solution employed by Korkmaz and Üçoluk [11] uses the same 
reasoning as non-destructive crossover where an offspring 
created by crossover or mutation forms part of the next 
generation only if its fitness is better or equal to its parents. .  

Rodrigues and Lopes [12] worked on the induction of 
context-free grammars. The grammars in the research were 
represented as tree structures with the root node being ‘S’ 
which represents the start symbol. The initial population was 
randomly generated. All the productions were reachable 
directly or indirectly from the start symbol ‘S’. The fitness 
measure was computed by multiplying the specifity and 
sensitivy. Specifity is the total number of correctly rejected true 
negatives divided by the number of true negatives and false 
positives in the training set. Sensitivity is calculated by the total 
number of true positives correctly accepted by the grammar 
divided by the number of true positives and false negatives in 
the training set. The experiment in this study makes alterations 
to the standard genetic programming technique with the 
introduction of two new operators; the ‘Incremental Learning 
Operator’ as well as the ‘Expansion Operator’. The 
Incremental Learning Operator was brought in to support 
convergence in the genetic run. The operator adds new positive 
productions through the use of the table produced when 
constructing the Cocke, Younger and Kasami CYK algorithm. 
The CYK algorithm is a parsing algorithm for context free 
grammars. It takes in a grammar in Chomsky Normal Form 
(CNF) as well the string to be passed. The string is constructed 
from the bottom up using the productions in the grammar [12]. 
For a more detailed explanation see [13]. Table I shows an 
example of the table produced by the CYK algorithm. Once the 
table is constructed, the Incremental Learning Operator checks 
to see if there are any productions in the top row of the table. If 
there are, a new production is created by changing the left 
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production of the production in the table to ‘S’ (start symbol of 
the grammar). If there are no productions in the top row then 
the new production is created by making the start variable the 
left hand side production and the right hand side variables are 
created by using the left hand side of the productions in the row 
below the top row. This operator adds positive productions 
which then promote convergence; however it does not 
guarantee the rejection of false negatives. 

TABLE I.  EXAMPLE OF CYK TABLE FOR THE STRING ‘ABA’ 

2 S → C D   

1 C→  A B D→B A  

0 A → a B→ b A→ a 

 A b a 

 

The Incremental Learning Operator was successful in 
adding positive productions to the grammar [12]. The 
expansion operator adds diversity to the population by creating 
new productions and adding them to the grammar. To mitigate 
against the creation of useless productions, the left hand side of 
the production rule is a new variable and the right hand side 
contains variables that are in the grammar as well as a new 
variable. Two new productions are created through the 
expansion operator. The expansion operator was then used to 
replace the reproduction operator of standard generational 
genetic program. The approach was successful in inducing 
grammars for the Tomita set of  benchmark languages. 

Based on the literature review, it was found that genetic 
programming is able to induce small structured grammars. 
Through the analysis of previous research, the importance of 
understanding and aligning the requirements of grammar 
induction with those of  genetic programming come through. 
Domain appropriate representation of the grammar, genetic 
operations, parameters and evaluation function are important in 
the design of a successful genetic programming system. 

The next section describes the genetic programming 
algorithm implemented in the study presented.  

V. GENETIC PROGRAMMING ALGORITHM   

The aim of the current study is to explore whether genetic 
programming can be used for evolving grammars.  The evolved 
grammars will be used to generate password cracking guess 
words. Therefore the first step is to analyse the capability and 
performance of genetic programming for the induction of 
grammars. The current section will therefore be centered on the 
topic of genetic programming for grammar evolution. Previous 
research has investigated the application of genetic 
programming on a few grammar languages. In this section a 
genetic programming system will be presented where the 
genetic programming technique is applied to fifteen benchmark 
regular language sets and eleven context-free grammar 
languages. 

A. Datasets 

The datasets used were designed for the induction of 
deterministic finite automata (DFA). Since DFAs are used as 

acceptors for context-free languages, it is appropriate to use 
these datasets to induce grammars that generate the context-
free languages.  

The datasets for the first seven regular languages were 
created by Blair and Pollack [14]. The target DFA’s are small 
in size, meaning the language can be represented using a DFA 
containing one to four states. The remaining seven regular 
languages were created by Miclet and Gentile [15]. The 
instances contained in the dataset include both positive (belong 
to the language) and negative (do not belong to the language)  
words.  

TABLE II.  REGULAR GRAMMAR LANGAUGES 

 Language Description 

L1 a * 

L2 ( a b ) * 

L3 Any sentence without an odd number of consecutive a's 
after an odd number of consecutive b's. 

L4 Any sentence over the alphabet a, b without more than 
two consecutive a's. 

L5 Any sentence with an even number of a's and an even 
number of b's. 

L6 Any sentence such that the number of a's differs from 
the number of b's by 0 modulo 3. 

L7 a * b * a * b * 

L8 a * b 

L9 ( a * + c * ) b 

L10 ( a a ) * ( b b b ) * 

L11 Any sentence with an even number of a's and an odd 
number of b's. 

L12 a ( a a ) * b 

L13 Any sentence over the alphabet a, b with an even 
number of a's. 

L14 ( a a ) * b a * 

L15 b c * b + a c * a 

 

The dataset for context-free languages was created by the 
researcher by generating the positive examples and negative 
instances. These languages have also been used in previous 
studies [16]. 

TABLE III.  CONTEXT-FREE GRAMMAR LANGUAGES 

 Language Description 

L1 an  bn where n ≥0 

L2 an c bn where n ≥0 

L3 All palindromes with an odd number of letters. ∑ = {a, b} 

L4 s sr where s is in ( a + b ) * 

L5 s c sr where s is in (a + b) * 

L6 s is in (a + b)*: the number of a’s in s is equal to the 
number of b’s in s. 

L7 an b2n where n ≥0 
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L8 {an bn: n  ≥0} ᴜ {a} 

L9 a a * b a * 

L10 an b2n where n ≥1 

L11 All strings with balanced brackets. ∑ = {(, )} 

 

A. Representation 

The individuals for the current program are represented as 
tree structures with the maximum of arity of two as shown in 
Fig 2. A maximum width and depth allowed for the control in 
size of the individuals in the population to avoid bloat as 
suggested by Mernik et al. [9].  

 

Fig. 2. Tree representation for the grammar productions: S→a B, B→b a 

The root node in each tree is always ‘S’ which represents 
the start symbol. This allows for all the nodes to be reached 
directly or indirectly from the start symbol. The function set 
used were the variables ‘S’, ‘A’,‘B’,‘C’,’D’ and ‘E’. The 
number of variables was sufficient because none of the target 
languages required more than five states. Having a small set of 
variables also reduced the search space. The terminals were 
mined from each sample set. The values include ‘0’and‘1’ 
where the |Σ| = 2. The terminal symbol ‘2’ was added where 
the |Σ| = 3. As in the study conducted by Korlmaz and Göktürk 
[11], the productions of a grammar are highly interlinked; 
therefore to address the need for unity, the single tree 
representation permits the tree to evolve as a unit.  

B. Initial Population 

The initial population was randomly generated using the 
grow method. Each individual represented a single grammar 
and matched the structure in Fig 2.  

C. Fitness Evaluation 

To evaluate the population, the accuracy calculation, which 
is commonly used in machine learning, was used [12]. The first 
step is computing a confusion matrix. A confusion matrix is a 
matrix that keeps count of the positive examples that the 
grammar can generate (True positive), the negative examples 
that the grammar cannot generate (True Negatives), the 
positive examples that the grammar cannot generate (False 
Negatives) and the positive examples the grammar failed to 
generate (False negative).  The dataset of positive and negative 
instances are used to calculate these values.  

To compute the confusion matrix, each example string in 
the dataset had to be evaluated to see whether or not it can be 
constructed using the given grammar. The Cocke, Younger and 
Kasami (CYK) algorithm was used for this evaluation given its 
previous success when implemented by Rodrigues and Lopes 
[12]. Firstly each individual was converted to Chomsky 
Normal Form . 

Accuracy was then computed according to the formulae: 

    (2) 

Accuracy is a good measure in this case because it assumes 
equal cost for false positives and false negatives. This is  
appropriate because in grammar induction, it is equally 
important that the grammar being induced can generate only 
words in the language but must not generate words that do not 
belong to the language. The fitness value for each individual is 
equal to the accuracy measure. 

D. Selection Method 

The tournament selection method as described by Koza [4] 
is implemented. Tournament selection randomly selects 
individuals equal to the tournament size. The individual with 
the best fitness value is chosen as the winner of the tournament 
selection. 

E. Genetic Operators 

Genetic Operators allow the winners of the selection 
method to undergo genetic modification. 

Reproduction: The reproduction method is implemented as 
follows: A grammar is selected using the selection method. 
That grammar is copied over to the next generation. 

Crossover: Standard crossover as described by Koza [4] 
was implemented. To mitigate against bloat, a restriction in the 
size of the number of the tree is set at 15 for regular languages 
and 20 for the context-free languages. This number is kept low 
because when the tree is converted to Chomsky Normal Form 
for evaluation, the number of productions increases. 

Mutation: Standard mutation as described by Koza [4] was 
implemented. The same bloat mitigation strategy was also 
applied to crossover. 

VI. EXPERIMENT SETUP 

The genetic programming algorithm was implemented in 
Java using JDK1.7.0_45 and the simulations were ran on an 
Intel Core i7-3770 machine running Windows 7, 64-bit. 
Generation genetic programming was implemented. The 
parameter values of the genetic programming runs were tuned 
using trial and error and were set as follows for the regular 
languages: mutation= 15%, reproduction=5% and 
crossover=80%. A population size of 150 was set for all 
languages and the number of generations was set to 50. Ten 
runs were performed for each language. 

The parameter values for the context-free languages were 
as follows: mutation= 20%, reproduction=5% and 
crossover=75%. A population size of 250 was set for all 
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languages and the number of generations was set to 50 -100. 
Ten runs were performed for each language. 

VII. RESULTS 

The presented system was able to evolve solutions for 
thirteen out of the fifteen regular languages. For the context-
free languages, the GP algorithm managed to evolve grammars 
for ten out of the eleven languages. Table IV shows a summary 
of the results as well as the production rules evolved for each 
language. 

TABLE IV.   GRAMMAR SOLUTIONS EVOLVED 

 Regular Language Solutions 

L1 S →  0; B →  S; S →  00; E →  S0; S →  BE 

L2 S →  01; A →  01; D →  AS; S →  D 

L3 No solution found 

L4 S → D; S → AA; S → C; S → 0;S →  S; S →  B; S 

→ SB; A →  S; A →  A; A → 0; B → D; B → 1B; B 

→ S; C → 1; C →  01; D → 1S; D → CS 

L5 S → 11; D → 01; S → 00; D → 10;D → SD; S → DD; 

S → SS 

L6 C → 00; C → 1; C → 1; C → 1; S →  C0; S → 01; 

B → SS; A → B; S → A; C → CS; D → CC; S → CD 

L7 D → 0; C → D; D → 0; D → 0D; D → D1; A → 1; S 

→ A; D → S; S → DD; B → 0; B → SB; S → B; S → 

CS 

L8 D → 1; C → D; D → 0C; S → D ;B → 0S; S → B 

L9 B → 1; C → 2B; B → C; S → B; C →  2S; B → C; B 

→ C; S → B; S → 0S; S → S; S → S; S → 0S;S →  

S 

L10 C → 00; D → 11; S → D1; S → 00;B → S; S → SB; 

S → S; S → CS 

L11 No solution found 

L12 C → 00; D → C; B → 01; B → B; B →  0B; S → B; 

S → DS 

L13 D → 1; S → D; A → 0; A → SA; S → 0A; S → 1;C → 

SS; C → C; S → 1;C → CS; C → C; S → C 

L14 B → 00; A → 1; C→ BA; S → C0; S → S0; S → S; 

C→ S; A → C; C → A; S → C0; C → S; S → C; A → 

S;S →  A 

L15 A → 0; A → A2; C → 1; C → 2C; C → C; S → 1C; D 

→ 12; A → SD; B →  A; S → AB; S → S 

 Context-Free Language Solutions 

L1 S → C; C → 01; B → 0S; S → B1 

L2 S → C1; E → 2; D → E; S → D; C → 0S 

L3 No solution found 

L4 B → 0 ;B → 1; S → 10; B → S1; S → BB;B → 0S; D 

→ BB; S → D 

L5 E → 02; D → E; S → 2; S → DS; C → 0; E → SC; E 

→ E; S → 0E; C → 1S; S → C1 

L6 S → 10; S → 01; B → S0; S → 1B; S → SS 

L7 A → 11; C → A; S → 0C; C → 11;E → SC; S → 0E 

L8 A → 0; C → 0; D → C1; C →  AD; S → C1; S → S; A 

→ S1; S → A 

L9 E → 0; S → E1; S → S0; S → 0S;S → S 

L10 A → 11; C → A; S → 0C; C → 11; E → SC; S → 0E 

L11 E → 1; C → 1; B → 0C; S → EB; C → 1; B → 01; S 

→ CB; C → S; C → SC; S → 0C 

VIII. ANALYSIS  

This section analyses the performance of genetic 
programming for grammar induction. As can be seen from 
Table V the number of runs where a correct solution was found 
is show. This value is referred to as the success rate. The 
success rate of genetic programming was higher simple 
languages such as L1 in the regular languages and L1 of 
Context-free languages.  

TABLE V.    SUCCESS RATE FOR GRAMMAR INDUCTION 

 Number of runs where a correct solution was 
found  

 Regular Languages Context-free Languages 

L1 10 10 

L2 10 10 

L3 0 0 

L4 4 4 

L5 1 1 

L6 10 6 

L7 1 4 

L8 10 5 

L9 6 10 

L10 10 9 

L11 0 10 

L12 10  

L13 10  

L14 10  

L15 1  

 
The common characteristic of the languages that were not 

generated is that they contain an odd number of alphabet 
characters. This could be a challenge for genetic programming. 
A possible reason for this is that generally, it takes more 
productions to represent an odd number of variables as 
compared to an even number.    

The genetic programming algorithm performed well in 
situations where the language being generated was simple such 
as L1, for both regular and context-free languages. The 
evaluation of context-free grammars was a challenge because 
of the lack of a benchmark data set. Initially the use of 
randomly generated datasets yielded unsatisfactory, brittle 
solutions. In those situations more positive and negative 
examples were added in order to guide the genetic 
programming algorithm towards a better solution.  
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IX. CONCLUSION 

As shown by the results, genetic programming was 
successful in inducing a solution grammar for twenty three out 
of the twenty six languages that it was tested on. Therefore 
genetic programming can be applied to grammar evolution.  

The biggest limitation in evolving grammars is the 
dependency of an algorithm on the dataset used. This problem 
was also experienced by the current investigation. The 
grammars produced were over specific. Over specification to 
the dataset causes the grammars to allow words that are not in 
the language to be generated by the solution grammar. To solve 
this problem domain knowledge was used to add more positive 
and negative examples to the dataset. 

X. FUTURE WORK 

Future work will look to apply the genetic programming 
algorithm obtained from the current study to a dataset made up 
of leaked passwords in order to evolve grammars to be used to 
generate password guess words. Once the grammars have been 
constructed, they will be used to generate passwords structures 
also known as password masks.   
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Abstract—In this study, two classical machine learning 

algorithms, multinomial naive Bayes and support vector 

machines, are compared when applied to named entity 

recognition for two South African languages, Afrikaans and 

English. 

The definition of a named entity was based on previous 

definitions and deliberations in literature as well as the intended 

purpose of classifying sensitive personal information in textual 

data. For the purpose of this study, the best algorithm should be 

able to deliver accurate results while requiring the least amount 

of time to train the classification model. A binary nominal class 

was selected for the classifiers and the standard implementation 

of the algorithms were utilised; no parameter optimisation was 

done. 

All the models achieved remarkable results in both ten-fold 

cross validation and independent evaluations with the support 

vector machine models outperforming the multinomial naive 

Bayes models. The multinomial naive Bayes models, however, 

required less time to train and would be more suited to low 

resource implementations. 

Keywords—binary class; cross-domain; named entity 

classification; multilingual; multinomial naive Bayes; support 

vector machines 

I. INTRODUCTION 

Digital textual data resources for South African languages 
are very rare compared to other available international corpuses 
[[1], [2], [3]]. In a bid to address this issue, the South African 
Government’s Department of Arts and Culture (DAC) funded 
and launched the National Centre for Human Language 
Technologies’ (NCHLT) Resource Management Agency 
(RMA; [4], [5]). The centre is based on similar centres 
internationally and provides a sustainable step towards 
providing resources for research and development in Human 
Language Technology (HLT). The aim of the centre is to 
provide a centralised platform for the distribution of Natural 
Language Processing (NLP) resources such as text and audio 
corpora [5]. One problem faced by such centres is the 
anonymisation of private information contained in data sourced 
from private companies, organisations and publishing houses.  

During anonymisation, private and personal information 
such as telephone numbers, addresses (residential, postal, e-
mail), values of currency and named entities (NEs) are 
removed or replaced with predefined or generated information. 
This is done to protect the individual or organisation from 
attempts to derive the information by examining the publicly 
published corpus. While the numbers and addresses are easily 
identified using regular expressions and lists, the classification 
of NEs is a more imposing problem concerning the plethora of 
organisations, names, surnames and other subjective entities 
such as president, colonel, health ministry, Autshumato project, 
Mona Lisa and Jurassic period for example.  

Computerised learning techniques have shown acceptable 
to remarkable results in NE classification [[6], [7], [8], [9], 
[10], [11]], although Nadeau and Sekine [12] argue that 
comparisons between results are difficult due to differences in 
evaluation techniques. This study seeks to report the results of 
applying two specific classification algorithms for NE 
classification, with the aim of anonymisation, on two South 
African languages. The article is organised as follows: a brief 
overview of similar investigations is given in Section II, 
followed by the experimental setup in Section III. Results from 
the experiments are presented in Section IV and finally in 
Section V, some conclusions are drawn. 

II. RELATED WORK 

Information extraction (IE) is the extraction of useful 
information from raw data sets in order to aid in decision-
making and the automation of certain processes [13]. This 
varied field includes disciplines such as image recognition, text 
classification, biomedical classification and data mining. This 
study will focus on one specific branch of text classification 
known as named entity recognition and classification (NERC).  

The aim of NERC systems is the recognising and 
classifying of predefined textual units which are referred to as 
NEs [[7], [14], [15], [16], [17]]. The identified units are 
classified using predefined classes of NEs and subsequent mark 
up for each. The sentence  

“Mr. Kroon, from GlobalCorp, can be contacted directly at 
012 555 5555.”  
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can be classified as 

<PER>Mr. Kroon</PER>, from 
<ORG>GlobalCorp</ORG> can be contacted directly at 
<NUM>012 555 5555</NUM>. 

The <PER></PER> tag set indicates a person, 
<ORG></ORG> an organisation and <NUM></NUM> a 
number. For removing confidential information from texts, 
classified units can be replaced by blank or randomised values 
from the same class (person, organisation and number). 

The term NE was first defined by the sixth Message 
Understanding Conference (MUC) in 1995 [[7], [12], [18], 
[19]] and expanded for the seventh MUC [21]. The aim of the 
NE shared tasks of the MUC-6 and MUC-7 conferences in 
1995 and 1997 respectively, was to assign several teams with 
the NERC of supplied data sets. For the tasks, a structured 
definition of an NE was provided together with training and 
testing data as well as evaluation metrics [[12], [19], [21], [22], 
[23]]. Marrero et al. [7] note that most current NERC systems 
are built on the basis for NEs as laid out by the MUC shared 
tasks.  

Puttkammer [10] details the only attempt at NERC for a 
South African language (Afrikaans), aided by the use of 
gazetteers [[11], [18]]. His hybrid system achieved an F1-
measure of 0.9474. The survey of NERC [12] is recommended 
for further reading into the history and scope of NERC 
research. In [7] a recent and excellent overview of NERC 
research is provided. In addition, key faults of previous 
investigations are discussed.  

Next, the experimental setup is explained by detailing the 
definition of an NE, the algorithm selection, corpora used, 
experimental toolkit and configuration as well as the evaluation 
criteria. 

III. EXPERIMENTAL SETUP 

A. Definition of a named entity 

The MUC defines the NE task as follows: “The Named 
Entity task consists of three subtasks (entity names, temporal 
expressions, number expressions). The expressions to be 
annotated are ‘unique identifiers’ of entities (organisations, 
persons, locations), times (dates, times), and quantities 
(monetary values, percentages)” [[21], [22], [23]]. A set of 
words and numbers representing a duration or point in time is 
defined as a temporal expression. Alhelbawy and Gaizauskas’ 
[24] definition as well as that of Puttkammer [10]  was based 
closely on the MUC definition. Although the MUC shared 
tasks delivered a reused basis for the definition of an NE, 
multiple versions and deviations exist in previous work. 
Borrega et al. [19] attribute the varied differences in NE 
definitions to the separate restrictions required to implement 
the NERC system practically. The evolution of the definition to 
suit the domain and purpose is evident in the literature and is, 
according to Marrero et al. [7], “the only one constant” in the 
aim to define an NE. 

As with the MUCs, the definition is based on its intended 
purpose; additions to the definition are based on the 
examination of the corpus. With the aim of identifying 

sensitive information this study defines NEs as phrases that 
contain the names of persons, organisations, locations, time 
and quantities [[20], [23]]. It includes official status (president, 
general, colonel), non-profit organisation (NPO) names, laws, 
acts, product names, public holidays, seasons, scientific 
measures, titles, government departments and forms, 
educational institutions and courses, language names, past or 
ongoing project names, denominators and values of currency, 
dates in written and decimal form, telephone numbers, ID 
numbers, any addresses (e-mail, website, residential, business, 
home), and quantities. General knowledge terms or information 
that was readily available was not included in the NE 
definition. The following entities did not reveal specific 
information in this domain: names of plants, animal and bug 
species, scientific names; and general directions (north, east, 
south, west). 

A single NE will constitute the longest possible sequence of 
words that can be viewed as a single entity. For example, the 
sequence: “14 Boom Street, Klerksdorp, South Africa”, is 
recognised as a single NE since it describes a single entity. 
Although most temporal expressions could be sufficiently 
handled practically using language-specific regular expressions 
[19] and gazetteers [[11], [18]] the combination of these 
techniques with an automated classification system could 
improve the accuracy of an anonymisation system. This 
definition forms a basis for the intended purpose of building a 
working NERC system to annotate textual resources in the 
English and Afrikaans languages.  

Next, the selection of classification algorithms is discussed. 

B. Algorithm selection 

The support vector machine (SVM) is considered the most 
accurate general-purpose classifier for pattern recognition, but 
can be computationally expensive when faced with very large 
data sets [25]. This technique was first proposed by Vapnik 
[26] and conceptualised by Vapnik and Cortes [27]. SVMs do 
not rely on probabilities to build a classification system. 
Instead, binary class assignment is used, which represents data 
points as high but finite dimensional vectors [[26], [27], [28]]. 
For the p-dimensional vectors an optimal (p-1)-dimensional 
hyperplane is sought, one which maximises the distance or 
margin between the different classes [[25], [26], [27]]. The 
vectors that best define the separation of the classes are 
designated as the support vectors and the optimal separating 
hyperplane function is defined by these support vectors. Slack 
variables as well as the kernel trick are applied when the data 
cannot be separated linearly [[25], [28]]. The SVM algorithm 
has been selected since classification only makes use of the 
limited number of support vectors identified during the training 
of the system. A small corpus might be enough to build a 
functional and competing classification system. The ability of 
SVMs to generalise easily might make them adaptable between 
domains and languages. 

Zhang [8] states that the naive Bayes (NB) type of Bayesian 
network has delivered “surprisingly good classification 
performance”, a belief supported by McCallum and Nigam 
[29]. Traditionally, two first-order probabilistic naive Bayes 
assumption-based models are used: the multivariate Bernoulli 
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model and the multinomial naive Bayes (MNB) model [29]. 
The multivariate Bernoulli model is based on the occurrence of 
a text unit in a textual resource (document, paragraph, 
sentence); the frequency and order of occurrences are not 
considered, only whether a text unit is present or not. The 
multinomial model is also not concerned with the order of the 
text units in the resource, but it does include the frequencies of 
occurrences. McCallum and Nigam [29] have demonstrated 
that the multivariate Bernoulli model fares better for small 
vocabularies but is outperformed by the multinomial model 
before a vocabulary of 1000 words is reached. The multinomial 
model also fares better with classifying text units that vary in 
length. A formal definition of the naive Bayes probability 
equation for NERC purposes is given in [30]. The probability 
that the current inspected “word” (or sequence of words) is an 
NE, is equal to the probability of all NEs in the text multiplied 
by the product of the probabilities of each word in the text 
being an NE. Similar to SVMs, MNB algorithms have shown 
remarkable results using small corpora for classification. The 
MNB algorithm however is not as computationally complex as 
the SVM algorithm and is well suited to practical 
implementations.  

The MNB and SVM machine learning algorithms have 
been shown to deliver reasonably acceptable classification 
results while using minimal textual resources [[2], [6], [8], 
[29]].  

In the next section, the corpora and its attributes are 
discussed. 

C. Corpora 

Two separate data sets were obtained; the first a parallel 
corpus of Afrikaans and English texts and the second an 
annotated Afrikaans word corpus. The official ISO 639-3 
language code [31] and ISO 3166-1 country code [32] 
combinations for South African English (ENG-GB) and 
Afrikaans (AFR-ZA) were used. The first corpus was provided 
in 233 separate AFR-ZA and ENG-GB documents, aligned on 
sentence level. The second corpus was provided in a single 
comma separated values (CSV) document. Each line contained 
a word and Boolean value; the words followed chronologically 
from the original government domain texts.  

The first corpus originated from a local magazine which 
publishes in several languages. All of the separate documents 
for each language were merged, in parallel, into two sentence-
aligned documents. Automatic annotation methods were first 
used to retrieve an initial gazetteer from the given text. The 
automatically annotated texts and gazetteers were then checked 
by a native language speaker in either language. The languages 
were not checked in parallel although several similarities 
existed such as person names, numbers, business and location 
names. The revised gazetteers were then used to classify the 
NEs in the original texts. This bootstrapping process was 
repeated iteratively until all noticeable and discernible NEs 
were classified. The annotated corpus is assumed not to be of a 
Gold Standard [33]. 

The Stanford Named Entity Recogniser (SNER, [34]) and 
Autshumato Text Anonymiser (ATA, [35]) were used to 
automatically annotate the corpus before the first iteration. The 

SNER annotation used the supplied 7-class MUC, 4-class 
CoNLL (defined by the Conference on Natural Language 
Learning [20]) and 3-class combined models. The flexible 
nature of the ATA application allowed the inclusion of 
language specific (and non-specific) lists and rules for 
classification. Currently the ATA application does not utilise 
any machine learning model in the classification process; it 
relies on user-supplied gazetteers and customisation of the 
rules. The data was annotated incrementally with each entity 
not recognised in a step, being included in the custom lists for 
the next annotation iteration. Finally, the automatically 
annotated sentence-level English and Afrikaans documents 
were checked manually, and any entities falsely classified or 
not classified, were corrected.  

At this stage it was noted that the number of classified NEs 
differed between the Afrikaans and English texts. This could be 
attributed to error during translation or annotation. The longest 
combination of words that represented an NE for both English 
and Afrikaans was seven words. The annotated data was then 
processed by splitting the texts into word n-gram windows 
between 3-grams and 7-grams and outputting separate 
documents for each language and n-gram. Three-gram 
windows were chosen as the lowest granularity since they can 
already be considered too small to sufficiently include the 
context around a word [14]. Up to 7-gram granularity was 
chosen since the longest single NE found in the data consisted 
of seven words. Additionally, word-separated and sentence-
separated documents were created. Duplicates were not 
removed from any of the data sets so as not to distort the 
occurrence frequency which should aid in disambiguation. 
Table III indicates the number of instances per language for 
each class: textual units containing NEs and units not 
containing NEs. The number of instances for each language 
was different across all of the different levels of granularity. It 
indicates that for this set of data all of the NEs were not 
directly mapped across the languages, although many 
similarities did occur.  

Next the experiment toolkit and implementations of the 
algorithms are discussed. 

D. The WEKA toolkit 

The WEKA toolkit [[30], [36], [37]] was used in 
conducting the experiments using the supplied implementations 
of the MNB and SVM algorithms. The WEKA implementation 
of an SVM classifier is applied through Platt’s Sequential 
Minimal Optimisation (SMO) algorithm [36], which breaks up 
the large complex quadratic programming (QP) problem posed 
by SVM training [27] into smaller, more easily computable QP 
problems [38].  

The data was converted, with the aid of the WEKA toolkit, 
with a string-to-word vector filter. Each of the words found in 
the data is defined as a class. The strings are converted to 
decimal arrays; a single decimal value in the array maps to a 
class defined word. The word classes were not lowercased or 
balanced. In balanced classes, the frequency of occurrence has 
been removed so as not to skew the model towards one 
particular class per instance. As several words are shared 
among NEs and non-NEs, an unbalanced approach is required 
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for accurate classification. For example, consider the following 
sentence: “Mr. Ward was allowed to visit the children’s ward.” 
A person might have the surname Ward, which also refers to a 
specific room in a hospital. By removing separate occurrences 
of the word “ward”, the instance of the word as a surname 
would also be removed, resulting in the misclassification of 
Mr. Ward instances.  

The techniques and metrics used to evaluate the algorithms 
are discussed next. 

E. Evaluation 

The converted data sets for each combination of language 
and granularity were fed to the WEKA toolkit and trained on 
both the SVM and MNB algorithms using the default 
parameters. The results were evaluated using a stratified ten-
fold cross-validation test producing confusion matrixes for 
each set. An explanation of a confusion matrix is given in 
Table I. True positive (TP) is the sum of units (n-gram, 
sentence, word) containing one or several NEs which were 
classified as containing NEs. False Positive (FP) is the number 
of units containing NEs that were not classified as containing 
NEs. False Negative (FN) is the sum of units that do not 
contain NEs but were classified as containing NEs and True 
Negative (TN) is the number of non-containing NE units 
classified correctly. 

TABLE I.  CONFUSION MATRIX 

Model \ Actual 

classification 

Contains 

NE(s) 

Does not 

contain  

NE(s) 

Contains 

NE(s) 

True Positive 

(TP) 

False Positive 

(FP) 

Does not 

contain  

NE(s) 

False Negative 

(FN) 

True Negative 

(TN) 

 

The WEKA toolkit represents classification, n-fold cross 
validation and independent test set evaluations in industry 
accepted precision, recall and F1-measures [[1], [2], [6], [10], 
[14], [39]] as originally defined by [40]. The formulas for 
recall and precision are given in (1) and (2). The F1-measure 
(3) provides a weighted harmonic mean between the recall and 
precision; an equal weight assignment is used in this study. In 
the case of n-fold cross validation, the results of each iteration 
is averaged into the final results [36]. 

 Recall (R) = TP / (TP + FN);   (1) 

 Precision (P) = TP / (TP + FP); and    (2) 

 F1-measure = 2(R × P) / (R + P).   (3) 

A statistical significance comparison was done on the 3-
gram MNB and SVM model for the AFR-ZA corpus utilising 
the Experimenter from the WEKA-toolkit. The modified T-
Test evaluation method used is referred to by Bouckaert et al. 
[36] as the “corrected resampled T-Test”. 

IV. RESULTS 

The time taken to train each model is given in Table II, 
these values are not explicitly accurate as various other 
background processes can influence the time required to train 
the model. Problems with this measure are evident and oppose 
the number of entities contained within the data set, shown in 
Table III. The 3-gram, 4-gram and 5-gram AFR-ZA data set 
contained a total of 63254, 59283 and 55490 entities 
respectively, while showing fluctuations in MNB times and 
increases in the SVM times. For the ENG-GB data, the MNB 
models recorded similar results to the AFR-ZA data whereas 
the SVM models showed some drastic differences in the 6-
gram and 7-gram data. Although the fluctuation of times 
clearly indicates noticeable inaccuracy in the “time to train” 
measure, noticeable differences can be spotted across the 
investigated algorithms. This is good enough to draw broad 
conclusions on the time required to train a specific data set. 

The results of the language/granularity evaluation are 
shown in Table IV. The accuracy of the MNB and SVM 
models decreased as the granularity level increased. The 
biggest decline was noticed in the Afrikaans models; the SVM 
declined from a 0.994 to 0.992 F1-measure and the MNB from 
a 0.988 to 0.978 F1-measure, a difference of 0.002 and 0.010 
respectively. Across the granularity levels, the worst (although 
adequate) results were obtained from the word-level and 
sentence-level models, again for Afrikaans. The SVM word 
model achieved an F1-measure of 0.909 and the sentence 
model an F1-measure of 0.923; with 0.904 and 0.913 for MNB 
words and sentences. The SVM models fared better than the 
MNB models across all of the granularity levels, although the 
differences seem marginal. The SVM models required 
exhaustive computational resources and time to complete the 
training of the model whereas the MNB algorithm delivered 
excellent results using minimal time to build the models. 

In Afrikaans, the SVM models outperformed the MNB 
models and the best SVM models were the 3-gram to 5-gram 
models each obtaining an F1-measure of 0.994, which is quite 
remarkable. The best results for the English data are the 3-gram 
to 6-gram SVM models, each with an F1-measure of 0.995, 
which is 0.6% better than the best MNB result, the 3-gram 
model. The results of both the MNB and SVM models are 
almost mirrored for both languages – which might be an 
indication of the similarity of NEs found between the two 
languages.  

Taking all of the previous results into consideration, the 3-
gram models are deemed the most accurate for delivering the 
best or equal to the best F1-measure as well as requiring the 
least amount of training time for the SVM algorithm. Although 
the 3-gram models have more class instances than other n-gram 
models (Table III), the instances are shorter and less expensive 
to convert and train. Based on these deliberations, the 3-gram 
models are chosen as the most accurate and are used for the 
independent test. The word-level models are also included 
since they delivered adequate results, using the least amount of 
time to train, and being able to deliver a practical classifier. 

The results from the granularity/language test are 
suspiciously high: 99.5% for the best SVM model and 98.8% 
for the best MNB model. To verify the accuracy of the results, 
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an independent test was conducted; the trained MNB and SVM 
models for the 3-gram and word level AFR-ZA models were 
used and evaluated on the annotated, government domain 
corpus. The results of the experiments for each of the training 
algorithms and data sets are also given in Table IV. 

The MNB narrowly outperformed the SVM model and 
achieved an F1-measure of 0.894 as opposed to 0.893 for the 3-
gram model. This model could efficiently be applied across the 
two separate domains of Afrikaans. The speed at which the 
model could be trained also enables the use of this machine 
learning algorithm in instantly re-trainable systems. It should 
be noted that the word model also delivered surprisingly good 
results, indicating that although the use of gazetteers can 
greatly speed up the annotation process and aid in 
classification, their explicit use is not required. A model trained 
on data annotated by the means of gazetteers was able to 
accurately identify NEs in another data set without the use of 
the annotation gazetteers.  

The results from the statistical significance test between the 
AFR-ZA 3-gram MNB and SVM models indicated that the 
SVM model is statistically significant when compared to the 
MNB model. 

V. CONCLUSION 

This study aimed to compare two statistical machine 
learning algorithms at the task of identifying NEs contained in 
textual resources for two South African languages, English and 
Afrikaans. A binary nominal class was selected and the best 
model should only be able to determine if an investigated 
textual unit is an NE or not. The algorithm must be expandable 
to other domains, and not depend on language-specific 
linguistic rules and definitions. The definition of an NE was 
based on previous relevant definitions and expanded to include 
occurrences in the domain-specific data.  

Owing to the scarceness of aligned multilingual data for 
South African languages, the choice of the domain was 
necessitated by the availability of the data. A parallel aligned 
English-Afrikaans magazine article corpus was obtained, as 
well as an annotated Afrikaans corpus in the government 
domain. The parallel corpus, originally in separate parallel 
documents, was converted and annotated using an iterative, 
bootstrap technique. Several data sets were produced from this 
corpus to evaluate the best granularity to use when classifying 
unknown text segments.  

The choice of algorithms was based on their ability to suit 
the restrictions in training data as well as previously reported 
results. The SVM only slightly outperformed the MNB models 
across all granularity levels and both languages. Because it is 
computationally expensive, this model would be suited in 
instances where the NERC system uses a fixed, pre-trained 
model. The MNB models delivered results as high as the SVM 
models with less time required to train the models. The word 
and sentence models achieved reasonable results, and MNB 
word and sentence models could easily be implemented as low-
resource, re-trainable, early NE detectors that could quickly 
scan an incoming text. More accurate and expensive NERC 
systems could then be launched if an NE was detected. The 
information contained within the grammatical structure is well 

maintained with the n-gram models, delivering higher results. 
For the practical application of anonymisation of private 
information in textual resources, an MNB re-trainable 3-gram 
model, with the assistance of gazetteers, will be used. The 
MNB models deliver excellent results and use far less 
resources than their relevant SVM models, which allow them 
to be easily retrained on recently classified data. 

This study was limited to focusing on two similar South 
African languages. Studies of other related languages would 
more clearly indicate cross-lingual adaptability of the 
algorithms. The specific NE definition required for any study 
limits its comparability to other similar systems and is reported 
to limit these models to certain domains. Although a host of 
other multilingual NERC approaches exist, remarkable results 
can be obtained by good definition, adequate corpus and 
classical classification algorithms such as SVM and MNB. It 
would also be interesting to extend this study to include more 
South African languages, especially sharing similarities 
between them. The development of NERC systems for all of 
the South African languages could assist in building useful 
annotated corpora for natural language processing and human 
language technology research. 
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TABLE II.  TIME TAKEN TO TRAIN EACH MODEL 

Dataset Time (seconds) 

AFR-ZA MNB SVM 

3-gram 0.08 1200.34 

4-gram 0.06 1367.74 

5-gram 0.08 1445.65 

6-gram 0.08 1348.62 

7-gram 0.08 622.28 

Words 0.00 90.17 

Sentences 0.03 29.36 

ENG-GB MNB SVM 

3-gram 0.06 534.54 

4-gram 0.08 698.04 

5-gram 0.06 568.08 

6-gram 0.06 952.43 

7-gram 0.08 824.39 

Words 0.00 77.48 

Sentences 0.02 23.62 

 

TABLE III.  NUMBER OF INSTANCES PER LANGUAGE FOR EACH CLASS 

 

Language 

AFR-ZA 

Total 

ENG-GB 

Total 

AFR-ZA  

independent 

test Total 

 

NE 
Not 

NE 
NE 

Not 

NE 
NE 

Not 

NE 

G
ra

n
u

la
r
it

y
 

3-gram 4032 59222 63254 4133 61400 65533 4834 50620 55454 

4-gram 4574 54709 59283 4683 56841 61524 - - - 

5-gram 4906 50584 55490 5033 52635 57668 - - - 

6-gram 5142 46748 51890 5278 48726 54004 - - - 

7-gram 5284 43157 48441 5459 45034 50493 - - - 

Word 521 7204 7725 469 6346 6815 2460 52997 55457 

Sentences 985 2925 3910 923 2890 3813 - - - 

TABLE IV.  RESULTS FOR THE NAMED ENTITY RECOGNITION OF TWO LANGUAGES AND DIFFERENT GRANULARITIES 

  

MNB SVM 

Language Dataset Precision Recall F1-measure Precision Recall F1-measure 

AFR-ZA               

  3-gram 0.988 0.988 0.988 0.994 0.994 0.994 

  4-gram 0.986 0.985 0.985 0.994 0.994 0.994 

  5-gram 0.983 0.983 0.983 0.994 0.994 0.994 

  6-gram 0.983 0.983 0.983 0.993 0.993 0.993 

  7-gram 0.978 0.977 0.978 0.992 0.992 0.992 

  Words 0.934 0.934 0.904 0.938 0.936 0.909 

  Sentences 0.912 0.914 0.913 0.927 0.926 0.923 

ENG-GB   

        3-gram 0.988 0.988 0.988 0.995 0.995 0.995 

  4-gram 0.986 0.986 0.986 0.995 0.995 0.995 

  5-gram 0.984 0.983 0.983 0.995 0.995 0.995 

  6-gram 0.981 0.980 0.981 0.995 0.995 0.995 

  7-gram 0.979 0.978 0.978 0.994 0.994 0.994 

  Words 0.933 0.933 0.903 0.939 0.936 0.910 

  Sentences 0.922 0.923 0.922 0.930 0.930 0.928 

AFR-ZA 

independent test         

 3-gram 0.897 0.918 0.894 0.898 0.918 0.893 

 Words 0.923 0.956 0.934 0.946 0.958 0.946 
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Abstract—Using a speech recognition system to convert spoken
audio to text can enable the structuring of large collections
of spoken audio data. A convenient means to summarise or
cluster spoken data is to identify the topic under discussion.
There are many text-based topic modelling and identification
techniques that become available once the audio to text conversion
has occurred. These approaches allow the management and
presentation of spoken audio data in a more structured way.

In this work, an accurate spoken topic identification system
was developed to identify a dominant topic discussed in a South
African parliamentary session. This was achieved by using CMU
Sphinx word recognisers to convert the conversations to word
representations and latent Dirichlet allocation topic modelling
techniques. The best topic identification accuracy of 92.3% was
obtained on 40 topics, derived from speech recogniser transcrip-
tions and compared to the Hansard transcriptions of National
Assembly sessions of the South African Parliament.

I. INTRODUCTION

Large unstructured data is constantly being generated in the
information age, with most captured in text and/or audio form.
One way to make sense of the data is to automatically annotate
the data so that some structure can be imposed. An automatic
approach is preferred over manually annotating the data, as
the latter is resource intensive and in some cases impractical.
Annotations can be added to the data on creation but there are
many systems that do not have this functionality.

Considering written text, one way to structure or cluster
the data is to analyse the topics that occur in the documents.
The topic defines a probability distribution over a set of words
[1] which implies topics are correlated to certain word patterns
and use. Therefore, documents that cover the same or similar
topics should make use of similar words and patterns that can
be exploited to cluster the documents. To discover the topic,
topic models are used, in a probabilistic manner, to infer the
underlying semantic structure of a collection of documents [2].
A few approaches to generate topic models are latent semantic
analysis (LSA), probabilistic latent semantic analysis (PLSA)
and latent Dirichlet allocation (LDA).

LSA, projects word or term counts, extracted from a
set of documents, from a high-dimensional term-space to a
lower dimensional latent semantic space [3]. The mapping is
achieved by applying singular value decomposition to a term
matrix that finds the components with the most variability.
Weaknesses of this approach are aspects around the theoretical
framework [3] and generative properties [4].

To address the limitations of LSA, Hofmann [3] proposed
an extension in the form of PLSA. In PLSA, each word in a

document belongs to a topic and is generated by sampling a
mixture model where the mixtures represent the topics. The
documents are created by mixing the topics proportionally.
PLSA makes use of an aspect model that adds latent variables
to the joint probability model which represents the probability
between the documents and the words. PLSA suffers from
two problems [4]: (1) the number of model parameters grow
with an increase in corpus documents and (2) the model learns
topic mixtures from documents found in the training dataset
which makes it difficult to assign a probability to an unseen
document.

To overcome the shortcomings of the PLSA approach, LDA
has been proposed [2], [4]. With LDA, a fully generative
probabilistic model is defined, that assumes that the documents
are represented by a mixture of latent topics and each topic is
characterised by a word distribution. In the LDA model, the
latent topic structure is hidden, and, is inferred from the words
in the documents, using posterior probabilistic inference. The
benefits of LDA over PLSA are (1) that the model size does
not grow with training data increase, (2) it is less sensitive to
over-fitting and (3) is able to generalise to unseen documents.

Topic modelling approaches can easily be extended into the
spoken audio domain by making use of a speech recognition
system that can convert the spoken audio into a text representa-
tion. Topic identification on spoken audio has been investigated
by Hazen et. al. [5] and Wintrode and Kulp [6]. The focus
is different to the topic discovery approaches highlighted in
[2], [4], [3] as the topics, under discussion for each spoken
audio utterance, was pre-defined. Hazen et. al. [5] reported a
9.6% topic identification error rate using an automatic speech
recognition (ASR) system with a 40% word-error-rate (WER)
and using a naive Bayes topic classifier. Similarly, Wintrode
and Kulp [6] achieved a topic identification error rate of 10.1%
using a Support Vector Machine (SVM) topic classifier and
an ASR system that delivered a WER of 34%. Both these
investigations highlight that topic identification is possible,
even at high WERs, and it stands to reason that lowering the
WER should result in improved topic modelling.

In terms of unsupervised topic modelling techniques ap-
plied to spoken audio, Hazen [7] made use of ASR and
PLSA topic modelling to automatically summarise the Fisher
corpus [8] – the Fisher corpus contains topic labels for all
conversations (40 in total). The task focused on determining
the best number of topics, ranking the importance of the
topics and selecting appropriate keywords for topic summaries.
The task was complicated by making use of conversational
speech which results in less focused topical content. At an
optimal latent topic number of 35, the system managed to
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select summary keywords, found in the reference topic word
set, 85% of the time.

The results presented by Hazen [7] have shown that
latent topic estimation and summarisation from ASR word
hypotheses are indeed possible and that reliable results can be
achieved. The PLSA approach, however, has a few limitations
that are addressed by LDA, which makes LDA an attractive
replacement. Given this background, the aim of this work is to
develop a spoken audio topic identification system that makes
use of LDA to infer latent topics from a text corpus and
given the topics, can estimate the most probable topic being
discussed in an utterance. The envisioned use of the system
is to be able to cluster audio recordings that contain similar
topics under discussion.

The South Africa Parliament audio and Hansard text data
were identified as a suitable corpus, which was used to develop
and evaluate the spoken audio topic identification system.
Many parliamentary sessions can be accessed, but for this
investigation only the National Assembly debates were consid-
ered. Some of the Hansard text contains a number of topics that
were purportedly discussed during the session, which makes
it difficult to assign a single topic to an entire document. The
LDA method, however, assumes that each document is created
by sampling a mixture of topics, which is well supported by
the parliamentary data. Therefore, the meta-topic information
was ignored and the LDA latent topics were only considered
for this investigation.

Section II describes the development of the system compo-
nents and in section III experimental results are reported. Con-
cluding remarks and future work can be found in section IV.

II. METHOD

Three main components were identified in the development
of a spoken audio topic identification system for audio data
from the South African Parliament. These components are:

• Audio Diariser

• Speech Recogniser

• Topic Modeller

Under these components there are various supportive sub-
technologies that will be discussed in the subsections that
follow.

The flow of the overall system is as follows:

• The audio is extracted from the video recordings of
Parliament and sent through the Audio Diariser, which
extracts spoken audio and marks the audio with meta-
information such as gender and spoken language.

• The processed audio is then converted to a text repre-
sentation using the Speech Recogniser – this requires
acoustic and language models.

• The text representation of the audio is finally sent
to the Topic Modeller which analyses the text and
determines the most likely topic. As input to the topic
modeller, previously trained topic-specific models are
needed.

A. Audio data from the South African Parliament

The sourced parliamentary data was packaged as a DVD
video for each session. The open-source software transcode1

was used to extract the audio from the video. Following the
extraction, the audio was converted PCM WAVE format and
16-bit signed integers used to represent a data sample. In
addition, the audio was down-sampled to 16 kHz as speech
recognition does not benefit from audio sampled at greater
sampling rates. Lastly, it was observed that the audio clipped
at some portions during the session so the volume of the audio
was decreased by 3 dB. The open-source software package
Sox2 was used to perform all post audio extraction operations.
Audio was extracted from 17 video National Assembly parlia-
mentary sessions.

B. Audio diariser

The parliament audio is heterogeneous in nature. There is
a mixture of spoken audio, babble noise, clapping and silence.
Sending non-spoken audio through the speech recogniser will
result in nonsensical outputs that will confuse the topic mod-
elling and detection results. Therefore, an audio diariser was
developed to automatically identify and organise the audio into
homogeneous audio portions. Of interest are the spoken audio
portions, while the remaining audio portions were marked but
not used for topic detection.

The audio diarisation comprised the following operations
(as applied to each parliamentary session):

• The entire audio file was volume normalised using
automatic gain control (AGC).

• PRAAT application [9] was used to identify voiced
and un-voiced portions using pitch features. Non-
speech portions were automatically marked by identi-
fying un-voiced segments with a duration longer then
250 ms.

• Voiced segments were combined together to form
longer speech portions. An objective of an average
of five seconds per speech segment was set. These
segments were extracted from the larger audio session
and saved to audio chunks.

• Mel-frequency cepstral coefficients (MFCC) were ex-
tracted from the audio chunks.

• Audio segments were clustered (using the MFCCs)
by following a speaker identification process. The
procedure was:
◦ Three Gaussian mixture models (GMM) were

trained for two adjacent segments – one for
each segment and one for the combined seg-
ments.

◦ If the average log-likelihoods for two separate
segments was less than the combined segment
then the segments were combined, otherwise
the segments were left as is.

◦ The process was then repeated by considering
the next adjacent segment. The process stop
after all segments were compared.

1http://www.transcoding.org/
2http://sox.sourceforge.net/
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• The combined segments were further classified based
on gender (male or female), spoken language (English
or non-English) and signal-type. Possible signal-types
were:
◦ Applause
◦ Applause and speech
◦ Babble speech
◦ Music
◦ Music and speech
◦ High-bandwidth speech (8 kHz)
◦ Low-bandwidth speech (less than 4 kHz)

512-mixture GMMs were used for the signal-type, gender
and language classifiers. The data for the signal-type classi-
fiers were sourced from various downloadable audio datasets,
TIMIT [10] and NTIMIT [11] corpora. The gender classifier
was trained on all signal-type data that had gender tags
(sourced from the TIMIT and NTIMIT labels). Finally, to
train the language identification classifier the NCHLT corpora
were used – all languages not English were grouped into one
dataset (non-English). The initial language identification was
performed using all eleven South African languages but the
accuracy of the classifier was too low. Only the audio segments
marked as English and high-bandwidth speech were passed on
to the speech recognition system and the remaining portions
were discarded. All GMM classifiers were developed using
SPTK [12].

C. Hansard text data from Parliament

Each parliamentary session had an accompanying Hansard
transcription that captured the session’s proceedings. The text
from the Hansard transcriptions was used to train topic and
language models. To analyse the text in the document, the
document had to be converted to a more easily-accessible
format, as the documents were saved in MS-WORD DOC
format. The text, however, was not formatted in a consistent
manner, and text normalisation had to be applied. The broad
text normalisation steps were:

1) Convert MS-WORD document to UTF-8 text.
2) Character map or remove non-UTF-8 characters.
3) Extract spoken text only and remove all other text –

the document contained superfluous information.
4) Parse the text and mark entities. The defined entities

were:
• TITLE - The title of the talk
• INFO - Extra information about the talk usu-

ally placed under the title
• SPK - The speaker who is speaking
• TEXT - The text representation of the audio

spoken by the speaker
• IGN - Ignore the text mark with this entity.

5) Apply first iteration of normalisation:
• Whitespace normalisation
• Remove transcriber inserted annotations such

as [Applause.], [Interjections.]
• Normalise spacing and punctuation around

numbers
• Remove punctuation.

6) Remove non-English text.

7) Mark acronyms and spelled words. These must be
marked as the pronunciation of the words are different
to general words.

8) Apply second iteration of text normalisation (see first
iteration of normalisation 5).

9) Convert all numbers (numbers, monetary text, dates,
etc.) to written form, e.g. 1234 → one thousand two
hundred and thirty four.

10) Extract text portions only, ignoring TITLE, SPK, and
INFO.

759 Hansard transcriptions, downloaded from the South
African Parliament website, plus the Hansard transcriptions
that accompanied the 17 video sessions, were processed using
the above text normalisation procedure. The 759 text transcrip-
tions were used as a training set and the remaining 17 sessions
were used as an evaluation set. The parliamentary sessions for
these two datasets were mutually exclusive but the speakers
were not. This is due to the limited number of parliamentary
members and staff.

D. LDA topic modelling

The parliamentary Hansard transcriptions contain topic
labels that were discussed by the speakers, but as stated
previously, for the initial investigation these were ignored.
The consistency of the topic labels had to be verified as
different transcribers were used to generate these. The topic
labels indicated that, for the majority of cases, there are many
topic changes throughout the course of a parliamentary session,
which fits well with the LDA topic modelling assumption:
a document contains a sampling from many topics. As the
multiple Hansard topic labels were ignored, the unsupervised
LDA approach was used to infer the topics from the normalised
Parliament text data. Before modelling the documents and
inferring topics, further text processing was performed where
NLTK [13] was used to categorise the words and discard any
word that was not an adjective, noun or verb. LDA was used
to infer topics from the training set (759 documents) for 10,
20, 40 and 80 topics in total. Table I shows the top 10 words
for a selection of topics extracted from the parliamentary text
data.

E. CMU Sphinx ASR

The the high-bandwidth read speech NCHLT English sub-
corpus [14] was used to train the acoustic models. Table
II shows a few corpus statistics. The AGC’ed audio was
converted to 39-dimensional MFCCs – 13 static, 13 delta
and 13 delta-delta. Cepstral mean normalisation (CMN) was
applied on a per utterance basis.

TABLE II. NCHLT ENGLISH CORPUS USED TO TRAIN THE ACOUSTIC
MODELS.

# of utterances 77085
Duration in hours 50

# of speakers 210

Two speech recognition systems were developed using
CMU Sphinx [15]: (1) Semi-continuous and (2) continuous.
The semi-continuous system applies vector quantization to the
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TABLE I. TOP 10 WORDS FOR VARIOUS TOPICS EXTRACTED FROM THE TEXT NORMALISED PARLIAMENTARY HANSARD DOCUMENTS, USING LDA.

Topic 001 Topic 002 Topic 003 Topic 004 Topic 005
sector price financial money prices

schools teachers educators bodies quality
bill training da legislation fet
tax taxation income amendment sars

skills works industry growth dont
madam departments food private reports
school learners teacher parents students

colleges industry skills amendment madam
bill fund funds laws revenue

departments sector programmes madam asgisa

speech features and creates a codebook of feature entries. The
codebook contained 128 clusters and had the same number
of mixtures in the final acoustic models. This style of system
performs very quick recognitions and was chosen as part of the
adaptation strategy to generate unsupervised transcriptions for
the parliamentary audio data. Acoustic model adaptation can
be applied to this style of system, but it is not as effective as
applying the adaptation to the continuous systems. Therefore,
a continuous acoustic model recognition system was trained
on the same data that performed the same recognition task, at
slightly elevated recognition times.

The continuous system was developed using standard
HMM training techniques, with the following additional re-
finements:

• Linear discriminative analysis applied to the features
to reduce 39 dimensional MFCCs to 29.

• Maximum likelihood linear transformation (MLLT)
was applied. This technique estimates a linear trans-
form, applied to the features, that increases the mod-
elling likelihood of the different classes.

• 16 mixtures per class were used to model the distri-
bution of the features belonging to the class.

Speech recognition systems perform poorly if there is a
mismatch between the acoustic models and the audio data that
has to be recognised. To reduce the performance loss, acoustic
model adaptation can be implemented. Our speech system
employed an unsupervised maximum likelihood linear regres-
sion (MLLR) adaptation. To apply the adaptation, the diarised
parliamentary audio data was first split by gender using the
diariser gender tags. Only the high-bandwidth English speech
data was used. Next, the semi-continuous system was used to
generate text transcriptions of both audio data sets. Following
this, gender-specific global MLLR transformation matrices
were estimated. Lastly, when recognising the parliamentary
audio data, the MLLR matrices are used by the continuous
speech recognition system to reduce the error rate for the
final text transcriptions. The adaptation gains were not verified
as there were no manually corrected transcriptions of the
parliamentary data.

Figure 1 shows a flow diagram that details how the audio
was processed and analysed by the topic identification system.

F. Language modelling

A statistical language model captures the probability of a
sequence of words. With all languages, certain word sequence

patterns are more likely to occur than others. A speech recog-
nition system can use this information to refine the search and
speed up the recognition process by discarding low probability
paths. Training a language model on text data sourced from
the domain is important as similar terms are more likely to
occur and the out-of-vocabulary word count can be lowered.
Therefore, a tri-gram back-off language model was developed
on the text-normalised training data (759 documents). The
language model was used by both the semi-continuous and
continuous ASR systems during decoding. Table III shows the
normalised parliamentary text data used to train the tri-gram
language model. The MIT-LM [16] was used to develop the
language models.

TABLE III. SOME STATISTICS EXTRACTED FROM THE
TEXT-NORMALISED PARLIAMENTARY HANSARD DOCUMENTS.

# of sentences 63034
Total number of words 16390372

Total number of unique words 65442

III. EXPERIMENTAL RESULTS

The entire system is made up of three sub-systems: diariser,
speech recogniser and topic modeller. In this section the related
performances achieved by these sub-systems is reported.

A. Diarisation

The main task of the diariser was to annotate the segments
created from the parliamentary audio stream – section (II-B)
details the functionality of the diariser. Table IV shows the top
occurring annotations per gender (for all the diariser processed
parliamentary data) as well as the amount of audio classified
as non-speech and total amount of audio processed. The
diarisation classification tags have the following form: gender,
signal-type, language. The results show that roughly a third of
the audio data is not usable. There was a greater amount of
male audio data compared to female but the majority of the
audio data, per gender, is high-bandwidth English speech.

To investigate the accuracy of the audio diariser a portion
of the automatically generated labels were manually verified.
Only audio segments marked as English and high-bandwidth
were considered and were selected at random as these seg-
ments are only sent through to the ASR systems. Table V
shows the accuracy of the diariser at classifying English
high-bandwidth audio segments of the parliamentary data.
Surprisingly, the optimal performance of the diariser, was for
audio segments with a duration of 5 to 10 seconds, where it
was expected that longer segments should allow for a better
performance.
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Fig. 1. A high-level flow diagram of audio processing and topic identification on the recognition text outputs.

TABLE IV. THE TOP OCCURRING DIARISER PRODUCED ANNOTATIONS
(PER GENDER), THE TOTAL AMOUNT OF NON-SPEECH AND TOTAL AUDIO

DATA AMOUNT.

Diarisation classification # hours
Female,Speech(HB),English 9.21

Female,Speech(HB),Non-English 3.03
Female,Music+Speech,Non-English 0.39

Female,Music+Speech,English 0.13
Female,Applause+Speech,Non-English 0.12

Male,Speech(HB),English 14.75
Male,Speech(HB),Non-English 1.78

Male,Babble,English 0.36
Male,Babble,Non-English 0.15

Male,Applause+Speech,Non-English 0.11
Non-speech 16.43

Total 46.82

TABLE V. DIARISATION ACCURACY AT CLASSIFYING ENGLISH
HIGH-BANDWIDTH AUDIO SEGMENTS.

Segment duration (s) # correct # incorrect Total Accuracy (%)
0 to 5 578 141 719 80.39
5 to 10 569 88 657 86.61

more than 10 182 44 226 80.53

B. Speech recognition

The NCHLT evaluation set was used to test the accuracy
of the two speech recognition systems, which were developed
on a NCHLT English sub-corpus. Table VI shows the number
of speakers, utterance amount and the total amount of hours
for the NCHLT evaluation set.

TABLE VI. THE NCHLT ENGLISH EVALUATION SET USED TO
MEASURE THE PERFORMANCE OF THE ASR SYSTEMS.

# speakers 8
# utterances 3232

# hours 2.24

Table VII shows the word-error-rates (WERs) of the devel-
oped speech recognition systems. From the results, it can be
seen that the semi-continuous systems perform better than the

continuous version. The difference in WER may be due to the
increased number of mixtures utilised by the semi-continuous
system. The mixture count can be increased for the continuous
system but this would increase recognition times.

TABLE VII. THE ASR WERS FOR THE CMU SEMI-CONTINUOUS
AND CONTINUOUS SYSTEMS.

Semi-continuous Continuous
WER (%) 7.0 8.3

No ASR evaluations were performed on the parliamentary
data. The Hansard transcriptions are not verbatim, as high-
lighted in [17], where the measured accuracy of the Hansard
are in the range of 59 % to 68 %. An intensive process would
have to be run to correct the contents and produce an accurate
evaluation set.

C. Topic identification

To determine how accurately the system could identify
topics from the audio, the following evaluation procedure was
devised:

• The LDA topic modelling software was used to extract
topics from the text normalised training document set
(759 documents) – the number of topics extracted was
10, 20, 40 and 80.

• The Hansard transcriptions (referred to as the refer-
ence set) accompanying the parliamentary audio were
text normalised.

• The LDA software was used to infer the topics from
the evaluation document set. The inference produces
a topic vector, where each element in the vector
indicates the likelihood (weight) of the document
belonging to a specific topic

• The CMU Sphinx speech recognisers were used to
generate approximate transcriptions from the audio.
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• The output text transcriptions (referred to as the eval-
uation set) were analysed by the LDA software and
topics were inferred.

• To evaluate the accuracy, the topic vectors from the
reference and evaluation sets were compared and only
the most likely topic was considered. If the refer-
ence and evaluation set gave the same topic number,
measuring the highest likelihood, then the detection
was marked as correct, otherwise it was marked as
incorrect.

Table VIII shows the topic identification accuracy in de-
tecting the topics using the speech recognition text.

TABLE VIII. SPOKEN AUDIO TOPIC IDENTIFICATION ACCURACIES
WHEN DETECTING VARIOUS NUMBER OF TOPICS USING AUDIO FROM

PARLIAMENT.

# of Topics Topic Identification Accuracy (%)
10 77.78
20 77.78
40 92.3
80 70.37

The results in table VIII show that, for both 10 and 20
topics, the system produced the same results 77.78% (verified
to be the same). The best accuracy was produced at 40 topics
at 92.3%, while at 80 topics the system produced the worst
results of 70.35%.

IV. CONCLUSION AND FUTURE WORK

It has been demonstrated that an accurate spoken topic
identification system can be developed to identify a dominant
topic in the audio from South African Parliament. A follow-
up process could use this information to cluster a corpus of
parliamentary sessions. Using CMU Sphinx word recognisers
and LDA topic modelling techniques, an accuracy of 92.3%
was obtained on 40 topics, inferred from the text normalised
Hansard and speech recogniser transcriptions.

The evaluation procedure detailed in section III may be
improved and made more stringent by using the Kullback-
Leibler divergence to measure the inferred topic distributions
between the Hansard and speech recognition transcriptions.
Furthermore, the evaluation set needs to be increased to
cover all the discovered topics adequately. Unfortunately, 17
documents do not sufficiently cover all topics to reliably report
a robust topic identification rate.

For future work the following optimisations are proposed:

• Improve the speech recognition system by increasing
the recogniser’s accuracy.

• Extend the system to other languages used during the
parliamentary session, as all non-English was ignored
for this investigation.

• Split the parliamentary documents and audio into
smaller topic-based portions, as there are many topics
per document. A supervised topic modelling approach
can then be used, such as supervised LDA [18], for
more refined topic clustering.
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Abstract—Dr Math is a South African mathematics tutoring
service, which allows school learners to contact human tutors
using their mobile phones. The lack of tutor availability, the
language used by the school learners and deviation from mathe-
matical topics all contribute to the fact that there is a large tutor
deficit in relation to the number of learners accessing the service.

This study proposes a support vector machine-based (SVM)
classification method, which is able to discriminate between
entries containing possible mathematical content and those which
do not. Three SVMs are created with features generated from a
rule set, phoneme frequency and a combination of the two.

All three of the SVM approaches yield classification accuracy
in excess of 90%, with high levels of precision and recall, when
compared to the results of human coders. Receiver operating
characteristic (ROC) curves are created for all three the SVMs,
with the rule-based SVM showing the highest area under the
curve (AUC) value of 0.96.

Index Terms—Text analysis, Support vector machines

I. INTRODUCTION

South Africa is a country with a great divide between the

haves and the have-nots. One factor in mitigating this divide

is education. Tutoring is a an effective way of supplementing

the exposure of a school learner to subjects which they are

struggling with. Depending on their location, personality or

family income group, not all school learners are willing or

able to consult, in person, with a tutor.

Dr Math1 is a service, which takes advantage of the

widespread adoption of mobile phones, to provide school

learners access to human mathematics tutors. The service

quickly grew to accommodate thousands of registered school

learners, but, unfortunately, the number of human tutors avail-

able to the learners is limited.

II. PROBLEM STATEMENT AND OBJECTIVES

The human tutors on the Dr Math service are all volunteers.

The time which they have available to spend on the service is

limited. As the Dr Math service is based on a mobile platform,

the learners make use of the same microtext-based entry style

as on other chat applications, such as Facebook Messenger or

even Short Message Service (SMS) messages. Microtext is a

short-hand form of digital communication, which contains a

variety of misspellings, unstructured grammar and symbolic

artefacts, such as emoticons [1]. Table I provides examples of

the learner queries found on the Dr Math service.

1Dr Math is a registered trademark of the CSIR Meraka institute.

Table I
EXAMPLE LEARNER QUERIES

Learner queries

k wt dnt u knw in trig

wht tym wil u be onlyn again cuz nw im buzy eatng?

ok mr i’l get bck 2 u b4 fiv

ok but the marks are still imporatnt

m askd 2 solv 4 x in da folowing

den it gvs me 3000 den i add 5000 wth 3000 ryt

r we nt devidng 15 percente wth 100

As the Dr Math service focuses on mathematics tutoring,

messages entered using microtext may be difficult for the hu-

man volunteers to decipher. Furthermore, most of the messages

on the service do not actually contain mathematical questions

or queries, but consist of the learners trying to get the goat

with tutors. These problems constitute an unnecessary burden

on the time of the tutors, which could be more constructively

spent attending to other school learners’ queries.

A prior study focused on the development of a rule-based

classifier for identifying whether a learner query contains

content related to mathematics or not [2]. We surmise that the

use of support vector machines (SVM) could provide similar

performance or an improvement over the simple rule-based

classifier and that such a classifier may be comparable to

applying human judgement to the same classification problem.

Such an automated classifier may, in future, be used by the

administrators of the Dr Math service to determine whether a

conversation between a tutor and a school learner is largely

focused on mathematics or not and then take remedial action.

The objective of this study is to determine whether a

SVM-based classifier is able to provide similar classification

performance to a human classifier, on the Dr Math microtext

variant. To support this objective it is necessary to first address

two secondary objectives. The first of which is to determine

which underlying features of the learner queries may be used

as the basis for classification. The second secondary objective

is to build and contrast various SVM-based classifiers for

identifying Dr Math learner queries containing mathematical

concepts.

III. BACKGROUND

In order to best address a problem it is first necessary to

understand the problem domain. Therefore, this section first
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addresses the Dr Math service and then discusses any work

related to the current study.

A. The Dr Math Service

Mxit is a mobile phone-based chat application widely used

by South African school learners. The application may be

installed on most mobile phone handsets; not only smart

phones. This has made it the go-to solution for many school

learners who can only afford to have lower end mobile phone

models on a prepaid tariff scheme.

The South African Council for Scientific and Industrial

Research (CSIR) saw the opportunity to create a mathematics

tutoring service, using Mxit as its base platform; instantly

giving it access to a very large potential userbase. Dr Math was

originally envisioned simply as a project to determine whether

school learners would use their cellular phones to request help

in completing their mathematics homework [3], but through

word-of-mouth it has grown to accommodate thousands of

registered school learners.

The human tutors on the Dr Math service make use of

a browser-based solution to perform their tutoring duties.

Because of the volunteer-nature of the tutoring duties, the

number of school learners on-line generally far outnumbers

the available tutors. To attempt a fair distribution of learners

to tutors, Dr Math makes use of a busyness model [4] to

assign learners to tutors based on their current level of learner

allocation. The busyness model does not, however, account for

the content of the queries.

The content of the queries on the Dr Math service follow

a similar pattern to the microtext found on other mobile

platforms. It consists of various forms of misspellings, sym-

bolic representations, such as emoticons, and even alternate

forms, such as the use of any1 instead of anyone. The main

communication language on the Dr Math service is English.

However, as South Africa has 11 official languages, the learner

queries sometimes contain words in a language other than

English. The following is an example of a learner query

in Afrikaans: hi kan ek afrikaans chat?,vir watter waardes

van p is die wortels van x(2x+p) = -3 nie reeel?. A further

complication is also the cellular keypad itself, as the traditional

keypad layout on lower end phones does not lend itself to

entering mathematical equations. Learners are, thus, prone to

making typographical errors.

Although the service focuses solely on providing mathe-

matics tutoring; this does not stop the school learners from

attempting to chat with the tutors on other subjects. Some of

these subjects are entirely inappropriate, such as attempting

to gather personal information or start a discussion which is

sexually oriented. The mathematical questions and equations,

posed by the learners, are buried in this noisy channel. Thus,

a process which is able to flag individual learner queries, or

tutor replies, as based on mathematics may be beneficial as

a future means of threshold-based filtering for tutor-learner

conversations.

Table II
PHONETIC ALIGNMENT EXAMPLES

Microtext word Phonetic form

l8r [l] [ae] [t] [r]

50 [f] [ie] [v] [z] [e] [r] [oe]

power [p] [oe] [w] [u] [r]

B. Related Work

The learner queries found on the Dr Math service are

posed in microtext. When reading microtext statements out

loud, their vocal structure may align with that of their cor-

rectly spelled equivalents, e.g. the words later and l8r are

pronounced the same. Automatic speech recognition (ASR)

concerns the conversion of spoken words to text. Although

counter-intuitive, the techniques inherent to ASR are fre-

quently applied to text normalisation tasks. One way in which

ASR finds application is in the conversion of SMS text

into its representative phonemes [5]. The Dr Math microtext

variant may, thus, also be processed to create representative

phonemes, which may serve as features for classification.

Haskins and Botha [6] used a form of phonetic conversion

as part of a normalisation process applied to Dr Math learner

queries.

Their study developed a series of data sets consisting of

words representing common forms, pre-generated variants and

phonetic similarity. The list of common forms consist of 168

words occurring on Dr Math, and other chat services, mapped

to their plain English forms, as well as a bilingual English-

Microtext dictionary [7]. The list of pre-generated variants

consist of a list of 12 045 104 purposefully misspelled variants

of 514 998 English words found in a free on-line dictionary

[8] and supplemented using various other freely available

word lists. Each variant is mapped to its original English

counterpart. These variances include a single swapping of all

adjacent characters, creating consonant skeletons [9], adding

additional or incorrect vowels between consonants and using

an implementation of the Porter stemmer to create a stemmed

form of the word [10].

In order create lists of phonetic representations, they created

a phoneme generator, specifically to address the word forms

found on the Dr Math service. The phonemes are loosely based

on the International Phonetic Alphabet (IPA), but their repre-

sentation and implementation has been customised specifically

for the Dr Math microtext variant. The system makes use of

30 unique phonemes. A few of these phonetic representations,

of words found on the Dr Math service, are shown in Table

II.

A list was compiled of 31 386 unique words found on the

Dr Math service. Each of these words was then converted to

its phonetic representation. The same was done to the 514

998 words in the English dictionary. Using a combination of

n-gram comparisons and edit distance, the phonetic represen-

tations in the two words were compared, in order to match

each of the 31 386 microtext words to its most likely English

equivalent.
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The final normalisation process, devised by Haskins and

Botha [6], involves a simple search and replace procedure

applied to an input learner query. The query is searched for

occurrences from the three lists of words. Any occurrences are

replaced with the associated English word.

Another prior study outlines a process for the selection

of translation candidates on the Dr Math service [2]. These

translation candidates are entries which contain mathematical

content, suitable for representation using a form of mark-up

or typesetting language. Haskins and Botha describe manually

devised rules for filtering the learner queries, based on a

query’s numerical and symbolic content; as well as the pres-

ence of certain pre-identified tag words. Their implementation

of the rules yielded a moderate level of accuracy. An alterna-

tive to a rule-based approach is to use a statistical approach,

such as a linear classifier. For this study, we have chosen to

use a support vector machine as a linear classifier, because of

the binary nature of the classification task.

Support vector machines seek a decision surface that can

separate classes of objects that have the largest distance

(or largest ”gap” or ”margin”) between border-line objects

(that are also called ”support vectors”) [11]. Classes may be

separated by any number of decision surfaces in a multi-

dimensional space, but only one will provide the largest gap

between the border-line objects.

SVMs are used for such diverse tasks as retrieving

mathematics-based educational resources by classifying web

pages according to predetermined labels [12] or determining

the user sentiment in movie reviews [13]. Joachim developed

a redistributable SVM implementation as a software program

called SVMLight [14]. SVMLight is an implementation of

SVMs which allows a model to be trained and classified, using

a fast optimisation algorithm. Various studies have made use

of this program to create and test SVMs [15], [16], [17]. To

ensure the future reproducibility of the study’s results, we also

make use of SVMLight for the creation, testing and validation

of all SVMs in this study.

IV. IMPLEMENTATION

This section discusses the creation and validation of an

SVM-based approach at classifying the Dr Math learner

queries. We devised three approaches, under the same SVM

settings in SVMLight, but each implemented with a different

feature set.

A. Source Data

The Dr Math service stores all of its tutor–learner interac-

tions as anonymous, plain text log files2. For the purposes of

training and testing the SVMs, a subset of the 2010 system

logs have been sourced, consisting of 81 682 individual entries,

which could be either learner queries or tutor responses. A

single entry may consist of a single word or multiple lines of

text. A further 1 000 entries were also selected from the 2013

system logs, for validating the SVMs.

2Permission for the use of the system logs have been granted by the CSIR
by means of a memorandum of understanding.

The validation data set was given to three human coders,

in order to determine which entries they would select as

containing content related to mathematics. The level of agree-

ment between the three human coders was calculated at 0.75,

using Krippendorff’s α. Krippendorff suggests that values

between 0.667 and 0.8 may be used for drawing tentative

conclusions [18]. As such, each of the 1 000 entries in the

dataset was labelled as containing mathematical content only

if all three coders were in agreement that it did. Using this

method revealed that only 218 of the 1 000 entries contained

mathematical content.

B. Pre-processing and Normalisation

In order to alleviate the variance in the input queries, the

82 682 entries from the 2010 logs and the 1 000 entries from

the 2013 logs were submitted to a pre-processing procedure.

The pre-processing step converted all queries to lower case.

Although the usage policy of the Dr Math service prohibits

the sharing of any personal information such as mobile phone

numbers, some students still do. These numbers may confuse

a classification process, as they may seem to form part of an

equation. As far as possible, all phone numbers are removed

by simply filtering out all 10 digit numeric strings. As the

Dr Math service is focused on high school mathematics, there

should not be too many equations involving such large num-

bers. The Dr Math service also includes various commands,

which act as shortcuts to a calculator or web lookup. These

shortcuts are all in the format of a full-stop and a letter,

e.g. .b. As far as possible, all such command shortcuts are

removed. Finally, a series of general emoticons, such as :),

are removed. Emoticons are indicators of more informal text.

At first it was thought that they may be an indicator of queries

which do not contain mathematical content, but the learners

seemingly intersperse all of their queries with emoticons. As

these emoticons contain symbols which may be confused with

mathematical symbols, such as brackets, they are removed.

Every query is then submitted to a second pre-processing

step, which attempts to normalise the query so that it more

closely aligns with an English statement. Our study uses the

normalisation process devised by Haskins and Botha [6] (dis-

cussed in Section III-B). This process was created specifically

for aligning the Dr Math microtext variant with plain English

and as such we thought it would be useful for limiting the

variance in individual learner queries.

C. Automated Labeling

For the data sets to be of use, it was necessary to have them

labeled to reflect whether or not an individual entry contains

mathematical content. The 1000 entries from the 2013 data

set were coded by humans, but this was not a feasible task for

the 81 682 entries in the 2010 data set. As such, we chose to

use the rule-based process devised by [2], to automatically

categorise the 2010 data set. Before doing so it was first

necessary to apply the rule-based process to the 2013 entries,

to determine whether its performance in categorising the

entries is comparable to that of humans performing the same
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task. When comparing the automated results, with the labeling

of the human coders, the rule-based automated process was

able to reach an accuracy of 93.3%, with a precision of 84.16

and recall of 85.32. As the humans were only able to find

moderate agreement amongst themselves, we deemed these

results acceptable in order to have the rule-based process serve

as an automated classifier.

We applied the rule-based classifier to each of the 81 682

entries in the 2010 data set, to generate labels stating whether

the entry contains mathematical content or not. A label of -

1 was applied to entries containing no mathematical content

and +1 to entries containing mathematics. Using the labeled

data, training and test subsets were created. The training data

set consists of 8000 and the test data set of 2000 entries.

Each of the two data sets are constructed from equal parts

mathematical entries and non-mathematical entries. [19] state

that an SVM classifier which is trained on an imbalanced data

set could produce a model which has low performance on

the minority class; as it is biased towards the majority class.

The entries on the Dr Math service which do not contain

mathematical content are in the overwhelming majority. Thus,

we decided to use balanced data sets for this study to avoid

a model with low performance on the minority class, which

consists of entries containing mathematics.

D. Training the SVMs

The rule-based process, employed by [2], was employed

so that the process generates three values, each in the range

of 0 < ra < 1, with ra being a given value for either the

number, symbol or word-based approach. The number and

symbol values are calculated based on rules which determine

the number of numeric or symbolic characters in a string, as

well as their location in a query in relation to the content in

the rest of the statement. The word-based value is calculated

based on the frequency of occurrence of specific mathematical

English tag words, which are frequently encountered in the

South African high school mathematics curriculum, and their

microtext counterparts. The values were calculated for each

entry in the training and test data sets and combined with their

labels, as classified by the original rule-based process. These

three values were used as the features for the rule-based SVM.

For the phoneme-based process, each entry in both the train-

ing and test sets was processed by the same custom phoneme

generator, used to normalise the input texts. The normalisation

phoneme generator has, however, been slightly modified, so

that all numbers and symbols related to mathematics, such as

multiplication, equals, brackets and others are converted to a

phoneme-based equivalent of their English representation, e.g.

ˆ is converted to [p] [oe] [w] [u] [r].

In order to create input features for the phoneme-based

SVM, each query is treated as a document. For each entry

a tally is made of how many of each phoneme type occurs in

the entry. The document-frequency of each phoneme p is then

calculated, resulting in 30 values in the range of 0 < pb < 1.

The calculated values were then re-aligned with their pre-

determined labels.

The combined SVM is an attempt to augment the phoneme-

based process with input from the rule-based process. Initially,

we simply concatenated the the features from the rules and

phonemes, but this did not yield any improvement over the

phoneme-based approach. Therefore another approach was

devised.

For each entry, the three rules values ra are first calcu-

lated. The phoneme generator was further modified so that it

provides extra weight to phonemes associated with numbers,

symbols or words if the corresponding associated rule value

evaluates higher than zero. The extra weight is applied by a

duplication of the associated phonemes, using the calculated

rule-value as a multiplier. This process is laid out in Equa-

tion IV.1. In this equation ra represents a specific rule, pra
represents phonemes associated with a specific rule and pb
represents an individual phoneme. As the combined SVM is a

modification of the phoneme approach, it also operates on 30

features. Both the training and test data sets were processed

in this fashion and labeled using the predetermined labels.

[

(ra > 0) ∧ (pb ∈ pra)
]

→ (pb × ra) (IV.1)

Using the SVMLight learning process; three SVM models

were generated. These models were used individually to

classify the test data sets using the SVMLight classification

process. From the test data it was possible to draw Receiver

operating characteristic (ROC) curves for all three SVMs. The

ROC curves plot the rate of true positives (recall or sensitivity)

against the rate of true negatives (specificity or fall-out). The

area under the curve (AUC) is a representation of the SVMs

overall ability to distinguish between a positive and a negative

result. An area of 0.5 signifies a classifier with results no

better than random guessing, whereas an area of 1.0 signifies a

perfect classification score. Both the ROC curves and the AUC

were calculated using the ROCR package in R [20]. The ROC

curves and AUC values (rounded to three decimal digits) for

all three SVMs on the test data is shown in Figure 1. All AUC

calculations in this study are at a significance of p < 0.0001.

The accuracy, recall, precision and F-measure values for the

three SVM implementations, on the test data set, are shown

in Figure 2.

Accuracy was calculated as the proportion of the total

number of predictions that are correct, i.e. the sum of the

true positives and negatives divided by all possible outcomes.

Recall was calculated as the proportion of positive cases that

were correctly identified, i.e. the number of true positives

divided by all positive labels. Precision was calculated as the

proportion of the predicted positive cases that were correct,

i.e. the number of true positives divided by all positive

classification. F-measure may be described as representing the

harmonic mean between precision and recall [21]. A high F-

measure value ensures a high level of both precision and recall,

as the harmonic mean of two numbers is normally closer to

the lower of the two input values. F-measure was calculated as

the harmonic mean between recall R and precision P , using

Equation IV.2.
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Figure 1. ROC Curves and AUC Values on the Test Data Set

Figure 2. Comparison of Results on the Test Data Set

F =
P ×R

(P +R)/2
(IV.2)

The results in Figures 1 and 2 indicate that all three SVM

implementations are fairly adept at classifying the Dr Math

learner queries according to the automatically generated labels

of the rule-based classifier. The classifier with the highest

performance is that of the rule-based SVM. This is to be

expected as its input values are based on the same rules used

to generate the labels. The next step was to determine whether

the SVMs would yield similar performance when compared to

the entries labeled by the human coders.

V. RESULTS AND FINDINGS

In order to prepare the validation data set, it was processed

by the feature generation procedures for the rule-based SVM,

phoneme-based SVM and combined SVM. The features sets

were then labeled using the combined labels, generated by

the three human coders. Using the models generated during

the training and testing phase, these validation data sets were

then processed individually by each SVM. The resulting ROC

curves for the three SVMs are shown in Figure 3.

The AUC values, shown in Figure 3, indicate that all three

SVMs have a very high rate of positive classification when
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Figure 3. ROC Curves and AUC Values on the Validation Data Set

Figure 4. Comparison of Results on the Validation Data Set

compared with the results of the human coders. The rule-

based SVM provides the highest separation from random

classification, with the combined approach coming a close

second. In practice the two classifiers only yielded a 21 entry

difference in incorrect classification, with the rule-based SVM

incorrectly classifying 59 of the 1000 entries and the combined

SVM incorrectly classifying 80 entries. To further compare the

results, the accuracy, precision, recall and F-measure of the

three SVMs are compared with the same measurements taken

on the original rule-based process. These results are compared

in Figure 4.

The results in Figure 4 show that the original rule-based

process is very adept at classifying the Dr Math learner

queries. The rule-based SVM does, however, constitute an

improvement in all four of the measurement values. The only

category in which the rule-based SVM does not yield the best

results is in the highest level of recall, which is found using the

combined SVM. The low level of precision of the combined

SVM ensures that its F-measure value does not approach that

of the rule-based SVM.

VI. CONCLUSION AND FUTURE WORK

An initial investigation, into prior work on the problem

domain, revealed two possible means of feature generation

for a SVM, namely a rule-based approach to classification
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[2] and phoneme frequency. These two means satisfy the first

secondary objective of this study, which was to determine

which underlying features of the learner queries may be used

as the basis for classification.

In order to ensure the reproducibility of the results of the

study, we identified SVMLight as a widely used SVM training

and testing tool. Feature generators were built based on the

rule-based process, phoneme frequency and the combination

of the two processes. SVMs were constructed using each of

the feature sets, labeled by the original rule-based process.

All three techniques demonstrate very high levels of accuracy,

precision, recall and F-measure, with the rule-based SVM

showing the greatest promise. The development and contrast-

ing of the three SVMs serve to satisfy the study’s second

secondary objective, which was to build and contrast various

SVM-based classifiers for identifying Dr Math learner queries

containing mathematical concepts.

The SVMs were tested against the results of human coders.

The human coders were not able to find a very high-level

of agreement as to which entries constitute possible math-

ematical content. Using Krippendorff’s α, their agreement

level was calculated at 0.75, which is only deemed adequate

for exploratory research. Therefore, only results on which all

three humans could agree on, were selected as possible entries

containing mathematical content. All three the SVMs returned

very promising results, reaching accuracies in excess of 90%,

with high levels of precision and recall. These results serve to

satisfy the study’s primary objective, which was to determine

whether a SVM-based classifier is able to provide similar

classification performance to a human classifier, on Dr Math

microtext.

This study highlighted the fact that the rule-based process,

without the creation of an SVM, is very adept at classifying

the Dr Math learner queries. This is reflected in the SVMs

constructed in this study, as the SVM based on the rules

consistently delivered the best results. The study also high-

lights that approaches, such as phoneme frequency, are a viable

alternative to the rules devised by [2].

The results from the combined SVM show promise; in that

a future study may combine the strengths of these SVM-

based classifiers and others to obtain a further improvement

in classification results. The phoneme generator employed in

this study is also still under revision and may yield improved

classification results in future.

The classification process devised in this study was trained,

tested and validated using historic system data. The researchers

conducting this study are not involved in the maintenance and

development of the Dr Math service; as such the classification

process has not yet been integrated into the live Dr Math

service.
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I. INTRODUCTION

While the application of statistical machine translation

(SMT) for the development of high-quality translation systems

in under-resourced scenarios remains a challenge, the technol-

ogy has found application as a component in machine-aided

translation (MAT) systems [1]. In the South African context

such domain-specific MAT systems are currently being devel-

oped, deployed and evaluated for their potential to aid in the

translation of government documents, especially from English

into the other 10 official languages of South Africa. In this

scenario a phrase-based SMT system forms the backbone of

the translation environment software1 which presents an initial

translation and other translation aids such as terminology lists

and spell checkers to the user (translator) who is responsible

for post-correction. Any improvements in the underlying SMT

system in such an application may thus have a positive impact

on translation time or required human effort.

We consider the construction of phrase-based SMT systems

from relatively small parallel government-domain texts to

translate text from English to four South African languages:

Afrikaans, Northern Sotho, Tsonga and Zulu. While Afrikaans

like English is a Germanic language, orthographically it differs

in that noun-noun compounds are written joined-together.

The other three languages are all members of the Southern

Bantu family of which many languages are morphologically

agglutinative. Orthographically however, these languages also

differ in their conventions ranging from fully conjunctive

representation of words for languages in the Nguni sub-

family, such as Zulu to fully disjunctive in the Sotho-Tswana

languages of which Northern Sotho is an example. Tsonga

which is part of a third sub-family known as Tswa-Ronga

also has a largely disjunctive orthography.

In this scenario, we perceive two principle challenges for

SMT:

1See: http://autshumato.sourceforge.net/

1) Data sparsity: text corpora (especially parallel corpora)

are relatively small and domain-bound.

2) Morphological complexity: at least two of the target lan-

guages are morphologically more complex than English,

which may impede the statistical word alignment process,

especially given (1).

In this paper we thus investigate the application of word

or token segmentation algorithms of the target languages,

reporting the effect on SMT results using standard automated

tests. In the following section we further discuss the above

concerns and describe our approach. This is followed by a

description of our text corpora and experimental setup. Finally

we present results and discuss avenues for further work.

II. APPROACH

Constructing SMT systems from parallel text corpora

strongly relies on statistical word alignment [2]. This allows

the automatic processing of such texts, avoiding any subjec-

tivity that would result from manual processing of this nature.

Given the complexity associated with allowing arbitrary word

alignments (e.g including possibilities such as reordering,

omission, insertion and word-to-phrase alignment), typical

alignment models and their associated estimation algorithms

employ certain constraints [3]. For example, the influential

IBM 1 model [4] disallows many-to-one word alignments

to form a generative model which can be estimated using

the expectation maximisation (EM) algorithm. Even though

subsequent models relax some of these constraints, in practice2

the IBM 1 model is still in use to bootstrap the estima-

tion of more complex models [3]. In the phrase-based SMT

framework these word alignment algorithms, which result in

a mapping from one language to another (one direction), are

run twice, once in each direction, in order to extract matching

“phrases” or word sequences. These phrases are then collected,

including probabilities to construct the translation model or

phrase table, that is the component P (S|T ) in the standard

SMT formulation from Bayes’ rule:

T̂ = argmax
T

P (T |S) = argmax
T

P (S|T )P (T ) (1)

where T denotes target language sentence(s), T̂ the translated

sentence hypothesis, S the source language and P (T ) is the

language model.

2See the GIZA++ toolkit available at: https://code.google.com/p/giza-pp/
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TABLE I
TEXT CORPUS PROPERTIES.

Language pair Set Number of lines Number of tokens Unique tokens Unique token % Unique token % ratio

English - Afrikaans AFR Mono 1,042,391 17,027,965 290,575 1.71
AFR Parallel 746,782 11,553,922 187,532 1.62
ENG Parallel 746,782 11,524,496 75,616 0.66 2.47

English - Northern Sotho NSO Mono 74,371 1,582,872 44,641 2.82
NSO Parallel 51,824 1,226,073 36,839 3.00
ENG Parallel 51,824 976,324 31,276 3.20 0.94

English - Tsonga TSO Mono 230,825 3,181,567 53,360 1.68
TSO Parallel 151,023 1,881,957 37,349 1.98
ENG Parallel 151,023 1,589,881 26,081 1.64 1.21

English - Zulu ZUL Mono 164,696 1,965,039 231,757 11.79
ZUL Parallel 125,247 1,451,850 195,696 13.48
ENG Parallel 125,247 2,095,232 43,829 2.09 6.44

Given the goals of effectively estimating the translation

and language models, we revisit the challenges identified

in the previous section. Firstly, in the current context, data

limitations are a challenge both regarding quantity and qual-

ity. In most of the above languages few electronic texts

are available and a significant proportion of obtainable text

(e.g. via web crawling) is noisy: containing foreign (code-

switched) or named entity tokens which should ideally be

handled carefully when estimating the language model under

the circumstances. Furthermore, parallel texts are usually rarer,

with official government documents often being the primary

available source. When translating into morphologically more

complex languages the situation becomes more challenging,

with an increasing number of out-of-vocabulary (OOV) words,

and a lower likelihood of finding good word alignments as

described above. This specific scenario has motivated a lot of

work when translating English into languages such Turkish,

Finnish, German, Swahili and others [5], [6], [7], [8], [9].

The application of an unsupervised word segmentation

process here has the potential to address morphological de-

composition in Zulu, decompounding in Afrikaans, as well as

general tokenisation, especially given unknown code-switched,

transliterated or non-ideal texts with inconsistent use of white-

space characters and punctuation (especially hyphens). Ap-

plying such a transformation before estimating language and

translation models, if successful, could reduce the vocabulary

to improve the estimation of statistical models. In this paper

we evaluate relatively simple generic (language-independent)

algorithms and focus on establishing their efficacy on the

given languages. Both Afrikaans and Zulu possibly represent

“easier” cases than what has been reported in the previ-

ous work cited above. While Afrikaans represents a case

similar to translating into German, sometimes making use

of binding morphemes and inflection, it is somewhat more

analytic with many more cases amenable to straightforward

word segmentation. Zulu which makes extensive use of affixes,

being agglutinative, does not exhibit extensive inflection as in

fusional languages.

In the following section we describe our experimental setup

including text corpora, SMT evaluation and word segmentation

algorithms.

III. EXPERIMENTAL SETUP

A. Corpora

Most of the texts used here were sourced from freely

available online sources and the majority of parallel texts are

official government documents. Raw texts were filtered using

n-gram language identification systems classifying sentences

as one of the 11 official languages of South Africa. This

process largely served to remove a significant number of

whole English sentences interleaved in the other language

texts. Furthermore, basic pre-processing was done including

lowercasing, simple sentencisation based on capitalisation and

punctuation, tokenisation to separate punctuation from word

tokens and mapping of digits into one of the following

classes: integer, decimal, telephone number, date and year.

For the parallel corpora, texts were sentence-aligned using the

HunAlign3 software package [10].

Texts were organised into three sets for each language pair

(source and target): a parallel set for the source (English)

and target language resulting from the sentence alignments

of parallel documents and a monolingual (“mono”) set for the

target language which includes the parallel set and additional

sentences. The target parallel set is thus a subset of the

corresponding mono set in each case. A summary of the

corpus properties for each language is presented in Table I.

While the unique token percentages are difficult to compare

between language pairs due to corpus size differences, the

ratio between each target language and English gives an

approximate indication of the relative rates of unique words

in our corpora for the reasons described above.

B. SMT systems and test sets

Since we are primarily interested in exploring the potential

of unsupervised word segmentation algorithms on SMT perfor-

mance in our context, we train and evaluate standard phrase-

based SMT systems using the popular open-source Moses4

3Available at: http://mokk.bme.hu/en/resources/hunalign/
4Version 2.1.1 available at: http://www.statmt.org/moses/
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toolkit [11]. We refrain from tuning parameters, instead using

the default values including a word distortion (re-ordering)

limit of 6 and related weight of 0.3. For the language model

we use the SRILM5 toolkit [12] to estimate 5-gram language

models using interpolation and modified Kneser-Ney discount-

ing. To evaluate system performance we use the standard

automated BLEU [13] and NIST [14] scores. The test sets used

to determine these scores are the “METIS” set of 200 short

sentences that were selected from the “Europarl” corpus [15]

and translated into the target languages Afrikaans, Zulu and

Northern Sotho [16] and the distinct “GOV” sets for Afrikaans

and Tsonga. The “GOV” sets were selected and translated

from sentences collected during the initial stages of corpus

development for these languages and are thus in-domain test

sets. All test sets have 4 reference translations per sentence.

In Table II we summarise the test set properties.

TABLE II
TEST SET PROPERTIES

Language pair Test set Sentences Refs. Eng. tokens Unique

ENG - AFR GOV 800 4 22605 3157
METIS 200 4 2163 810

ENG - NSO METIS 200 4 2163 810
ENG - TSO GOV 500 4 10234 2241
ENG - ZUL METIS 200 4 2163 810

C. Unsupervised word segmentation

Algorithms for unsupervised word segmentation or discov-

ery of morphemes from a text corpus are often based on reduc-

ing the minimum description length (MDL) of a text, i.e. com-

pressing or representing the corpus more compactly in order

to discover meaningful word sub-strings (morphemes) [17],

[18]. However, an exhaustive search through the exponential

segmentation hypothesis space is not feasible and algorithms

thus differ in terms of how this search is approached, often

guided by assumptions about the morphological structure of

the language to be analysed [19]. In this work we explore the

efficacy of two algorithms based on reducing the MDL.

The first is the standard “Baseline” or “recursive MDL”

algorithm described in [17] and implemented in the Morfessor6

toolkit [20]. This is a sophisticated algorithm which by its

structure tries to preserve the consistency of segmentation

while reducing the MDL recursively. Words are considered

individually and previous hypotheses are revisited periodically

in an attempt to avoid local optima. The outcome of the

Morfessor analysis is thus designed to achieve good com-

pression and goodness of representational units (resembling

morphemes).

Considering the word alignment for phrase-based SMT, we

assume that a certain amount of over-segmentation is less

harmful than under-segmentation, provided that segmentation

boundaries also exist at meaningful morpheme boundaries. An

incorrect segmentation in the middle of a meaningful unit

5Available at: http://www.speech.sri.com/projects/srilm/
6Version 2.0.1 available at: http://www.cis.hut.fi/projects/morpho/

would mean that these contiguous segments would have to

be carried together in the phrase table, resulting in no better

word alignment. The second algorithm, described below, thus

relies on recursively reducing the MDL by considering only

segmentation candidates suggested by the character branching

entropy at each character position as done in [18]. For each

position k, character set X and n-gram order n this is given

by:

H(Xk|xk−1, ..., xk−n) =

−
∑
x∈X

P (x|xk−1, ..., xk−n) log2 P (x|xk−1, ..., xk−n) (2)

We also calculate the MDL cost as in [18], [21]. The recursive

algorithm is as follows:

1) Score each position in the corpus calculating the average

character branching entropy7 forwards and backwards for

N from 2 to 5 as shown in Equation 2.

2) Scan the range of branching entropy scores for a good

threshold by applying the segmentation given at each of

100 linearly spaced points and selecting the threshold

with minimum MDL cost.

3) Collect sets of word segmentation candidates by compar-

ing the segmentation according to the threshold found in

(2) and the current corpus segmentation for each word

form and augment this set by adding all combinations of

the resulting sub-strings.

4) Rank segmentation candidates by a simple score which

adds the number of characters of each proposed sub-string

that already exists in the corpus and secondly by number

of proposed split points, selecting the best candidate to

firstly maximise the score and secondly prefer fewer split

points. This step serves to reduce the large number of

segmentation candidates generated in the previous step

to one per word form in a computationally inexpensive

way.

5) Score individual segmentation candidates or clusters ac-

cording to resulting MDL value when applied to the

corpus. In the case of candidate clustering, a set of word

segmentation candidates for each resulting sub-string is

constructed and evaluated as a unit.

6) Add the best candidates to the set of accepted word

segmentations, apply all word segmentations collected

thus far exhaustively and start the next iteration at (3).

As described in (5), we implemented two variants of

the algorithm, based on individual word segmentation

candidates (segcands) and based on candidate clusters

(clustercands). We also experimented with the rate at

which candidates are accepted in each iteration, step 6, ac-

cepting either all candidates that result in a lower MDL than

the current segmentation (greedy) or limiting the number

of accepted candidates (limN), and experimented with the

basis on which a unique segmentation for each word is scored,

step 4, using either the current iteration’s segmented corpus

(recur) or the original corpus (orig).

7Implemented using suffix arrays constructed with software available at:
https://code.google.com/p/pysuffix/ based on [22].
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TABLE III
PHRASE-BASED SMT RESULTS

AFRIKAANS ZULU TSONGA N. SOTHO

TYPE SETUP
GOV METIS METIS GOV METIS

MDL NIST BLEU NIST BLEU MDL NIST BLEU MDL NIST BLEU MDL NIST BLEU

baseline baseline 1.867× 108 12.602 0.697 8.551 0.493 3.851× 107 3.891 0.056 3.168× 107 8.940 0.403 1.649× 107 7.192 0.379

morfessor baseline 1.849× 108 12.697 0.710 8.551 0.503 3.444× 107 3.518 0.079 3.372× 107 8.485 0.383 1.723× 107 5.966 0.294

segcands (recur)
greedy 1.779× 108 12.629 0.702 8.466 0.486 3.294× 107 3.539 0.063 3.075× 107 8.570 0.381 1.570× 107 6.192 0.302

lim5000 1.778× 108 12.678 0.705 8.470 0.488 3.282× 107 3.738 0.073 3.072× 107 8.533 0.380 1.570× 107 6.268 0.312

segcands (orig)
greedy 1.781× 108 12.631 0.702 8.501 0.490 3.341× 107 3.581 0.047 3.082× 107 8.521 0.381 1.576× 107 6.220 0.306

lim5000 1.782× 108 12.667 0.706 8.468 0.484 3.320× 107 3.614 0.064 3.084× 107 8.562 0.382 1.580× 107 6.300 0.308

clustercands (recur)
greedy 1.811× 108 12.621 0.702 8.549 0.503 3.463× 107 3.578 0.058 3.117× 107 8.592 0.382 1.612× 107 6.107 0.296

lim3000 1.810× 108 12.621 0.702 8.597 0.505 3.473× 107 3.469 0.056 3.117× 107 8.571 0.379 1.612× 107 6.059 0.302

clustercands (orig)
greedy 1.812× 108 12.632 0.702 8.602 0.508 3.494× 107 3.575 0.053 3.119× 107 8.548 0.379 1.615× 107 6.153 0.295

lim3000 1.808× 108 12.650 0.704 8.572 0.503 3.488× 107 3.676 0.052 3.118× 107 8.547 0.378 1.615× 107 6.106 0.306

D. Application

Applying the segmentation to SMT construction involved

running the algorithms on the target mono corpus and apply-

ing resulting transformations to both the mono and parallel

subsets of the target language. Standard SMT systems were

then trained and a simple word recombination algorithm was

applied to the 1-best output of the decoder. This involved

determining the MDL cost against the original mono corpus

for all string combinations in a window of length N , adopting

the first token and shifting the window by one token until the

entire sentence is processed. This approach worked reasonably

in most cases but future work should focus on improving this

by also including language model information (initial attempts

relying only on language model rescoring were unsatisfactory).

A notable flaw in output sentences is that OOV tokens some-

times absorb surrounding tokens. For Afrikaans we used a

window of 4 tokens and for the other languages N = 5. These

values were not tuned for performance, but limited to reduce

the computational overhead of the process: larger values allow

for a longer string of potential token merges, but the number

of combinations increase rapidly.

IV. RESULTS

We present the SMT system results in Table III for the base-

line word-based systems compared to the proposed algorithms

and variants. Firstly, considering the MDL values shows that

the Morfessor baseline algorithm was only able to compress

the Afrikaans and Zulu corpora, with the Tsonga and Northern

Sotho corpora ending up with higher values than the originals.

The second algorithm always resulted in lower MDL values

and always significantly lower than Morfessor. Similarly, the

segcands and fully recursive (recur) variants generally

resulted in lower MDL values. Of the four languages, we

were able to improve on the baseline Afrikaans and Zulu

systems, but not Tsonga or Northern Sotho. On Afrikaans

and Zulu, Morfessor performed the best in general, but did

not obtain outright best scores on all measures and test

sets. For the second algorithm we obtained better results on

Afrikaans by evaluating and applying candidates by cluster and

determining segmentation candidates by comparing against

the original corpus rather than subsequent iterations. This

makes sense considering that the process largely achieves

decompounding where many segmented sub-strings occur as

independent words in the original corpus. By contrast, in Zulu

it is clearly beneficial to evaluate segmentation candidates

more finely and also to perform recursive analysis to suggest

good segmentation candidates. Slowing the rate at which

candidates are applied (limN vs. greedy – N here refers

to either individual segmentation candidates or number of

clusters) also often leads to better segmentations when the

recursive analysis is used.

A. Discussion

Firstly, positive results in terms of the BLEU and NIST

scores for Afrikaans and Zulu are encouraging considering the

linguistically unsophisticated approach followed in this work.

The BLEU and NIST scores on our test sets give a direct (if

approximate) indication of the utility of the word segmenta-

tion approach on SMT performance in this context. For the

Afrikaans and Zulu baseline and Morfessor experiments we

also calculated 95% confidence intervals using a bootstrapping

analysis as proposed in [23], confirming the significance of

the results. From each test set we derived 1000 test sets of

the same size (number of sentences) by uniform sampling

with replacement from the original and report the average and

confidence intervals (see Table IV).

TABLE IV
SELECTED RESULTS WITH CONFIDENCE INTERVALS

Language pair Test set Metric Baseline Morfessor

ENG - AFR
GOV

NIST 12.06506 ± 0.00397 12.14647 ± 0.00380
BLEU 0.69651 ± 0.00039 0.71017 ± 0.00038

METIS
NIST 8.05538 ± 0.00870 8.04755 ± 0.00852
BLEU 0.49243 ± 0.00110 0.50220 ± 0.00113

ENG - ZUL METIS
NIST 3.71827 ± 0.00827 3.35831 ± 0.00903
BLEU 0.05344 ± 0.00078 0.07856 ± 0.00080

Inspection of the translations resulting from the baseline and

Morfessor SMT systems for Afrikaans seem to confirm that

compounds are often better translated in the latter, including

a reduction in OOV cases. Further work (more directly ex-

amining word alignments) should be done to understand the

potential impact of word segmentation even on the language

pairs where we did not observe improvements in terms of
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NIST and BLEU scores on our limited in-domain test sets. It

would also be useful to establish the utility of these systems

in the MAT context. This could be done by capturing usage

information in deployed systems and analysing translation

times and edit distances directly.

It is clear that the MDL criterion may be applied suc-

cessfully as a guide to do word segmentation to enhance

SMT performance, however it is also clear that increased

compression does not guarantee better translation or word

alignment. The iterative framework of the algorithm proposed

in Section III-C may be adapted to also consider this explicitly

by modifying the objective function or stopping criterion

to include information about alignment such as alignment

perplexity or other information from the parallel corpus [7],

[24]. Towards improving the word alignment between source

and target texts the segmentation of the source corpus should

also be considered.

Before deploying the systems presented here, further work

should be done on tuning parameters such as reordering

weights, limits and language model order and the application

of factored models supported in Moses, as well as improving

the word combination algorithm by integrating information

from a language model. This can be done with an implemen-

tation based on finite state transducers (FSTs).

V. CONCLUSION

We have explored the application of unsupervised word

segmentation for translating from English to four South

African languages, demonstrating the utility on translation

performance into Afrikaans and Zulu in terms of the standard

NIST and BLEU measures. The results presented here only

represent initial work in this direction, with more detailed

analysis and development required to determine how best to

apply such a process to the benefit of SMT in this context.
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[10] D. Varga, L. Németh, P. Halácsy, A. Kornai, V. Trón, and V. Nagy,

“Parallel corpora for medium density languages,” in Proceedings of the

RANLP 2005, 2005, pp. 590–596.
[11] P. Koehn, H. Hoang, A. Birch, C. Callison-Burch, M. Federico,

N. Bertoldi, B. Cowan, W. Shen, C. Moran, and R. Zens, “Moses: Open
source toolkit for statistical machine translation,” in Proceedings of the

45th Annual Meeting of the ACL, Prague, Czech Republic, 2007, pp.
177–180.

[12] A. Stolcke, “SRILM - an extensible language modelling toolkit.” in
Proceedings of the 7th International Conference on Spoken Language

Processing, Denver, Colorado, USA, 2002, pp. 901–904.
[13] K. Papineni, S. Roukos, T. Ward, and W.-J. Zhu, “BLEU: a method for

automatic evaluation of machine translation,” in Proceedings of the 40th

Annual Meeting of the Association of Computational Linguistics, 2002,
pp. 311–318.

[14] G. Doddington, “Automatic evaluation of machine translation quality
using n-gram co-occurrence statistics,” in Proceedings of the second

International Conference on Human Language Technology Research,
San Diego, California, USA, 2002, pp. 138–145.

[15] P. Koehn, “Europarl: a parallel corpus for statistical machine translation,”
in Proceedings of the Tenth Machine Translation Summit, Phuket, Asia-
Pacific, 2005, pp. 79–86.

[16] C. McKellar and H. J. Groenewald, “Frequency-based data selection
for statistical machine translation with scarce resources,” in Language

Science and Language Technology in Africa: A Festschrift for Justus C.

Roux. Stellenbosch: Sun Media, pp. 274–293.
[17] M. Creutz and K. Lagus, “Unsupervised discovery of morphemes,” in

Proceedings of the ACL workshop on Morphological and Phonological

learning, vol. 6. Association for Computational Linguistics, 2002, pp.
21–30.

[18] V. Zhikov, H. Takamura, and M. Okumura, “An efficient algorithm for
unsupervised word segmentation with branching entropy and MDL,” in
Proceedings of the 2010 Conference on Empirical Methods in Natural

Language Processing. Association for Computational Linguistics, 2010,
pp. 832–842.

[19] J. Goldsmith, “Unsupervised learning of the morphology of a natural
language,” Computational linguistics, vol. 27, no. 2, pp. 153–198, 2001.

[20] M. Creutz and K. Lagus, “Inducing the morphological lexicon of a
natural language from unannotated text,” ACM Transactions on Speech

and Language Processing, vol. 4, no. 1, January 2007.
[21] D. Hewlett and P. Cohen, “Fully unsupervised word segmentation

with BVE and MDL,” in Proceedings of the 49th Annual Meeting

of the Association for Computational Linguistics: Human Language

Technologies: short papers - Volume 2, 2011, pp. 540–545.
[22] J. Kärkkäinen and P. Sanders, “Simple linear work suffix array con-

struction,” in Automata, Languages and Programming. Springer Berlin
Heidelberg, Jan. 2003, no. 2719, pp. 943–955.

[23] Y. Zhang, S. Vogel, and A. Waibel, “Interpreting BLEU/NIST scores:
How much improvement do we need to have a better system,” in
Proceedings of LREC, vol. 4, 2004, pp. 2051–2054.

[24] P. Koehn and K. Knight, “Empirical methods for compound splitting,”
in Proceedings of the tenth conference on European chapter of the

Association for Computational Linguistics Volume 1, 2003, pp. 187–
193.

206



Phrase chunking for South African languages 
An investigation for Sesotho sa Leboa, Setswana, and Afrikaans 

Roald Eiselen 

Centre for Text Technology 

North-West University, Potchefstroom Campus 

Potchefstroom, South Africa 

Roald.Eiselen@nwu.ac.za 
 

Abstract—Phrase chunking, or shallow parsing, is a method 

of doing partial syntactic analysis by assigning phrasal labels to 

each token in a sentence. This paper describes the development of 

phrase chunkers for three resource-scarce African languages, 

namely Sesotho sa Leboa, Setswana, and Afrikaans. The paper 

describes and investigates conditional random fields and support 

vector machine as possible labelling algorithms for African 

languages and to determine the initial quality of these 

implementations given relatively small data sets. The paper 

further quantitatively describes the use and applicability of 

different features and data set sizes to establish optimal 

approaches to phrase chunking for these three African 

languages. 
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I.  INTRODUCTION 

In the last decade, phrase chunking has become an integral 
part of natural language processing (NLP) with a wide array of 
applications in various human language technologies, such as 
information retrieval, text mining, machine translation, and text 
to speech systems [1-4]. Phrase chunking is a form of partial 
syntactic analysis that assigns words to non-recursive segments 
without assigning more complex syntactic structure such as 
attachment [5, 6]. The approach of shallow syntactic analysis 
with flat representation was first proposed by [6] as an 
engineering solution to NLP tasks that do not require complete 
syntactic analysis, but where syntactic information beyond part 
of speech is useful. This is especially suitable to machine 
learning techniques that treat the assignment of phrasal chunks 
as a labelling problem [7-10]. 

Phrase chunking for the South African languages is part of 
the extension of the National Centre for Human Language 
Technology (NCHLT) project for text resource development, 
with the aim of annotating 15,000 tokens for phrasal chunks 
and creating initial phrase chunkers for ten of the official South 
African languages. This project leverages data annotated for 
morphosyntactic information in the first part of the project [11] 
and provides an additional layer of annotation for all 
languages. This paper will focus on three of the languages that 
forms part of this project, namely Sesotho sa Leboa, Setswana, 
and Afrikaans. 

The first part of the paper provides a brief description of the 
phrase chunking task and annotation process. After this 
description, the most common algorithmic approaches and 

features used to do phrase chunking are discussed. Lastly, an 
initial investigation of the quality of different labelling 
algorithms and different feature sets to the problem of phrase 
chunking for three South African languages is presented. 

II. PHRASE CHUNKING 

Phrase chunking was initially defined by [6] as the 
identification of the non-recursive core of an intra-clausal 
constituent, extending from the beginning of the constituent to 
its head. According to this initial definition of a phrase chunk, 
the sentence “The file will be downloaded to the correct 
location” is assigned the following chunk structure: “[S[NP The 
file] [VP will be downloaded] [PP to [NP the correct location]]].”. 
This definition only placed a restriction on recursivity, but not 
the possibility that one chunk may contain another chunk, as in 
the case of the nested NP inside the PP. 

In 2000, the shared task of the Conference on Natural 
Language Learning (CoNLL) placed a stricter constraint on the 
assignment of chunks, specifically excluding nested and 
overlapping chunks, resulting in each word only belonging to a 
single chunk [10]. Based on these requirements, the PP in the 
previous example is split into two separate chunks, “[PP to] [NP 
the correct location]”. This approach is especially suitable to 
machine learning approaches as it allows the problem to be 
solved as a labelling (tagging) problem, for which ML 
approaches are particularly well suited. The CoNLL chunk 
definition has become the de facto standard in NLP phrase 
chunking tasks. 

A simple Inside, Outside, Beginning (IOB) labelling 
scheme is used for the annotation and labelling of phrase 
chunks [8]. According to this scheme, each token is labelled as 
either the Beginning of a phrase, Inside a phrase or Outside of 
any phrase. The chunks in the example sentence are then 
labelled as “to_B-PP the_B-NP correct_I-NP location_I-NP”. 

Five types of phrases are annotated in the NCHLT data set, 
namely Noun (NP), Verb (VP), Adjectival (ADJP), Adverbial 
(ADVP), and Prepositional (PP) phrases. All tokens that do not 
form part of these phrase types are marked as Outside. The 
annotation of each of the phrase types are done according to a 
protocol developed at the beginning of the project, which 
describes each of the phrase types in detail and provides 
examples of typical phrasal structures. Of the three languages 
discussed in this paper, Afrikaans mostly follows the same 
conventions and sentence structures as the Germanic European 
languages for which extensive work on phrase chunking has 
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previously been done [5, 7, 8, 10]. For this reason, Afrikaans 
annotation is relatively straightforward and done in line with 
international annotation practices [10]. 

Phrase chunking is of particular interest to the disjunctive 
African languages as the inherent nature of the language makes 
the definition of the concept “word” difficult. As [12] 
discusses, the disjunctive languages often separate words into 
several tokens where the individual tokens cannot be used as 
distinctive meaningful units on their own, but have to appear 
together in order to have valid meaning. In many other 
languages these separate units would be constructed into a 
single token as a combination of affixes and stems or roots. 
Consequently, one of the central problems in these languages is 
identifying words by combining several tokens, which is one of 
the outcomes of phrase chunking. 

III. QUANTITATIVE APPROACHES TO PHRASE CHUNKING 

Since little or no work has previously been done for phrase 
chunking in these three languages, it is important to validate 
the approaches used by other researchers quantitatively. The 
rest of this section provides a short overview of the different 
approaches and feature sets that are typically used for phrase 
chunking. Based on this brief discussion, quantitative 
experiments are provided and discussed in the following 
section. 

A. Algorithms 

The most common algorithmic approaches have treated 
phrase chunking as a labelling problem using a variety of 
machine learning techniques. This started with the CoNLL 
shared task [10] where all but two systems were learning 
approaches.  From all of the approaches the most successful of 
these have proven to be Conditional Random Fields (CRF) [9] 
and Support Vector Machines (SVM) [13].  

1) Conditional random fields 
CRF is a class of probabilistic graphical models, an 

undirected graph or Markov network, with a directed 
dependency on a subset of variables. The implementation of 
CRF that is used in this paper is the CRF++ implementation 
[14] that defines the conditional probability distribution p(Y|X) 
of label sequences given an input sequences, where Y and X 
are disjoint [15, 16].  

One of the merits of the CRF representation is that it allows 
the modelling of a large set of variables, where the 
dependencies between these variables are very complex and 
not necessarily well-understood. This allows the selection of 
rich feature sets that describe the domain without requiring the 
modelling of their joint distribution [15]. For the experiments, 
three variations of the CRF implementation is used; CRF with 
L1 and L2 regularisation, and an online learning method 
MIRA. Results for all three implementations are provided in 
the following section. 

2) Support Vector Machines 
SVMs are one of the most popular machine learning 

algorithms since they generally perform very well on labelling 
tasks with reasonable sized datasets [17] and can achieve good 
generalisation in data with high dimensionality[13]. Similarly 
to CRFs, SVMs can handle non-linear feature spaces while 

taking combinations of features into account when estimating 
probability. SVMs attempt to separate training examples into 
two classes by finding an “optimal” hyper-plane that 
maximises the margin between the two classes linearly. The 
training instances that lie closest to the edges of the margin are 
called the support vectors, and are the only instances required 
to calculate the decision function, which in turn implies that all 
other training instances can be excluded in the classification 
model, decreasing the size and speed of the SVM 
implementation [13, 17]. 

Although SVMs can only do binary classification, the 
labelling problem for phrase chunking is solved by creating a 
one vs. all SVM for each of the different labels or creating a 
pairwise classification. When performing the classification task 
the SVM, each of the classifiers perform the binary labelling 
task and through weighted voting, the most likely label is 
assigned to the particular token. The implementation used in 
the experiments below use the pairwise classification approach. 

B. Data size 

Phrase chunking for the South African languages in the 
NCHLT project is an exploratory investigation into the 
viability of the technology for African languages. The aim is to 
determine if acceptable quality requirements can be met with 
the limited resources that are available for these languages. As 
part of this investigation, it is important to determine how 
much annotated data is required in order to build phrase 
chunkers that are of acceptable quality, while minimising the 
amount of data that is annotated. In the first part of this 
investigation, data sets of various incremental sizes are 
evaluated to determine what the improvement is with 
incrementally larger data sets. In most of the languages for 
which phrase chunking has been performed, the data sets are 
much larger, often with several hundred thousand annotated 
tokens available for the training and testing of the different 
phrase chunking approaches. 

In this project, a maximum of 15,000 tokens per language 
will be annotated for phrase chunking. This does not constitute 
a large annotated data set, but for most of the languages in the 
project, this will be the only data set annotated for phrasal 
information and will serve as a starting point for further 
development. With this in mind, tests with different size 
training sets is performed in order to determine how much data 
will be required to create phrase chunkers that are of acceptable 
quality. 

C. Feature sets 

The last aspect that will be considered in the quantitative 
validation of phrase chunking for South African languages is 
the features that are used for the respective machine learning 
approaches. The three most common features used in the 
assignment of phrase chunk labels are the word form itself, part 
of speech (POS) tag assigned to the word and the surrounding 
context in the form of n-grams (typically n=2). In addition to 
these features, some researchers have experimented with 
additional information, including text based features, e.g. 
character n-grams, capitalisation information , word length; and 
morphological features [10]. 
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In the previous part of the NCHLT Text project [11], both a 
POS tagger and lemmatiser for all the South African languages 
were developed and these systems can be used as knowledge 
sources for the automatic phrase chunking systems. Since the 
annotated phrase chunking datasets are a subset of the data 
annotated during the previous part of the project, all of these 
features were annotated on the data that is processed for phrase 
chunking, and these gold standard annotations is used for the 
training data. For the testing data, these features are generated 
by the respective POS taggers and lemmatisers for each 
language. In the final part of the following section, 
combinations of these features will be evaluated to determine 
how they impact the quality of the phrase chunkers for the 
respective languages. 

IV. EVALUATION AND RESULTS 

In this section of the paper, various phrase chunkers will be 
trained and tested for each of the three languages that are the 
focus of this paper. Because of the fact that the annotated data 
sets are relatively small, all evaluations will be done using 10-
fold cross validation to ensure evaluation results that are as 
reliable as possible. This section starts with a short discussion 
of the metrics that are typically used to perform phrase 
chunking evaluations, before describing the experiments and 
discussing the evaluation results for each of the different 
experiments that are performed. All of these experiments relate 
to the approaches discussed in the previous section. 

A. Evaluation metrics 

There are typically four different metrics calculated for the 
evaluation of phrase chunking [7, 10]. The first metric is 
Accuracy, which calculates the number of correct labels 
assigned to the input, over the total number of labels assigned, 
irrespective of whether the entire phrase is correct or not. The 
Precision and Recall metrics are calculated on the phrase level 
by determining if the assigned label for the entire phrase is 
correct. Precision correlates the total number of correct phrase 
assignments as a fraction of the total number of assigned 
phrases. Recall on the other hand calculates the number of 
correct phrase assignments as a fraction of the total number of 
expected phrases [7]. Finally, the F-score is a combinatory 
metric that reports the harmonic mean between precision and 
recall. The main aim of using the F-score is to ensure that the 
correct balance between recall and precision is maintained. 

As an example, in the following annotated sentence – 
“Peter_B-NP is_B-VP managing_B-NP director_I-NP of_B-PP 
both_B-NP companies_I-NP” – there are seven tokens that 
should be annotated and five expected phrases. In the following 
output from the phrase chunker there are also five phrases, but 
there are two tokens that are incorrectly labelled (managing and 
director): “Peter_B-NP is_B-VP managing_I-VP director_B-
NP of_B-PP both_B-NP companies_I-NP”. Accuracy can then 
be calculated as 0.715 (5/7); Both Precision and Recall are 0.6 
(3/5) since only three of the full phrases of the five assigned 
phrases are correct and only three of the expected phrases are 
correctly labelled. 

B. Algorithms 

In the first set of evaluations the four different algorithms 
are evaluated by performing 10-fold cross validation on all the 

available data for each language. At the time of publishing 
approximately 8,500 tokens are annotated for Afrikaans (AF), 
6,500 for Sesotho sa Leboa (NSO), and 5,500 for Setswana 
(TN) The results of the evaluation on the full set are reported in 
TABLE I.  

The first point to note in the results is that even with 
relatively small data sets, the results reported for all of the 
approaches are relative good. The state-of-the-art systems for 
English report F-Scores in the region of 0.96 and both the NSO 
and TN phrase chunkers achieved results that are only slightly 
worse at 0.9243 and 0.9353 respectively. Afrikaans does 
slightly worse, 0.8933, even though it has more data available. 
There are two factors that account for the lower quality of the 
Afrikaans chunker. Firstly, there is some degree of data 
sparsity since Afrikaans has a significantly larger lexicon than 
either NSO or TN, and since token strings are one of the main 
features of the implementation, there are significantly fewer 
examples of each token in the training and testing data. The 
second possible reason is the quality of the part of speech 
tagger that is available for each language, as [11] report that 
POS tagging for NSO and TN are slightly better than for AF. 

The results also support the fact that CRFs are the best 
approach to labelling phrase chunking data. All three CRF 
implementations perform better than the best SVM approach. 
Of the three CRF implementations, the two CRFs with L1 and 
L2 regularisation perform best, and although the L1 
regularisation algorithm performs slightly better for NSO, the 
difference between the two algorithms is not statistically 
significant. With these results in mind, the remaining 
experiments only report results for the CRF-L2 
implementation. 

TABLE I.  10-FOLD CROSSVALIDATION EVALUATION RESULTS FOR FOUR 

DIFFERENT ALGORITHMS 

  

CRF-L1 CRF-L2 
CRF-

MIRA 
SVM 

Accuracy 

AF 0.9250 0.9240 0.9207 0.8976 

NSO 0.9431 0.9401 0.9350 0.9093 

TN 0.9429 0.9503 0.9413 0.9214 

Precision 

AF 0.8932 0.8927 0.8873 0.8617 

NSO 0.9264 0.9244 0.9199 0.8907 

TN 0.9267 0.9363 0.9268 0.8965 

Recall 

AF 0.8948 0.9006 0.8900 0.8561 

NSO 0.9309 0.9316 0.9251 0.8910 

TN 0.9221 0.9343 0.9226 0.8987 

F-Score 

AF 0.8940 0.8966 0.8886 0.8589 

NSO 0.9286 0.9280 0.9225 0.8908 

TN 0.9243 0.9353 0.9246 0.8976 
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TABLE II.  10-FOLD CROSS VALIDATION F-SCORE RESULTS ON 

DIFFERENT TRAINING SET SIZES 

 
AF-L2 NSO-L2 TN-L2 

Training 

set (tokens)  

1,000 0.7910 0.8133 0.8579 

2,000 0.8260 0.8532 0.8864 

3,000 0.8433 0.8716 0.9067 

4,000 0.8527 0.8893 0.9186 

5,000 0.8610 0.9178 0.9322 

6,000 0.8678 0.9259 N/A 

7,000 0.8679 N/A N/A 

Full 0.8966 0.9305 0.9426 

C. Data size evaluations 

Part of the aim of this project is to determine how much 
data must be annotated in order to create chunkers of 
acceptable quality. In order to determine this, a small set of 
initial experiments are done to determine how different training 
set sizes impact the quality of the phrase chunker. The size 
experiments created smaller individual training sets of between 
1,000 and 7,000 tokens and with accompanying test sets. As 
before this was done with 10-fold cross validation to ensure 
reliable results. The results in 0indicate that the number of 
tokens in the training data has a significant impact on the 
quality of the phrase chunker, but that even relatively small sets 
of data can yield results that are bordering on acceptable. 
Extrapolating from these results, it is expected that 15,000 
tokens for the two disjunctive languages should yield results 
that are comparable to systems for other languages that have 
far larger training sets. In the case of Afrikaans it is expected 
that more data will be required to reach the same quality level, 
but that even with only 15,000 annotated tokens, the phrase 
chunker should be good enough to impact other applications 
positively. 

D. Feature sets 

It is generally accepted that the best features for labelling 
phrase chunk constituents are the word string and part of 
speech tags which are combined as n-grams to generate the 
feature set for the training of a labelling model, either CRF or 
SVM. Although not widely used, there are several other 
possible features that could be used to improve the quality of 
the chunker, especially in a resource-scarce environment such 
as the case with the three languages discussed here. In order to 
evaluate the impact of different features, three additional 
experiments are performed that include the addition of some 
additional features to the standard string, POS tag and n-gram 
model. The additional features that are tested here are: 

 Character n-grams (i.e. the first and last three characters 
of each word are used as a features); and 

 Text internal features, including: 

o lemma; 

o capitalisation; 

o punctuation; and 

o digits. 

TABLE III.  10-FOLD CROSS VALIDATION F-SCORE RESULTS FOR 

DIFFERENT FEATURE SETS 

 

AF-L2 NSO-L2 TN-L2 

No additional features 0.8966 0.9305 0.9426 

Character n-grams 0.8904 0.9225 0.9366 

Text internal features 0.8920 0.9230 0.9421 

Full feature set 0.9026 0.9304 0.9305 

 

The results in TABLE III. show that for the two 
disjunctively written African languages, these features do not 
improve the chunkers, and either have no impact or cause 
regressions in the results. For Afrikaans the situation is slightly 
different, where none of the additional feature sets individually 
improve the results, but the combination of all the feature sets 
does yield a small improvement of 0.006 for the F-score. This 
is most likely due to the fact that the Afrikaans chunker 
performs slightly worse than the chunkers for the other two 
languages, and that the additional information can indeed be 
used to make more accurate labelling assignments. 

V. CONCLUSION 

This paper describes the development of initial phrase 
chunking annotated data and chunkers as part of the NCHLT 
Text extension project. The paper aims to investigate three 
different aspects in the development of phrase chunkers for 
South African languages in order to show the viability of the 
technology for these languages given limited resources. It is 
shown that a CRF implementation with L2 regularisation yields 
the best results for phrase chunking across all three languages, 
although any one of the three implementations described here 
yield acceptable initial results.  

It is further shown that even with relatively small training 
data sets, phrase chunking can be accurately done for the 
disjunctive African languages, but that more data is needed for 
Afrikaans in order to attain the same quality level. Lastly, it is 
shown that a combination of word initial and final character 
trigrams and textual features improve the quality of the 
Afrikaans chunker, but not for the other two languages. 

Based on the work reported on in this paper, additional 
annotations will be done for the languages discussed here to a 
total of 15,000 tokens per language. The annotation will also be 
done for the other indigenous South African languages for 
which similar experiments will be done. The chunkers 
described in this work are going to be made available to the 
wider research community in order to see how well they 
perform as internal technologies for other applications, such as 
machine translation and text-to-speech systems. 
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Abstract—There are many important informational aspects
associated with the audio data, but one common component is
the topic under discussion. Knowing the topic can help process
the data in a variety of ways – cluster similar audio recordings
based on the topic or improve ASR recognition outputs by using
appropriate language models.

In this work, the best spoken audio topic identification system
achieved an error rate of 17.6%, using an ASR system that
produced an average word error rate of 57% and supervised la-
tent Dirichlet allocation topic modelling technique. The proposed
language model topic modelling technique, produced the worst
results, highlighting the sensitivity to high ASR word error rates.
The support vector machine topic classifier, which made use of a
simplified term-weighted feature vector, performed comparably
to that of the term frequency inverse document frequency feature
vectors.

I. INTRODUCTION

In the current ICT age, there are many media sources that
generate and archive large volumes of audio data, that contains
spoken audio. These sources are varied:

• Call centres, which generally archive incoming calls.

• Broadcasters, such as television stations (SABC, e-
TV), radio stations (702, RSG) or Internet sites
(YouTube, Vimeo, SoundCloud).

• Government institutes, such as Parliament or courts.

• Military and security organizations who comb audio
for intelligence.

• Universities recording and distributing lectures.

Given the massive volume of audio data, it becomes
impractical for humans to listen to and annotate the data. Thus,
there is a definite need to find methods that can be used to
automatically process and extract useful information from the
data. The information that needs to be extracted, is defined
by the particular application, but one general information
component found throughout spoken audio is the topic under
discussion. Identifying the topic, allows clustering of similar
audio streams or archived recordings. Furthermore, an audio
stream can be segmented by topic, which provides a means to
search within the audio stream and can vastly reduce the time
needed to search through the audio and find regions of interest.
When performing automatic transcribing, an automatic speech
recognition (ASR) system can use dynamic-topic-tracking in-
formation to adapt and specialize a language model, used
during the decoding operation when searching for the most
likely spoken text, and improve the recognition results.

II. BACKGROUND

A topic is described as a probability distribution over a set
of words or phrases [1]. Each document in a corpus, contains
words that can be thought of, as being drawn from a mixture of
topics [1], [2]. A topic model specifies the topics that occur in
a corpus and the topical proportions found in the documents.
Using the topic model, one can work back from the words
found in a document and determine the distribution of topics
or most likely topics used to generate the document. There are
a number of text-based topic modelling approaches.

Latent semantic analysis (LSA), maps a high-dimensional
word space to a lower dimensional representation, named
the latent semantic space[3]. The data mapping function is
determined by finding a representation that preserves the most
relevant information for the given topics. An extension to
LSA is probabilistic latent semantic analysis (PLSA), which
introduces a latent topic space and estimates joint probability
models, that model the relationship between the hidden latent
topics and the documents as well as the relationship between
the hidden latent topics and the words [3], [4]. One drawback
of PLSA is that the model parameters increase as more
documents are added to the corpus.

In unsupervised latent Dirichlet allocation (LDA) approach,
a document is assumed to be drawn from a weighted mixture
of topics. Similar to PLSA, hidden latent variables are used to
model topical structures given a set of observed words [5] but
the distributions, however, are drawn from Dirichlet distribu-
tions. When training with the unsupervised LDA approach,
no topic labels are needed as the topics are “discovered”
during the training process. A supervised version of LDA [2]
is avaliable – supervised latent Dirichlet allocation (SLDA)
– which makes use of the labels during the model training
process. During estimation, a response variable is assigned to
each document, and, the documents and response variables are
jointly modelled to maximise the likelihood between response
variables and labelled documents.

Topic modelling and identification is performed on text
resources, which can extended to spoken audio streams by
using an automatic speech recognition system (ASR). Current
state-of-the-art large vocabulary speaker independent speech
recognition systems are used to generate text transcriptions
for the unannotated audio, but these typically produce word
error rates (WER) greater than 10%. Hazen et. al. [6] reported
that their ASR system (trained on 553 hours of spoken audio)
would on average achieve a 40% WER but still yielded a topic
identification error rate of 9.6%. Similarly, Wintrode and Kulp
[7] achieved a topic identification error rate of 10.1% with an
ASR system that delivered a WER of 34%. This highlights
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that topic identification is possible even at high WERs which
relaxes the needed for finely-tuned ASR systems.

A suitable classifier used for spoken audio topic identifica-
tion is support vector machines (SVMs). Suitable SVM topic
feature vectors are constructed using term frequency inverse
document frequency (TF-IDF) values [6], [7] . TF-IDF are
calculated by normalising a within-document term’s frequency
by the frequency of occurrence across all documents. This in
effect, reduces the weight of terms that are common to all
documents and increases the weight of terms that appear in a
few documents but occur frequently within a document. Using
a SVM topic classifier and TF-IDF features, Wintrode and
Kulp [7] achieved a topic identification error rate of 10.1%.
Other approaches can also be used to select topic specific
words, such as χ2 statistics, as investigated by Hazen et. al.
[6], who managed to achieve topic identification error rates
of 16.8% for words and 35.3% for 3-gram phones on call
sides (single channel of a two-way telephone call) and 9.6%
for words and 22.9% for 3-gram on the whole call. Both
investigations performed the topic identification on the Fisher
corpus – a corpus that contains conversational telephone audio
where the participants discuss 40 topics.

The primary aim of this work, was to investigate spoken
audio topic identification, which could be used by a system
to find structure in audio data. In this domain, the Fisher
corpus is commonly used to develop and evaluate topic iden-
tification systems. As the Fisher corpus contains topic labels,
techniques such PLSA or unsupervised LDA are not needed.
More appropriate topic identification approaches are ones that
make use of SVMs or supervised LDA. Therefore, in this
investigation, a spoken audio topic identification system was
developed and evaluated on the Fisher corpus, using SVM
and SLDA topic classifiers. In addition, language modelling
techniques were also investigated, to determine their suitability
in topic identification tasks.

III. METHOD

A. Fisher corpus

The Fisher corpus [8] contains two speaker telephone
conversations, where the participants were instructed to discuss
a certain topic for a duration of ten minutes. There are 40
topics, covered by the corpus, such as “Movies” and “Foreign
Relations”. For this investigation only the training part of the
English phase 1 corpus was available.

To proceed with the development and evaluation of the
spoken audio topic identification system, the available Fisher
corpus data was divided into speaker independent training,
development and evaluation sets. The splitting process created
two gender-dependent sub-corpora that contained 100 hours of
training audio data and 50 hours of audio data for the develop-
ment and evaluation datasets. The more traditional 80%-10%-
10% dataset split was not chosen as to reduce the training and
decoding recognition times. The data selection process made
use of the topic and speaker labels when partitioning the data.
Each dataset had mutually exclusive speaker sets and uniform
topic selection was also performed. Table I shows the modified
English Fisher corpus used during this investigation.

The gender split audio and text data were used to train
gender-dependent acoustic models, however, when training

TABLE I. TRAINING, DEVELOPMENT AND EVALUATION SET
PARTITIONS OF THE ENGLISH FISHER CORPUS.

Data Set Male Female
# Call Sides # Utterances # Call Sides # Utterances

Train 1084 85617 1154 101412
Development 518 46646 693 67669

Evaluation 519 47384 672 66600

the SVM classifier and language models, the text data was
combined. Topic identification was performed using the call
sides – a call side contains a single speaker on one channel.

B. Topic identification system

Figure 1 shows a flow diagram that describes the topic iden-
tification system. First, the audio data was split by gender and
recognised by a speech recognition system, that used gender-
dependent acoustic models and a bi-gram language model.
The bi-gram language model was trained on all the training
text data. Next, the automatically generated transcriptions were
processed by the various topic identification classifiers, which
identified the most likely topic, given the recognised words.
The topic identification approaches processed all the text
generated from a call side, when estimating the topic under
discussion.

C. Pronunciation dictionary

The CMUDict0.7a [9] pronunciation dictionary was
sourced as a seed North American English pronunciation dic-
tionary. It contains over 125k words and uses 39 stress-marked
phonemes. For this investigation, the stress markings were
removed. Phonetisaurus [10] was used to perform grapheme-
to-phoneme (G2P) prediction for words not found in the seed
pronunciation dictionary. Phonetisaurus implements a WFST-
driven G2P framework that is used to rapidly develop high
quality G2P or P2G (phoneme-to-grapheme) systems – it does
this by learning statistical rules from a seed pronunciation
dictionary. The final pronunciation dictionary contained 44385
words in total (all unique).

D. Speech recognition systems

Audio data was converted to Perceptual Linear Prediction
(PLP) coefficients where each 52 dimensional feature vector
was created by appending the first, second and third derivatives
to the 13 static coefficients (including the 0’th component). The
frame length was 25 ms and the frame shift was 10 ms. The
only form of feature normalisation was corpus-wide mean and
variance normalisation.

The acoustic models (AM) were developed in an iterative
training scheme. Firstly, 32-mixture context-independent (CI)
AMs were trained and used to produce state aligns for the CI
AMs trained in the initial development of cross-word triphone
context-dependent (CD) AMs. Once the CD AMs were trained,
the process was repeated, except the AMs, generated during
the previous iteration, were used to produce state alignments
up and till the mixture incrementing phase. The process was
repeated twice for all experiments.

All hidden Markov models (HMM) employed a three state
left-to-right structure and each CD HMM state contained 16
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Fig. 1. A high-level flow diagram of the topic identification system components.

mixture diagonal covariance Gaussian models. A question-
based tying scheme was followed to create a tied-state data
sharing system [11], where any context-dependent triphone,
that has the same central context, could be tied together.

Once the CD AM development was completed, het-
eroscedastic linear discriminant analysis (HLDA) was applied
to reduce the 52-dimensional PLP feature vectors to a 39-
dimensional vector. A global transform was used for the
estimation – a single class for all triphones. After estimating
the HLDA transform, the CD AMs’ parameters were updated
while applying the transform. Only the weight and mean
parameters were updated and two iterations were performed.

Lastly, speaker adaptive training (SAT) was applied using
constrained maximum likelihood linear regression (CMLLR)
transformations. The same HLDA global transform was used
for the CMLLR transform estimation, and the CD AMs were
updated twice – again only weights and means.

The decoding task was a two-step process: the HLDA
CD AMs were used to automatically generate transcriptions
and a speaker-based CMLLR transform estimated. Then, the
CMLLR was applied on the second decoding pass.

All ASR related-tasks were performed using HTK [12]
and gender-dependent models were trained. A bi-gram back-
off language model was trained on all the training text data,
found in the customised English Fisher corpus detailed in
section III-A.

E. Topic classifiers

1) Weighted term frequency: Support vector machines have
been used previously to perform accurate topic identification,
as reported in [6], [1], [7]. General topic identification SVM
features are weighted word frequency values, such as the

term frequency inverse document frequency (TF-IDF) features,
which weights a term’s frequency, found within a document, by
a logarithm transformed cross-document term frequency. An-
other aspect of using the TF-IDF, is that a document containing
N words is converted to a term (usually words) vector of length
M , where M is the vocabulary size. Thus, arbitrary length
documents are all normalised to a consistent length. Lastly, to
improve the classification accuracy, a stop-word list is used to
reject words with low topic discriminative information. These
stop-words are usually articles, conjunctions and auxiliary
verbs.

In this investigation, however, a simpler weighted term
frequency vector was used. Firstly, a super vector of terms was
created. To do this, all documents belonging to a specific topic
were grouped into single topic-specific document and a single
background document containing all topics was created. Next,
for each word, the frequency of occurrence within a topic (fi)
and across all topics (fall) was calculated. All words with a
ratio between the within-topic term frequency and cross-topic
term frequency less than 0.1, fi

fall
< 0.1, were rejected. This is

similar to the approach followed by Hazen [4], where they used
an automatic process to create a stop-word list. Following this,
for each topic, a topic-specific term vector was created by using
only a limited number of the words – the words were ordered
by their frequency of occurrence and the top number of words
selected. Finally, a super vector was created by concatenating
all the frequency values found across the topic term vectors.

To train the SVM and predict unseen documents, a feature
vector for each document was created by calculating the
within-document word frequencies for all words found in the
super vector. For this investigation the top 5, 10 and 20 words
per topic were chosen – this relates to a super vector of 200,
400 and 800, respectively. The SVM used radial-basis function
kernels and a grid search was performed on the development
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dataset, to find the optimal parameters. LibSVM toolkit was
used to train and evaluate the SVMs [13].

2) Language models: The N-gram language model (LM)
provides a method for estimating the probability of a word
sequence, which is estimated on written text data. The per-
plexity measure gives an indication on how well a N-gram
model predicts a text sample. If we assume that topics produce
different word sequences, then it may be possible to perform
topic identification using topic-specific N-gram models – se-
lect the N-gram model that produces the lowest perplexity.
Given this assumption, the viability of topic-specific N-gram
language modelling was investigated.

To produce topic-specific N-gram LMs, all topic-related
documents were concatenated into a single document. Ad-
ditionally, a “background” document, containing all training
text data, was created and used to estimate a background N-
gram LM. Then, for each topic, a N-gram LM was created by
interpolating from the background LM, using the topic-specific
documents. For this investigation, tri-gram back-off LMs with
fixed Kneser-Ney smoothing were developed. The MIT-LM
language modelling software was used [14] to develop the
various LMs.

3) SLDA: SLDA makes use of provided topic labels to
estimate the LDA model parameters in a supervised manner.
The SLDA models were estimated using an implementation
provided by Wang [15]. The model parameters were estimated
on the combined training text data. A light preprocessing was
performed similar to that detailed in section III-E1 where,
words were rejected if the ratio between the within-topic word
frequency and cross-document word frequency was less than
0.05. Out-of-vocabulary words were ignored. A linear search
was performed to find the optimal model parameters using the
development dataset.

IV. EXPERIMENTAL RESULTS

In this section, the ASR system performance and closed-set
topic identification rates are reported.

A. Speech recognition word error rates

Table II shows the WER for gender-dependent recogni-
tions obtained on the development and evaluation sets of the
customised Fisher corpus. There is about a 4-5% absolute
difference in the WERs, when comparing the female to male
results for both the development and evaluations sets. This
difference is most likely caused by the telephone channel
bandwidth restrictions, which seems to affect female speech
more than male speech.

TABLE II. WERS OBTAINED ON THE DEVELOPMENT AND
EVALUATION SETS OF THE CUSTOMISED FISHER CORPUS, FOR THE

GENDER-DEPENDENT ASR SYSTEMS.

WER
Female Male Average

Dev 54.91 59.72 57.32
Eval 55.44 59.77 57.61

It should be noted that the average WER achieved by the
gender-dependent ASR systems was around 57%, which is
larger than the WERs reported by Hazen et. al. [6] (around

40%) and Wintrode and Kulp [7] (around 30-50%). The
difference in the WERs may be due to a few factors such
as acoustic modelling techniques, the amount of data used to
develop the acoustic models or the use of more robust language
models.

B. Topic identification

Table III shows the closed-set topic identification error rates
for LM, SVM, and SLDA approaches. The LM approached
achieved an error rate of roughly 47%, for both the devel-
opment and evaluations sets. In contrast, if the orthographic
transcriptions were used instead of the recognised text, then the
LM approach produced results of 11.14% and 12.96% for the
development and evaluation sets, respectively. This highlights
that the LM is extremely sensitive to the high WER delivered
by the ASR systems.

TABLE III. CLOSED-SET TOPIC IDENTIFICATION ERROR RATES
OBTAINED BY THE VARIOUS TOPIC CLASSIFIERS.

Approach Dev Eval
LM (trans.) 11.14 12.96

LM 47.85 47.55
SVM Top 5 26.75 28.15
SVM Top 10 21.86 24.55
SVM Top 20 20.17 22.40

SLDA 17.1 17.6

The term-weighted SVM results show a consistent im-
provement, as the number of top words per topics were in-
creased for each topic. A better performance may be achieved,
if a greater number of top words per topic is chosen but this
does introduce an increase in training and prediction times. The
evaluation error rates are relatively close to the development
set results, roughly 2% absolute, which implies the model
parameters seem robust across differing datasets.

The SLDA approach produced the lowest error rate at
17.6%, which is significantly better than the LM approach.
A significant improvement is also observed when compared to
the SVM Top 20 approach, around 5% absolute.

V. CONCLUSION

The investigation into spoken audio topic identification has
shown, that the system can make use of ASR recognisers, with
high WER, and, still produce comparable topic identification
error rates, using standard topic modelling and identification
approaches, which is agreement with previously published
work.

The language model topic classifier approach produced
the worst results and is sensitive to the ASR recognition
errors, which may be a result of poor topic-representative word
sequences produced by the recognisers. The term-weighted
SVM approach showed consistent improvements as the number
of top words per topic were increased, but never out-performed
the SLDA classifier, which gave the best results.

For the 0.1xRT experimental results reported in Wintrode
and Kulp [7], the ASR system had a WER of 47% and
produced a topic identification error rate of 19.2%. The SLDA
results of 17.6%, at an ASR WER of 57%, are therefore
comparable to that of the term-weighted SVM topic models.
The best performing simplified term-weighted SVM (SVM
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Top 20), used in this investigation, produced results that are
also in the region of the topic identification error rates.

VI. FUTURE WORK

The results presented by Wintrode and Kulp [7] show that
there is a correlation between the WER and topic identification
error rates. Therefore utilising better acoustic modelling tech-
niques and more robust language models would help somewhat
in reducing the topic identification error rates. Implementing
ASR system adaptation, as used in Wintrode and Kulp [7], can
also help to improve the performance.

During text processing of the conversations, a few interest-
ing trends were noticed: the two callers were asked to discuss a
certain topic for ten minutes, however, the following deviations
were observed;

• Each call had an introduction and concluding phase
not relevant to the topic at hand.

• The callers often drifted to different topics during the
course of the conversation.

The topic modelling results show that the SLDA approach
absorbed these artefacts quite well but employing text process-
ing techniques, to the training and recognition texts, to partly
isolate these regions may improve the results.
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Abstract—Due to morphological complexity and scarce re-
sources, machine translation from Zulu to English is challenging.
We investigate the possibility of phrase-based statistical machine
translation from Zulu to English using syllables as the tokens
in the Zulu source text. Initial experiments on a relatively small
but multi-domain data set suggest merit in our approach, with
our best syllable-based model outperforming the best word-based
model by 12,90% using the BLEU evaluation measure. Our
syllabification approach is largely language independent, at least
within the Bantu language family, and holds promise for similar
efforts in related languages.

I. INTRODUCTION

Statistical machine translation (SMT) requires vast textual
resources as training data in order to deduce the information
required for good quality output. This is required for good
coverage of the source lexicon, accurate lexical transfer, and
fluent output in the target language. For languages with less
data available, this is a limiting factor.

Zulu has a complex morphology which can result in full
clauses (and indeed even a full sentence) to be written as a sin-
gle word. In terms of SMT this leads to very sparse language
models and little data per unique word, since many words
are possible—most being very unlikely. This compounds the
problem of limited resources.

Proper morphological analysis would be the desired way to
deal with this problem. This would reduce the data sparsity
by separating morphemes, thereby reducing the size of the
“lexicon” (number of unique tokens) and providing more train-
ing opportunities for each token—both for lexical coverage
and lexical transfer. However, constructing a morphological
analyser for a language is time consuming and the end result
is language specific.

In this paper, we investigate the use of Zulu syllables as
tokens in a Zulu-to-English SMT experiment, while keeping
the English words unchanged. While processing language data
on the syllable level is not unusual in the field of speech
processing, this is definitely not as common in the field of
text processing. At least in terms of phrase-based SMT, we
believe this is a novel contribution.

We believe that our choice of Zulu-to-English translation
has a few advantages:
• We can benefit from many available resources for build-

ing a target language model for English. We can therefore

investigate the consequence of using syllables during
the alignment and the decoding phase of the machine
translation, without it also having an influence during
language modelling. The quality of the target language
model is therefore hopefully eliminated as a source of
big concern.

• The output is normal English and does not require any
post-processing. If we were translating in the other direc-
tion, the output would be syllabified Zulu text.

• A cursory inspection of the output is possible by anybody
with knowledge of English—an advantage at this stage
of our research.

II. BACKGROUND

Statistical machine translation is based on the idea of view-
ing the text in the source language as a variant of the target
language that was transmitted through a noisy channel. The
search for the best English translation Ê is often formulated
according to Bayes’ rule as follows:

Ê = argmax
E∈English

P (Z|E)P (E) (1)

where Z is the Zulu (input) text and where we attempt to
choose or construct the optimal E from the training data to
optimise the probabilities. The first factor P (Z|E) refers to
decoding using the translation model, and the second factor
P (E) to language modelling to ensure fluent output in the
target language.

For phrase-based SMT, if the phrase table (translation
model) does not contain a certain phrase, it would have to
fall back to smaller and smaller constituents, until it reaches
the word level. If a source language word is not present in
the phrase table, it can not be translated, and normally might
simply be duplicated into the target language, or dropped
entirely.

Zulu morphology is characterised by agglutination, and the
orthography by a conjunctive writing system. This means that
many forms can be derived from each stem by combining
with various prefixes and suffixes to form a single word. Up
to thousands are possible for each verb, for example. This
means that a verb stem might occur in many different surface
forms in a training corpus, on face value a different word from
occurrences of other forms. Although SMT engines such as
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Moses allow for factored models [1] that can process each
word annotated with a stem and/or part-of-speech information,
this remains a problem when an accurate morphological anal-
yser and/or part-of-speech tagger is not available—the case
for many languages in the Bantu family. While bootstrapping
of rule-based morphological analysers [2] shows promise, it
remains a large undertaking to build a high-quality lexicon
for a language.

Some languages in the Bantu family, such as those in the
Sotho group, use a disjunctive writing system. Although there
is still affixation, the problem of sparseness in a phrase table
is not as pronounced as it is in Zulu and languages with a
similar orthography.

While a morphological analyser for Zulu exists [3], that
still leaves the matter of choosing a single analysis from
the alternatives. Furthermore, we believe our approach is
significantly simpler and far less language dependent.

The intuition for using syllables as cheap substitutes for
morphemes, stems from the fact that many Zulu prefixes
are indeed single syllables and often have obvious align-
ments with a parallel English text. For example, verb pre-
fixes indicating subject (-ngi-) and negation (a-) are single
syllables in a+ngi+hamb+i (English: I don’t walk; liter-
ally: not+I+walk+not). Although multi-syllabic stems will be
oversegmented, our hope is that they will be transferred to
the target language semantically in tact due to frequent co-
occurrence.

Zulu and most languages in the Bantu family have a
preference for open syllables [4]. This means that syllables
occur in a very regular way, making syllabification easy to
perform, even though this is only a rough substitute for proper
morphological analysis.

Using syllables in text processing has been attempted with
success for information retrieval in European languages [5]
and word alignment between English and Zulu [6]. The early
results from the latter work are promising, considering the
small dataset used in that experiment.

A small note appears in [7] about a machine translation
group at IBM that “were inclined to test the hypothesis that
the syllable is the carrier of the morpheme as the minimal
semantic unit”. Whether any real work in this direction was
carried out, is not clear. Considering the state of the art in
1960, we can safely assume that a separate consideration here
in terms of current-day phrase-based SMT is fully justified,
especially for our language combination.

The automatic induction of a morphological analyser is
possible with supervised, semi-supervised and unsupervised
methods [8], [9]. Compared to our simpler syllable-based
approach, we note some differences:
• It requires vast textual resources for training—not an ideal

situation for the environment we are working in. Our
investigation into the feasibility of using tokens below the
word level for SMT is in part inspired by the resource
scarceness of Zulu and the related languages on which
we hope to apply our technology.

• Being based on machine learning, it would have some

level of dependence on the domain and style of the
training data. Our approach is inherently domain and
genre independent.

• Depending on the exact approach of the induced morpho-
logical analyser, the matter of disambiguating between
analyses might remain. Although all analyses can be
added to a lattice in the SMT engine, it is not clear
how ambiguous analyses for tokens in a sentence would
be handled in token alignment. Disambiguation is not
required with our syllable-based approach, since only a
single output is produced.

In [10], such unsupervised morphological analysers were
used to generate the training data for morpheme-based ma-
chine translation engines which resulted in slightly lower
evaluation scores (according to the BLEU metric) within the
context of the complex morphology of the Nordic languages.
Morphological analysis on Swahili text has been shown to
improve word alignment [11].

Previous work in SMT from Zulu to English is limited. It
was attempted as one step in a pivoting approach to translate
from Xhosa to English [12]. Google Translate was augmented
with support for Zulu in 2013. The Autshumato project [13]
also worked on these languages, but only on the English-to-
Zulu direction.

In this work, we build on the results reported in [6] by
performing a series of machine translation experiments based
on syllabified Zulu text.

III. DATA AND PREPROCESSING

For training an SMT system, one needs a large collection
of preprocessed parallel data, also called bitexts. We extracted
text from three different sources for this purpose: the Bible, the
Autshumato English-Zulu corpus [13] and the South African
constitution of 1996.1

The Zulu Bible is the version from 1959,2 whereas the
English text is from the World English Bible British English
Edition3. The choice of this English Bible has a few advan-
tages:
• Although it is based on the King James translation,

the lexicon is significantly more modern in comparison.
Words such as “thy”, “thou” and “betwixt”, were replaced
as a policy for this translation.

• It is in the public domain, which removes copyright
constraints.

• It is published in a clean XML format for easy processing.
• Being based on the King James translation, it uses a

formal equivalence approach for translation, similar to
the Zulu Bible [14]. Additionally, the use of punctuation
(for example quotation marks) seems very similar. This
raised our hopes for higher quality alignment.

• This specific variant of the World English Bible follows
British spelling, which would be more appropriate for the

1http://www.polity.org.za/polity/govdocs/constitution/
2http://wordproject.org/
3http://ebible.org/

218

http://www.polity.org.za/polity/govdocs/constitution/
http://wordproject.org/
http://ebible.org/


South African context. Admittedly, at this early stage in
our research, this is not a big consideration.

Preprocessing of the parallel corpus consists of the follow-
ing steps:
• removal of undesirable elements, such as markup and

erroneously encoded segments
• tokenisation, which consists of separating words from

punctuation, such that each type can be processed as a
separate unit during the training and translation process

• sentence splitting, in order to limit the search space for
algorithms to one sentence pair at a time. This is a
standard practice in the SMT community.

• sentence alignment, in order to pair the correct parallel
sentences so that their translations can be learned. This is
important since none of our bitexts are perfectly aligned.
The Bible and constitution texts have been extracted
separately from their sources, whereas we also found
some misaligned sentences in Autshumato. The tool that
we used for this purpose is Hunalign [15].4

• segmentation of Zulu words into syllables. We imple-
mented a script which regards each vowel as signifying
the end of a syllable. This is based on the open syllable
assumption mentioned in section II.

• removal of duplicate sentence pairs. This is partly since it
seems that the Autshumato dataset already contains parts
of the constitution.

For the tokenisation process we applied TreeTagger [16]5

for both the English and the Zulu text. We additionally en-
sured that the em-dash (Unicode: U+2014) was also correctly
isolated as a token on its own.

For sentence splitting, we used the split-sentences.perl
script6 that is included with Moses [17], the SMT system
that we adopted for our experimental work. We implemented
an additional post-processing script in order to deal with
phenomena that the Moses script failed to address, particularly
embedded quotes.

Proper tokenisation usually requires a list of abbreviations
so that periods are not mistaken for full stops, keeping the
abbreviations together as single tokens and making them easier
to learn as single units of meaning. An example would be
“S.E.” which refers to “south-east”. The existence of “S.E.”
in the abbreviation list would ensure that the output is written
as “S.E.” instead of “S . E . ”. Apart from the list of English
abbreviations bundled with TreeTagger, we also supplied a
small list of Zulu abbreviations.

An interesting property of both the Zulu and English Bible
texts we use, is the somewhat frequent use of semicolons and
quotations—even embedded quotations several levels deep.
We therefore decided to additionally consider semicolons
and colons as sentence boundaries. This reduces the average
length of sentences, which we think should also improve word
alignment.

4http://mokk.bme.hu/en/resources/hunalign/
5http://www.cis.uni-muenchen.de/∼schmid/tools/TreeTagger/
6https://github.com/moses-smt/mosesdecoder/blob/master/scripts/ems/

support/split-sentences.perl

TABLE I
CORPUS STATISTICS AFTER SENTENCE ALIGNMENT

Bible Autshomato Constitution Total
Sentence pairs 39 916 36 292 2 788 78 996
Zulu words 380 432 415 976 36 190 832 598
Zulu syllables 1 116 900 1 428 983 109 974 2 655 857
English words 626 187 554 212 47 602 1 228 001

For an overview of the corpus composition, see Table I.
In the composition of the SAWA corpus for English-Swahili
[11], a similar majority of religious text was also reported,
even though a greater attempt was made there to include texts
of a wider variety.

The factor P (E) from equation 1 refers to modelling for
the target language, which contributes to a more fluent output.
To achieve this, monolingual data in the target language is
processed in a separate step during training.

For the target language modelling we used the target side
of the bilingual data mentioned above (including unaligned
segments, but excluding tuning and test data). We would
have preferred to augment the model by mostly using South
African English text. However, many American, British and
European corpora are easily available and of substantial size.
We therefore included a selection of three books from Project
Gutenberg7 relating to South Africa as well as a 1% random
sample of the English side of the English-French EU bookshop
corpus [18]8 and a 1% random sample from the English part
of the WMT13 2012 news corpus9. We tokenised the text and
removed duplicates, just as with the bitexts. The final size of
this monolingual corpus is 7 886 613 tokens.

IV. EXPERIMENT

All Zulu source text in the training data was syllabified
prior to training. Zulu input to the engine (for example tuning
and testing data) is also syllabified before being given to the
SMT engine proper. Training the SMT engine on syllabified
Zulu text takes substantially longer than for the normal, unsyl-
labified text. For example, we found that the word alignment
step for text where the Zulu has been syllabified takes almost
five times as long as alignment for the normal word-based
approach.

After having preprocessed all the texts, we randomly divided
the parallel corpus as follows: 90% for training, 5% for tuning,
5% for testing. The test set was divided into two, one of which
we regard as a development test set and the other as a final test
set, only to be used once. However, we ended up only testing
our approach on the development test set once, and therefore,
we will report those results. In any case, as the data from
the final test set comes from the same documents and was
extracted in the same way, we do not expect any meaningful
differences. In future experiments, we plan to use an out-of-
domain test set that should properly test the robustness of our
models.

7http://www.gutenberg.org/
8http://opus.lingfil.uu.se/EUbookshop.php
9http://www.statmt.org/wmt13/translation-task.html
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As mentioned before, our SMT system of choice was
Moses. Its Experiment Management System (EMS) was
utilised, from which we used the default values of most param-
eters. We mention some specific details of our experimental
setup:
• We used KenLM [19], [20] for target language modelling.

Most default settings were unchanged. It uses Modified
Kneser-Ney smoothing [21], [22] with no pruning.

• For word alignment, we used MGIZA++ [23], which is a
multi-threaded implementation of GIZA++ [24] leading
to faster performance.

• The maximum length of extracted phrases was 5, which
is the default. In the future, we might experiment with
longer lengths, as the Zulu tokens are finely segmented.

Finally, we also kept a data set with unsplit Zulu words as
a baseline, in order to compare the effect of syllabified Zulu
on SMT performance. For both of these sets, we ran Moses
using eight different word alignment approaches that are im-
plemented by Moses. MGIZA++ alignments are asymmetrical,
meaning that a source-to-target alignment differs from the
target-to-source alignment on the same bitext. Apart from the
intersection and union of these alignments—leading to a high-
precision and high-recall set, respectively—there is also a set
of heuristics, each one of which takes the intersection and adds
additional links to a specified set of neighbouring tokens. The
idea behind this is that it is usually regarded as more likely
that the neighbours of tokens with high alignment probabilities
are also aligned.

V. EVALUATION

In the evaluation stage, the Zulu part of the test set is
translated into English by the decoder, using the model that
has been trained. The English output is then compared to
its equivalent in the test set. Quantitatively, the differences
between the automatic output and the test set English can be
expressed as a score using one of a number of measures.

For our evaluation metrics, we used BLEU [25] and TER
[26], [27]. BLEU is especially regarded as the de facto
standard today. Note that TER is a measure of the rate of
error and therefore, lower scores are better.

On a reduced data set, we found that the BLEU scores
of the syllabified texts outperformed those of the word-based
approach across the board, apart from one of the heuristics
(grow-diag-final). The reason for the latter is not yet clear,
although so-called “blind heuristics” may of course introduce
some noise. For TER, the word-based approach reversed the
situation, leading to better scores. However, the best word-
based TER is still just barely better than the TER of the best
syllable-based model.

The results mostly agreed with the results in word alignment
using the heuristics in [6]. Since our work in that paper
reported on alignment from English to Zulu, those results are
comparable to ours here since we model probabilities in the
same direction for the estimation of P (Z|E) (equation 1).
In the future we hope to report in detail on the effects of
alignment heuristics on our SMT results.

TABLE II
BLEU / TER SCORES FOR BEST TRANSLATION SYSTEMS BASED ON

TRUECASED TEXT.

Model Syllables Words
intersection 30.98 / 0.60 21.07 / 0.64
target-to-source 29.47 / 0.62 27.44 / 0.58
Google Translate N/A 29.12 / 0.56

Based on these findings, we selected the alignment ap-
proaches resulting in our best models and applied them to the
full data set for comparison. For reference, we also include
results of Google Translate10. It is important to keep in mind
that Google Translate is trained on different, and almost
definitely more parallel data, and that it obviously benefits
from a substantially larger English language model. It could
even be trained on segments from the test set. On the other
hand, our engine has been trained on segments from the same
documents from which the test set was extracted.

Table II shows our evaluation results on truecased text. One
may notice that the scores are relatively high. This can be
easily explained by virtue of the fact that the test set has been
extracted from the same documents. Although there are no
overlapping sentence pairs between the training data and the
test data, we did notice some which are similar.

Another interesting point is that the highest BLEU score
is produced by intersection alignments. This is quite unusual
since the stochastic nature of SMT usually benefits from a
high-recall approach, hence the existence of the beforemen-
tioned heuristics. We hope that a closer inspection of the
alignments in question may reveal the reasons for this.

The target-to-source alignments also lead to very good
results. We are surprised that both the word-based and syllable-
based approaches perform well with this alignment approach.

For these final models, the next logical step would be some
kind of tuning process. Often, Minimum Error Rate Training
(MERT) [28] is applied. Because this is quite a slow process,
time constraints have forced us to postpone it for future work.

On a qualitative level, we inspect a few examples from the
automatically translated test set. In each case we show the
results of the best word-based model and the best syllable-
based model. We share and discuss a few interesting examples
with untranslated input indicated in italics.

The first noteworthy attribute of the output from our
syllable-based model is far less out-of-vocabulary words, as
anticipated. Here is a somewhat typical example where non-
trivial morphology results in untranslated entries in the word-
based model, while the syllable-based model produces a trans-
lation with perfect lexical coverage, and reasonable semantic
transfer:

Source text “Uvunyelwe ukuba uzikhulumele.”
Word model (baseline) “uvunyelwe to uzikhulumele.”
Syllable model “You shall be allowed to speak.”
Reference “You may speak for yourself.”

In a few cases, lexical choices were also superior:

10Obtained manually through the web interface in September 2014.
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Source text Nengqikithi yentengo yokuqhutshwa
kwebhizinisi, . . .

Word model (baseline) Content price of the transaction, . . .
Syllable model And the total price of the transaction, . . .
Reference and the total price of the transaction, . . .

Proper names were more frequently translated correctly
with syllabification (in the word-based model, they are often
rendered untranslated with prefixes still attached, as in the
input text):

Source text njengezwi likaJehova ngesandla sikaSamuweli.
Word model (baseline) according to the LORD’s word by sikaSamuweli.
Syllable model according to the LORD’s word by Samuel.
Reference according to the LORD’s word by Samuel.

English words in the Zulu source text caused strange lexical
choices with the syllable model, such as “burn-out” being
translated with the proper name “Bezuidenhout” (note the
similar word endings). While it is somewhat understandable
that this happens within our model, the results are definitely
not ideal. Borrowed words such as these are difficult to
translate anyway, and might be best handled by preprocessing
to avoid putting them through syllabification and the SMT
engine.

The English output sometimes seemed like more of a literal
translation. For example, the owner in possessive clauses were
often in post-position with the preposition “of” instead of
using the possessive clitic “ ’s” or a noun compound.

Source text Imiphumela yokuhlaziywa kwamanzi . . .
Word model (baseline) the results of the yokuhlaziywa . . .
Syllable model the results of the analysis of water . . .
Reference Results of water analyses . . .

Although this is a variation on natural English text, it does
not detract in any way from comprehensibility or grammatical
correctness.

The lack of gender information in Zulu pronouns and object
and subject references are an expected shortcoming as seen in
this example:

Source text wambamba ngengubo yakhe, wathi:
Word model (baseline) Took his cloak, said:
Syllable model He took him by his garment, saying,
Reference She caught him by his garment, saying,

Here we see the object and subject morphemes being
translated with an unnecessary pronoun in English with both
models. While this is not optimal English, it remains quite
comprehensible:

Source text U-Asaheli wamxosha u-Abineri;
Word model (baseline) Asahel chased him Abner;
Syllable model Asahel he pursued Abner;
Reference Asahel pursued Abner;

The syllable-based model did not perform better than the
word-based model in all cases. Here is an example of in-
correct word order, probably due to insufficient long distance
modelling:

Source text USiba wayenamadodana ayishumi nanhlanu
nezinceku ezingamashumi amabili.

Word model (baseline) Ziba fifteen sons and twenty.
Syllable model Ziba had sons and five and twenty servants fifty.
Reference Now Ziba had fifteen sons and twenty servants.

The correct lexical transfer and required reordering of the
noun and qualifying numeral is performed successfully by the
word-based model, but not the syllable-based model. In the
syllable-based model, the input would contain wa ye na ma
do da na a yi shu mi na nhla nu, a phrase of length 14,
thereby exceeding the maximum phrase length of the SMT
engine, making lexical reordering on the level of real words
impossible.

VI. FUTURE WORK

Since the Zulu text is very finely segmented in our exper-
iment, it would make sense to repeat this experiment with
some level of morphological analysis on the English text. This
should cause more fine-grained alignments on the word level.
For example, the tokeniser we used did not isolate possessive
clitics in English, which would have allowed better alignments
with possessive prefixes in Zulu.

If a morphological analyser can be adapted to produce
unique analyses, we believe better results would be possi-
ble than with syllabification. It would put the performance
obtained here in context. However, because it is language
independent and simple to implement, we believe this ap-
proach still has value for other languages. The comparison of
the two approaches for Zulu would give an indication of the
improvement to expect in related languages if a morphological
analyser would become available.

Many more parameters of the SMT engine can be inves-
tigated, such as the alignment heuristics mentioned above.
We chose to mostly keep to the default configuration, which
still leaves room for possible improvement. Specifically, tuning
the translation systems to a held-out set should still improve
results.

The size and composition of our training data, both parallel
and monolingual, could still be improved. A good test set of
completely out-of-domain sentences might also give a different
perspective on the results obtained here. Out of necessity, this
experiment used only single reference translations. Using more
reference translations, or a measure such as HTER [27], should
give a more accurate measure for evaluation.

VII. CONCLUSION

Our approach to use Zulu syllables as the tokens in the
source text when applying phrase-based SMT to English seems
to have merit. The output contains less out-of-vocabulary
words, and sometimes improved lexical choice over the word-
based baseline. The results using a small parallel training
corpus is also quite encouraging.
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Abstract—There is a definite breakdown in communication 

between the hearing and Deaf communities. While 

automatic sign language translation (ASLT) research 

occurs around the world, this is not possible in South Africa 

due to the lack of digital South African Sign Language 

(SASL) gesture databases. Research into ASLT could 

significantly improve the day to day lives of the Deaf 

community by bridging the communication gap. This paper 

reports the development of a static SASL gesture database 

using a low-cost data glove. This database contains 31 static 

gestures, captured from five participants. These gestures 

have been captured in three scenarios ranging from ideal 

data points (Type 1) to more continuous real-world 

scenarios (Type 2 and 3). The overall sensor velocities were 

used for feature extraction when considering the continuous 

data in order to attain the gesture data for the neural 

network. This database’s effectiveness was evaluated by 

using neural networks to determine how accurate the 

classification results would be. The Levenberg-Marquardt 

training algorithm was used and achieved a classification 

accuracy of 99.61% when using the ideal (Type 1) data. The 

Type 2 and 3 data did not achieve a classification accuracy 

as high, 77.42% and 81.72% respectively when considering 

only 1 participant. The classification accuracy drops as 

more participants are evaluated using the neural network. 
 
Keywords—Data glove; South African Sign Language; Flex sensor; 

Neural Network; Classification 

I.  INTRODUCTION 

There is a definite communication breakdown between the 

hearing and Deaf communities in South Africa, as the Census 

2011 shows that only 0.5% of the population speak Sign 

Language [1]. This communication gap has been shown to 

directly affect the Deaf community’s education and career 

opportunities which decreases their overall quality of life [2, 3]. 

Even within the Deaf community there has been division, as 

various forms of Sign Language - including American and 

German Sign Language – have been used in South Africa. In 

recent years South African Sign Language (SASL) has moved 

towards becoming an official language of South Africa.  

 

Because SASL is only now beginning to gain recognition in the 

country, a standardised version of the language has not yet been 

recorded. Furthermore, the creation of a glove-based digital 

Sign Language database has required expensive technology. 

Such a database would have to record each of the gestures that 

comprises the language, and draw on the experience of 

numerous professional translators in order to ensure robustness. 

Taken together these factors have limited the South African 

Deaf community’s access to the benefits of Automatic Sign 

Language Translation (ASLT) research that has been done 

around the world.  

 

The research in this paper sought to contribute to the lessening 

of the communication gap between Deaf and hearing 

communities through the creation of a digital SASL database. 

The work was primarily concerned with recording static 

gestures, and as such serves as a foundation for future research. 

Because the database can be used in the process of Automatic 

Sign Language Translation, the research has the potential to 

positively affect the Deaf community by strengthening their 

quality of life through ease of communication.  

 

The paper therefore offers an overview of the steps involved in 

producing and evaluating the static gesture database. The 

following section (Section II) describes current data gloves and 

various ASLT approaches that have been used. Section III 

details the hardware used in order to record the database. 

Section IV provides details on how the gestures were captured 

and cleaned for the SASL static gesture database. Section V 

presents the classification results of the neural network 

implementation. Finally, Section VI concludes the paper by 

considering the effectiveness of the database and its potential 

use in furthering ASLT in South Africa.  

II. RELATED WORK 

Automatic Sign Language Translation has primarily utilised 

two approaches, namely computer vision and data gloves. This 

paper is focused on ASLT using data gloves. Since the 

development of the Sayre Glove in 1977 [4], there have been 

many different data gloves developed for a range of 

applications. For an extensive history and review of data gloves 

refer to “A Survey of Glove-Based Systems and Their 

Applications” [5]. The most commonly used data gloves used 

in ASLT are the Cyber Glove III [6] and 5DT Data Glove [7].  

A pair of 5DT gloves cost € 1526 (innovatecno.com) at the time 

of this research. This illustrates the high cost of consumer data 

gloves, as well as the importance of developing a low-cost data 

glove for local use.  
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There have been many custom gloves designed by researchers 

over the years. These have however been built for specific tasks, 

and their schematics have not been made readily available. Data 

gloves have been used extensively in automatic sign language 

translation for a number of different sign languages including; 

American (ASL) [8], Chinese (CSL) [9], Japanese (JSL) [10], 

Thai (TWL) [11] and Australian (Auslan) [12]. The only widely 

available glove-based sign language dataset is that of Auslan 

which recorded Australian Sign Language.  

 

ASLT can also be broken down into static and dynamic gestures 

which lead to different methods of classification. Neural 

networks have generally been used to classify static gestures 

while Hidden Markov Models [13], [9], [14] have been popular 

when classifying dynamic gestures. Because the research was 

concerned with the recording of static gestures neural networks 

were used for classification. Previous research using neural 

networks has been summarized in Table 1. 

III. HARDWARE 

A. Glove Design 

A Lycra glove was custom made to fit the researcher’s hand 

tightly. Ten Flexpoint flex sensors were mounted on the dorsal 

side of the fingers; two flex sensors per finger (MCP and PIP 

joints). Three contact sensors were used to measure 

abduction/adduction and one to measure the ‘R’ static gesture. 

The flex and contact sensors are read by a 10 bit ADC that is 

located on the microcontroller. A 6 degree of freedom IMU was 

mounted on the back of the glove and used to measure the 

orientation and motion of the user’s hand. The IMU data is 

transferred to the microcontroller via I2C. The data glove was 

controlled using an Arduino Pro Mini microcontroller and 

could communicate wirelessly using Bluetooth or send the data 

via a USB cable. A digital potentiometer was used in order to 

automatically calibrate the flex sensors to account for different 

user hand sizes and tolerance in the flex sensors. The data glove 

used a Lithium Polymer battery (2000mAh) which allowed the 

device to run for roughly 14 hours at a time.  

 

Each of the data glove prototypes used in this research cost R2 

216.50. This was significantly cheaper than its commercial 

counterparts. According to Simone et al. [17], a 5 Sensor 

DataGlove would cost R27 390, a 22 Sensor Cyber Glove 

would cost R154 000 and their own Shadow Monitor would 

cost R3 300. The prototype developed in this research therefore 

gave very similar results (the prototype had a slightly worse 

overall standard deviation on average) as the Shadow Monitor, 

it was roughly R1 100 cheaper to make. 

B. Glove Evaluation 

The result of the repeatability and reliability test, developed by 

Wise et al. [18] and later expanded by Dipietro et al. [19], for 

the custom data glove was a flexion resolution of 3.270 degrees 

and a standard deviation of 1.418 degrees. These results were 

comparable with the top results reported by other researchers 

doing similar studies. The results were acquired with minimum 

modification to the sensors which made the device simpler to 

manufacture while retaining high quality result. For a more in 

depth review of this evaluation method and comparison of 

results consider Simone et al [17].  

IV. DATABASE DEVELOPMENT 

A. Data Collection 

For the purpose of recording a static gesture database it was 

decided that only the flex and contact sensor data was required. 

TABLE 1  SUMMARY OF PAST NEURAL NETWORK RESEARCH FOR GESTURE CLASSIFICATION  

Classification Technique Reference Isolated or 

Continuous  

Number of 

Subjects 

Vocabulary 

Size 

Recognition 

Accuracy (%) 

Recurrent NN Murakami [10] Isolated 1 10 JSL 96 

Multilayer Perceptron NN Vamplew [12] Isolated 7 52 Auslan 94.2 

Hyperrectangular Composite NN Su [11] Isolated 2 90 TWL 94.1 

Two-stage neural network Waldron and Kim [15] Isolated 6 14 ASL 86 

Artificial NN Oz [8] Isolated 1 50 ASL 90 

Elman Back Propagation Neural Network Saengsri [16] Isolated 1 16 TWL 94.44 

 

 
Figure 1 : a) Photograph of the data glove prototype used. b) Layout of 

sensors on the data glove prototype. c) System diagram for the setup of 

the sensor circuitry. The analogue signal is read by the microcontrollers 

10-bit ADC and transferred to the PC via Bluetooth. 

 

a) b) 

c) 

MCP 

PIP 
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This means that the 10 flex sensors, the 3 contact sensors and 

the ‘R’ sensor were used. All three of these sensors have a value 

range of 0-1023 read by the 10-bit ADC. This data was 

transferred via Bluetooth/tether to the PC workstation. This data 

was placed into a 1x14 row vector. The first 10 values are the 

flex sensors, 11-13 are the contact sensors and the 14th value is 

the ‘R’ contact sensor. The flex sensors start at the thumb MCP 

joint, move to the thumb PIP joint and continue in this manner 

for every finger until the small finger is reached. The contact 

sensors start between the index and middle finger and end at 

between the ring and little finger. 

 

The SASL alphabet and numeric gestures add up to 36 in total. 

Due to overlap between some of the SASL alphabet and 

numerical gestures, the static gesture database was reduced to 

33 gestures. Zero and ‘o’, two and ‘v’ as well as six and ‘w’ are 

the gestures that overlap each other. The static database is 

further reduced to 31 gestures because the gestures for ‘j’ and 

‘z’ have a dynamic component to them. In order to create a 

robust database the data was recorded in three different 

scenarios. The first was a simple static ‘snapshot’ of the sensor 

data for each gesture. The second was continuous data readings 

from a known position to the gesture and then back to the 

known position again. The third scenario involved continuous 

data readings from an unknown position to the gesture and then 

to a different unknown position. The three scenarios will be 

referred to as Type 1, Type 2 and Type 3 data respectively. 

 

Five participants with no disabilities or restrictions to hand 

movement were chosen to record the SASL static gesture 

database. Two of the participants were female with smaller 

sized hands. The remaining participants were male, and one of 

these had a hands that were slightly too large for the glove. Each 

participant was briefed on the gestures and were given the 

opportunity to practice each of these until they could perform 

them with confidence. During the process the glove remained 

on the participant’s right hand and the entire test was performed 

in one session in order to ensure sensor consistency between the 

gestures. The testing procedure for each Type of data was run 

as follows: 

 

1) Type 1 

The participants placed their hand flat on a table with their 

fingers spread for 3 seconds, then moved their hand into the 

static gesture and held it for 3 seconds. At the end of this 3 

second interval one point of data was read from each of the 

sensors of the glove. The participant then placed their hand in 

the starting position. This process was repeated ten times. Once 

the ten repetitions had been completed the participant moved on 

to the next gesture. This entire process was repeated until each 

of the 31 gestures had been recorded. 

 

2) Type 2 

The participants placed their hand, in a known position, flat on 

a table with their fingers spread. The participant was signaled 

to begin and had a 10 second interval within which to place their 

hand in the gesture, hold it briefly, and then place their hand flat 

and open on the table again. The participant could perform the 

gesture at any speed and hold their hand in the gesture as long 

as they wanted to as long as their hand was back in the known 

position again by the end of the 10 second interval. The data 

from the sensors was recorded continuously during the entire 

10 second interval. This process was repeated 3 times for each 

of the 31 gestures. 

 

3) Type 3 

This test was performed in exactly the same manner as the test 

used to collect the Type 2 data. The only difference was that the 

participant’s hand started and ended in different unknown 

positions of their choosing. The participants were cautioned to 

hold their hand steady in the unknown position in order to keep 

the data consistent.  

While Type 1 and Type 2 data was collected using five 

participants, the recording of Type 3 data was limited to one 

participant. This was due to time and availability restrictions. 

B. Data Cleaning 

1) Normalisation 

While all of the sensors were read in a range of 0-1023 on the 

10 bit ADC they were not completely consistent. The scale 

between two sensors varied due to the resistance tolerance 

(roughly 10%) in the flex sensors. This could cause problems 

in the machine learning phase of the project and the larger scale 

values may be given more weight than other sensors which 

could skew the gesture classification algorithm. To ensure that 

this did not occur, a simple normalisation was applied to all of 

the data: 

 

𝑥𝑖_𝑛𝑜𝑟𝑚 =  
𝑥𝑖−𝑆𝑚𝑖𝑛

𝑆𝑚𝑎𝑥 − 𝑆𝑚𝑖𝑛
  (1) 

Where, 

xi is the ADC reading for the sensor. 

Smin is the overall minimum value read across all of the gestures 

for that particular sensor. 

Smax is the overall maximum value read across all of the gestures 

for that particular sensor.  

 
 

Figure 2: Shows a simple example of recording a single 

gesture (letter ‘b’) for the three types of data. a) Type 1, 

b) Type 2, c) Type 3. 

c) 

b) 

a) 
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This normalisation method was applied to all three types of data 

after it was recorded. The raw data was kept as a backup so that 

another method of normalisation could be used if deemed 

necessary. 

2) Feature Extraction 

When considering the Type 2 and Type 3 data it was important 

to note that not all of the data is useful. During the 10 second 

interval that was recorded, only a fraction of that holds the 

gesture data. This data had to be extracted and reduced down to 

a single 1x14 row vector so that the gesture could be classified 

correctly. The Type 2 data was easier to extract than that of the 

Type 3 data as it involved known positions. Two methods were 

used to extract the relevant data: 

a) Manual Extraction 

This basic, yet time consuming method was used to extract the 

data accurately as it allowed for the best data to be selected. The 

data was examined manually in order to determine when the 

gesture had taken place. Once determined, a small subset of the 

data stream was chosen and averaged so that it becomes a 1 x 

14 vector that can be inputted to the neural network. This 

method was used mainly on the Type 3 data. 

b) Sensor Velocity Extraction 

When trying to extract Type 2 data, the simplest method was to 

look at the combined movement of the sensor readings. 

Saengsri [16] used a sensor velocity summation equation to 

calculate when there was hand movement in the continuous data 

stream. This equation was used in order to determine the stop, 

start, gesture and the transition state. Once these states had been 

identified it was simple to separate the gesture state from other 

states and to extract the relevant gesture data. The total finger 

flexion velocity was calculated using the following equation: 

 

 𝑆(𝑡) =  ∑ |𝑥𝑖,𝑡+1 − 𝑥𝑖,𝑡|13
𝑖=0   (2) 

Where,  

xi, j is the value at timestamp t from the sensor 

 

The velocity graph breaks up the continuous data stream into 

the various states and identifies the relevant gesture data. An 

example of this is shown in Figure 3a. and Figure 3b. Clearly it 

can be seen that Figure 3a. is the sensor velocity graph of Figure 

3b as the peaks coincide with the sensor value drops and rises. 

Once the various states had been determined a threshold was 

applied to the gesture state so that only data below the threshold 

was extracted and used. The threshold removed erroneous 

movements and sensor spikes. For a more in depth description 

consider Saengsri [16]. 

C. Data Analysis 

The three data types were recorded and compared to one 

another in order to determine their consistency across the 

different scenarios, from Type 1 being ideal moving towards 

Type 3 which is closer to real world examples. The relevant 

gesture features were extracted and compared in order to 

determine the effectiveness of the extraction techniques as well 

as the reliability across the various scenarios.  

 

1) Data types histogram comparison 

It is important to note how the different Types of data vary in 

relation to each other. Three examples of this have been given 

in Figure 4 . The Type 1, 2 and 3 data was taken from participant 

1 and compared using histograms. It is clear that the data is 

consistent across the gestures and sensors except for sensor 2 

which is the thumb PIP flex sensor for Type 2 data. This 

variation could have been caused by the feature extraction 

method. 

V. CLASSIFICATION  

A. Neural Network Implementation 

While the implementation of neural networks for the 

classification of SASL was not a main focus in this paper they 

were used in order to prove that the SASL database collected in 

the previous section is effective and can be used for further 

research.  

 
Figure 4: Histograms showing a comparison between the Type 1 data and the extracted Type 2 and 3 data for the gestures A, B and C. 

 

 
Figure 3: a) Sensor velocity graph of Type 2 data for gesture 'A'. 

The different states are clearly differentiated with the grey vertical 

lines. Label ‘A’ is the start state, ‘B’ and ‘E’ are transition states, 

‘C’ is the gesture state, ‘F’ is the end state and finally ‘D’ is an 

erroneous movement by the participant. b) Example of continuous 

data for the gesture ‘A’. 

 

 

b) 

a) 
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The neural networks were trained using the Type 1 data. Before 

the training starts this data must be broken up into three 

datasets; training data, validation data and testing data. For this 

research the data was divided into 70% training data, 15% 

validation data and 15% test data.  

 

The MATLAB Neural Network Toolbox was used in order to 

easily implement a neural network for classification purposes. 

It has a variety of training algorithms available for 

implementation and it also generates the code which allows the 

user to customise the algorithm. For this research three 

algorithms were tested to determine the structure of the neural 

network Table 2 and it was determined that 14 inputs nodes, 

100 hidden neurons and 31 output nodes would be used for the 

classification of this dataset.  

 

Two training algorithms were used and compared in order to 

determine the highest classification accuracy, these were 

Resilient Back-Propagation (Rprop) and the Levenberg- 

Marquardt algorithm. 

 

The database was divided into three sets in order to show how 

the classification accuracy can change as the number of 

participants increase. The datasets were made up as follows: 

 

Dataset A:  Contains the data of participant 1 

Dataset B: Contains the data of participants 1 to 3  

Dataset C: Contains the data of all 5 participants 

 

Dataset A should give the best results considering that the glove 

was designed to fit participant 1’s hand and so the readings were 

most accurate in this dataset. This data set should show how 

accurate the algorithm can be using the most ‘ideal’ data 

available. 

 

Dataset B contains the gesture data of two participants that the 

glove fits well (#1 and #3) and one participant (#2) whose hand 

was slightly too small. This would test the algorithm’s ability 

to generalise between various participants that gave good data. 

 

Dataset C uses all of the participants’ data and this will show 

how well the algorithm deals with a large amount of variation 

and in relatively bad data (participant #5) when compared to the 

overall data collected.  

 

The neural networks were trained and the results have been 

shown in Table 3. 

 

Both of the algorithms achieved successful results, nearly 

100%, when considering the Type 1 data. The Rprop algorithms 

results decreased marginally when using more participants 

while the LM algorithm remained near constant. As expected 

the Type 2 data had lower classification accuracies due to the 

continuous nature of the data and the need for the data to be 

extracted. The LM algorithm achieved an 18.28% higher 

classification percentage for Type 2 data than the Rprop 

algorithm when using Dataset A, 10.39% lower for Dataset B 

and 8.39% lower for Dataset C. It is clear that the LM training 

algorithm has superior classification accuracy. The 

classification accuracy could be improved by using data gloves 

that fit all of the participants well or improve the calibration of 

the sensors in order to ensure consistency between the 

participants. Another aspect to look into would be that of the 

feature extraction, effectively choosing the relevant data would 

improve the overall classification of the system. Collecting 

more data would also allow for better training of the neural 

network which would lead to a higher classification accuracy. 

Finally, a more specialised training algorithm could be 

developed for the purpose of classification as the algorithms 

used were the standard neural network implementations using 

MATLAB.  

VI. CONCLUSIONS 

A SASL static gesture database was recorded using five 

participants and three different scenarios. Neural networks were 

used to effectively classify user gestures of the SASL database. 

This database is the first step towards building a full SASL 

database that contains both static and dynamic gestures. A fully 

realised database will allow ASLT related research to bridge the 

communication gap between the Deaf and hearing communities 

in South Africa. 

 

  The Levenberg-Marquardt algorithm was used to classify 

three types of data; Type 1, Type 2 and Type 3. The Type 1 data 

achieved a very high classification rate, 99.61%, when Dataset 

C was used. When considering Dataset A (Participant 1), Type 

2 and 3 data did not achieve a classification rate as high. They 

TABLE 2   COMPARISON OF RESULTS BY DIFFERENT NEURAL NETWORK TRAINING ALGORITHMS FOR DIFFERENT NUMBERS OF HIDDEN NEURONS. THE 

MINIMUM VALUE FOR EACH ALGORITHM IS IN BOLD. 

 Rprop SCG GDX 

# Hidden Neurons Misclassification 

(%) 

MSE Misclassification (%) MSE Misclassification (%) MSE 

14 5.564 0.00384 59.03 0.02516 44.19333 0.01765 

31 3.07 0.00236 42.646 0.01418 23.512 0.01044 

45 2.606 0.00182 45.034 0.0153 19.238 0.0087 

55 2.18 0.00156 58.334 0.0192 18.84 0.00852 

70 2.116 0.0016 46.684 0.01548 18.722 0.00794 

100 1.484 0.00108 77.548 0.02584 11.02 0.00556 

120 2.772 0.0016 58.504 0.01926 11.792 0.00558 

150 2.334 0.00162 74.258 0.0246 13.404 0.00642 
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received 77.42% and 81.72% respectively. These results are 

sufficient to prove that the dataset is of good quality. 
  

Future research should focus on expanding the database 

towards dynamic gestures with the help of professional SASL 

translators. This will help to create a more complete SASL 

database and take one step closer moving this research into the 

real world to break down the communication barriers between 

the hearing and Deaf communities. 
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TABLE 3  COMPARISON OF GESTURE MISCLASSIFICATION PERCENTAGES BETWEEN LM AND RPROP TRAINING ALGORITHMS WHEN INPUTTING TYPE 1 AND 

TYPE 2 DATA USING DATASETS A, B AND C 

 Rprop LM 

Dataset Type 1 Gesture 

Classification (%) 

Type 2 Gesture 

Classification (%) 

Type 3 Gesture 

Classification 

(%) 

Type 1 Gesture 

Classification 

(%) 

Type 2 Gesture 

Classification (%) 

Type 3 Gesture 

Classification (%) 

A 99.68 59.14 78.49 99.68 77.42 81.72 

B 98.92 54.84 - 99.68 65.23 - 

C 98.32 52.04 - 99.61 60.43 - 
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Abstract — Although a straightforward machine translation 

system can be trained with relatively little effort additional 

processing can often make a significant difference in the quality 

of the translated output. This article discusses several different 

sets of experiments aimed at improving the output of the English-

Xitsonga machine translation system. These experiments include 

data cleaning, adding extra linguistic information to the training 

data and using placeholders to decrease data sparsity. All 

experiments were evaluated using the same evaluation set to 

ensure comparable results. Some of the methods attempted show 

promising results and it would be worthwhile to apply the same 

methods to other South African language pairs. 

Keywords — Statistical machine translation; English; 

Xitsonga; Factored translation models; Language identification; 

Placeholders. 

I.  INTRODUCTION 

In a multilingual environment like South Africa, machine 
translation is playing an increasingly important role in the 
distribution of information. This is especially the case in the 
government domain, where as much of the official 
documentation as possible should be available for all South 
Africans in the language of their choice. Machine translation 
can be used to speed up the work of the translators by creating 
a first draft of the translation which the human translator can 
then correct.  

The National Department of Arts and Culture (DAC) 
therefore launched the Autshumato project in 2007

1
. The goal 

of this project was to create translation aids and resources for 
all the official languages. The initial project also included the 
creation of machine translation systems for three language 
pairs – English to isiZulu, English to Sepedi and English to 
Afrikaans – within the public administration domain. An 
extension of the Autshumato project was launched in 2013 
which included a machine translation system to translate from 
English to Xitsonga. 

The English to Xitsonga machine translation system, like 
the previous three machine translation systems, is based on 
statistical, phrase based machine translation. Although a 

                                                           
1
 See http://autshumato.sourceforge.net/ for more information 

about the project 

straightforward machine translation system can be trained with 
relatively little effort (provided there is data available for the 
language pair) additional processing can often make a 
significant difference in the quality of the translated output.  

This article contains the results of several different 
experiments that were done in an attempt to improve the 
machine translation quality without adding more training data 
to the system. The first set of experiments made an attempt to 
"clean" the corpora by removing segments that did not look 
like useful data. The second set of experiments made use of a 
built in function of the machine translation toolkit to add 
additional linguistic information to the training data. The third 
experiment makes use of another built in function of the 
machine translation toolkit to replace certain words with 
placeholders in order to decrease data sparsity. 

The rest of this article is organised as follows: In Section 2 
an overview of the experimental setup is given. This includes 
the training data, software, evaluation methods and the training 
of a baseline machine translation system. The following section 
(Section 3) discusses the data cleaning experiments and their 
results. Section 4 discusses the use of factored translation 
models to add additional information to the training data. The 
experiment on using placeholders to decrease data sparsity is in 
Section 5. The final section (Section 6) gives the conclusion 
and discusses some possibilities for future work. 

II. SETUP 

This section will give an overview of the setup used to train 
the English-Xitsonga machine translation systems. This 
includes available data, data processing, machine translation 
tools and evaluation methods. The development and evaluation 
of a baseline system is also discussed.  

A. Data 

Most of the available data for this language pair comes 
from translated documents in the government domain. Some 
documents were gathered from individual translators but a 
large portion of the data was gathered by crawling the 
government domain websites for documents that exist in both 
English and Xitsonga. English sentences were also selected 
from the Europarl corpus [1] and translated to Xitsonga to 
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increase the amount of data available. These translations were 
done by professional English-Xitsonga translators. 

Document pairs were first aligned by filename and then 
sentencised. Each document was then aligned on sentence level 
using the Hunalign sentence aligner [2]. To increase sentence 
alignment accuracy a bilingual English-Xitsonga dictionary 
was added to the Hunalign program. The aligned documents 
were then combined and tokenized to insert whitespace 
between words and punctuation. The final bilingual English-
Xitsonga corpus contained 374 446 aligned segments. 

In addition to the aligned, bilingual corpus training a 
machine translation system also requires a monolingual corpus 
in the target language (Xitsonga) to use as training data for the 
language model. This corpus consists of the target language 
part of the bilingual corpus as well as additional monolingual 
Xitsonga data form the same sources. This data was also 
sentencised and tokenized before use. The monolingual corpus 
consists of 645 877 segments of Xitsonga text. 

B. Evaluation 

Machine translation can be evaluated either by humans or 
by automatic measures. Using human evaluation for a number 
of different machine translation systems can however be both 
time consuming and expensive. Therefore automatic evaluation 
is used in this paper. The Nist [3] and Bleu [4] automatic 
evaluation metrics are used to evaluate the quality of the 
machine translated text.  

Both evaluation metrics are based on the principle that a 
“good” machine translated text is one that shows a high degree 
of similarity to a human translation. The similarity between the 
translated text and the reference translation can be measured by 
the number of overlapping n-grams; the higher the number of 
overlapping n-grams, the better the quality of the machine 
translated text and the higher the Nist and Bleu scores. Bleu 
scores can range between 0 and 1. Nist scores do not have a 
clearly defined range, but a higher score is an indication of a 
better translation.  

Since any source language sentence can have multiple 
correct translations, even human translations seldom achieve 
the highest possible Nist and Bleu scores. For this reason it is 
advisable to use multiple, different human translations of the 
same source text as reference translations. This ensures that the 
automatic evaluation metrics give the most accurate results. For 
these experiments a test set of 480 sentences from the 
government domain is used for evaluation. There are 4 
reference translations for the test set, each translated by a 
different, professional translator. 

C.  Development of the baseline machine translation system 

In order to see if the experiments cause any improvement 
on the quality of the translation created by the machine 
translation system a baseline with no additional processing was 
trained to compare all the other systems with. The Moses open 
source statistical machine translation toolkit [5] was used to 
train the machine translation systems. The language models 
were trained using the IRST Language Modelling toolkit [6]. 

All language models used for the experiments discussed in 
this paper were trained using 4-grams. Past experiments have 
shown that 4-gram language models tend to achieve the best 
overall results, however this study did not experiment on other 
possible n-gram values. Phrase-based machine translation 
models were used. For the baseline system no addition 
processing other than what was discussed in the data section 
was done. The baseline machine translation system got a Nist 
score of 8.4351 and a Bleu score of 0.3694.  

III. DATA CLEANING 

Crawling the internet for data can result in very bad quality 
corpora. Many webpages contain multiple languages or lists of 
contact details. These types of data do not add any value to the 
machine translation system. The language mixing could even 
cause the output of the machine translation system to contain 
words in a language other than the target language. Two 
different cleaning methods were used in attempt to remove the 
"bad" data from the corpus.  

A. Language Identification 

The Language Identifier developed by Pienaar and Snyman 
[7] was used to check the corpus. The language identifier uses 
second generation spelling checkers to identify the language of 
a document or each individual sentence in a document. For this 
research the sentence level identification was used, as only 
those sentences that were identified as not belonging to the 
source or target language were removed.  

To identify the language of a sentence each word in the 
sentence is spellchecked by each of the 11 spelling checkers 
(one for each South African language). The percentage of 
words in each sentence that were correctly spelled is then 
calculated for each individual language. The sentence is 
marked as belonging to the language with the highest score. 
The language identifier classifies each sentence as certain or 
uncertain by using a benchmark percentage. All sentences with 
a chance of being a specific language that is higher than the 
benchmark are marked as “Certain”. The benchmark used by 
the program can be selected by the user. For this experiment 
the benchmark was set to 80. Therefore the program had to be 
more than 80% certain before marking a sentence as definitely 
belonging to a specific language.  

Both the monolingual and bilingual corpora were checked 
with the language identifier. Only sentences that were 
identified as being English in the source part of the bilingual 
corpus and Xitsonga in the target part and monolingual corpus 
were kept. Table 1 shows the sentence counts of the 
monolingual and bilingual corpora before and after the 
language identification step. 

B. Named Entity Recognition 

The web crawled data also contains a lot of named entities, 
where there is nothing but the name in the line. These segment 
pairs do not contribute any useful information to the machine 
translation system and can be removed with little effect on the 
output quality.  
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The Autshumato Text Anonymizer [8] was used to identify 
the named entities in the text. The Anonymizer uses a 
combination of rules expressed as regular expressions and 
language specific wordlists to identify named entities. The 
named entities were tagged and all lines from both corpora 
containing only a named entity were removed. If there was any 
additional text in the line with the named entity, the sentence 
remained in the corpus. There were also some cases were one 
of the pair of bilingual sentences consisted only of a named 
entity but the other contained additional text, these sentences 
were also removed. After the sentences were removed, the 
remaining tags in the data were stripped as they were not 
needed during the training of the machine translation system. 

C. Evaluation 

Three machine translation systems were trained using the 
cleaned corpora. One using only the language identified data, 
one using the data with the named entities removed and one 
using a combination of both methods. Table 1 gives the 
segment counts for each of the corpora. The evaluation results 
are in Table 2.  

TABLE I.  DATA COUNTS 

Data counts before and after cleaning 

Type of cleaning applied Monolingual Bilingual 

Without data cleaning 645 877 374 446 

Language Identifier 528 579 312 474 

Autshumato Annonimiser  622 193 363 607 

Combination of Language Identifier 

and Annonimiser 
528 332 312 394 

TABLE II.  EVALUATION RESULTS: DATA CLEANING 

Evaluation results after cleaning data 

Type of cleaning applied Nist Bleu 

Baseline 8.4351 0.3694 

Language Identifier 8.5033 0.3683 

Autshumato Annonimiser  8.4688 0.3699 

Combination of Language Identifier 

and Annonimiser 
8.4485 0.3631 

 

The data cleaning caused the Nist score to rise in all three 
models. The Blue score however only shows a small rise in the 
model trained on the data with the named entities removed. 
Although the evaluation does not show a large improvement in 
the evaluation metrics, the removal of parts of the data did not 
have a big negative effect either. This could indicate that the 
data that was removed did not really contribute to the 
translation of the evaluation data. 

IV. FACTORED MACHINE TRANSLATION MODELS 

Factored translation models offer the ability to add 
additional linguistic information to the data being used to train 
a machine translation model. This information can include 
lemmas, part-of-speech tags, gender classes or other 
morphological information. Adding such information to the 

training data may enable the resulting machine translation 
system to do a better job of translating data. This can be 
especially useful in languages where there isn’t a large amount 
of training data available. In the rest of this section two 
experiments to add extra information to the training data will 
be discussed. 

A. Data annotation 

To train factored translation models both the monolingual 
and bilingual data needs to be annotated with the additional 
information needed. For these experiments lemmas and part-of-
speech tags were used. The evaluation data also needs to be 
annotated with the same additional factors. 

The English part of the bilingual corpus, as well as the 
English evaluation data, was annotated with the Treetagger [9]. 
The Treetagger is a language independent lemmatiser and part-
of-speech tagger. The English model distributed with the 
program was used to annotate the data.  

The Xitsonga part of the bilingual data, as well as the 
monolingual Xitsonga corpus, was annotated with the core 
technologies developed as part of the NCHLT Text project 
[10]. The Xitsonga lemmatiser developed in this project uses 
language specific normalization rules to lemmatise text. The 
part-of-speech tagger was trained using the HunPoS open 
source Hidden Markov Model tagger.   

B. Data alignment 

An important step in the training of a machine translation 
system is word alignment. During the word alignment phase 
each pair of aligned sentences are further aligned on word 
level. The Moses machine translation toolkit uses Giza++ [11] 
for the word alignment.  

As Giza++ uses statistics, the more data is available the 
better the word alignments will be. Better word alignments in 
turn will lead to more accurate phrase tables and better 
translations. Unfortunately the language pair English-Xitsonga 
does not have a huge corpus available. This data sparsity can 
lead to sub-optimal word alignment.  

One possible solution for this problem is to do word 
alignment on the lemmas of words instead of their surface 
forms. The factored models allow the lemma of each word to 
be added to the surface form as an additional factor in the 
training data. During the training of the machine translation 
system the word alignment is then done on the lemmas instead 
of the surface forms. But the translation table still uses the 
surface forms, so any text will be translated normally. 

To test the effect of using lemmas for word alignment a 
machine translation system was trained with the annotated 
corpus. The language model from the baseline system was 
used, as this particular factored model does not require a 
special language model. The word alignment was done using 
the factors containing the lemmas. All other setting were kept 
the same as during the baseline training. The results of this 
system can be seen in Table 3. 
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C. Sentence reordering 

The machine translation system uses a language model 
trained on the monolingual, target language corpus to 
determine how a correct sentence in the target language should 
look. However, due to the number of possible combinations of 
words that can exists in any language it is nearly impossible to 
gather a corpus large enough to contain all the examples 
needed to correctly order the words in the output.  

Adding part-of-speech tags to the data and training a 
language model on these tags can allow for better word 
reordering in the output of the machine translation system. The 
machine translation system can use both a language model 
trained on the surface forms and a language model trained on 
the part-of-speech data. This ensures that, in the case of 
insufficient data in the surface form model, the part-of-speech 
tag model can be used to guess at a good word order for a 
sentence.  

Two language models are needed for the part-of-speech 
reordering model. The first, trained on the surface forms of the 
corpus, is the same as was used in training the baseline 
machine translation system. A second version of the 
monolingual corpus was created using only the part-of-speech 
tags of the words. A new language model was trained on this 
data. Both language models were used to train the machine 
translation system. The machine translation system was trained 
to translate from the surface form and part-of-speech tag of the 
source language to the surface form and part-of-speech tag in 
the target language. Both the surface form of the output and the 
part-of-speech tag was then used to ensure the best possible 
word order of the output sentence. 

D. Evaluation 

The additional data used in the training of the factored 
machine translation systems was also added to the evaluation 
data. Each of the factored translation models were then 
evaluated with the factored test set. As the output of these 
models does not contain any factors the normal reference set 
was used to calculate the Nist and Bleu scores. The results of 
the evaluation can be seen in Table 3. 

TABLE III.  EVALUATION RESULTS: FACTORED MODELS 

Evaluation Results of the Factored machine translation systems 

Factored model type Nist Bleu 

Baseline 8.4351 0.3694 

Word alignment with lemmas 8.5534 0.3720 

Word reordering with part of seech 

tags 
8.5126 0.3675 

Combination of lemmas and part of 

speech tags  
8.5641 0.3731 

 

As can be seen in the results table (Table 3) adding factors 
to the training data can have a beneficial outcome on the 
machine translation systems. Adding lemmas to use during 
word alignment caused both the Nist and Bleu scores to go up. 
The part of speech tags however only increase the Nist score. 
Combining both methods led to the greatest increase in both 
the Nist and Bleu scores. Although these results seem to 

indicate that adding factors to the training data improves the 
machine translation output, to ensure that the changes in the 
automatic evaluation metrics truly reflect a positive change in 
the translation quality human evaluation will be needed.  

V. PLACEHOLDERS 

Many numbers occur only a few times in a corpus. This 
leads to sparse data and makes it difficult for reliable statistic to 
be calculated during the training of the machine translation 
system. Replacing these numbers with a placeholder symbol 
can reduce the data sparsity. Instead of thousands of unique 
numbers in the corpus leading to very sparse phrases there is 
only a single placeholder symbol.  

One of the advanced features of the Moses toolkit is the 
ability to train machine translation systems with placeholders. 
Any type of word can be replaced with a placeholder. The 
placeholders need to be added in both the bilingual data and the 
monolingual language model data. For this experiment only 
numbers were replaced with placeholders. 

A pre-processing script was used to replace all the numbers 
(digit format only) with the placeholder in both monolingual 
and bilingual data. The language model was then trained as 
usual using the monolingual corpus with the placeholders. The 
machine translation system training is constrained to only 
create phrase table entries were placeholders are aligned 1-1. 
This is to ensure that no extra placeholders will be added 
during translation and none of the placeholders will fall away. 
This means that each of the placeholders can be replaced with a 
number again after the text has been translated.  

To make the machine translation system usable, the 
placeholders need to be replaced with the original numbers 
after translation. To enable this ability the text that needs to be 
translated must also have placeholders where the numbers are. 
But to ensure that the correct value of each placeholder is 
added to the sentence after translation the original numbers are 
added to the placeholder as xml mark-up.  

When translating a text containing placeholders the Moses 
toolkit changes the input into factored input where the 
placeholder is seen as the surface form that is used during 
translation and the actual number is stored as an additional 
factor attached to the placeholder. After each sentence has been 
translated, the placeholders are automatically replaced with the 
original numbers. As the numbers are placed back into the 
sentences there is no need to change anything in the reference 
translations used to evaluate the placeholder system. The 
results of the placeholder experiment can be seen in Table 4. 

TABLE IV.  EVALUATION RESULTS: PLACEHOLDERS 

Evaluation Results of the Placeholder machine translation systems 

Model type Nist Bleu 

Baseline 8.4351 0.3694 

Placehodlers 8.4884 0.3680 

 

The addition of placeholders to the data seems as though it 
should improve the translation quality both by ensuring more 
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reliable statistics and by making sure that all the numbers that 
were in the input are also in the output. However while the Nist 
score does get better the Bleu score is worse than the baseline. 
Further experiments with the placeholder function may yield 
better results but the initial work discussed here, while not as 
good as hoped for, is not totally discouraging either. 

VI. CONCLUSION 

In this paper we discussed several different experiments 
that aimed to improve the quality of machine translation 
output. For most of the South African languages there is little 
data available, especially the bilingual data needed to train 
machine translation systems. This is why it is extremely 
important that we explore methods that could potentially 
increase the usability of a machine translation system's output 
without requiring additional training data.  

None of the methods tested in this paper caused huge 
increases in the Nist and Bleu scores but all of them did show 
promise. The next step for the English-Xitsonga machine 
translation system could be to combine the different methods 
into one single system. This may yield even better results. 
Another important step in the continuation of this research is 
the inclusion of human evaluation. Automatic evaluation 
metrics are extremely useful to give a quick indication of the 
effects of a new approach but to get a true view of the usability 
of the resulting system human evaluation is critical. It would 
also be really interesting to apply these same methods to other 
South-African language pairs to see if they also improve.  
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Abstract—Mobile manipulation is a robotics paradigm with
the potential to make major contributions to a number of
important domain areas. Although some mobile manipulators
are commercially available, bespoke systems can be assembled
from existing and separate mobile, manipulation, and vision
components. This has the benefit of reusing existing hardware, at
a lower cost, to produce a customised platform. In this paper we
introduce CHAMP, the CSIR Hybrid Autonomous Manipulation
Platform, and describe the required integration of a Barrett
Whole Arm Manipulator, a PowerBot AGV, and the necessary
sensors. The described integration includes both the hardware
and the software.

I. INTRODUCTION

Mobile manipulation, the subspecialty of robotics con-
cerned with the close coupling of navigation and manipulation,
has exploded in popularity in recent years. This has largely
been driven by decreasing hardware costs (particularly in
sensors and actuators), and the proliferation of the online
open-source software community. The effect is a wide and
increasing range of robotics applications, where robots are able
to interact with their surroundings without being fixed to a
single location. It is through these capabilities that robots may
finally realise their full potential in domains such as healthcare
and rehabilitation, search and rescue, and assisted living.

Over the last few years, several robotics manufacturers
have responded to the changing state of research, software
and hardware, and have commercialised mobile manipulators.
However, a number of research labs have developed their
own such robots, typically through the combination of simpler
devices (see Section II for a review of both commercial and
lab-built platforms). These in-house designs can be constructed
to fulfil a wide range of requirements, and are often comprised
of simpler off-the-shelf robots [1].

This paper documents the assembly of CHAMP (CSIR Hy-
brid Autonomous Manipulation Platform), a lab-built robot for
research into autonomous mobile manipulation. This system
includes a single manipulator, the Barrett Whole Arm Manip-
ulator (WAM) [2], with seven degrees of freedom and a sturdy
four wheeled base (two active, two passive) with differential
drive (the PowerBot AGV [3]). The robot is equipped with an
additional computer for control and sensory processing, as well
as several visual sensors. The complete system was assembled
entirely in-house.

This paper addresses the design considerations and de-
cisions for building the aforementioned mobile manipulation
system. Although the requirements for such a platform differ
between research groups, the basic integration processes and
procedures should remain common to similar projects.

Although complete off-the-shelf mobile manipulation sys-
tems are available, assembling a mobile manipulator in-house
provides the benefit of increased flexibility in platform design.
This additionally results in the reuse of existing hardware
with the effect of considerably lower costs compared with
purchasing new equipment. Furthermore, there are a range
of existing different designs varying in size, capabilities, and
constituent parts from which to draw inspiration. This paper
makes a contribution to the lab-assembled mobile manipulator
literature.

This integration project involved both hardware and soft-
ware components. As realised with the hardware, software
reuse was also a high priority. Included is a review of both the
mechanical and electronic aspects of the hardware integration,
and then the software issues ranging from low-level controllers
to ROS (Robot Operating System) integration, and finally
interfaces for operator control.

This paper is structured as follows. In Section II we provide
a summary of mobile manipulators, both as off-the-shelf solu-
tions and bespoke integration projects, and their functionality
as it relates to our system. An overview of the CHAMP system
is then presented in Section III. After briefly outlining the
specifications of the constituent robots used in the build in
Section IV, we proceed to discuss the details and process of the
hardware and software integration of this platform in Section
V. Finally, concluding remarks are presented in Section VI.

II. MOBILE MANIPULATORS

Recent hardware developments in cost effective 3D depth
sensing, initiated by Microsoft’s Kinect, and continued expo-
nential growth of computing power, has led to a proliferation
in the number of commercial and lab-built robots which range
considerably in design. We focus here specifically on mobile
platforms with wheels as opposed to legged designs, such
as Honda’s Asimo [4] and ATLAS (based on Petman [5])
from Boston Dynamics, which have very different hardware
and control considerations. We further consider three classes
of robot systems: complete off-the-shelf mobile manipulators,
custom built systems not commercially available, and bespoke
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platforms that were assembled from other robots. Although
there are many robotic systems available in all of these
categories, focus is placed on the most prominent in this
review.

One of the first, and most iconic, commercially available
mobile manipulators was the PR2 (Personal Robot 2), de-
veloped by Willow Garage and made available for research
in 2010 [6]. The robot has two manipulator arms each with
seven degrees of freedom (DoF) mounted in an upright frame
on a wheeled base, and complemented with a rich suite of
sensors. It was released as the flagship of the ROS open-
source architecture and is commercially available, currently
being used at over 30 institutions around the world. A smaller
single-armed variant, the UBR-1 from Unbounded Robotics
[7], was expected to address the problem of the high price tag
of the PR2, although it is currently unclear if this platform
will reach the market.

Another commercial mobile manipulator is the KUKA
youBot [8]. This robot is available with either one or two
manipulator arms, each being a 5 DoF arm with a two-finger
gripper, mounted on an omni-directional four-wheeled base. It
should be noted that the maximum reach of the youBot arm
is less than one metre above the ground, whereas the PR2 can
comfortably operate on surfaces 1.5 m high. The Care-O-Bot
3 [9], developed by Fraunhofer IPA, is another commercially
available single-arm mobile manipulation system on omnidi-
rectional wheels. It features either a Schunk Lightweight Arm
3 (LWA-3) or the Kuka LBR, both of which are 7 DoF arms.
A second low DoF “manipulator” is a carrying tray which
doubles up as a touch screen interface.

We next consider research platforms that have been devel-
oped in-house by a research or development lab, primarily for
purposes of research within that lab.

One of the early examples of a mobile manipulator was
WENDY (Waseda ENgineering Designed sYmbiont) [10],
built at Waseda University in 1999, as a two-armed system
on a wheeled base. The most recent incarnation of this robot,
TWENDY-ONE, consists of a humanoid torso on an omni-
directional base. The robot has two 7 DoF arms, with a
shoulder height of just over 1.1 m. Each hand has 13 DoF.

The uBot-5 [11] developed at UMass Amherst is an 11
DoF mobile manipulator. It consists of two 4 DoF manipulator
arms, each roughly 0.5 m long. The arms are mounted on
a two wheeled dynamically stable base, controlled by active
stabilisation. A similar platform is Golem Krang [12] from
the Georgia Institute of Technology, which also consists of
two Schunk LWA-3 arms on a dynamic balancing base. This
robot additionally has four degrees of freedom in the torso to
simulate human upper body movement, and can autonomously
stand from horizontal rest.

NASA’s Robonaut [13] (and successor Robonaut 2) was
designed for dexterous manipulation in space. It has been
through a number of incarnations, having been mounted on
a four-wheeled base, a two-wheeled Segway Robotic Mobility
Platform, as well as legs. Both of the Robonaut’s arms have 7
DoF, with each hand having 12 DoF.

The ARMAR family of robots (the most recent of which
being the ARMAR-IIIb) [14], [15] from the Karlsruhe Institute

of Technology are anthropomorphic bodies on holonomic
wheeled bases. This robot also features two 7 DoF arms, each
with a simple parallel-jaw gripper.

DLR developed Rollin’ Justin [16] as a humanoid robot
with two manipulator arms on an adjustable four-wheeled base.
Each arm is a DLR Light Weight Robot III (LWR III) arm
with 7 DoF, and each hand is the 12 DoF DLR Hand II.
The torso of the robot is also based on LWR technology. The
mobile platform has four wheels, each of which can extend
individually. The shoulder height of this robot is 1.6 m when
the torso is upright.

The final category of mobile manipulators are those sys-
tems which were assembled almost entirely from other com-
mercially available robots. This typically involves the incor-
poration of one or more manipulator arms onto a mobile
base, although we note that one of the earliest robots loosely
described as a mobile manipulator was Shakey [17], developed
between 1966 and 1972 at the Stanford Research Institute
which, lacking an arm, manipulated objects by pushing them
around the environment.

HERB 2.0 [18] from Carnegie Mellon University is a bi-
manual manipulator, consisting of two Barrett WAM arms
mounted on a vertical frame. This in turn is mounted on a
Segway RMP mobile base, as well as a rear caster. Each arm
has 7 DoF, with an attached Barrett hand.

UMAN [19], the UMass Mobile MANipulator also uses
a 7 DoF Barrett WAM, with a three-fingered Barrett hand.
The arm is mounted on modified Nomadic XR4000 mobile
base having four caster wheels. The wheels are dynamically
de-coupled to provide holonomic motion. An older robot of
similar design was the Stanford Assistant Mobile Manipulator
(SAMM) [20]. SAMM also consisted of a holonomic Nomadic
XR4000 base, but had a PUMA 560 manipulator arm equipped
with a parallel-jaw gripper.

TUM-Rosie [21] from the Technische Universität München
has two 7 DoF KUKA lightweight LWR-4 arms, each with
a four-fingered DLR-HIT hand. It also features a Schunk
Powercube pan-tilt head. Mobility is provided by a mecanum-
wheeled omnidirectional platform.

STAIR 1 (STanford Artificial Intelligence Robot) [22]
featured a Katana 6M-180 arm on a Segway RMP-100 base.
Its successor, STAIR 2, instead used a Barrett WAM on a
custom-built two-wheeled base.

There is thus a considerable range of different mobile
manipulation platforms that has been developed, both for
commercial and research purposes. Although several excellent
platforms are currently available for purchase, they are typi-
cally accompanied by a hefty price tag. On the other hand,
engineering such a system from scratch requires extensive
electrical and mechanical expertise. We have instead drawn
inspiration from a number of institutions, and opted to assem-
ble a platform from other robot components.

The design of CHAMP, as detailed in Section III, consists
of mounting a Barrett WAM and Barrett Hand on a PowerBot
AGV, having observed the extent to which the WAM has been
successfully used on numerous mobile manipulators. A similar
integration was proposed by Carnegie Mellon University [23].
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It is noted, however, that few details of the physical integration
are available. To this end, a full description the assembly of
this platform appears in this paper.

III. SYSTEM OVERVIEW

CHAMP relies on an Adept MobileRobots PowerBot AGV
for mobility, and a Barrett WAM for manipulation. An outline
of the specifications for both of these platforms is given in
Section IV. Vision for navigation is largely provided by a
forward-facing Hokuyo laser scanner, whilst a front mounted
ASUS Xtion PRO supplies both colour and depth information
to assist manipulation. The complete system can be seen in
Figure 1.

Fig. 1. The CHAMP mobile manipulator

The resulting integrated platform has a reach of about 1
m, from a shoulder height of about 0.83 m, allowing it to
manipulate objects placed on standard desks and tables, as
well as reach door handles, elevator buttons, etc. It has a top
speed of 6 km/h, and the arm has a three-fingered hand which
can lift a payload of 2 kg. The entire system has a battery life
of approximately 2–3 hours.

The autonomous manipulation capabilities of the platform
are largely enabled by the ASUS depth sensor. This provides
the manipulator with the ability to avoid obstacles and ap-
proach objects of interest. A depiction of the field of view of
the sensor is shown in Figure 2, visualised in simulation in
RViz.

Although the ultimate aim and development goal of the
CHAMP mobile manipulator is for it to be used in a variety
of tasks under autonomous operation, the platform has also
been configured for manual control. This is done by means
of joystick teleoperation from an external operator’s console
which connects wirelessly to the platform. More details of the
software integration which enables this process are provided
in Section V-B.

Fig. 2. CHAMP simulated in RViz, with the coloured point cloud generated
from the front mounted depth sensor viewing a lab environment.

The integration process was divided into three phases.
The first phase was to ensure independent operation of the
PowerBot mobile base and the WAM. The second phase
focused on establishing communication between all hardware
components without physical integration, such that they were
operated from a single computer. The third phase involved
physically mounting the arm on the base, and integrating all
independent software. The integration procedure is detailed in
Section V-B.

IV. CONSTITUENT ROBOT SPECIFICATIONS

We now briefly describe the relevant specifications and
characteristics of the two primary components of the build,
i.e., the PowerBot and the WAM.

The Adept MobileRobots PowerBot AVG is a 0.9 m × 0.66
m × 0.48 m mobile base, which can transport up to 100 kg of
payload at a maximum speed of 6 km/h [3]. The robot consists
of a sturdy aluminium body built around a steel frame, and
mobility is provided by two 0.263 m diameter wheels each
driven by high-powered, independent, reversible DC motors.
Two smaller caster wheels are situated at the rear of the robot
for balance.

The PowerBot has two sealed lead-acid batteries wired
in series to provide a total of 2,112 watt-hours at 24 V
of DC power when fully charged. The batteries are situated
at the rear of the robot. The battery life depends on the
configuration of accessories and degree of motor activity,
but under typical conditions the platform can be expected to
operate continuously for at least two hours [3].

The primary default sensors of the PowerBot is an array
of 24 sonar transceivers which provides almost 360o of range
sensing. The platform is also equipped with front and rear
bumpers, which automatically signal the platform to halt all
motion when any contact (as pressure on a bumper) occurs,
provided that the contact was detected by the bumper in the
current direction of motion. The base additionally has two
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emergency stop buttons, and once pressed these disable the
motors (until re-enabled by the user).

The PowerBot is driven by the open-systems Advanced
Robot Control and Operations Software (ARCOS) as the
robot’s controller. Client software is also provided in the form
of the Advanced Robotics Interface for Applications (ARIA)
[24], which is a C++ development library for interfacing with
the controllers.

The Barrett WAM is a 7 DoF aluminium arm, actuated by
means of a cable-driven system, and as such is back-drivable.
It is considered a light weight arm, and operates with low
friction. Under conditions where no external torque is applied,
the DC power requirements are 27 W [2]. With a typical
payload of 2 kg the power required rises to 45 W, although
the maximum possible draw is 800 W.

On the end of the WAM is a BarrettHand BH8-280 [25].
This end effector features three fingers, each consisting of two
joints. The fingers actuate by opening, closing, and spreading
radially around the palm. The motion of the fingers is coupled,
but torque-controlled to permit flexible grasping.

The WAM is equipped with two emergency stop pendants
which when triggered will initiate a resistive breaking collapse
of the arm. This ceases operation of the motor controllers,
resulting in the unactuated WAM slowly falling with its own
weight under gravity.

The WAM is controlled by an AMD Duron 1.8 GHz
processor, running Linux. Base drivers developed by Barrett
are installed on the WAM’s computer for control of the arm.
This signals are transmitted to the hardware by means of an
internal CAN bus system.

V. INTEGRATION PROCESS

A. Hardware Integration

The hardware integration was divided into two main steps.
First, the components of the PowerBot base were modified
by adding sensors and an on-board computer. The arm was
then mounted. An important consideration which drove this
division was the clear need to minimise the number of times
the arm was added to or removed from the configuration,
as these tasks require multiple people. Future work involves
incorporating a sliding mechanism into the mount, to simplify
this procedure. The internal modifications on the PowerBot are
shown in Figure 3.

The first major change to the internals of the PowerBot
was to install a Mini ITX computer into the base. This was to
serve as the primary processing unit for controlling navigation,
manipulation, sensor processing, and communication with an
external operator. In order to power the Mini ITX computer
from the two 12 V batteries (in series) of the PowerBot, we
used a DC-to-DC converter to step the 24 VDC down to 12
VDC.

While modifying the internal components of the robot, it
was important to ensure that they would be easily accessible
after the arm had been mounted. Standard access to the
electronics of the PowerBot is through the hinged top plate.
To circumvent this access restriction following the mounting
of the arm, we rearranged the internals such that the side

Fig. 3. The internal modifications made to the PowerBot electronics

access hatch could be used as the primary means of reaching
the on-board computer. This further required the removal of
an internal intersecting metal plate (situated on the left-hand
side of the platform, close to the left access hatch on the left
side). As this was not a load-bearing plate, this removal had no
structural ramifications for the robot, but enabled easier access
to the computer. Finally, a USB extension hub was included
to ensure that a screen, keyboard and mouse could be easily
attached to the Mini ITX if required, again with access from
the side hatch.

In order to measure acceleration, angular velocity, and
orientation for improved localisation, a Microstrain 3DM-
DX3-25 Inertial Measurement Unit (IMU) was mounted in
the PowerBot. This was situated in the middle of the base,
underneath the Mini ITX.

The PowerBot base was augmented with a Hokuyo 30LX
laser range scanner, which was mounted onto a bracket in
the front of the base. The ASUS Xtion PRO [26] was added
as a second sensor. Although these sensors are sufficient for
the current instantiation of CHAMP, these could easily be
augmented later through the aforementioned USB extension
hub.

The WAM was mounted above the base, with its centre of
weight slightly forward of the main wheels. As can be seen
in Figure 1, the WAM was not attached directly onto the base
itself, but rather to a wooden mounting which was bolted to
the base. The depth sensor was also secured to this board,
positioned in front of the arm, for an unobstructed view of the
arm’s workspace. The board was attached to the front half of
the steel top cover of the PowerBot, yet raised slightly above
it with washers. The resulting gap allowed power and Ethernet
cables to be safely passed through a hole in the steel plate to
the WAM without damage. The wooden board also provides
the ability to remove the arm from the base while keeping it
in the same position relative to the depth camera.

The Barrett WAM requires 48 VDC for operation. In order
to supply the required power to the arm, another DC-to-
DC converter was installed in the base to convert the 24
VDC provided by the batteries to the 48 VDC needed by
the WAM. An Ethernet cable was used for communication
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between the Mini ITX computer on the PowerBot and the on-
board computer of the WAM. This allowed the entire robot to
be controlled by the Mini ITX of the PowerBot.

We finally note that changing sensors, moving the internal
components, and mounting the WAM all caused changes in
the weight distribution of the PowerBot, with the effect of a
pronounced forward leaning of the platform. The robot was
levelled by adjusting two screws at each of the front wheels to
change the tension in the springs, which affects the inclination
of the base.

B. Software Integration

The software infrastructure used for the low-level operation
of CHAMP is shown in Figure 4. This illustrates the interaction
between controllers of the two robot subcomponents, the
sensors, the localisation and navigation units, and potentially
a human operator.

Fig. 4. The CHAMP software infrastructure. Rectangles represent code
modules, and circles represent sensors.

At the core of the software infrastructure is the system
controller subsystem. It is responsible for interfacing the
different control and planning modules. It also coordinates
the construction of local and global maps, the generation of
goals, and executes instructions from the user interface. This
subsystem also handles the e-stop switch.

The robot hardware is directly controlled through two
primary subsystems: the arm controller which handles ma-
nipulation, and the base controller for navigation.

The arm controller is primarily based on the ROS MoveIt!
stack [27]. Given a goal from the system controller, this
incorporates the Open Motion Planning Library (OMPL) [28]
for path planning, as well as OctoMap [29] as a representation
of the free and occupied space in the local environment as
received from the RGB-D camera, for obstacle avoidance.
Alternatively, the arm can be directly controlled by the user
from the user interface.

The base controller receives a navigation path from the
planner and executes the appropriate control on the base
hardware, reporting feedback to the system controller. This is

supported by several other subsystems. The collision detector
interfaces with the laser scanner to identify potential colli-
sions, and perform dynamic obstacle avoidance. The global
mapper incorporates the input from the laser scanner with a
SLAM algorithm [30] to map the environment into drivable
regions, obstacles and unknown areas. The localiser fuses this
map with readings from the IMU to provide pose estimates
of the robot. The planner combines all this information with
a goal from the system controller to determine a feasible
navigation path.

Primary sensing capabilities are provided by the laser
scanner, and the RGB-D camera, which relies on the ROS
OpenNI drivers.

Finally, user intervention is possible through the user
interface subsystem. This provides the user with the ability
to switch between manual, semi-autonomous and autonomous
control modes for either the arm or the base. The user can also
provide goals for semi-autonomous operation, and furthermore
start or stop the robot. Additionally, this subsystem provides
the user with full visualisation of the robot and its sensing
capabilities within its environment, an example of which is
shown in Figure 2.

VI. CONCLUSION

This paper introduced CHAMP, the CSIR Hybrid Au-
tonomous Manipulation Platform, a mobile manipulator assem-
bled by mounting a Barrett WAM to an Adept MobileRobots
PowerBot AGV. This was driven by the need to create a
mobile manipulator, whilst reusing existing hardware and thus
reducing costs. This reuse extended the value and possible
applications of the existing hardware, and provided a greater
degree of flexibility in the personalisation of the platform.

This paper describes the integration steps taken in the
development of this robot, both from a hardware and a software
perspective. The combination of these two off-the-shelf robots,
with the incorporation of range and depth sensing capabilities,
has resulted in a fully-functional multi-purpose system, which
is wholly compatible with a community of open-source soft-
ware and suited to a diverse range of applications.
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Abstract—Interactive data visualization is a transformational
technique that can turn raw data into immersive insights extrac-
tion. In this study, an interactive dashboard that visualizes raw
aggregated data is developed to identify energy usage patterns in
an office building environment. The main goal is to highlight high
consumptions patterns, estimate costs and savings, and recom-
mend energy saving strategies. In its useful nature, the dashboard
can provide valuable information for further programs tied to
energy management systems. The dashboard’s interface caters
for different users that include a building operational manager,
and the building occupants. In its demonstration, the visualization
interface will show how to incorporate data filtering algorithms
or multiple facets to enable multidimensional scales of viewing
the same data (i.e. day, week, month, and year). The dashboard
successfully highlights high energy usage intervals with bar, line,
and heat map charts. In addition, the interface incorporates
interactivity to ensure that the display allows for the user to
submit instant uncanned queries. For future work, algorithmic
approaches that include machine learning will aim to incorporate
demographic data to establish human behavioural patterns and
activities related to energy usage.

I. INTRODUCTION

Modern technological advances in the building industry con-
tinue to champion the design of efficient energy management
systems. Although the continual improvement of such systems
is yielding promising results for energy saving strategies [1],
more is yet to be investigated when seeking to understand the
hidden energy consumption patterns and how they differ from
context to context. Smart meters are easing the difficulties with
the collection of measurements [1]. However, the extraction
of meaningful details presents additional challenges as raw
energy measurements are often not easily understood, are pro-
cessed differently for different stakeholders, and even worse,
are collected at resolutions that sometimes do not capture
instant events changes in device consumption. When various
components are connected in a building, it becomes impossible
to distinguish one device’s energy use from the other by simply
looking at the raw data collected at very coarse resolutions [2].

Previous energy consumptions investigations have demon-
strated that the bulk of energy usage in households and office
buildings are due to air conditioning, heating, and electronic
devices [3], [4]. It is common knowledge that such devices are
switched on and off in-line with behaviour and needs of the
building occupants. As such, energy campaigns, energy labels
on products, energy advice through media have been used to
encourage people to use energy differently but this has proven
to be rather insufficient [5], [6]. This study adapts a different

approach that seeks to engage the user and display near
real-time interactive visualizations that reflects energy usage
patterns. Data visualization can serve as a great method in
identifying energy usage patterns and thus can be incorporated
in any energy management system. While there has been a
one sided focus to energy concerns (which is supply over
usage [7]), within focus of energy usage, it has been estimated
that a feedback and/or tailored information scheme (that can
be used in data visualization) may enable a reduction of upto
30 percent on energy demands [8].

As an application example, this study seeks to design and
develop an interactive web-based dashboard that visualizes
energy and weather data collected from three office park
buildings. The ultimate goal is to contribute a technology that
helps individuals, communities, and cities to become smarter
energy consumers by keeping them informed of their energy
usage at all times. As such, information visualization can only
be useful if it is presented to relevant stakeholders in views
that are expressive and effective at conveying the details. In
order to ensure that the relevant audience (main electricity
users) remain the target for energy efficiency [8], the designed
dashboard mainly consist of two views, one for a building
or site manager, and the other for an office occupant. Both
views share a primary goal that seeks to highlight energy
usage patterns and effects of temperature, estimate costs and
savings, and recommend energy saving strategies which makes
the dashboard contextual as opposed to applications that only
display energy usages on time-series charts [11]. This study
is intended to check the viability of energy monitoring and
visualisation as an energy saving strategy.

This paper is organized as follows. In Section II, the
problem requirements and domain, existing approaches are
discussed. In Section III, a design for the dashboard is
proposed including data handling and the views that will be
incorporated. In Section IV, the results of the dashboard
are presented with accompanying images showing various
aspects of the design. Lastly in Section V, the results of the
dashboard are discussed and future improvements are proposed
for consideration.

II. RELATED WORK

The management and monitoring of energy usage patterns in
both private and commercial environments is a global problem.
There has been a growing interest towards the development
of effective visualization systems for energy management and
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strategic planning. Drawing from the information visualization
and the visual analytics fields, the proposed work seeks to
present an effective communication alternative with great
potential to influence the consumption of energy. In example
work, the authors in [9] developed interactive visualization
techniques that can be adapted to touch screen appliances
that includes tablets. Other work [10], whose focus was on
behavioural development of children, demonstrates the benefit
of using different views on a dashboard to highlight different
features of the same dataset [10]. The results further suggested
that human perception turns to absorb more information when
presented with multiple dimensions of the same data. There
has been work done in relation to energy visualization. For
example, in [8] the authors sought to develop a means to
visualise energy usage in individual households. Their work
focused on tracking energy usage within a household and
identifying when each member of the family used electricity,
what activities triggered energy use, and who used the most.
In their visualizations they made use of stacked bar charts
to compare the energy usage of different members of the
family as well as activity logs to see what actions were using
electricity. In other related work [12], energy usage is studied
through use of heat maps. Perhaps of close relation to our
investigation is the study undertaken by researchers at the
University of Texas [13]. The work involves some level of
interactivity and allows a user to navigate along a time chart
and view the recorded energy and associated cost in a home
environment.

As to be illustrated, this study proposes a unique design
with an increased level of interactivity that is intended to take
advantage of various filtering mechanisms and also presents
an application domain that differs from what has been inves-
tigated by existing literature.

III. PROPOSED METHODOLOGY

To reiterate the target audience for the nature of the pre-
sented problem, an interactive dashboard was designed to vi-
sualise a sample dataset for two types of clients; a site manager
and a general office user. The study can be divided into three
main sections namely data storage using PostgreSQL [14]
database, data handling and processing which was performed
using python [18], web server and client development using
the Django [15] framework, the creation of dynamic graphs
to conform to interactive visualization of the data - all done
in D3 [16] and lastly, creating and styling the web page
using HTML and CSS. Figure 1 shows a basic schematic of
the dashboard development process. Each of these sections is
discussed in detail below.

A. Data Storage

Collection of data was handled externally with energy data
being collected by PowerWatch [19] and weather data being
collected by the South African Weather Service [21]. Due to
the different types of data not originaating from the same
source there was some disparity between the two data sets.
In Particular the weather data covered a shorter time period

Fig. 1. Diagram of process and tools used in developing the dashboard

than the energy data. Compensation was made for this in
developing the visualisation dashboard and is demonstrated
later when example outputs from the dashboard are discussed.
The data was received in excel files containing information
about energy usage for three of the buildings on the campus
(building 43-CT, building 43-DB and building 26) as well as
weather data including temperature, pressure, wind speed and
wind direction in the vicinity of the campus, Figure 2 shows
a sample of the collected data. Each energy file contained ap-
proximately 24000 data points and each weather file contained
approximately 16000 data points. The energy data consisted
of measurements such as time, apparent power, active power,
reactive power, power factor, and maximum energy usage;
however only the time and apparent power measurements were
used as the other measurements reflect the same trend as
that shown in apparent power and thus are redundant for the
purposes of this study. All data was migrated to an instance
of a PostgreSQL database. PostgreSQL was chosen as the
database because it is capable of multi-threading and has a
connecting module that makes its communication with python
to be user friendly.

Fig. 2. Sample energy (bottom) and weather (top) data used in the study

B. Data Processing

The processing of data is performed before it is forwarded
to Django and the web page for viewing to minimise the
processing power required on the client side. This includes
formatting the time into a more easily readable string (i.e.
2014:03:01 would be displayed as 1 march 2014 etc.), and
processing the data to display a statistical summary of the
energy usage over a given period. Within the statistics a
total energy usage was calculated for each building and then
the overall campus energy use was found by adding the
total energy use values from each building. In addition the
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time and place of maximum energy usage was determined
and the overall maximum energy usage and time was found
by comparing the maximum usage values for each building.
Lastly values that would later be used to plot a heat map
were normalised per building(to become a percentage of the
maximum). The values were normalised as a result of some
of the data being in very different ranges with some buildings
having data in the range of thousands of KWh and others
having readings in the tens of KWh. Thus an unnormalised
heat map may have resulted in a monochromatic rows in the
heat map and loss of valuable information due to a lack of
resolution.

C. Visualization

To ensure that the data is effectively communicated to the
target audience, it was decided that the visualization would
be split into two views with each being contained in tabs on
a single web page for easy navigation. Each of the views
has two drop down filtering tables that enable a client to
select the building of interest and the time resolution or period
they would like to view the data (e.g. building 43E over the
month of February). The querying period can be supplemented
by date from which the results should be generated (e.g.
2013:05:05). The visualization framework is made robust
by incorporating additional error catching mechanisms for
blocking the entering of invalid dates. Each view is discussed
in further detail below.

1) General Office User’s View: The first view would be for
an ordinary office user who would most likely be interested
in the energy usage of their particular building. Thus the
office user’s view contains 4 graphs: a bar graph showing
the energy usage for their building over the selected time
period, a bar and line graph showing a comparison between
current energy usage and the target energy usage over the
same period of time, a dual line graph showing energy
usage over the selected time period compared to average
historical energy usage over a similar time period and lastly
a heat map showing a comparison between temperature and
energy over the selected time period. In addition a statistics
box was included which contains information about when
maximum energy usage occurred, what the total energy usage
and total target energy usage over the time period was and
the estimated costs and hence how much the target was
exceeded or undershot by. Lastly the savings or additional
expenses relating to the difference between the target usage
and actual usage were calculated and displayed. The display
of savings or additional expenses is displayed as an incentive
to either improve energy usage or maintain good energy
saving behaviours. The rates used to calculate costs were
obtained from the city of Tshwane municipality [20].

To highlight important features and dimensions of interest
on the graphs, different colours were used. For example the
bar and line graph (where the bar represents actual energy
usage and the line is the target). If actual energy usage is
above targeted usage then the bar will highlight red, but if it

is below the target then the bar will highlight blue. Similarly
in the statistics block if there is an overshoot for the entire
period then the additional expense incurred will be printed
in red, but if there is a saving then the text will be green.
In addition, hovering over any bar in any of the graphs will
cause a box to pop out containing the exact energy reading
at that point. These visual cues help a client to more readily
take in the information being presented.

2) Site Manager’s View: The second view is aimed at a
site manager or office park manager who would be interested
in comparing energy usage for all buildings within an office
park. Many of the features on the site manager’s view are
similar to those in the office user’s view with the exception
that they contain more comparisons between buildings and less
specific data about any building in particular. Three graphs
were selected for the site manager’s page, these being: a
stacked bar graph showing the energy usage for all buildings
simultaneously, a heat map showing the energy usage in each
building along with temperature readings, and a bar graph
showing the energy usage for a particular building as selected
in the drop down menu. The difference in scale for energy
measurements caused readings from other buildings to be
invisible which prompted the design of a blow-up bar graph
that would offer a further zooming-in capability onto each
individual building.

As in the office user’s view, a priority in producing a
visualization for the manager was that the data be easily
interpreted at a glance and that the visualization be interactive.
Thus all the graphs would pop up additional information upon
hovering over a particular point and the individual bar graph
would change colour to correspond to the legends on the
stacked bar graph based on which building was selected. In
addition the stacked bar graph had the ability to be viewed
either stacked up so the total energy usage would be apparent
or to be viewed grouped with corresponding data for each
building to be viewed side by side for easy comparison. The
last feature in this view is a block containing statistics similar
to the one in the office user’s view with the only differences
being that the values are totals over all the buildings and the
highest energy usage specifies in which building the highest
energy usage occured in addition to the time at which the
highest energy usage occurred.

IV. DASHBOARD DEMONSTRATION

A. Manager

The main interests of a site or building manager would be to
over see all the buildings and be able to compare their energy
usages. The managers tab is shown in Figure 3, in which it can
be seen to contain the stacked bar graph in Figure 4, individual
building bar graph in Figure 6, heat map in Figure 5 and the
cost analysis in Figure 7.

For this particular example, which shows the average usages
per day, observations made were that considerable energy
usages started at 8:30 am till 4:30 pm which corresponds to
working hours. The selected building which was building 26
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Fig. 5. Heat map illustrating building energy use in comparison to environmental temperature data.

Fig. 3. Managers Energy consumption view

Fig. 4. Stacked bar graph with transition ability

uses very high energy compared to the other two buildings,
and it was later found that this is where the campus power
substation is housed. Another useful observation is that about
R71 242.95 was lost on average. The heat map shows both
the temperature and energy usage being high towards noon
for all buildings, which may suggest that building occupants
use air conditioners to counteract the high temperature. When
considereing all the available data temperature was found to
have a large effect on energy readings. When temperatures

Fig. 6. A pop-up view of selected building in site manager’s view

Fig. 7. Summary of energy consumption cost analysis
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were either very high or very low there a spike in energy
usage is apparent corresponding to air conditioners and heaters
respectively. This may suggest that one way to save energy
would be to improve the insulation of the building thus
reducing the need for airconditioners and heaters. This is
precisely the kind of insight that the dashboard is designed
to help highlight. Lastly it is clear that there is relatively high
energy usage at night with peak energy usage being less than
double night time usage. This suggests that in developing an
energy management plan it may be of value to investigate what
machinery is being left switched on at night resulting in such
high off peak energy usage.

B. Office User

Figure 9 is an office users tab which shows information
pertaining to only a specific building. The example shown is
for a standard week and shows a single bar graph as seen in
Figure 10. It can be seen from the current versus target energy
graph in Figure 11, that the current energy usage is sometimes
lower and sometimes higher than the target usage. Conditional
colouring of the graph helps make this more visible. Figure
13 shows that the data for the selected time frame matches
historical data fairly accurately and that there are no abnormal
occurrences within the week. From the cost analysis in Figure
12 a loss of R161.05 was incurred on the corresponding day
and is highlighted red to make it instantly apparent and raise
a prompt attention to the user. As shown in the heat map
in Figure 8, error catching functionality is demonstrated by
notifying the user that there is no available temperature data
for the selected day, the lack of temperature measurements
that overlap with the available energy data is the root cause
for this error.

V. DISCUSSION AND FUTURE IMPROVEMENTS

The dashboard results and its accompanying demo (which
was performed in front of a panel by the authors) did
demonstrate that through information visualization and visual
analytics techniques, mechanisms for curbing excessive use of
energy can be devised and incentives introduced to encourage
energy saving. Furthermore, the dashboard could be visualised
on a tablet although the hovering features of the dashboard
were only visible by tapping on the graphs and further
improvements are required for the dashboard to be accessed
on a mobile phone. Overall the dashboard is still at its early
stages and some immediate improvements that can be made
include adding more interactivity to visualize the data. The
resolution of the graphs is currently pre-set in program, so an
advanced options panel to select the frequency of averaging
the data could be beneficial in pattern identification. If the
correct data could be obtained, a graph of the number of
people or machines turned on (from number of people logged
on to their computers) versus energy could be included to
visualize the effect that the number of people in the building
has on energy usage. A big improvement will be the ability to
predict future energy usages based on an energy usage model
determined by using machine learning algorithms that include

Fig. 9. Office user Energy consumption view

Fig. 10. Bar graph illustrating energy usage in selected building

parameters such as the number of people in the building,
temperature, date, and time of the day. The visualization could
also be improved by incorporating a wide range of energy
sources so that it can properly visualize big data from multiple
sources for use by a large corporation such as Eskom. Even
though the specified requirements were fulfilled the deluge of
more energy data points could cause a potential bottleneck
to filtering algorithms. As such, with the growing volumes
of energy data, some due to collecting reading at finer time
intervals, our future attempts will look at adapting Big Data
platforms for increased real-time interactive on gigabytes and
even terrabytes of energy data points. This would open doors
for research in large scale visualization of energy data. In
addition, modifications that allow individual households to
monitor their energy usage could be beneficial. Lastly the
dashboard would benefit from increasing compatibility on
mobile phones so that the data can easily be accessed via
GSM networks.

VI. CONCLUSION

An energy visualization dashboard has been design and de-
veloped, the dashboard is interactive and provides information
on energy consumption for a site or building manager and
also information for an office user. The dashboard presents
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Fig. 8. Illustrating error catching functionality on Heat map view

comparison graphs for the manager while it shows specific
building graphs for the office user. Its interactivity includes
time scale filtering, tool tips showing more information on
hover, energy costs/savings statistics, and selective colouring
to highlight important features. As a preliminary investigation
into the effectiveness of visual analytics in energy management
the study showed promise and sucessfully identified certain
energy usage patterns that could be used to improve the way
in which energy is utilised.
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Fig. 11. Bar and line graph illustrating showing target energy usage in selected
building and selective highlighting feature

Fig. 12. Cost analysis

Fig. 13. Dual line graph showing a comparison with historical data
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Abstract—Visual password schemes, and in particular the
Passfaces type of scheme, have some weaknesses. They are
susceptible to shoulder-surfing, bias in image selection and
the selection of easy to guess pictures. In addition, there are
infrastructural limitations, like large picture databases, network
speed and database security issues. In this paper, we present a
novel approach to the Passfaces type of visual password scheme
using dynamically generated pass-images and carefully selected
distractors, instead of static pictures stored in an online database.
All the images used in this study were generated using tree
grammars. The similarity of the grammatically generated images
was empirically determined by means of an online perceptual
similarity study, involving 661 respondents and 50 images. The
results of the online survey were then modelled using the tree
edit distance measure. This was done to facilitate the automatic
generation of images that are very similar to, but not identical to,
a chosen image. In a visual password scheme these similar images
can be used as distractors for the chosen image. The results from
the studies were then used in the design of a prototype visual
password scheme. The resulting prototype should overcome most
of the limitations in the Passfaces category of visual password
schemes.

I. INTRODUCTION

Authentication systems have become part of our everyday
lives. We need authentication to access some web sites, our
emails, Automated Teller Machines (ATMs) and our computer
systems. Information can be remembered in one of two ways:
recall and recognition [1]. Authentication schemes can be
broadly categorised into three main types [2]. “What you
have” or token based authentication schemes rely on physical
objects in your possession to gain access, eg ATM cards. “Who
you are” or biometric authentication relies on physiological or
biological uniqueness, like fingerprint or iris scan, to grant
access to a resource or system. The above two methods
require additional hardware and software which may be quite
expensive. Also, individuals have been found to be resistant to
giving out their bio-data, as, once stolen, it is stolen for life.
The third category of authentication system depends on “What
you know” and is usually dependent on the ability of the user
to recall or recognize the information. Examples of this class
of authentication are PINs (Personal Identification Numbers)
and alphanumeric based passwords.

The problem with alphanumeric based passwords has al-
ways been the need to balance security and ease of use [3].
Most users choose simple passwords that are easy to remember
but are not secure [4]. Secure alphanumeric passwords should
be long and contain a mixture of digits, special characters,

capital and small letters. However, the more secure such
passwords are, the more difficult they are to remember and
the less easy they are to use.

Psychological theories have long proposed that forgetting is
due to decay as a result of the passage of time and to interfer-
ence between new and old items in memory [5], [6]. There are
two types of memory interference: retroactive interference in
which new items in memory disrupt existing items in memory
and proactive interference in which new items in memory are
disrupted by existing ones. Retroactive interference has been
advanced as the more relevant to everyday forgetting, like the
inability to recall passwords [6].

Visual or graphic passwords are an attempt to solve this
problem. It has been shown that recognition based authen-
tication systems, like the Passfaces type of visual password
schemes, are easier to use or remember [7], [8]. Alphanumeric
based schemes are based on recollection and as such can
be difficult to use or remember [9]. Passfaces type visual
password schemes depend on a user selecting graphic objects
from among other graphic objects in a specified order and are
fast becoming accepted as a better alternative to alphanumeric
passwords. The first known mention of a graphical password
scheme was in a patent [10].

This work aims at using formal grammars, specifically
tree based grammars, in the generation of similar graphic
images for visual password authentication. In doing this, the
idea of similarity of graphic images will be examined, along
with attributes possessed by images that can be said to be
mathematically similar.

In summary, the contributions of this paper are as follows:

• This is the first time dynamically generated images
are being used in the design of a prototype visual
password scheme

• This is the first time a grammatical picture generation
approach, or more specifically, a tree based grammat-
ical picture generation approach, is being used in a
prototype visual password scheme

• This is the first time the tree edit distance measure is
being proposed as a selection mechanism for obtaining
the best set of distractor images in a visual password
scheme.

This paper is structured as follows. Section II introduces
the various types of password schemes, with a highlight of tree
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grammars and the tree edit distance measure used in this study.
Section III covers both the experimental procedures used in this
research and the discussion of the design and implementation
of a prototype of the visual password scheme. Section IV
concludes the paper and highlights areas for further research.

II. BACKGROUND TO THE STUDY

This section discusses visual password schemes and the
two research areas brought together to design the prototype
used in this study, which are grammatical picture generation
and the tree edit distance measure.

A. Alphanumeric and visual password schemes

Alphanumeric password schemes are the most widely used
type of authentication methods. Secure or strong alphanumeric
passwords are not easy to remember. There is thus a conflict
between security and ease of use. It has also been observed
that users even give away their passwords to colleagues to
help cover for their absence from the office [11]. Also, a large
percentage of users decide to write down their passwords [11],
more so when passwords to remember are many and are not
used on a regular basis [3]. A study also shows that some
users use pets’ and family members’ names [3]. In addition,
colleagues find it socially difficult to hide their passwords
when authenticating in the presence of their colleagues, so
as not to give the impression of distrusting them [12].

Alphanumeric passwords can be eavesdropped, written
down and stolen, shoulder surfed, hacked both through dic-
tionary attacks and brute force attacks. A case study has
shown that 25% of alphanumeric passwords can be guessed by
using a relatively small dictionary [13]. The reasons mentioned
above led to the development of visual passwords as a better
alternative to alphanumeric passwords.

The major types of visual password schemes will be
reviewed next. Most of them have undergone modifications
by different researchers, who have given their adaptations new
names.

1) Passfaces: This method originated with [14]. In this
method, the user selects some faces (e.g. four) from a large
number of available faces stored on a server. On login, the
user is presented with a three-by-three matrix of faces. One of
the faces is part of the user’s password, while the others act
as decoys. The user touches a face to select it and the system
displays the next set of faces. The challenge-response cycle
continues until the user has selected all (four) faces and it is
at this point that the user passes or fails authentication.

The main concerns regarding Passfaces have to do with
usability and security. Usability has to do with the network
speed required to load pictures and is becoming less of a
problem as network speed increases. A security concern is the
ability of people to memorise your pass-image by looking over
your shoulders, referred to in the literature as shoulder-surfing.

There are a number of other security issues with the
Passfaces type of authentication, one of which has to do with
the fact that the user has to physically touch or indicate the
face that they are selecting, which may make it vulnerable
to shoulder-surfing [15]. However, a number of methods to

counter shoulder-surfing in this and other visual password
schemes have been proposed [11], [12], [16]–[20].

For example, [20] proposed Recognition-Based Sequence
Reproduction in four ways (RBSR4). One unique idea sug-
gested by this approach is the addition of four scanning
directions (4-ways) and dates in the choice of pass-images.

Kim et al [12] came up with the Pressure-Grid system
for multi-touch table-top environments. This method relies
heavily on the technology being used in vision based multi-
touch systems, which can obtain the size of the finger contact
(or blob) detected by the camera. Changes in finger pressure
are readily apparent to the tracking systems, but are very
difficult for observers to discern. This is further improved
by the fact that increasing pressure on less dexterous fingers
(i.e. little finger), causes involuntary movements on other
fingers that is likely to add to the confusion of the observer.
The authors compared their method using the four ways of
countering shoulder-surfing: reducing visibility, subdividing
actions, dissipating attention and transforming knowledge. The
authors tested Pressure-Grid using various finger positions and
four authentication methods for their tests: basic (unshielded)
PIN, basic (unshielded) faces, Pressure PIN and Pressure faces.
It was observed that Pressure-Grid was the best, with no
shoulder surfer succeeding against this method.

In discrete wavelet transform (DWT) [19], a pass-image
is faintly printed on a decoy image, which the legitimate user
close to the screen can easily see, but which someone not close
to the screen cannot recognize as the pass-image.

2) Draw-a-secret: In this method, the user draws a symbol
on a screen that is divided into grids. The symbol is not actu-
ally stored, but instead the strokes (e.g. up, down movements)
and the intersections with the various parts of the grid are
stored. There is a little bit of tolerance as the user does not have
to reproduce the exact strokes he registered as his password.
Although, Van Oorschot et el. [21] built a number of predictive
models that succeeded in breaking this scheme, they also made
a number of suggestions on how to improve it [22].

3) Passpoints: In this scheme, a user clicks on a number
of points on a preselected image. The image must not have too
few points or the password can be easily guessed. Secondly,
the image must not have too many points, otherwise the user
will get easily confused. The image used must also not have
hotspots. These are areas that stand out in the picture and
are obvious candidates to be used as Passpoints. A number
of automated brute force attacks have been known to succeed
with cracking this method [23]–[26]. Methods have also been
designed to counter shoulder-surfing when using this method
[27], [28].

4) Cued click points [29]: This method differs from the
previous one in that one point per image is used and the user is
authenticated by being presented with many images or rounds.
This is supposed to increase entropy or password space over
Passpoints. The authors also came up with another variant,
called persuasive cued click points [30].

5) Convex Hull Click: In this method a number of icons
are preselected as the password. During authentication, the
user is presented with at least three of his pass-icons along
with tens of other decoy icons. Users are supposed to draw an
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Fig. 1. Tree edit operations

imaginary grid around their password icons. The innovation
in this method is that users do not have to actually click on
their password icons, thus making it more resilient to shoulder-
surfing [11].

B. Picture grammars and tree edit distance measures

The tree based approach to formal languages used in this
study [31], treats syntactic generation of pictures as consisting
of some picture elements or symbols, and the various oper-
ations on them. Tree based generators are made up of two
components: a tree generator that produces the trees and a
picture algebra that evaluates the trees and turns them into
pictures by interpreting the symbols in the trees as picture
operations. The images in this study were produced using this
approach. Tree edit distance is used to determine how similar
two trees are by considering how many edit operations are
needed at the minimum to convert one tree into the other. The
definitions for the grammars used in this study are in [31].

The tree edit distance between two trees A and B, δ(A,B),
can be more formally defined as the minimum cost sequence
of node edit operations (node deletion, node insertion and node
renaming) needed to transform one tree into the other [32]. We
use the standard edit operation costs: cd(v) for deleting node v
and connecting its children to its parents and maintaining the
order; ci(v) for inserting a new node, v, between an existing
node, say w, and the consecutive subsequence of w’s children;
and cr(v, w) for renaming the label of node v to w (Figure 1).
In Figure 1, alphabet letters represent the tree node labels,
while numbers represent the tree node position in tree level
order.

Tree edit distance measure was used to determine the
similarity of the eight distractor images to the pass-image,
displayed in a 3 × 3 on-screen grid, in the prototype visual
password scheme developed in this study.

III. DESIGN AND IMPLEMENTATION

This section discusses the importance of the online sur-
vey in this study and the design and implementation of the
prototype visual password system.

A. Determination of similarity

In order to create a Passfaces type of visual password sys-
tem, we need to grammatically generate images that are similar
to a chosen image. The most important research questions at
this stage were:

1) how to determine that the generated images are
generally regarded as similar?

2) and how to model this human idea of similarity using
a computer system?

To answer the first question, an online survey was con-
ducted with 661 respondents. A series of questions contain-
ing between six to nine images each was presented to the
respondents. The respondents were then required to arrange
the images in order of similarity to the question image. The
question image was also part of the answer images. The online
survey had a total of 50 images in six question sets. The survey
showed that the human idea of similarity is consistent enough
to be modelled. The details of the online survey can be found
in [33].

The second question was addressed by experimentally
determining which of a broad range of state of the art similarity
measures was most suitable for this class of images [34]. This
is because a perceptual similarity survey can only be used on
a small subset of the virtually unlimited number of images
that can be generated grammatically. The similarities of all
the other images that can be generated have to be determined
automatically. Also, the prototype visual password scheme
should be able to dynamically determine the similarity of
generated images. Bottom-up tree edit distance has been shown
to be the most appropriate measure for determining similarity
of this class of images [33]. Thus, our prototype uses bottom-
up tree edit distance in determining similarity of our generated
images.

B. Grammar design

Twenty four tree picture grammars were used in this pro-
totype, in both their deterministic and nondeterministic forms.
Regular tree picture grammars, ET0L tree picture grammars,
grid picture grammars and branching tree grammars and links
grammar. They are all implemented as defined in [31], [35]
and Treebag [31]. ET0L grammar is a generalisation of regular
tree grammars and branching tree grammar is a generalisation
of ET0L grammars with fully parallel derivations. Links for-
malism is a generalisation of chain-code, turtle geometry and
collage formalisms [35]. For example, regular tree grammars
are not able to generate balanced trees (i.e. where all leaves at
the same distance from the root node). Also, it may be difficult
or impossible to generate balanced trees that are symmetric
about the vertical line through the root, but this can easily be
achieved with a branching tree grammar.

The tree picture grammar generator translates these gram-
mars, with the exception of the regular tree grammar, into
one or more top down tree transducers (Figure 2). It has
been shown that ET0L and branching tree grammars can be
converted into an equivalent regular regular tree grammar and
one or more tree transducers [36].

C. Design and implementation of the system

The design of the prototype visual password scheme is
shown in Algorithms 1 and 2. It basically consists of a pass-
image gallery (Figure 3a) that has a snapshot of one image per
grammar for the user to select from. A total of twenty four
tree grammars were implemented in the prototype system. The
user picks a particular type of image to use for authentication.
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Algorithm 1 Algorithm for user registration process
1: Display of user registration screen
2: while the user has not selected up to three pass-images do
3: system display of image gallery (Figure 3a)
4: user selects an image representing a particular gram-

mar from image gallery (Figure 3a)
5: system displays images from selected grammar
6: user selects pass-image and system stores grammar for

the selected pass-image
7: if system is in sequential image generation mode

then
8: system stores production rule sequence number
9: else

10: system stores textual representation of image
abstract syntax tree

11: end if
12: end while
13: registration successful and proceed to authentication
14: End

Algorithm 2 Algorithm for user authentication process
1: Display of user login screen
2: while the user has not selected up to three pass-images do
3: system generates 16 images and selects the most

similar eight images to be used as distractor images
in the following step

4: display of pass-image chosen during the registration
process with the eight distractor images picked in
previous step (Figure 3b, 3c and 3d)

5: if user selects the right pass-image then
6: increment number of pass-images correctly selected
7: repeat while do
8: else
9: while the user has not selected up to three

passimages do
10: system generates and displays a set of

similar distractor images without pass-
image

11: discard user input
12: end while
13: failed login and stop
14: end if
15: end while
16: successful login and stop
17: End

The user is then presented with images generated from the
selected grammar for the selection of a pass-image.

(a) Grammar gallery (b) Example authentication step one

(c) Example authentication step two (d) Example authentication step three

Fig. 3. Grammar gallery and a three step authentication process

Images can be generated in either sequential or random
mode. The sequential mode yields an enumeration of the tree
language generated by the grammar derived in a stepwise
manner, while random generation mode iteratively applies
production rules to all nonterminals in parallel using a random
choice depending on the weight of the production. The default
weight of most productions is one. However, if w represents
the sum of the weight of all productions with left-hand side
L and one of these productions has weight wi, then the
production will be chosen with a probability of wi/w. In
addition, for ET0L and Branching synchronisation grammars,
random table generation results in derivations based on random
table sequences.

The user uses the mouse to select a given pass-image and
the token representing the number of steps or syntax tree for
the image is stored, depending on whether one is using sequen-
tial or random generation grammar mode. This procedure is
repeated two more times to complete the registration process.

The login screen contains the option for registration of a
new user or login of an existing user. When the user types in
a username, the system checks if the username is in the list
of registered users. If the username is not among the list of
registered users, the user is taken to the user registration screen.
However if the username is found in the list of registered users,
the system picks the user’s first image token, generates 16
images around the image token and selects the most similar
eight images to use as distractors, in serial mode. In random
mode, 16 random images are generated and compared with
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the image tree of the pass-image and the closest eight images
are selected. In the next step, the pass-image and the eight
distractor images are then presented to the user. The user
then selects his pass-image. At this point, two processing
paths are possible. The first processing path is when the user
selects the right pass-image by using the keyboard. Then the
authentication process is repeated two more times to complete
a successful authentication. If however, the wrong pass-image
is selected, random images from subsequent grammars without
the user’s pass-image are generated and displayed for the rest
of the authentication process and access to the resource is
denied.

There are two reasons for this design decision. The first is
to alert the legitimate user that he has made the wrong choice
of a pass-image and that he has to restart the authentication
process, while the second reason is to leave the illegitimate
user uninformed as to whether he has made the right or wrong
pass-image choice. This prevents the illegitimate user from
knowing how many pass-images he or she has been able to
guess correctly.

Another design decision made, was whether the same
eight distractor images should be used with a given pass-
image or not. The use of different distractor images may
allow a shoulder surfer to guess the right pass-image by the
simple process of elimination i.e. by observing or looking out
for an image that is always appearing on the screen, since
the pass-image must always be on the screen during normal
authentication. Since the images are supposed to be similar and
are randomly placed on the screen during each authentication
session, it will be difficult for the shoulder surfer to guess the
right pass-image. Therefore, the same set of distractor images
is always used. Also, choosing the keyboard for authentication
is also based on the principle of dividing the attention of the
shoulder surfer between the screen and the keyboard in order
to reduce the chances of success. Using the mouse to select
the pass-image may allow the shoulder surfer to memorise the
pass-image by noting the position of the mouse pointer when
the mouse was clicked. Using one hand to select the pass-
image row position (keys 1, 2 and 3 for rows one, two and
three respectively) and the other hand to select the pass-image
column position (keys a, b and c for columns one, two and
three respectively) simultaneously, will divide the attention of
the shoulder surfer between the keyboard and the screen and
will further reduce his chances of success in being able to
identify a pass-image. This process of selecting a pass-image
is repeated two more times to complete the authentication
process.

The prototype of the visual password scheme has been
completed. A simplified pseudocode of the registration process
is shown in Algorithm 1. Algorithm 2 is the pseudocode for
the user authentication process.

D. Scalability and timing

The system consists of components running in parallel as
threads or processes depending on the underlying processor,
and is therefore highly responsive and fast (Figure 2). The test-
bed system is a HP pavilion g series 64 bit Intel pentium P600
2.13 dual core processor laptop, running windows 8.1 with
4 gigabytes of RAM. The system does not have a dedicated

graphics card, and as such its performance will be lower than
that of a computer equipped with one. The system is equipped
with an embedded Intel graphic chipset that uses about 0.2 Gb
of the system RAM. If n1 andn2 are the number of nodes in
tree one and tree two respectively, then the tree edit distance
system has O(n1 + n2) time and the buffered image memory
takes an average of about 70ms to be completely refreshed.
It takes an average of between two to five seconds to display
all nine images on the screen for all the grammars. Overall,
the authentication system can be completed in less than 20
seconds. The system has a main memory footprint of less than
100 MB while running.

The only user data that is stored by the system is an
encrypted string consisting of the username and six pairs of
numbers. Each pair of numbers contains the grammar number
and the pass-image sequence number. The system is designed
to work as a standalone system on desktops, laptops and
high end tablets. It is also highly scalable, when used in a
networked environment with a large number of computers,
with appropriate configuration. For example, on a networked
system (i.e. client server system) with a few grammars (i.e.
24), all the grammars can be stored on the client’s computer
and the only information that will be obtained from the server
will be the user authentication string mentioned earlier. In this
scenario, the number of users using the system is irrelevant,
as the system will be as fast as the processing power of the
client’s computer. However, if the networked system consists
of hundreds of grammars, then the appropriate configuration
will be to download the three grammars selected by the user
during registration to the client’s computer. Thus during au-
thentication, the grammar definition files will be on the client’s
computer, and the number of people being authenticated by
the network will again be irrelevant. The user authentication
string could also be stored on the client’s computer, making
it independent of the network. This is especially useful if
the resource to be accessed is local. Therefore, the system
is highly scalable and responsive, and can even be modified
to run as an applet with appropriate permissions on the
client’s computer. The images should always be generated on
the client’s computer, so as not to obviate one of the most
important advantages of the system and to avoid introducing
scalability issues.

IV. CONCLUSIONS

This paper describes the design of a prototype Passfaces
type of visual password scheme using tree based grammatical
picture generation. The system has the advantage of dynami-
cally generating pass-images instead of the statically displayed
images found in the literature. One advantage of this approach
is that it removes the need for large storage space for the
database of images and the high network bandwidth needed to
sustain the high network traffic generated during authentication
by the passing of images back and forth over the network.
This approach also overcomes the selection bias noted in the
literature, as the images used in this study are all abstract
computer generated images. The problem of limited password
space is also eliminated with our approach as an unlimited
number of images can be generated as well as variability in
the number of pass-images used for authentication. The use
of abstract images and the similarity of the generated images
is a huge deterrent to shoulder-surfing. The granularity of
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production rules refers to the amount of observable change
to an image made by each application of production rules.
The ability to control the similarity of the generated images,
by controlling the granularity of both the production rules and
grammar tables used for the generation of the images, is an
additional advantage offered by this approach to the Passfaces
type of visual password scheme. The method used in this study
also overcomes the brute force approach and dictionary attacks
common in alphanumeric and some visual password schemes.
The system is highly scalable and responsive to the user.

A fully implemented working system, deployed in a net-
worked corporate environment could be developed and further
studied. Also, timing considerations and ease of use when
compared to similar systems could be further studied. Test
users of the system could be recalled and tested after a suitable
period of time has elapsed, say six months, in order to deter-
mine long term memorability of this system. User experience
improvements when deployed across multiple devices like
desktops, laptops and tablets with multiple display resolutions
and multi touch capabilities, could be another area for further
research.
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Abstract—One area Computer Science concerns itself with
is performance of software. Good performance requires fast
hardware. However, there is a trade-off, as faster hardware
consumes more electrical power. Because of cost, the desire is
to have low-power hardware. Such competing objectives can be
modelled as a multi-objective search problem. In this paper,
we explore the use of a multi-objective local search algorithm
(Pareto Local Search) to generate a Pareto front which can aid
when faced with the mentioned trade-offs, so that appropriate
hardware designs can be selected. Local search methods are well
known in artificial intelligence, but have not been applied to the
described problem. We make use of a well-known benchmark,
the Fast Fourier Transform (a parallel version). Included in
our exploration is the evaluation of different designs for the
benchmark: software design exploration. Our results prove that
this is a promising avenue for research, especially since search
space exploration is very fast. However, some challenges have to
be addressed.

I. INTRODUCTION

Chip Multiprocessor (CMP) architectures are the current
trend in Central Processing Unit (CPU) design [1]. They offer
performance (program execution time) improvements over
single-core designs through increased parallelism. However,
they also have issues with power usage; as attributes such as
clock speed and cache size head towards current limitations,
increased power usage [2] means higher costs for establish-
ments with numerous machines and a tight power budget, such
as data centres.

Trying to minimize power usage or minimize execution
times are single-objective search problems. We use the term
“search,” as is used in artificial intelligence [3], instead of
“optimization,” which is commonly used in applied mathe-
matics. Because of the competing requirements of low power
usage and high performance, combining requires formulating
the joint problem as a multi-objective search problem. This is
a combinatorial problem with potentially a very large search
space, depending on how many CPU design options are
considered, therefore exhaustive enumeration of all possible
configurations would take a very long time. If we are dealing
with N possible configuration options, each of which have
p possible settings, we end up with a search space of pN
i.e. exponential in the number of configuration options. The
search space is normally searched with simulators, not actual
hardware, because it would be too expensive to purchase

computers with all possible hardware configurations in the
search space. Cycle accurate simulators are normally used, but
are very slow, meaning that only a small part of the search
space can be searched [2].

In this paper, our contributions are as follows:

1) We propose an approach to solving the power/per-
formance multi-objective search problem based on a
category of methods developed in the field of artificial
intelligence: local search. Local search methods, as
compared to exhaustive search methods, sacrifice
completeness and optimality for low memory usage
and fast execution time [3], [4]. We therefore aim
for fast execution time for the experiments, with rea-
sonable results.The local search method we employ
is Pareto Local Search (PLS) [5]. Since this is local
search, the search space is reduced a great deal, with
low memory usage. Our approach is therefore of great
significance.

2) The algorithm we use generates a pareto front. This
gives a number of possible configurations which,
when compared to one another, are better in some
attributes, but worse in others. The user of our
approach can therefore decide which configuration to
use, depending on criteria such as power budget and
need for fast execution of workload.

3) We demonstrate our approach by implementing PLS
to work with an interval multi-core simulator: Sniper
[6]. This allows for fast execution time.

4) We explore not only multi-core CPU exploration but
also program design. We demonstrate this using a
benchmark available with Sniper: fft (Fast Fourier
Transform). Our results demonstrate the usefulness of
the local search/interval simulator/hardware/software
design exploration.

The rest of this paper is organized as follows: Section
II gives an overview of relevant literature; Section III gives
more details on our methodology; Section IV discusses our
experimental environment; Section V presents our results;
Section VI discusses our results; Section VII presents a brief
summary and plans for future work.
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II. BACKGROUND

Heirman et al. [7] carried out a study on the suitabil-
ity of Sniper and the McPAT module for hardware/software
co-optimization. They used an Intel Nehalem configuration,
similar to what we used, and tried to come up with optimal
CPU designs when a certain improvement was made in CPU
component size. They also studied how to modify implementa-
tion of a benchmark for faster execution, by modifying certain
parallelism properties. However, their modifications were made
with knowledge of which parameters are likely to yield better
results. Our approach investigates use of a systematic local
search approach, which limits the actual search area of the
combinatorial search space for good results in less time. Hoste
and Eeckhout [8] applied a systematic search approach from
artificial intelligence, Evolutionary Algorithms, to optimize
parameter setting for a C compiler in the Gnu Compiler
Collection. They considered two objectives: code quality (exe-
cution time) and compilation time; their was therefore a multi-
objective search problem. Our work differs because we use
a local search method, and apply it to a different problem,
hardware/software design exploration.

Mittal et al. [2] studied design space exploration using
dynamic profiling. They focused on cache design exploration,
with a view that this component of the CPU has a large impact
on power consumption and application response time. They
achieve average errors in execution time of 3.7% and memory
subsystem energy of 3.3%. However, they had a narrow focus,
on the cache and related memory subsystem. We attempt to
investigate design of a broader range of computer architecture
components. Ubal et al. [9] explored various configuration
and design options in relation to CPU, Graphical Processing
Units (GPUs), and Accelerated Processing Units (APUs). They
developed a simulation framework. However, their focus was
on memory coherency modelling and reliability modelling. Our
focus is on execution time and power usage. Kotera et al. [1]
studied cached configurations which are power aware, enabling
administrators to select designs which can reduce energy by
up to 20% while maintaining performance, or reduce energy
consumption by up to 54% with a performance degradation
of 13%. Again, the focus was on the cache, while our focus
looks at broader design of CPU-related computer architecture
components.

There have been other studies devoted to improving per-
formance of software on CPUs, for example [10], which is
a survey of approaches focused on improving performance
by better contention-aware processor allocation by the op-
erating system scheduler and [11] which focuses on better
performance by tuning the operating system scheduler. Our
problem is different: we want to study hardware/software
design exploration.

Paquete et al. [5] applied the Pareto Local search to a
theoretical problem: the Travelling Salesman Problem. We
apply it to a computer system performance problem. Lust
et al. [12] also tackled the Travelling Salesman Problem,
with a variation on PLS. Zitzler et al. [13] developed an
evolutionary algorithm for multi-objective search, which works
with knowledge of pareto front issues. We will intend to use it
at a later point to compare against our use of PLS, but expect
execution time to be far greater than with PLS.

From our literature review, it is evident that our study
is considerably different from other studies in the area of
performance and power usage trade-offs. This paper discusses
our initial results.

III. METHODOLOGY

Our methodology is based on a multi-objective local search
algorithm: Pareto Local Search (PLS). It also involves selection
of a simulator capable of running benchmarks on many dif-
ferent hardware configurations, as well as a benchmark. Given
N parameters, each having p different settings, there are pN
different states in the search space. For each state, there is a
corresponding power usage when running the benchmark (in
watts), as well as an execution time (in seconds). PLS was
chosen because local search methods greatly reduce the search
space and memory requirements, although at the expense of
optimality and completeness. This means, local search might
not find a solution if it exists, and might not find an optimal
solution, if there are several. However, we can quickly validate
our ideas using local search, hence its selection.

The following sub-sections describe the PLS search algo-
rithm, and the class representation of a state.

A. PLS

The algorithm in [5] was modified and implemented, with
various states being represented by objects. The algorithm
appears as Python code in Figure 1.

def P a r e t o L o c a l S e a r c h ( s t a r t ) :
t =0
a r c h i v e = s e t ( )
s t = s t a r t
Upda teArch ive ( a r c h i v e , s t )
whi le not A l l V i s i t e d ( a r c h i v e ) :

f o r s t p in s t . Neighborhood ( ) :
i f not s t p . SDominatedByAny ( a r c h i v e ) :

Upda teArch ive ( a r c h i v e , s t p )
s t . v i s i t e d =True
t = t +1
s t = P i c k A r c h i v e ( a r c h i v e )
P r i n t A r c h i v e ( a r c h i v e , t )

re turn a r c h i v e

Fig. 1. Pareto Local Search Python Implementation

Before discussing the PLS algorithm, we must explain
pareto search. The ideas come from [5], [12]. In most multi-
object search problems, we cannot compare two candidate
solutions using a single fitness/objective function value from
each. Rather, each candidate solution could have two or more
objective function values (hence the term “multi”). Hence,
one candidate solution u is better than another one v if u
“dominates” v, where u and v are represented as vectors.

Definition 1: (Dominance). We say that vector u =
(u1, . . . , uK) dominates a vector v = (v1, . . . , vK) if and only
if uk ≤ vk∀k ∈ {1, . . . ,K} ∧ ∃k ∈ {1, . . . ,K} : uk < vk.
This is denoted by u ≺ v [5].

Definition 2: (Pareto local optimum and Pareto local opti-
mum set). Let p be a feasible solution, N be a neighbourhood,

254



and f = (f1, f2) be a vector of objective function values, f1
for power, in watts, and f2 for execution time in microseconds,
both of which are to be minimized.

• p is a Pareto local optimum with respect to N if
and only if there is no r in the neighbourhood of p
such that f(r) ≺ f(p).

• A set P is a Pareto local optimum set with respect
to N if and only if it contains only Pareto local
optimum solutions with respect to the neighbourhood
considered.

In our PLS algorithm implementation, the following steps
occur. First the time counter is initialized to zero. Then an
archive is created, with no states in it i.e. it is empty, initially.
Then the initial state st is initialized. In our modified PLS, this
is passed in as a parameter to the function. UpdateArchive( )
is then called and the initial state is added to the archive. The
archive is returned at the end of the function as containing the
states which the algorithm has come across, which dominate
other states come across, but with the property that no state in
any pair of states in the archive dominates the other in the pair.
When UpdateArchive( ) is used to update the archive, a check
is first made to ensure that no state in the archive dominates
the new state, and is also not equal to the new state. Also, once
the new state is confirmed as being added to the archive, all
states in the archive that the new state dominates are removed.

Once the loop is entered, an inner loop goes through all
neighbours of the current state and evaluates them. Each one
is then considered for inclusion in the archive, as described
in the previous paragraph. Once the neighbours of the current
state have all been considered, the current state is marked as
“visited” i.e. no need to look at it again. The time counter is
also incremented. Then a new current state is selected from
the archive (obviously one that has not yet been “visited”) and
the main loop continues. The algorithm terminates, returning
the archive, once all states in the archive have been visited. We
also print the archive and time counter as a way of keeping
track of progress, and creating a log which can be used for
debugging and analysis.

B. State

Our configurations are represented as State objects. The
State class defines the following instance members.

• A “visited” boolean instance variable.

• Two data structures to store mappings of parameters
to their actual values for the given object. One stored
such mappings for hardware configuration parameters,
the other for software configuration parameters.

• A data structure to store the objective function value
vector, which can be used to compare various states.

• Methods to initialize the class, compare the object
with another one for dominance, and evaluate the state
i.e. actually execute the benchmark on the simulator
and extract the required power and performance values
and assign them to the objective function value vector.

• Methods to create configuration files for the simulator,
as well as necessary directories to keep the file system
organized.

IV. EXPERIMENTAL ENVIRONMENT

The following sub-sections describe aspects of our exper-
imental environment for hardware/software parameters, algo-
rithm and experimental system implementation, and execution
platform.

A. Hardware/Software Parameters

For our experiments we selected the CPU design parame-
ters in Table I, with their accompanying options. We restricted
the possible settings for each parameter to two options. This is
sufficient to demonstrate our approach. Two main parameters
which affect performance, according to Stallings [14], are
included. Possible settings for CPU parameters in Sniper are
explained in the Sniper user manual [15].

The Dynamic Random Access Memory (DRAM) latency
CPU affects memory access time. The DRAM controller band-
width supported by the CPU also affects the speed with which
data and instructions can be fetched from memory. Larger
cache size means less frequent access of DRAM to fetch
data and instructions i.e. greater likelihood that the needed
data is already on the chip. The number of cores sharing the
level 3 (L3) cache can affect performance, depending on the
memory access pattern of the program. Lastly, the number of
cores (which is equivalent to the number of threads in the
benchmark) can affect performance, by allowing for greater
parallelism, or less parallelism. This last parameter (5) maps
onto a design decision in the benchmark: how many parallel
threads should be supported? In this case, this also means: how
many cores should there be in total on the CPU?

TABLE I. SELECTED DESIGN OPTIONS FOR EXPERIMENT

# Parameter Options Units

1 DRAM Latency 50 or 100 nanoseconds

2 DRAM Controller Bandwidth 2 or 5 GB/s

3 L3 Cache Size 4 or 8 MB

4 L3 Shared Cores 4 or 8 # cores

5 Benchmark model/# cores 8 or 16 threads/cores

B. Algorithm and Experimental System Implementation

We made use of the Sniper interval multicore simulator [6]
to test our approach. All development was done in the Python
programming language [16]. Our system involved four main
components:

1) The Sniper simulator (written in C++ with a Python
interface). We used the Intel Nehalem processor as a
baseline configuration, which was then modified with
the configuration parameters we selected.

2) The benchmark: FFT (Fast Fourier Transform), with
scalable settings for greater parallelism.

3) The representation of a state: a Python class which
stores the specific parameter settings (from options
in Table I), as well as evaluation fitness value for the
state, and needed methods, such as Evaluate(), which
runs Sniper and extracts power and runtime data.

4) The PLS algorithm implementation and main driver
routines to create states, maintain an archive, cre-
ate necessary directories, and configuration files for
Sniper to run using a particular hardware configura-
tion.
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C. Execution Platform

We carried out our experiments on a machine running
Ubuntu Linux 14.04 LTS, with a quad-core Core i7 3GHz
CPU, and 16GB RAM.

V. RESULTS

Section IV-A described the parameters we used. There were
five, with two options, making for 25 = 32 possible points in
the search space. A neighbour of a state (point in the search
space) is generated by modifying one of the parameters to take
on a new value. So, for example, if a state is represented by
a vector [0,1,0,1,0], the first neighbour will be [1,1,0,1,0], and
the second neighbour will be [0,0,0,1,0], etc. Here, 0 in the
first position in the vector, means that the 0th option is used
for the corresponding parameter, etc. Figure 2 shows a plot
of the pareto front generated. Table II shows the pareto set
generated. The execution time on this problem (as described
in Sub-section IV-A) was 8 minutes 53 seconds.

Fig. 2. Pareto Front Results: Time (microseconds) vs. Power (W)

TABLE II. GENERATED PARETO SET

# State Power (W) Time (µs)
(cores,latency,bandwidth,l3 size,# l3 shared)

1 [8, 50 ns, 5 GBs, 4 MB, 8] 46.98 349390

2 [8, 50 ns, 5 GBs, 8 MB, 4] 52.95 335867

3 [16, 50 ns, 2 GBs, 4 MB, 8] 43.05 554062

4 [8, 100 ns, 5 GBs, 4 MB, 8] 46.09 376867

5 [8, 50 ns, 2 GBs, 4 MB, 8] 44.93 420338

6 [16, 100 ns,5 GBs, 4 MB, 8] 44.88 452142

7 [8, 50 ns, 5 GBs, 4 MB, 4] 49.35 339438

8 [16, 100 ns, 2 GBs, 4 MB, 8] 42.43 597914

9 [8, 100 ns, 2 GBs, 4 MB, 8] 44.13 456256

10 [8, 50 ns, 5 GBs, 8 MB, 8] 48.88 346451

VI. DISCUSSION

Figure 2 shows the pareto front. This conforms to the pareto
curve described widely in the literature [5], [8], [12]. The
points further to the right (i.e. higher W values) are also lower
(i.e. lower µs), therefore they do no dominate one another. All
10 points in table II are visible, because they are sufficiently
different. If a pair of points were very close, they would not
be distinguishable in the chart. It is possible to have duplicate
states in the results. This is due to the simulator producing
different run times for different executions of the same state.

Recall that neighbouring states are generated. It is possible for
a state to be generated more than once, and if the simulator
gives a differing evaluation value vector, both “instances” can
make their way into the set, in line with the PLS algorithm.

We addressed this issue by maintaining a “visited” set
of states, so that duplicates are not considered after the first
occurrence. The simulator does not work with 100% accuracy,
and this is why, as mentioned in the conclusion, more work
is planned to investigate other simulators, and to see how
to get more deterministic results. In [7], it was reported
that experiments with Sniper yielded results with performance
errors of 22.1% and power errors of 8.3%.

One can see that states with 16 cores made it into the pareto
set. This indicates that the increased parallelism can yield
significant gains in execution time and/or power consumption.
It also indicates that the benchmark, the FFT, can scale well to
higher thread counts. Also, states with 8 MB cache size made
their way into the pareto set, indicating that that configuration
can yield significant gains in execution time and/or power
consumption.

One can extrapolate from these results. Our experiments
finished in 8 minutes 53 seconds and ran for 13 iterations
of the PLS algorithm. This is very fast execution time for
such a study, and one would expect significant time savings
even when increasing the number of configuration parameters
and options for each parameter, as compared to using a more
computationally intensive method which tries to search a larger
section of the search space, for example the Genetic Algorithm.

VII. CONCLUSION

Our study has demonstrated the usefulness of local search
methods for hardware/software design exploration. With the
PLS algorithm and Sniper simulator, we generated a pareto
optimal set, which can be used by experts to help them
decide on which hardware designs to use, as well as which
software designs to use i.e. they will know where to invest
their resources to meet their performance and power budget
requirements.

We plan to expand our study to include more hardware
design parameters, more software design parameters, other
simulators and benchmarks, and comparison with other multi-
objective search methods, such as Genetic Algorithms and
Two-Phase Pareto search.
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Abstract—In a multilingual society such as South Africa, a
practical directory enquiries (DE) application should be able to
serve users from various language backgrounds with information
relating to names in various languages: a difficult task for auto-
mated speech recognition-based systems to perform. We describe
the implementation of such a DE application (a ‘Municipality
Hotline’) and evaluate its performance, focussing on its usability
by callers from various linguistic backgrounds.

I. INTRODUCTION

Directory enquiries (DE) have been an important commer-
cial activity worldwide for several decades [1]. Initially, these
services relied on human operators to elicit and recognize
callers’ requests, find the relevant information in a database,
and speak back the information required (telephone number
and/or address). Given the scale of DE services worldwide –
for example, in the United States alone, over 6 billion such
calls were made annually in the early 1990’s [2] – it was
clear that any form of automation would be economically
important. Hence, a sequence of automated processes have
become standard practice in DE applications during the past
forty years, starting with a recorded prompt for request elic-
itation, and expanding to include automated readback of the
requested information and compressed record-and-playback of
caller requests to the operators.

Automation of the speech recognition process itself has
become a practical reality in the past twenty years [2], as
automatic speech recognition (ASR) accuracy and speed have
improved to the extent that useful automation rates can be
achieved. This is not to say that complete DE automation
has become the norm: significant technical challenges imply
that even the most sophisticated systems still rely strongly on
operator assistance [1], and the lack of speech technology in
most of the world’s languages [3] implies that such capabilities
are only available in wealthy developed countries such as the
USA, Germany and the UK.

This need for localised technologies has been a driving
factor behind the South African Directory Enquiries (SADE)
project, which aimed to support ASR-based DE automation
in the South African environment. Specifically, this project
produced the necessary technologies to support an end-to-end
ASR-based DE demonstrator application, able to provide a
practical DE service in South Africa.

In this paper we evaluate the performance of the demonstra-
tor application developed during the SADE project, focusing
on its usability by system users. We first review some of
the pertinent factors to consider when developing such an

application (section II) before describing the specific choices
made during the development of the current system (section
III). The evaluation protocol is described in section IV and
results are analysed in section V.

II. BACKGROUND

The ASR task in DE is conceptually simple [4]: based on
a spoken utterance, U , decide which of the directory listings L
was most likely intended by a caller. However, this conceptual
simplicity hides substantial practical complexities.

First and foremost, the range of possible utterances is
extremely large in a typical DE task. The number of unique
entries in a typical index may range from hundreds of thou-
sands for a smallish local directory to tens of millions for
a state-of-the-art North-American directory [5]. In addition,
each of these entries may be requested in several ways: the
caller may embed the request in a natural-language carrier (‘I
would like ...’), and may use various proxies that describe
the requested entry equally well. Accommodating a large
number of requests increases the difficulty of providing natural
caller-system interaction, an important aspect of widely usable
systems, as discussed further in Section II-A

Another important consideration relates to response times
and interaction speeds. Human operators have improved signif-
icantly in the past decades: whereas the average work time for
operators to complete a 411 call in the US was approximately
35 seconds in the late 1980s [6], work time per call had
improved to less than 20 seconds by 2001 [7]. It may be
acceptable for automated systems to be a little slower, since
operator costs are a major driver for these speed improvements,
but it is clear that caller satisfaction will be impacted if
substantially longer interaction times are required.

Achieving these goals requires a careful integration of three
major building blocks, namely the user interface, the speech-
recognition module and the directory database.

A. User interface

One of the most important distinctions between user in-
terfaces for DE systems rests on the amount of freedom the
caller has to steer the interaction. At the one extreme, ‘natural
language’ interfaces allow callers to phrase their requests
using any wording they prefer; at the other extreme, ‘directed
dialogues’ ask specific questions, guiding callers to provide a
constrained set of answers. Between these opposites are ‘mixed
initiative’ dialogues, in which the system generally guides the
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interaction, but attempts to respond appropriately when the
caller provides additional (but relevant) information. Directed
dialogues were the first to be studied seriously [2], and remain
the most widely popular style [8].

The success of Web search by voice has motivated system
designers to pursue a more open-ended approach to user-
interface design for DE [4], [5]. As we describe below, it
is possible to create an efficient statistical language model
that captures a wide variety of DE-related utterances; this
model produces as output a recognition hypothesis (or a lattice
of such hypotheses) which can then be matched against the
directory to infer the desired listing. Thus, an open-ended
prompt such as ‘What listing are you searching for?’ can be
employed. However, the need for additional disambiguation is
then increased; for Web search, a graphical user interface is
generally available for the disambiguation process, but for DE,
this remains a challenge [4].

Disambiguation, confirmation and error recovery strategies
all impact on DE system performance [2], [8]:

• Disambiguation is required when the information pro-
vided by the caller is not sufficient to identify the
intended listing uniquely (e.g. if there are several
residential listings in the same city sharing the same
initial and surname), or when the recognition output is
likely to be confusable with an alternative entry (e.g.
Barker and Parker).

• Confirmation generally translates to a simple trade-off
between accuracy and speed: recognizers invariably
provide a measure of confidence for the recognition
result obtained, and when lower confidence thresholds
are employed, users are asked to confirm their selec-
tions more frequently, but the likelihood of providing
an incorrect answer is also reduced.

• The basic choice in error recovery is to either repeat
the prompt (or prompt sequence) that lead to the initial
error - in the hope that the later utterances will be
recognized more accurately - or to employ alternative
dialogue strategies in order to improve the chances for
success.

B. Speech recognition

The ASR system must be highly accurate in recognizing
caller utterances, but also provide reliable confidence esti-
mates, so that appropriate repair mechanisms (e.g. reprompt-
ing) can be invoked if some form of error was likely to have
occurred (e.g. a misrecognition, or unexpected utterance by the
caller which was not modelled in the recognition grammar).
Of course, the response time of the recognition module itself is
also an important factor in the overall speed of the DE system
(and even more to the caller’s perception of speed).

Multilingual environments present additional challenges to
systems: both the target names and the system users may
be from very diverse language backgrounds. Pronunciation is
directly influenced by both the language origin of the word and
the mother tongue of the speaker [9], [10]. When words are
mispronounced, speakers with the same language backgrounds
tend to make similar errors when pronouncing names cross-
lingually, an observation that has also been made for South

African speakers [11]. Dealing with the resulting pronunciation
variability is an area of ongoing research.

C. Language modeling

The language modeling task is critical to the success of
automated DE. This is well illustrated in a US DE case study
[5] where it is shown that phrase accuracy can range from
unusable when using a flat unigram language model (under
4%) to highly accurate (94%) when using sophisticated, highly
optimized language models.

From a user interface perspective, a more natural dialogue
typically requires a more general, single language model,
whereas the traditional directed-initiative user interface lends
itself to a hierarchy of separate language models. A hierarchi-
cal language modeling approach is often tightly coupled with
a directed-initiative DE dialogue, where the user is prompted
for specific information. This approach is still considered to
be the most popular in the US [8], for reasons which include
the fact that callers are familiar with this approach and that
local language models can be employed.

Several different types of local language models can be
used. On one hand, language models can be estimated on
data from a particular city or state as indicated in the listing
database. The disadvantage of this approach is that the lan-
guage models then vary significantly in size given the city
and state. They can be too large for some cities such as
Johannesburg and too small for towns such as Volksrust (using
South African cities and towns as examples). An alternative
approach may be to build language models based on local
service areas (LSAs) if this information is available [8]. In
this fashion Sandton and Alberton will have separate local
language models, whereas Utrecht, Newcastle and Volksrust
may share a local language model. Local language models are
rarely used independently, as the literature consistently shows
that interpolation with a larger national language model yields
the best performing systems [4], [8], [12], [13].

Single language modelling approaches are popular when
a less restrictive user-interface is employed. Other motivating
factors for a single language model include simplicity (it is
easier to optimize a single large language model than having
to maintain and rebuild tens of thousands of language models)
and scalability (a single language model can be loaded into
memory and used by all incoming calls). Promising results
have been obtained with a single class-based language model,
which combines a city-state and listing language model with
a filler plug-in model eg ‘I’m looking for [[listing]] in [[city-
state]]’ [12].

III. IMPLEMENTATION

The demonstration application is a DE system supplying
the primary telephone numbers of all South African munici-
palities to callers. A directed dialogue is used, and a single
(combined) language model is used for all municipal names.
Additional hand-crafted language models are used for a small
set of disambiguations required. Confidence scoring is used to
determine the need for reprompting and confirmation.

The multilingual DE application was implemented using
open-source software where possible, and writing additional
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open-source software where necessary. The telephony appli-
cation was written in Asterisk Gateway Interface (AGI) and
Perl, and Media Resource Control Protocol (MRCP) requests
are possible via UniMRCP1. A Kaldi [14] UniMRCP plugin
was written in order to make speech recognition with Kaldi
possible with MRCP calls.

A. Decoder

An online Kaldi decoder, developed by Povey, was incorpo-
rated into the UniMRCP framework by means of a UniMRCP
decoder plugin. The decoder generates lattices, which are used
to obtain confidence scores for hypotheses by doing minimum
Bayes risk (MBR) decoding.

Acoustic models were trained on a combination of corpora:

• Lwazi corpus [15]: the Afrikaans, English, Sesotho
and isiZulu Lwazi corpora. This subset of the Lwazi
corpus consists of 800 speakers, and amounts to 25
hours of speech.

• SADE corpus [16]: the entire SADE corpus, includ-
ing an in-house subset that will not be released in
the public domain, was used. The corpus contains
24 hours of speech from 44 speakers (a balance of
Afrikaans, English, Sesotho and isiZulu male and
female speakers).

• Municipality names corpus: this is an in-house corpus
of spoken municipality names. The corpus consists of
2h30m of speech from 24 speakers.

The acoustic models were trained using a recipe similar
to the Kaldi Babel & Wall Street Journal (WSJ) recipes;
standard 3-state left to right triphone hidden Markov models
(HMMs) (with Gaussian mixture models (GMMs) as the
statistical model) were trained, with maximum likelihood lin-
ear transform (MLLT) and feature-space maximum likelihood
linear regression (fMLLR) speaker-specific transforms. The
features employed are standard Mel-frequency cepstral coeffi-
cients (MFCCs) with cepstral mean normalization (CMN) per
speaker. Frames are spliced together, and linear discriminant
analysis (LDA) is used to reduce the dimensionality of the
features to 40. These models were then used to create align-
ments, which are used to initialize training of a deep neural
network (DNN) with 3 hidden layers. The DNN is then used
together with a hand crafted pronunciation dictionary and a flat
municipality term grammar (273 municipality names) to create
a decoding network which is used during online decoding.

B. User interface

The user interface employed in the current system is fully
automated with no operator fallback. Callers are welcomed
and then asked to say the name of the municipality they are
looking for. The system recognises the speech and determines
whether or not one of 273 municipalities were asked for. If
the system is confident that it recognised the speech correctly
(high confidence), the number for the municipality is provided
to the caller. When the system is slightly unsure (medium
confidence), it asks the caller to confirm whether or not it
recognised the right municipality. If the system could not

1http://www.unimrcp.org

understand the caller (low confidence), it asks the caller
to repeat the request. See Table I for examples of typical
dialogues.

TABLE I. THE EFFECT OF CONFIDENCE SCORE ON CONFIRMATION
DIALOGUE.

Example of a high confidence dialogue:
SADE Welcome to municipal directory enquiries! Please say the

name of the municipality you are looking for.
Caller City of Johannesburg.
SADE The number for City of Johannesburg is 011 407 6111.

Example of a medium confidence dialogue:
SADE Welcome to municipal directory enquiries! Please say the

name of the municipality you are looking for.
Caller Matlosana
SADE I think you said City of Matlosana. Is this correct?
Caller Yes.
SADE The number for City of Matlosana is 018 487 8300.

Example of a low confidence dialogue:
SADE Welcome to municipal directory enquiries! Please say the

name of the municipality you are looking for.
Caller Lesedi [background speech]
SADE I did not understand what you said. Please say the name of

the municipality you are looking for.
Caller Lesedi.
SADE The number for Lesedi is 016 340 4300.

IV. USABILITY TESTING

Informal evaluation of the application and its components
occurred throughout the project, and culminated in a formal
evaluation to determine the usability of the final DE system
from a user perspective. These tests were conducted by al-
lowing respondents to interact directly with the live telephony
application. Written instructions were provided to respondents,
who were then required to call a specific telephone number
in order to execute a number of tasks. Once completed,
respondents were asked to complete their response forms and
return these to the analysts.

It is worth noting that the usability tests were conducted
in two phases:

• Group 1: A short test phase (6 respondents: speakers
18-23) was conducted first. This was used to verify
that the evaluation protocol itself produced sensible
results, and to obtain a first set of formal responses
from respondents. Based on the feedback obtained,
two changes were made to the system. (See Section
V-C.)

• Group 2: Once the system had been updated, a second
and final phase (17 respondents: speakers 01-17) was
conducted. The system used by these respondents is
the one included in the final set of SADE deliverables.

The test protocol and respondent selection process are de-
scribed in more detail below.

A. Usability evaluation protocol

The main aim of the usability testing was to determine
whether the system is usable to a wide variety of users. This
was determined in two ways: (1) by providing system users
with very specific tasks to complete and measuring their ability
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to complete these tasks, and by (2) eliciting user feedback with
regard to their interaction with the system.

The first aspect of the evaluation (functional task comple-
tion) also had two components: ten questions were ‘directed
tasks’, asking the user to obtain a specific telephone number;
five more were ‘open tasks’, asking the user to obtain the
telephone number of any of a given set of municipalities. In
both cases, users were asked to indicate whether the system
provided the correct (expected) number. User feedback was
then corroborated with information logged by the SADE
system in order to prevent ‘friendly users’ from influencing
results. The specific names offered for the open task were se-
lected randomly from the 273 municipality names. Nine of the
ten directed task names were also selected randomly: only the
first name (‘City of Johannesburg’) was intentionally selected
to be a name that would be familiar to most respondents.

The second aspect of the evaluation requested more sub-
jective opinions from users. Users were asked to indicate
their opinion with regard to the ease of use of the system,
specifically by answering the questions listed in Table II below.
An opportunity to comment on any aspect of the system was
also provided.

TABLE II. QUESTIONS USED TO ELICIT SUBJECTIVE FEEDBACK
DURING USABILITY TESTING.

On a scale of 1 to 5:
Did you find the system easy or difficult to use?
(1 = very difficult; 2 = difficult; 4 = easy; 5 = very easy)

Did the automated system speak too fast, too slow, or was the speed
right for you?
(1 = much too slow; 3 = perfect; 5 = much too fast)

Did you find the system friendly or was it intimidating in any way?
(1 = intimidating; 3 = cannot really say; 5 = friendly)

Do you prefer the telephone number to be spoken faster, slower or
exactly as it is?
(1 = faster; 3 = no problem as it is; 5 = slower)

B. Usability test participants

Twenty-three speakers were asked to participate in the final
usability tests, with the majority being university students.
Table III shows a language and gender breakdown of the
participants.

TABLE III. LANGUAGE AND GENDER OF FINAL USABILITY TEST
PARTICIPANTS.

Language Male Female Total

Afrikaans 3 3 6
English 2 3 5
isiXhosa 0 1 1
isiZulu 3 3 6
Sesotho 2 3 5
Total 10 13 23

Of the twenty-three participants, six (two from Group 1
and four from Group 2) indicated that they had never used a
telephone-based DE system before.

V. ANALYSIS OF RESULTS

A. Task completion rate

The primary question posed during usability testing is: ‘Is a
user able to obtain the number of a specific municipality, using

only the SADE system?’ We therefore analyse task completion
rate for both the directed and undirected tasks. Results are
provided in Table IV.

TABLE IV. AVERAGE TASK COMPLETION RATE.

Directed tasks Open tasks
Group 1 93.33 90.00
Group 2 95.88 98.82

In four cases, an incorrect number was played back to the
user. As the dialogue (see Table I) explicitly mentions the
name of the municipality for which the number is provided,
incorrect number playback is automatically flagged to the
users, allowing them to re-use the system if so required.

B. Recognition results

All 512 spoken utterances recorded during the usability
tests were manually transcribed and compared with the online
recognition hypotheses. In the following sections, a detailed
analysis of the spoken utterances is presented.

1) Invalid utterances: Of the 512 recorded utterances,
60 were deemed to be invalid from a speech recognition
perspective. (Note that such utterances may still be valid from a
system usage perspective.) Reasons provided by the transcriber
for invalidating utterances included:

• partially pronounced spoken municipalities, such as
‘theewaters-’,

• spoken noise (including significant background
speech),

• empty utterances and utterances containing only noise,

• incomprehensible or ‘out of vocabulary’ utterances (eg
‘zutangola’),

• three utterances where users rendered incorrect ver-
sions of the municipality name: ‘joburg’ and ‘jo-
hannesburg’, instead of ‘city of johannesburg’ and
‘matlosana’, instead of ‘city of matlosana‘, and

• two utterances where the same user rendered unex-
pected variations of ‘yes’ and ‘no’ (using ‘correct’
instead of ‘yes’ and ‘incorrect’ instead of ‘no’).

Of the 60 invalid utterances:

• 46 were correctly rejected by the DE system,

• 6 were referred to the user for confirmation,

• 4 resulted in partial matches (with the call subse-
quently being ended, seemingly successfully),

• in 4 cases a number was incorrectly played back to
the user, and

• in the case of ‘incorrect’ (for ‘no’) and ‘correct’ (for
‘yes’), the correct number was played back, even
though the system does not cater for those renditions
of confirmations.

For the purposes of calculating recognition accuracy, the
invalid utterances will be ignored as it is unclear what the
user intent was, hence determining a ground truth is not always
possible.
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2) Total error rate: The total error rate was calculated on
the 452 valid utterances from the final usability tests. Of these
utterances, 418 were municipality name utterances (Table V),
and 34 were yes/no utterances (Table VI).

TABLE V. TERM ERROR RATE FOR THE HIGH, MEDIUM AND LOW
CONFIDENCE HYPOTHESES USING THE MUNICIPALITY RECOGNITION

GRAMMAR.

Confidence Number of utterances Term error rate
High 327 3.67

Medium 43 23.26
Low 48 62.50

TABLE VI. TERM ERROR RATE FOR THE HIGH AND LOW CONFIDENCE
HYPOTHESES USING THE YES/NO RECOGNITION GRAMMAR.

Confidence Number of utterances Term error rate
High 23 26.09
Low 11 54.54

3) Speaker error rate: Speaker error rates (calculated on
all valid utterances) are shown in Figure 1 (municipality name
recognition) and Figure 2 (yes/no recognition). No bar for a
speaker indicates 100% accuracy (see for example speakers
01, 02, 06, 13, 14, 15, 16 and 20 in Figure 1). Also note that
not all speakers had to confirm an utterance, hence the reduced
number of speakers in Figure 2.

Figure 1 is interesting for several reasons. Firstly, it shows
that almost all speakers achieved a high term recognition
accuracy if the confidence was high. It is also evident that
a couple of speakers struggled quite significantly with some
terms. Speaker 11 stands out, and further analysis suggests that
the speaker (a Zulu female speaker, who indicated that she has
never used a DE system before), struggled significantly with
the pronunciation of the two Afrikaans/Dutch municipalities
for which she had to find the number (Theewaterskloof and
Witzenberg). Speaker 17 (female Sotho speaker) also struggled
with Afrikaans/Dutch municipality pronunciations (Theewater-
skloof, Witzenberg and Overberg).

Fig. 1. Bar chart indicating the term error rate for each of the different
confidence intervals per speaker for the municipality name recognition task.
(Confidence indicated as High, Medium or Low.)

C. User feedback

As mentioned in Section IV, the final usability tests re-
ported on here were conducted in two batches: Group 1 was
recorded first, and their feedback regarding the speed at which
telephone numbers are read were considered important enough

Fig. 2. Bar chart indicating the term error rate for each of the different
confidence intervals per speaker for the yes/no recognition task. (Confidence
indicated as High or Low.)

that we decided to first incorporate this feedback before asking
Group 2 to complete the test. Usability feedback will thus be
reported separately for Group 1 and Group 2.

In addition to determining the usability of the system by
measuring task success, several questions were posed to par-
ticipants in order to gain further insight into general usability.
The questions asked, as well as the feedback are displayed in
Figures 3 to 5.

All the Figures confirm that Group 2 was slightly more
positive about the system than Group 1, especially regarding
the speed at which telephone numbers are spoken (Figure 5
does however also confirm that it is impossible to satisfy all
user preferences).

Fig. 3. Feedback per group on ease of use of the DE system.

D. Discussion

Overall results were very encouraging. All 23 speakers
were able to perform multiple successful directory enquiries.
User feedback showed that 95.65% of all tasks were completed
successfully. Only 13% of calls were rejected, with a further
9.5% confirmed with the user. Even if all calls deemed
invalid by the manual transcription process are included in
the ‘rejected’ calls count, the percentage of ‘rejected’ calls is
still only 23.24%. 96.33% of the accepted municipality names
were correctly classified. This number drops slightly to 94.86%
when taking ‘yes/no’ recognition results into account as well.
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Fig. 4. Feedback per group on speed of the DE system persona’s speech.

Fig. 5. Feedback per group on speed at which telephone numbers are spoken.

While we deem the current system ready for general use,
future work will include:

• extending the grammar to include additional alterna-
tive spoken forms for a single concept,

• improving the yes/no recognition,

• implementing session-based CMN instead of
utterance-based CMN,

• performing speaker adaptive training; this will how-
ever have a significant influence on the required disk
usage,

• evaluating the system with speakers of all of the eleven
official South African languages and subsequent anal-
ysis of recognition results, and

• a comprehensive language-specific analysis of recog-
nition results.

VI. CONCLUSION

Practical DE systems that serve names from multiple
languages to speakers of multiple languages are still rare.
We review the development of DE systems in general, and
demonstrate how a ‘Municipality Hotline’ developed according
to currently available technologies can provide a practically
usable service, even when both the task and the speakers
represent diverse language backgrounds. Formally evaluated
with first language speakers from four distinct South African
languages (Afrikaans, English, isiZulu and Sesotho), an overall

task completion rate of 95.65% was achieved, with the large
majority of users finding the system simple and easy to use.
While the dialogue used here was still fairly restricted, these
results bode well for the development of more extensive DE
systems.
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[10] B. Réveil, J.-P. Martens, and B. D’Hoore, “How speaker tongue and
name source language affect the automatic recognition of spoken
names,” in Proc. Interspeech, Brighton, UK, 2009, pp. 2971–2974.

[11] M. Kgampe and M. H. Davel, “The predictability of name pronunciation
errors in four South African languages,” in Proc. PRASA, Vanderbijl-
park, South Africa, Nov. 2011, pp. 85–90.

[12] C. Van Heerden, J. Schalkwyk, and B. Strope, “Language modeling for
what-with-where on goog-411,” in Proc. Interspeech, Brighton, UK,
2009, pp. 991–994.

[13] A. Stent, I. Zeljkovi, D. Caseiro, and J. Wilpon, “Geo-centric language
models for local business voice search,” in Proc. NAACL, May 2009,
pp. 389–396.

[14] D. Povey, A. Ghoshal, G. Boulianne, L. Burget, O. Glembek, N. Goel,
M. Hannemann, P. Motlicek, Y. Qian, P. Schwarz, J. Silovsky, G. Stem-
mer, and K. Vesely, “The Kaldi Speech Recognition Toolkit,” in
Proc. IEEE 2011 Workshop on Automatic Speech Recognition and
Understanding (ASRU), Dec. 2011.

[15] E. Barnard, M. Davel, and C. van Heerden, “ASR corpus design for
resource-scarce languages,” in Proc. Interspeech, Brighton, UK, Sept.
2009, pp. 2847–2850.

[16] J. W. Thirion, C. van Heerden, O. Giwa, and M. H. Davel, “The South
African Directory Enquiries (SADE) corpus,” to be submitted.

263



1 

 

Development of a docking mechanism for self-

reconfigurable modular robots  

Patrick Muthui and Robyn A. Verrinder 

Department of Electrical Engineering 

University of Cape Town 

Cape Town, South Africa 

mthpat013@myuct.ac.za, robyn.verrinder@uct.ac.za

 

 
Abstract—Self-reconfigurable modular robots are robotic systems 

consisting of a number of self-contained robotic modules that 

autonomously interconnect in different positions and 

orientations, thereby varying the shape and size of the overall 

modular robot. To facilitate reliable and efficient interconnection 

between them, constituent robotic modules must possess suitably 

robust and reliable docking mechanisms, based on a 

mechanically robust connector design, capable of facilitating 

sound inter-module power sharing and communication. In this 

paper, we briefly describe and discuss the prominent connector 

characteristics of existing self-reconfigurable modular robots, 

and in turn, describe the design, development and performance 

evaluation of a connector that possesses a combination of these 

prominent characteristics, with the intention to facilitate efficient 

self-assembly, self-reconfiguration and self-healing behaviors of a 

self-reconfigurable modular robot. 

Keywords-Self-reconfigurable modular robot; robotic module; 

docking mechanism; connector 

I.  INTRODUCTION 

Self-reconfigurable Modular Robots are robotic systems 

consisting of a number of self-contained modules that can 

autonomously interconnect in different orientations thereby 

varying the shape and size of the overall modular robot. This 

groundbreaking capability is what in theory, makes self-

reconfigurable modular robots more suitable than 

conventional robots, for applications that involve uncertain or 

unpredictable challenges and tasks. These could range from 

navigation through unknown and unstructured environments, 

to autonomous 3-dimensional sculpture generation. In such 

surroundings, self-reconfigurable modular robots can 

autonomously self-assemble or reconfigure into differently 

shaped modular robots to suit the variable user requests or 

characteristics of their surroundings, thereby optimizing their 

usefulness. Moreover, the resulting self-reconfigurable robot 

could exhibit self-healing behavior where a malfunctioning 

module is easily replaced, thereby increasing the fault 

tolerance of the entire system. In this case, each connector 

should be able to individually engage and disengage the inter-

module link, a feature referred to as single-end-operational 

capability. 

To efficiently accomplish these self-assembly, self-

reconfiguration and self-healing tasks, the constituent robotic 

modules require structurally robust and reliable connectors 

that facilitate reliable inter-module power sharing and 

communication. In addition, the docking procedure between 

any two robotic modules is required to be quick, energy 

efficient and accurate. This requires functional control and 

alignment processes, especially during autonomous self-

assembly, where an initial pre-assembled structure of modules 

is yet to be formed. According to Nilsson [1] however, these 

control and alignment processes could be simplified if the 

docking mechanism of choice, aside from being robust, 

allowed for some misalignment. Given these constraints, a 

robotic module’s docking mechanism is a fundamental part of 

the overall self-reconfigurable modular robot, and its design 

must be carefully and properly established to avoid limiting 

the application of the entire system. Having said this, the 

design and development of such functional, structurally and 

electronically sound docking mechanisms is bound to be a 

complex and costly venture, which to date has significantly 

hampered the development of self-reconfigurable modular 

robots. 

This paper however, primarily describes the design, 

development and performance evaluation of a functional 

docking mechanism, composed of a connector that combines 

and possesses the favorable characteristics of functional 

docking connectors of existing modular robots. Section II 

highlights the connector design fundamentals that form the 

basis of an ideal docking mechanism design, after which the 

docking mechanisms and connectors of existing modular 

robots are briefly analyzed in Section III. Section IV then 

describes the detailed mechanical and electronic design of the 

proposed docking mechanism and connector. Following the 

installation of two connectors on two robotic modules, the 

performance of the docking mechanism and the installed 

connectors is then evaluated and recorded in Section V. Lastly 

Section VI summarizes the findings of this work before 

proposing the focus of any future work related to this project. 

II. CONNECTOR DESIGN FUNDEMENTALS 

As highlighted in [1]–[3] there are several features of an 

ideal connector that form part of a functional self-

reconfigurable modular robot. The first of these is genderless-

ness, which refers to the structural similarity of all connectors 

such that any one connector can dock onto any other. A 
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                           (a)                                 (b)                                   (c)                                (d)                                 (e)  
Fig. 1. Schematic representation of the physical docking connectors in Self Reconfigurable Modular Robots, illustrating the wide variety of approaches used to 

ensure robust and reliable docking and un-docking of two independent modules. The main categories of connectors are: (a) magnetic and electromagnetic; (b) 

electrostatic; (c) electromechanical: pins and latch rotating (d) electromechanical: motorized hooks; and (e) electromechanical: motorized jaws. 

 

second feature is 90° symmetry where two connectors can 

dock in one of four orientations about their central axes. The 

connector’s surface should also embody one boundary box, 

where all protruding artefacts are fully retractable to fit within 

the connector. Moreover, the connectors should be small in 

size, be able to tolerate docking guidance misalignments, and 

allow for fast and simple docking procedures and sensor 

integration. 

The connector’s latching mechanism should also be simply 

actuated, consume no power in static state, confer the ability 

to detach from faulty modules, and provide a stable 

connection with a manual override function. Structurally, the 

connector should have a high latch load and high impact 

strength to prevent easy breakage. It should also be protected 

from the environment and be composed of a minimal number 

of moving parts for easy maintenance. Lastly, the ideal 

connector should provide reliable inter-module power and 

signal transfer. 

Existing docking connectors only possess and optimize 

subsets of the features described above. The goal of this 

project is therefore to integrate and combine of all these 

features into a single connector, a challenging task that is 

heavily influenced by the design of the robotic modules 

themselves.  

III. BRIEF ANALYSIS OF EXISTING DOCKING CONNECTORS 

Existing docking connectors can either be classified as:    
(i) Magnetic, (ii) Electromagnetic, (iii) Electrostatic, or             
(iv) Electromechanical. In this section, we briefly describe the 
suitability of docking connectors that fall within these 
categories. General schematic representations summarizing the 
existing docking connectors are shown in Fig. 1. 

A. Magnetic 

This connector category is shown in Fig. 1a. The most 

prominent of these are the M-TRAN I and II modules, that use 

permanent magnets to establish a connection and Shape 

Memory Alloy (SMA) coils and a non-linear spring to break 

the connection [4], [5]. Permanent magnets and non-linear 

springs however, require careful calibration and adjustment, 

thereby complicating the production process. 

Modular Fracta [6] used a combination of permanent and 

electro magnets arranged in 120° intervals and separated into 

three layers. This mechanism facilitated inter-module infra-red 

(IR) communication via transceivers embedded in the 

magnets. 

Telecube modules [7] exhibit connectors each made of an 

Ertalyte (semi-crystalline unfilled polyester) structure that 

holds a printed circuit board, sets of sliding magnets and 

magnetic iron alloy metal pieces to establish the inter-module 

connection, and IR transceivers for inter-module 

communication. Helical springs and SMA wires are then used 

to break the connection, and misalignment tolerance is 

achieved by 45° male/female matched surfaces. One major 

drawback however was the tendency of the magnetic pieces to 

corrode due to their high iron content. 

B. Electromagnetic 

This connector category, also illustrated in Fig. 1a, suffers 
similar drawbacks to those of the magnetic category. However, 
if module structure is simplified, and mass and volume 
minimized, electromagnets perform well as connection agents, 
as seen in original Molecubes [8] and Molecule [9] modules. 

Robot pebble modules [10] are seen to use electro-

permanent magnets, which are solid state devices that allow a 

magnetic field to be modulated by an electrical pulse. No 

electrical power is required to maintain the field, only to do 

mechanical work or change the device’s state. According to 

Gilpin et al. [10], the electro-permanent magnets also transmit 

power and facilitate inter-module communication. 

C. Electrostatic 

This connector category is shown in Fig. 1b. A lightweight 

electrostatic docking mechanism involving flexible aluminum 

foil electrodes coated with dielectric film is described in [11], 

where the electrodes are glued onto plastic panels and fixed 

onto several combs. A voltage applied to a module’s face 

establishes a connection with another module.  

According to Karagozler et al. [11], power sharing and 

inter-module communication using the same electrostatic 

interface is possible but still inefficient. Shortfalls of this 

approach are a ‘peeling’ effect between charged combs that 

weakened and broke the connection, and residual charge and 

wrinkles in the flexible electrodes that introduced air gaps and 

minimized the contact area respectively.  
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D. Electromechanical 

PolyBot G2 modules [12] incorporate a connector that 

holds electrical contact elements, grooved pins and holes, a 

latch return spring actuated with shape memory alloy (SMA) 

wires, and infrared (IR) transceivers for inter-module 

communication. No energy is consumed in static state. 

As described in [13] and [14], CONRO robot modules 

exhibit gendered active and passive connectors. Each active 

connector is grooved and has a spring actuated latch for 

establishing a connection, and SMA wires to disengage the 

connection. Each passive connector has pins that penetrate the 

grooves of the active connector. It is reported in [15] that 

using the CONRO reconnectable facet, CONRO modules 

could exhibit self-healing behavior. This is however only 

attributed to the delayed response of SMA wires during 

connection disengagement. The connectors of PolyBot G2 and 

CONRO modules both fall under Fig. 1c. 

SMA wires are described as slow and power consuming [5], 

with M-TRAN III modules employing hooks to establish a 

connection between gendered connectors of docking modules. 

These connectors can however completely retract their hooks 

beneath the connector’s surface thereby exhibiting a one- 

boundary box design. The hooks are motorized and geared, 

and are designed in such a way that position errors are 

absorbed during docking. The connector also houses IR 

transceivers for local inter-module communication, and 

electrical and communication contact elements. Furthermore, 

no power is consumed by the docking mechanism in static 

state. 

Two other connector types very similar to those of M-

TRAN III modules are the Active Connection Mechanism 

(ACM) [16] and the connectors of the Roombot robot [17]. 

The ACM connectors however, are genderless, with both 

hooks and grooves, and are designed to withstand larger 

misalignment errors, forces and torques than MTRAN III 

connectors. This increases their complexity and size. The 

Roombot connector however exhibits a simpler design than 

the ACM connector, with fewer hooks, but suffers from a 

reduced maximum load capacity. 

Sambot modules [18] employ worm driven hooks to 

establish and disengage inter-module connections. In addition, 

IR transceivers for docking alignment sensing are also 

incorporated with the connector, together with network 

communication contacts.  

The connectors of ATRON modules [19] also employed 

worm gear driven motorized hooks, but differed from all 

previously described ‘hooked’ connectors by utilizing a point-

to-point hooking system as opposed to surface-to-surface. 

Though more complicated in design and development, the 

connectors created robust connections that facilitated power 

sharing through flexible printed circuit boards, and IR 

communication transceivers and proximity sensors. In 

summary, the connectors of M-TRAN III, Sambot and 

ATRON modules, together with the ACM connector design all 

fall under the connector type shown in Fig. 1d. 

The Cone Bolt Locking Device (CoBoLD) connector [2] as 

used in Symbrion and Replicator [20] robot modules consists 

of a geared worm actuated locking wheel, cone shaped locking 

bolts and groves that serve to establish and disengage a 

connection between two robotic modules. The connector 

design allows for a one-boundary box, exposes electrical 

contact pins and consumes no power in static state. The 

CoBoLD connector is categorized as type c in Fig. 1. 

Lastly, SuperBot modules employed the SINGO connector 

[21], categorized as the electromechanical connector in Fig. 

1e. This connector utilizes motorized jaws that clench together 

to establish the connection and move apart to disengage it. The 

specialized shape of the jaws significantly contributes to 

misalignment tolerance. And finally, no energy is consumed in 

static state, and the connector exhibited single-end-operational 

capability. 

IV. DESIGN OF THE CONNECTOR 

Following a detailed review of the existing connectors 
described in Section III, it was decided that a new docking 
connector be designed, based on the existing design of the 
CoBoLD connector. This decision was made as the CoBoLD 
connector exhibited more of the ideal connector features 
detailed in Section II than any other analyzed connector. As 
seen in [2], these include having a simple design with a 
minimal number of moving parts, allowing for a one boundary 
box design, being genderless and 90° symmetric, consuming 
minimal power in static state, and exhibiting sound 
misalignment tolerance of 5 mm shear and 20° roll 
orientations. It is also seen to facilitate quick docking, taking 
about 3 seconds to establish a connection. 

The task at hand was therefore to design and develop a 
docking connector based a mechanism similar to the CoBoLD 
connector, but with the additional characteristics of single-end-
operation capability, docking alignment sensor integration and 
reliable power and signal transfer facilities.  

A. Structural design and development 

Fig. 2 and Fig. 3 below show the inner and outer structures 
and mechanics of the designed connector. As illustrated, this 
connector is made up of four key assemblies: 

1) The Faceplate assembly 

The faceplate assembly is composed of a grooved 100 mm x 

100 mm x 2 mm sheet of ABS plastic that forms the outer 

surface of the design connector, and supporting mounting 

brackets. As seen in Fig. 2 and Fig. 3, the grooves on the 

connector’s surface include structural fastening grooves, PCB 

attachment grooves, IR signal grooves, bolt movement 

grooves and a centrally located cross-shaped electrical contact 

groove.  

2) The Motor and Worm gear assembly 

This is simply composed of a geared DC motor with its 

shaft fastened to a plastic worm gear, all of which is securely 

attached to the inner wall of the connector as seen in Fig. 2. 

The worm gear is precisely placed in position to mesh with the 

gear wheel assembly.  

3) The Gearwheel assembly 

This assembly comprises of a 5 mm thick ABS plastic gear 

wheel housed and precisely positioned to mesh with the worm 
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of the motor and worm assembly. Together, the motor and 

worm and gearwheel assemblies actuate the connector’s 

locking and unlocking mechanism, allowing it grab hold of 

and fasten onto another connector’s docking bolts, to establish 

a connection. 

 

Fig. 2. A CAD model of the inner structure of the docking connector 

mechanism that was designed for the UCT modular robot showing: (a) the 
motor and worm gear assembly as well as their support brackets; (b) the 

gearwheel assembly which is used to lock the docking bolts in place; and (c) 

the connector’s faceplate. 

 
Fig. 3. A CAD model illustrating the outer structures of one of the walls of the 

UCT modular robot, showing the (a) IR sensor grooves; (b) central electrical 
contact groove; (c) one of four docking inlet bolt grooves; (d) one of the four 

docking spring bolt assemblies; (e) one of the two wheel groves; and (f) one 

of several fastening holes.   

 

4) Four Spring Bolt assemblies 

Each spring bolt assembly consists of an ABS plastic 

mounting piece, a smooth metallic rod, a helical spring and a 

machined aluminum bolt as is depicted in Fig. 4. This design 

allowed for the retractability of a connector bolts into the body 

of the connector, thereby facilitating a one-boundary box 

design.  

B. Electronic design and development 

This section covers the printed circuit boards (PCBs) that 
were developed to sit on the connector’s inner surface, to 
facilitate docking alignment prior to docking, and inter-module 
power and signal transfer after docking. These include two IR 
PCBs and a Face PCB. 

 
Fig. 4. A CAD model of one of the spring bolt assemblies designed for the 

robot, showing the aluminum docking bolt, spring, rod and mounting 

attachment. 

 

1) Infrared (IR) PCBs 

A set of two IR PCBs are located on the left and right sides 

of the connector, whose functions are to receive and transmit 

the IR guidance signals necessary for the alignment of two 

modules prior to docking, as controlled by a docking 

alignment algorithm. Fig. 5 below illustrates an IR PCB, while 

Fig. 6 shows their placement on the developed connector. 

 
Fig. 5. One of the infrared (IR) transmitter/receiver PCBs used to provide 
contactless docking alignment signals between two independent modules. 

 

2) The Face PCB 

This PCB (i) facilitates power and signal transfer by 

exposing electrical contact elements through the centrally 

located cross-shaped groove in the connector’s faceplate, (ii) 

multiplexes sensor signals from the connector’s IR PCBs to a 

microcontroller that sits elsewhere in the robotic module, and 

(iii) governs the module’s dominance (ability to take control 

of a docked module’s docking mechanism) over another, 

thereby facilitating self-healing behavior of the robotic 

module.  

The signals transferred between two docked modules 

include both input and output (i) dominance signals (DS), (ii) 

power and common ground, and (iii) pulse width modulated 

(PWM) motor control signals that facilitate self-healing 

behavior. These electrical contacts are arranged in such a way 

that the connector maintains 90° symmetry (illustrated in Fig. 

6), able to dock onto another connector in any of four 

orientations. 

Structurally, the PCB is intricately shaped, designed and 

placed to not only fit within the connector, but also to 

facilitate the retraction of the connector’s docking bolts via 

four outlet bolt grooves. Four additional groves on the PCB 

act as inlet bolt grooves, to facilitate the penetration of a 
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neighboring module’s docking bolts to reach the connector’s 

gear wheel assembly as illustrated in Fig. 3. 

 
Fig. 6. A schematic of the electrical contacts found in the centrally located 

groove on each faceplate in the module. There are contact pins for power 

management, module control and docking signals. 

V. PERFOMANCE EVALUATION OF THE CONNECTOR 

Two fully functional connectors were developed based on 

the designs described so far. To evaluate their performance, 

they were installed onto the faces of two robotic modules that 

form part of the UCT modular robot. It should be noted that 

each module of the UCT modular robot has six faces onto 

which a connector can be installed. However in this study only 

one face on each module was fitted with a connector, which 

was sufficient to evaluate the connector’s performance. This 

therefore limited the current version of the UCT modular robot 

to a chain-type architecture, which in turn limited its use to 

applications such as snake-like obstacle avoidance. 

The robotic modules then underwent a series of tests that 

assessed the strengths and weaknesses of the developed 

connectors based on their design characteristics. These 

characteristics include: 

1) Self-assembly, disassembly and reconfiguration  

Self-assembly first required two undocked robotic modules 

to autonomously find each other in a controlled space and 

bring their connectors to within acceptable docking proximity, 

via their IR docking alignment guidance facilities installed on 

their connectors. At this task, the robotic modules successfully 

utilized their connectors’ IR guidance systems, but performed 

significantly poorly in aligning their connectors prior to 

docking. This was caused by the absence of accurate closed 

loop controlled locomotion of the robotic modules, and the 

general inaccuracy of the guidance algorithm utilized. When 

placed with their connectors fully meshed together however, 

with each connector’s docking bolts fully penetrated into the 

other’s, the two robotic modules were able to establish a 

connection within 3.8 seconds. 

For self-disassembly, the two docked robotic modules had 

to sever the mechanical and electrical connection between 

them and physically separate from one another. The task of 

severing the mechanical and electrical connection was found 

to be consistently successful, taking on average 3.5 seconds to 

complete. The maneuver to physically separate however, was 

found to be successful 2 out of every 3 times, due to 

unintentional lodging of one connector’s docking bolts within 

the other’s faceplate.  

Lastly, self-reconfiguration required only successful motion 

and gyration of the UCT modular robot to change its overall 

shape. The developed connectors provided the necessary 

mechanical and electrical stability to successfully facilitate 

these maneuvers. 

2) Misalignment tolerance 

This is a connector’s ability to successfully and securely 

mesh with its complementing connector given uncorrected 

misalignments following the docking alignment of their   

robotic modules. These misalignments could be described as 

(i) Linear shear, with the connectors misaligned in the 

direction perpendicular to their central axes, (ii) Rotational 

shear, with them misaligned about their central axes, or (iii) 

Linear gap, with them misaligned in the direction of their 

central axes, and therefore having a space between them prior 

to docking. 

Following experimental analysis, it was found that the 

developed connectors could successfully mesh together with 

misalignments of up to 3 mm linear shear, 10° rotational shear 

and 2 mm linear gap. 

3) Power and signal transfer, and self-healing 

Following experimental analysis, it was found that power 

and signal transfer between docked robotic modules was only 

functional in one direction, due to improper meshing of the 

connectors’ electrical contacts. It is proposed that more 

efficient, smooth-tipped and spring-loaded electrical contacts 

be installed in future, instead of the tulip connectors currently 

in use. This shortfall adversely affected the modules’ single-

end-operational ability, rendering the modular robot’s self-

healing behavior only functional in one direction. 

4) Steady state energy efficiency 

It was found that the power consumed by one connector was 

3.6 W while not sharing power, and 3.7 W when sharing 

power, all in static state. Although minimal compared to the 

entire module’s power consumption of 26.7 W and 26.8 W 

respectively, this did not meet the ideal connector requirement 

of not consuming any power in static state.  

5) Structural stability 

For a structural stability test, the two robotic modules were 

docked end-to-end, and suspended from one module’s 

undocked end.  The connectors were able to withstand the 

hanging weight of one robotic module, which is 8.4 N. 

6) Other general ideal connector characteristics 

The developed connectors are genderless, 90° symmetric, 

occupied minimal space measuring 100 mm x 100 mm by 25 

mm, affordable, relatively easy to manufacture, and simple 

with a minimal number of moving parts. They also provide 

sensor integration and protection. However, their moving parts 

are not easily accessible, and the retraction of the docking 

bolts to within the connectors’ bodies was slightly hampered 

by the frictional forces between the spring bolt assemblies’ 

helical springs and the surrounding artifacts. This prevented 

the connectors from exhibiting a one-boundary box design. 
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Fig. 7: A photograph of the inner and outer structures of the designed 

connector, showing (a) the docking mechanism, (b) IR PCBs, (c) the face 

plate, (d) four protruding docking bolts, (e) face plate grooves, (f) the 
connector’s Face PCB, and (g) a Face power PCB that distributed power to 

the connector’s other PCBs. 

VI. CONCLUSIONS AND FUTURE WORK 

The docking connector developed in this project 

successfully combined and fulfilled most of the ideal 

characteristics of a connector, as described in Section II.  It is 

recommended that spring loaded electrical contacts be used in 

future designs of the power and signal transfer facilities, and a 

more friction-independent docking bolt retraction mechanism 

be investigated and installed. These changes would optimize 

power and signal transfer, self-healing modular robot 

behaviour, and the achievement of a one-boundary box design. 

 Improvements on the closed loop controlled locomotion of 

the UCT modular robot should also be considered so as to 

successfully utilise the IR docking guidance systems installed 

on the connectors.  

The developed docking connector prototype and its 

implementation in the UCT modular robot therefore proved to 

be successful and viable bases for further study, investigation 

and research. 
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Abstract - The inconsistent demand of product 

configurations by users increases the variety of assembly 

tasks. This situation calls for reconfigurable assembly 

systems (RAS). A reconfigurable assembly system requires 

equipment that will provide a gripping force to dynamic 

models of products during assembly. This equipment 

requires adequate and efficient control devices for effective 

work-holding and accurate positioning of products. In this 

article, a novel electro-hydraulic system comprising of six 

actuators was designed for a reconfigurable assembly 

fixture, which will be used for assembly of press brakes. 

The system was designed using FESTO FluidSIM Electro-

hydraulics. The programmable logic controller model was 

connected using a logic circuit, and the output of the 

actuators was obtained graphically, in order to depict the 

functionality of the system. The PLC was designed using 

Automation Studio 5.0. The designed circuit was also 

simulated using FESTO didactic electro-hydraulics 

equipment in order to demonstrate uniform extension and 

retraction of the actuators. Results confirm the feasibility 

of the approach for practical application in RAS. 
 

Keywords-  Programmable Logic Controller; Electro-

hydraulic system; Reconfigurable assembly fixture  

I. INTRODUCTION 

The demands for customized and personalized products 
make manufacturing and assembly systems complex and 
dynamic. Reconfigurable assembly systems are designed to 
assemble products with customized flexibility within a part 
family. The development of manufacturing and assembly 
systems for a product or customized product within a part 
family is a concurrent activity that needs to be done in line with 
the product development [1]. Considering the assembly system, 
one of the major subsystems that needs to be designed is a 
reconfigurable assembly fixture (RAF). A reconfigurable 
assembly fixture is a work-holding device that accurately 
locates positions and grips the work in progress part, during 
assembly. The part of the product supported by a 
reconfigurable assembly fixture varies according to production 
requirements [2-3]. In essence, the development of a RAF 
requires efficient controlling devices for effective performance 

[4]. Press brakes are machine tools used for non-cutting 
operations in manufacturing. Due to numerous functions of 
press brakes, there are different types in use. Assembly of press 
brakes starts by accurately locating and positioning of the 
frame, which is the heaviest part of the equipment. Other 
components of the press brakes are assembled to the frame 
which is securely positioned during the assembly process. 
During the assembly process, the frame needs to be clamped 
with a high force so that other parts can be fitted in the correct 
alignment. The motion of parts in a RAF is complex and 
dynamic. A model for reconfiguration is usually developed, 
and used to control the fixture either through an agent system 
or a controller. 

Complex motion and force requirements of RAF are 
usually achieved by hydraulic systems. These hydraulic 
systems are controlled by electrical devices. A hydraulic 
system can either be pump controlled or valve controlled. 
Valve controlled systems use electro-hydraulic valves which 
are used to control the flow of fluid in the system [5-7]. The 
ability of hydraulic systems to produce a high clamping force 
and accurate positioning makes them applicable in the design 
of fixtures and other modern equipment [8-9]. The hydraulic 
gadgets are the muscles in the system while the electrical 
wiring is the brain controlling the hydraulic system [10]. 
Programmable logic controllers (PLC) were developed in the 
late 1960s to deal with the problems of hard-wired panels 
which are time-consuming to wire or debug. PLCs are special 
coordinating computers which are used to control the activities 
of process equipment and machines [11]. Reconfigurable 
equipment is controlled by microcontrollers or PLCs [12-14].  

Microcontrollers use programs which are loaded on chips, 
and inserted into the panel of the machine. These programs are 
set to perform defined instructions which in most cases can be 
reprogrammed and used with the same chips [15]. PLCs are 
used in tough industrial environments. They are used to control 
the performance of equipment and processes that are logical 
and sequential in nature [5], [16-20]. The function of a PLC in 
reconfigurable device is such that it receives commands from 
the reconfiguration model and interprets the instructions to the 
physical system based on a set of reprogrammable instructions 
of the PLC [20-24]. In this article, an electro-hydraulic system 
for reconfigurable assembly fixture was designed, and 
controlled using a PLC. A logic diagram was designed to 
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control the PLC, based on some set of instructions or sequence 
of operation of the fixture. The electro-hydraulic system 
comprises of six hydraulic actuators which output force, 
velocity and position are presented graphically in fig 9-10. 

II. LITERATURE REVIEW 

The construction and position control of a translational 

hydraulic servomechanism for two hydraulic actuators was 

done by Situm and Lobrović [8]. A control algorithm was 

developed and implemented using three devices, which are a 

programmable logic controller, an industrial computer, and a 

combination of both. The system was not cost effective 

because it uses three directional control valves (DCVs). 

However, it produces an effective force control due to the 

usage of three DCVs. The factors for selecting a suitable 

controller were identified as; 

 Compatibility of controller with electrical components, I/O 

requirements and needed signal types. 

 Controller operations in the working environment, 

 Requirements for special features of the controller 

hardware, for both local and remote process control, 

 Programmability and requirements for advanced functions 

and data manipulation, etc.  

A double acting hydraulic cylinder with a limit position sensor 

was designed by Bader [15]. Bader’s position control system 

was achieved using a microcontroller interfaced with position 

sensors to detect the position of the actuator. A proportional 

directional control valve was linked to the microcontroller 

through the PID controller, and the system was simulated 

using Simulink. The analogue signal was converted to digital 

values which may provide resolution errors during conversion. 

The step response of the system yielded a high accuracy but 

there could be an error due to backlash of the actuator piston. 

A novel control design was developed by Földi, Béres, and 

Sárközi [11], to realize fast and accurate position of pneumatic 

actuator. The system uses a 5/3 way directional single 

solenoid valve, and an analogue displacement encoder for 

metering the piston’s position and velocity. The system has 

the advantage of using inexpensive on/off solenoid valves, and 

operates an on chatter free air compression with no pressure 

sensor, making it cost effective compared to servo-pneumatic 

positioning systems. However when large forces are required, 

pressure requirements increase which makes it difficult for 

detecting pressure. 

III. THE ELECTRO-HYDRAULIC SYSTEM 

The electro-hydraulic system comprises of two movable jaw 

cylinders (MJC), and four finger cylinders (FC). The FC and 

MJC are controlled by DCV (A) and DCV (B) respectively, as 

shown in fig 1 (presented at the end of this article). Three way 

flow control valves and pressure reducing valves are used to 

control the flow of hydraulic fluid into the actuators, in order 

to obtain synchronized motion and equal positioning. The 

directional control valves, three way flow control valves, and 

pressure reducing valves are sized in order to be suitable for 

the configurations of the actuators and external loads. The 

three way control valve regulates the flow of fluid into the 

cylinders and also adjusts the pressures with the help of the 

pressure reducing valves. The clamping force of the 

reconfigurable assembly fixture is the extension force of the 

actuators which varies with the weight of the press brake to be 

assembled. The reconfiguration model of the fixture computes 

the travel length of the hydraulic actuator and sends the 

information to the PLC through a computer. The PLC sends 

the information to the electrical system and a PID controller 

which then controls the hydraulic system. The description of 

the control architecture and operation process for the 

reconfigurable assembly fixture is presented in fig 2 (as 

presented at the end of this article).  

The operation of the hydraulic equipment depends on the 

electrical connections. The electrical components are 

connected with reference to the sequence of operation of the 

hydraulic actuator. The electrical system is presented in Figure 

3. The part list for the hydraulic and electrical connection is 

presented in table I (as presented at the end of this article). A 

logic module was used to design the PLC based on the 

sequence of the operation. The limit switch in the system F1, 

F2, F3, and F4 were used as inputs in the module which 

controls the solenoids used as outputs through the logic gates. 

The truth table used for the connection of the gates is 

presented in table II.  The logic module is presented in Figure 

4. The electrical connection was used to design the rung 

diagram which is connected to the PLC cards. The ladder logic 

was designed using Automation Studio 5, as shown in Figure 

5. The simulation of the ladder diagram with AB PLC, and 

IEC standard for electrical control is shown in fig 6. 

TABLE II. Logic Module for PLC 

 

  

 

 

 

 

 

 

 

 

 

 

 

 

Start/F1 F2 F3 F4 Output  

1 0 0 0 SOL A 

0 1 0 0 SOL B 

1 0 1 0 SOL C 

0 0 1 0 SOL D 
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Fig 3. Electrical System for the Reconfigurable assembly Fixture 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig 4. Logic Module for Electrical system of the RAF 
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Fig 5. PLC connection for the RAF

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig 6. Simulation of the PLC Circuit. 
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IV. EXPERIMENTAL SET-UP 

In order to demonstrate the designed hydraulic system and 

observe the synchronization of the cylinders, the designed 

hydraulic circuit was set up in the laboratory using the 

FESTO hydraulic test bench. 

The extension and retraction of the actuators was equal 

which signifies that the system will have optimal function 

during operation. Fig 7 and 8 represent the pictures of the 

experimental set-up, and extension of the cylinders during 

the experiment respectively. The description of components 

for the experimental set-up is presented in table III. 

 

 

 

 

 

 

 

 

 

 

Fig 7. Experimental set-up for the Hydraulic System of RAF 

TABLE III. Description of Figure 7.0 

PART  DESCRIPTION 

 Finger cylinders 

 Movable jaw cylinders 

 Limit switch  

 Pump unit 

 Directional control valve B 

 Hose connector (discharging to the tank) 

 Flow distributor to inlet ports of movable jaw cylinders 

 Pump switch  

 Directional control valve A  

 Hose connector (supplying from the pump) 

 Flow distributor to outlet ports of finger cylinders 

 Electrical connection unit 

 Flow distributor to outlet ports of movable jaw 

cylinders 

 Flow distributor to inlet ports of finger cylinders 

 

 

 

 

 

 

 

 

 

 

 

Fig 8. Experimental set-up for Synchronized Extension of FC and MJC 

V. RESULTS  

The parameters of the actuators and other hydraulic 

equipment were used to run the simulation and the 

parameters of the actuator were compared graphically, as 

shown in fig 9 and 10. Considering fig 9, the displacement 

of the finger cylinders is equal which shows that the 

synchronization of the cylinders works. This can also be 

confirmed with the parameters of the actuators such as the 

velocity and force. Each actuator was simulated using 

variable force in order to depict the changes in each 

cylinder. The increase in force of the cylinders was constant 

which signifies accurate synchronization. More so the 

velocity of the cylinders is equal but at the start the velocity 

tends to be unstable as shown by the shaded area in the 

velocity graph in fig 9. However the instability of the 

velocity is the same in all the actuators. The result is the 

same for movable jaw cylinders as shown in fig. 10. 
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Fig 9. Graphical presentation of output parameters for Finger Cylinders

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig 10. Graphical presentation of output parameters for movable jaw Cylinders 
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VI. CONCLUSION 

A variety of industrial applications require hydraulic systems, 

because of their durability and large force. More so, advanced 

manufacturing systems and equipment such as reconfigurable 

assembly fixtures require the use of a PLC in order to achieve 

effective performance. An electro-hydraulic system was 

designed for a reconfigurable assembly fixture, and the 

designed circuit was simulated experimentally using the 

FESTO hydraulic test bench. The electrical components of the 

circuit were connected by considering the sequence of 

operation of the hydraulic equipment and the logic module of 

the PLC using FluidSIM electro-hydraulics 4.0. The results of 

the simulation show that the output parameters of the cylinders 

such as the length, velocity, and force are equal. This signifies 

that the actuators are fully synchronized. In addition the PLC 

was designed using Automation Studio 5.0. The rung diagram 

was connected with the input and output cards of the AB PLC. 

The simulation shows that all the solenoids are actuated in 

operating sequence. In essence, simultaneous control of 

position and force of multi-actuator system has been addressed 

in this article. The novelty of the hydraulic system is the use of 

the three way flow control valve in conjunction with two 

pressure reducing valves per actuator, rather than the 

conventional flow divider. The three way control valve 

regulates the flow of fluid into the cylinders and also adjusts 

the pressures with the help of the pressure reducing valves. 

This article provides relevant information in the design of 

hydraulic circuits, control and automation and it will serve as a 

tool for synchronization of multi actuator hydraulic systems 

without the use of directional control valves for each cylinder 

or actuator. 
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Fig 1. Hydraulic System for Reconfigurable Assembly Fixture 
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TABLE I. Part list for the Electro-hydraulic system 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig 2. Control Architecture for the Reconfigurable Assembly Fixture 

 

 

 

S/N Designation Description 

1 DCV (A) and DCV (B) 4/3 Way solenoid valve with shut off position 

2 F1, F2, F4, K1, K2, K3, K4  Make Switch 

3 F3, K2, K3, K4 Break Switch 

4. K1, K2, K3, K4 Relay 

5 FC1-FC4, MJC1-MJC2 Double acting Cylinders 

6 SOL A-SOL D Valve solenoid 

7 PU Pump unit 

8 RR1-PR12 Pressure Reducing Valve 1 to 12 

9 PLC logic  Logic Module 

10 FC LS and MJC LS Distance Rule 

11 FCV 1-FCV 12 Three way flow control valves 1 to 12 

 RECONFIGURATION MODEL 

Computes the travel length of 

actuators, and other operating 

parameters such as gripping time, 

fluid flow, extending and retarding 

force, gripping force, and power  

COMPUTER 

User the operator interface to 

interact with the control scheme 

and program for the PLC.   

Programmable Logic Controller 

Logic module computes the input 

value of F2 and F4, by interacting 

with the inputs and outputs of the 

electrical system. It also sends 

information to PID controller for 

feedback and comparison with 

output.   

PID Controller 

The PID controller compares the 

actual output of the actuators with 

the desired input, through 

feedback from the linear variable 

differential transducer.     

Electrical System 

The electrical system controls the 

hydraulic equipment. It interacts 

with the PLC, and the hydraulic 

system     

Hydraulic System 

The hydraulic system comprises 

of the pumping unit, 

electrohydraulic valves, 

actuators pressure reducing 

valves flow control valves, and 

connectors.      

Linear Variable Displacement 

Transducer 

Input the length and width 

of press brake 

OUTPUT 

Actuator 

extension and 

Retraction 
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Abstract—In recent years a lot of research has focussed on
introducing mobile robots into production scenarios. Mobile
robots are already deployed in flexible supply chain applications,
moving the parts, which are to be processed next, to the right
machines on time. In mining industries, particularly when oper-
ating underground, load-haul-dump vehicles are deployed under
much harder environmental conditions compared to warehouses.
In both cases, accurate environment maps help to localize the
vehicles and robots. In this paper, we describe our robot platform
which will be deployed in underground mapping scenarios. For
generating accurate 3D environment maps, we equipped the robot
with a Velodyne LiDAR and developed a tilt unit which allows
the LiDAR to be tilted between 0◦ and 90◦. We describe the
hardware design of the tilt unit and the control software of
the robot which runs under the Robot Operating System. For
acquiring data, the tilting LiDAR can be run in two modes:
stop-and-go scanning and continuous scanning. We compare both
modes and report on our first experiments where we acquired
data from a 2.4km stretch of a motorway tunnel.

I. INTRODUCTION

In recent years a lot of research has focussed on introducing
mobile robots into production scenarios. Mobile robots are
already deployed in flexible supply chain applications, mov-
ing the parts, which are to be processed next, to the right
machines on time. The keyword for this future production
scenario is cyber-physical systems [1], [2]. For warehouse
scenarios there are already some very successful examples
of deploying mobile robots for logistics tasks. For instance,
Amazon deploys KIVA robots for their commissioning tasks
in their warehouses on a large scale [3]. In mining industries,
particularly when operating underground, the environmental
conditions are much harder than in warehouses. This might
be a reason why autonomous vehicles have not yet been
deployed to the same extent here. Notwithstanding, visions
of fully automated (underground) operations exist such as the
Rio Tinto “Mine of the future” project [4]. Before this vision
can become reality, more research and development is required
in the relevant areas of mobile robotics research. A number of
approaches focus on navigation and collision avoidance, e.g.
[5]–[7]. These approaches yield results for automating open-
pit mines with load-haul-dump (LHD) vehicles or autonomous
container terminal robots [8]. The mobile systems are deployed
in large numbers in productive operation.

Apart from such large scale applications of automated LHD
vehicles and container terminal robots, automation in mining

focusses also on improving the miner’s safety on-site. If a
robot device can do some of the dangerous jobs of a miner,
the miner can concentrate on other important objectives. The
question of whether robots can improve the safety of a miner,
can be positively answered, for instance, in the case of South
African deep mining [9]. In [10], a robot device that can
detect loose rocks in the hanging-wall is presented. In [11],
some existing aerial as well as ground vehicles that could be
helpful in rescue missions for mining disasters are discussed.
An important aspect of automating mines and LHD vehicles
is to have an environment map of a mine at hand that can be
used for the autonomous vehicles to localize themselves. A
precise map of the mine is also helpful for the mine operators
to better plan their activities. The map of the mine that is
acquired by the mobile mapping robot can then, in turn, be
used by other LHD vehicles to localize themselves.

In this paper, we present our underground mapping robot
Barney. We equipped the robot with a Velodyne 64 LiDAR,
which was also deployed in the DARPA Urban Challenge [12].
The device yields up to 1.3 million points per second with a
vertical field of view (VFOV) of about 26.8◦ at about 0.5◦

resolution and a horizontal field of view (HFOV) of 360◦

at 0.09◦ resolution. In order to use this sensor for mapping
applications, we developed a tilt unit that is able to tilt the
sensor vertically between 0◦ and 90◦. As tilting the sensor is
quite challenging due to its weight of 15 kg, we briefly discuss
the mechanical design of the tilt unit. For acquiring a complete
scan at a certain position, the tilt unit takes a sweep between
0◦ and 90◦, integrating single point clouds taken at different
angles into a local map at the robot’s current position. The
robot does not move while scanning. There are two scanning
possibilities: (a) stop-and-go acquisition and (b) continuous
acquisition. In the former case, the tilt unit stops at certain
predefined angles, the sensor acquires a point cloud and moves
to the next angle. In the latter case, the tilt unit tilts between
0◦ and 90◦ while continuously acquiring point clouds. With
continuous scanning, much denser local maps can be acquired
as more point clouds are integrated into the map. Outliers and
sensor noise are easier to average out and the maps computed
from denser point clouds will be more accurate. For obtaining
the tilt angle and therefore for registering point clouds at the
correct pose, we make use of an additional IMU which is
attached to the tilt unit. This way, we can register point clouds
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(a) The underground mapping robot
Barney.

(b) The URDF simulation model of Barney for the
Gazebo simulator.

 
Image 2: Plot of the driving torque for a 90° tilting cycle 

LIDAR 

Servo Driving 
shaft 

Tilting 
shaft 

Image 1: Tilt mechanism detail 

Bearing 

(c) Details of the tilt unit mechanism.

Figure 1. The Underground Mapping Robot Barney.

in an easy way without using sophisticated but computationally
expensive algorithms such as iterative closest point algorithms
(ICP) [13]. In our first experiments, we acquired data from a
2.4 km stretch of a motorway tunnel in Austria.

The rest of the paper is organized as follows. In the next
section, we review some related work of underground mine
mapping, before we outline the robot platform and the tilting
LiDAR device. We then present some of our first experimental
data from the motorway tunnel and compare continuous and
stop-and-go scanning. We conclude with a discussion and an
outlook to future work.

II. RELATED WORK

The related work in this section reviews, for one, work
from mapping underground mines with autonomous robots;
for another, we review the state of the art of unmanned ground
vehicle deployment in underground mines. The probably most
related work in the area of 3D tunnel mapping is presented in
[14], [15]. There, Thrun et al. present an approach for mapping
inactive or abandoned mines in 3D in an accurate way using
simultaneous localization and mapping (SLAM). They use the
rugged terrain vehicle Groundhog and a Pioneer2 for their
experiments, which are equipped with two laser range finders
(LRF). One LRF is aligned along the ground plane of the
robot, the other one is mounted orthogonally to that plane
pointing towards the ceiling. They map the mine in 2D and
use a 2D scan matching approach to estimate the displacement
and orientation difference between consecutive scans. Due to
loops in the environment, the global map cannot be constructed
from the scan matching algorithm. For this purpose, they use
a version of the iterative closest point algorithm for the loop
closure. In a post-processing step, a 3D model of the 2D poses,
together with the range scans which point towards the ceiling,
is reconstructed. Another closely related work to the 3D
mapping problem in rugged terrains is described in [16], [17].
In fact, for approaching the 6D SLAM problem, they improved
scan registration done by ICP by calculating heuristic initial
estimates for ICP based on a 6D odometry extrapolation. If
loop closure is possible (it is detected that the robot came

across the same position again), the error is distributed to
improve the alignment of the scans. The initial estimates for
ICP are computed by a coarse-to-fine strategy in an octree
representation, where first the displacement and rotation of
two scans are estimated on a coarse octree resolution; the
resolution is stepwise refined, and with it the estimate as well.
For run-time optimization on the robot, they deploy KD-trees
for searching 3D points in their point clouds. Besides mapping
experiments in indoor and outdoor environments and testing
the method in RoboCup Rescue scenarios, they also mapped
the Kvarntorp mine near Örebrö in Sweden with their robot
platform Kurt3D. Kurt was able to map the mine environment
in 3D with high accuracy. Another recent paper relevant to
our work is [19]. There, an automatic calibration routine for
a LiDAR and a camera system is presented and also tested
in an open-pit mine environment. For combining camera data
with data from a Velodyne the authors describe the problem
that ordinary Velodyne data (from a not-tilted sensor) are too
spare such that for 95% of the camera data there are no depth
information. Besides those papers already mentioned in the
introduction about LHD vehicles and mining safety [5]–[11],
Morris et al. [18] discuss the basics of void entry, mobility,
sensing, navigation, modelling, and subterranean operations. In
particular, they show the huge advantages for moving through
underground voids that preclude human access. Instead of
classical SLAM approaches, they use an incremental scan
matching for short-term position estimation and a topological
SLAM for global localization.

III. THE UNDERGROUND MAPPING ROBOT BARNEY

A. The Underground Robot Platform

Our underground robot Barney (Fig. 1(a)) is based on the
Clearpath Husky robot platform, which is a four-wheeled
differential drive robot base. The robot has external dimensions
of 990mm× 670mm× 390mm, weighs 50 kg and has an
additional payload of 75 kg. With its ground clearance of
about 130mm it is well-suited for (limited) rugged-terrain
deployment which we aim for with our mapping application.
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Figure 2. The field of view of the Velodyne LiDAR on the tilt unit.

As far as built-in sensor equipment, it only comes with wheel
encoders. The system is fully integrated into the Robot Operat-
ing System, (ROS) [20]. To increase the accuracy of odometry
measurements, we equipped the robot with an XSENS MTi-
300 attitude heading reference system (AHRS). To be able
to acquire dense 3D maps of the mining environment, we
developed a tilt unit for the Velodyne HDL-64E S2 LiDAR
which is capable of tilting the LiDAR between 0◦ and 90◦. To
obtain the tilt angle of the tilt unit, we installed an additional
XSENS MTi-10 IMU on the mounting platform. In Fig. 1(a)
one can also spot a Point Grey Ladybug 5 spherical camera as
an additional sensor on our platform. In our future work, we
will map images from the spherical camera to the registered
point clouds in order to generate coloured point clouds. In
the next section, we describe the hardware and the control
software of the tilt unit in greater detail.

B. The Tilting LiDAR System

1) Hardware Design: There are several ways of designing
tilt units for laser range finders. A common way is the use of
a standard servo where a mounting platform is driven directly
by rotating around the horizontal axis. This works fine for
small laser scanning units with low weights. The deployed
Velodyne HDL-64E with a mass of 15 kg would require quite
a large drive unit for tilting it that way. As an alternative, one
could use one of the following mechanical designs: (a) four bar
linkage, (b) cam and follower or (c) worm gears. The standard
planar four bar linkage is suitable for transforming a rotational
movement of a driving motor to a large choice of planar
trajectories. It is often the most efficient and simplest way of
generating the desired motion. The drawback of using it for a
tilt mechanism is the non-constant speed ratio: for a desired
constant angular tilt velocity, the drive unit would need a fine
adjustable servo drive to compensate the non-constant gear
ratio. What is more, the size of a four bar linkage is often larger
than a cam and follower design providing the same trajectory.
One drawback here is that the cam needs to be manufactured
with high accuracy. Dynamic loads such as momenta and

forces can also be critical: in a planar arrangement, cam
and follower are interacting in a line; this leads to higher
stresses compared to a four bar linkage design. Worm gears
can have quite a high constant gear ratio and can cope with
high loads and momenta. Another benefit is that they are self-
locking, so that the driving servo motor can be switched off
without risking a harmful movement of the LIDAR system.
For designing the gear system, an optimal rotation point w.r.t.
the different lengths of the lever arm of the weight forces that
occur during a tilt motion can be calculated.

As a driving motor, a Dynamixel MX-106R is used provid-
ing up to 10Nm torque, a resolution of 4096 increments per
revolution and known ROS support. A metal bellow clutch
is used for connecting the MX-106R to the spring-loaded
drive shaft. Diaphragm springs were used to reduce the gear
backlash of the combination of the two worm gears having a
gear ratio of 46:1. The hysteresis can be compensated by only
driving the tilt mechanism in one direction. Fig. 1(c) shows
some of the details of the design. The design was validated
in simulations (with Autodesk Inventor) to get correct peak
momenta and their distributions. The peak value for the drive
torque is less than ∼2Nm , far less than the limit of the MX-
106R. A similar analysis was done for the tilt shaft. The time-
dependent torque of the tilt shaft has a maximum value of ∼
38Nm .

2) Controlling the Tilt Unit with ROS: Similar as with the
approaches outlined in Section II, we need to register single
scans and compute a local map at the robot’s current position.
The Velodyne LiDAR has a field of view of 26.8◦. To acquire
a complete point cloud with a total vertical field of view of
116.8◦ (90 degrees plus the VFOV of the LiDAR), we need
to combine several single measurements. Fig. 2(a) shows a
vertical cross-section at the y-axis of the field of view.

For scanning and registering the data with the tilt unit,
we have two different options: (a) stop-and-go scanning and
(b) continuous scanning. The stop-and-go scanning works as
follows: between 0◦ and 90◦ we stop the tilt unit motors
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Figure 3. Mapping the Plabutschtunnel in Graz, Austria, with the robot Barney.

(a) Front View from [21] (b) Front view (c) Top view

Figure 4. The tunnel portal.

(a) Side view (intensity measurements) (b) Reverse angle (intensity measurements) (c) Top view (height measurements)

Figure 5. Emergency bay 1.8 km inside the tunnel.

usually in 5◦ steps and capture one 360◦ scan of the Velodyne.
We developed our own ROS driver for the Velodyne (basically
we wrapped the HDL driver from the Point Cloud Library
(PCL) [22]) as we experienced problems with our version of
the Velodyne and the standard Velodyne driver that comes
with ROS. The scanning motion is shown in Fig. 2(b). At
each angle position, the captured point cloud is added to the
local map at the robot’s current position. The motion of a
continuous scan between 0◦ and 90◦ results in a helical motion
of the sensor head as shown in Fig. 2(c). The challenge when
scanning in the continuous mode is to associate the raw data
stream from the LiDAR with the correct rotation angle of
the tilt unit. To this end, we take each network package as
sent by the sensor and compute the 6D Euclidean transform
for each raw data package based on the IMU-based LiDAR

orientation. While the registration of a whole point cloud is a
bit more complicated than with the stop-and-go approach, it
yields much denser point clouds, as we will show in the next
section.

IV. FIRST EXPERIMENTAL RESULTS

As we discussed in the previous section, there are two
possible approaches to integrate single point clouds from the
LiDAR into a complete local map at the robot’s current
position. With stop-and-go scanning, we have to compute
the 6D Euclidean transform at each tilt angle to register a
local map. While scanning, the tilt unit stands still. So, we
have to apply the 6D transform for each point cloud as a
whole at a certain tilt angle. When scanning continuously,
the tilt unit does not come to a stand-still while acquiring
data. This means that we need to continuously calculate the
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(a) Scan at one position with stop and go tilting (126,650 points) (b) Scan at one position with continuous tilting (905,748 points)

Figure 6. Comparison between stop-and-go and continuous scanning

6D transforms for each single orientation and tilt angle of
the sensor head. The ROS Velodyne driver we developed
computes the 6D transform for each network package coming
from the LiDAR. As 6 × 64 single range measurements are
gathered in one network package, our transformed point cloud
thus has an angular resolution of about 0.5◦ (six times the
angular resolution of 0.09◦ provided by the sensor). It is
therefore important to get reliable information from the pose
of the robot and the orientation of the tilt unit. For acquiring
the orientation of the tilt unit, we make use of an AHRS
and an IMU. The AHRS is used to compute the orientation
and pose of the robot. With an Extended Kalman Filter, we
combine the wheel encoder data of the robot with the AHRS
orientation data at hand. ROS provides this functionality
with the robot_pose_ekf package1. Data from the wheel
encoders, the IMU and the LiDAR are combined based on
ROS timestamps. For estimating the relative orientation of the
tilt unit, we use an additional IMU sensor which is mounted
on the tilt unit. For transforming the incoming LiDAR data in
the continuous scan mode, we estimate the orientation of the
LiDAR IMU in the following way: at the beginning of a scan
we reset the orientation and calculate the initial roll and pitch
from gravitational acceleration (e.g. as shown in [23]). For the
yaw orientation, we use the yaw angle from the AHRS system.
This is the reason why the robot has to stand still when taking
a range scan.

Fig. 3 shows some photographs of the setup of the
Plabutschtunnel mapping experiment. We teleoperated the
robot through the Plabutschtunnel in Graz, Austria, on two
days after midnight. One drive lane was closed for tunnel
inspection, on the other lane there was still some traffic.
Fig. 4 shows range maps from the tunnel portal. The colours
indicate the physical height of a measurement. Local maps
were acquired roughly every 30m. The black circles in Fig. 4
and 5 indicate the robot’s position in the integrated local
map. The black circles stem from a minimal range of about

1http://wiki.ros.org/robot pose ekf

2m around the Velodyne; within this range no reasonable
measurements can be taken and displayed. Fig. 5 shows an
intensity map of an emergency bay inside the tunnel 1.8 km
away from the tunnel portal. Low reflection intensities are
shown in red while high intensities are shown in blue. One
can, for one, see the emergency exit tunnel (Fig. 5(c) shows
the top view of the emergency exit). For another, one can also
see the sign, which was painted on the wall, indicating that
the other portal is about 8.4 km away.

In total, we acquired about 55,000 point clouds of a 2.4 km
stretch of the tunnel during two nights. During these exper-
iments we acquired about 2,5 billion single range measure-
ments. We also compared continuous scanning vs. stop-and-
go scanning in this experiment. While it is easier to acquire
data with the stop-and-go method, the advantage of scanning
continuously is obvious. The acquired point clouds are much
denser and, furthermore, the scan time is much lower, as we do
not have to stop the motor of the tilt unit in order to take a scan.
Denser point clouds allow to reduce outliers and sensor noise
from the resulting map in a post-processing step. Usually, a
down-sampling step takes place when computing the complete
map of the tunnel. With denser point clouds the actual mean of
a measurement is approximated better than with sparse data.

While we have to further analyze this in a quantitative
fashion, Fig. 6 shows a qualitative result under laboratory
conditions. In Fig. 6(a), a point cloud of our institute hallway
acquired by stop-and-go is shown. On the right-hand side in
Fig. 6(b), the same scene was continuously acquired. Having
a closer look at the number of scan and scan points it becomes
obvious that continuous scanning leads to more accurate data.
In the stop-and-go scan taken in Fig. 6(a), 19 single scans were
integrated with a total of 126,650 3D range points acquired
with a total scan time of about 116 s. For acquiring the point
cloud in Fig. 6(b), about 126 single scans with a total of
905,748 range points were integrated. The scan time lies
around 25 s. This is about 7 times as many data than with the
stop-and-go scanning method in about 1/4 of the time. This
shows the advantages of continuous scanning. Not only can
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more point clouds be acquired during a single sweep, but also
the scan time is dramatically reduced. As already mentioned,
usually a down-sampling step takes place to further process the
data and maps. Here, also the continuous mode is preferable.
With denser point clouds, sensor noise and outliers are more
likely to be detected and averaged out than with sparse point
clouds.

V. DISCUSSION

To achieve the goal of a fully-automated mine, each robot
that operates there needs precise 3D maps. On the other
hand, sensor equipment just for localizing a robot with an
existing high-definition map does not necessarily need to be
high-definition. Therefore, it could be cost-effective to just
equip one robot with high-definition sensors for mapping,
while other robots are using cheaper sensors. With our robot
Barney we designed a prototype platform of an underground
mapping robot for acquiring dense and precise maps with
a high-definition sensor. We showed how we acquire dense
point clouds with a HD-LiDAR when tilting it in a continuous
fashion. The combination of wheel encoders with the AHRS
offers a viable robot odometry which is a good basis for
computing accurate 3D maps of underground mines. If we find
out in future tests in underground mines that slippage becomes
a problem for the odometry, we can, for instance, enhance the
odometry using visual odometry or scan matching approaches.

Our future goals are to apply different scan matching
algorithms to further improve the alignment of the point
clouds taken at a particular position. As the amount of data
acquired by the Velodyne is enormous (from our experiments
we acquired about 400GB of point clouds), we will have to
down-sample them; this has to be done in a way where not
much accuracy is lost. Furthermore, we then want to compare
different global matching algorithms on these scans, to get
consistent 3D maps. We plan to evaluate the different methods
quantitatively with given ground truth data from underground
mines. Another improvement for future work might be to
use a lighter LiDAR sensor to be able to use simpler and
lighter tilt unit designs. This will avoid drawbacks of using an
IMU for accurate tilt positions, since a solution with a worm
gear creates a backlash that eliminates the possibility of using
(exclusive) encoder data. As we have shown, the continuous
registration of point clouds is more advantageous than the stop-
and-go mapping. In both scenarios, however, the robot stands
still when acquiring a local map. In our future work, we also
want to map in a continuous-continuous way, i.e. we register
scans in the continuous mode while the robot is driving in
a constant motion. This would increase the local point cloud
density even more.
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Abstract—The L1 Tracker is an existing algorithm for adap-
tive tracking by detection which uses a particle filter and tracks
by attempting to express proposed matches as sparse linear sums
of known templates. The sparse representation of the object
gives information of the current appearance of the target which,
for certain objects where appearance is linked to anticipated
motion, can help performance on subsequent frames. Currently
the L1 Tracker neither collects nor uses this information. The
L1 Tracker also only maintains 10 templates, and has a naı̈ve
approach to updating the list when a new template is added.
This paper describes the application of the L1 tracker on a
particular sequence where the object motion is strongly linked to
appearance, and the adjustments made to improve performance.
The adjustments include: 1) learning the motion associated with
each template, and using it in the particle propagation; 2)
improved template selection for the 10 templates used for each
frame; 3) using backtracking to improve performance when
the object disappears and reappears and 4) including negative
templates to create a discriminative tracker.

I. INTRODUCTION

Visual object tracking is a common task in image pro-
cessing. The objective is to follow a certain target through
a series of frames. This has many applications, such as
surveillance, human-computer-interfacing, visual servoing and
traffic monitoring. Sometimes the target is known in advance,
and an a-priori model can be built describing it. Often there
is no a-priori knowledge, and all that is available is an initial
frame annotated with the location of the object.

An approach that has achieved good results recently is
tracking by detection. In tracking by detection, the tracker
only models the 2-D appearances of the targets, discarding
any concept of a 3-D object in a 3-D world. One algorithm
that uses this approach is the L1 Tracker.

The L1 Tracker uses a particle filter to model the probabil-
ity density function (PDF) of the target location. It evaluates
each particle by attempting to express it as a linear sum of
templates. The better a particle is modelled by the templates,
the more likely the state is to represent the target. Ignoring the
obvious problems with taking weighted sums of different views
of the target, this approach has shown some success. However,
the implementation produced by the authors only maintains 10
templates. Every time a new template is recorded, an old one
needs to be removed. This is potentially useful information
that is being discarded. There is also useful information from
motion observed for each template that is discarded. The

authors’ implementation also does not handle the target leaving
the scene. The L1 tracker also does not model the background;
modelling the background is an effective strategy. We address
these issues and demonstrate improved tracking performance,
specifically on a sequence where object appearance is strongly
linked to object motion in the frame.

The rest of this paper proceeds as follows: in Section II we
review the relevant literature. In Section III we discuss the L1
tracker in depth. In Section IV we motivate and explain our
improvements. In Section V we describe our experiments and
present our results, and in Section VI we make conclusions.

II. RELATED LITERATURE

Tracking-by-detection trackers can be grouped into gener-
ative trackers and discriminative trackers. In this section we
will briefly discuss several trackers in each group.

A. Generative Trackers

A generative tracker builds a model of the target’s appear-
ance and then tries to find the location in each frame that is
most similar to the model. Examples include the fragments-
based tracker [1], visual tracking decomposition [4], and the
L1 tracker [5].

The fragments-based tracker [1] takes the initial target
image and divides it into several sub-patches, or fragments. It
then takes pixel intensity histograms of these fragments. The
object model is the combination of each fragment’s position
relative to the target frame, and the histogram expected for
that fragment. When a new frame is presented, each fragment
compares its expected histogram to the observed histogram
at each possible location, and votes for appropriate target
locations. All the fragments’ votes are aggregated and the
tracker outputs the best combined target location. The visual
tracking decomposition tracker [4] separates the model into a
observation model and a motion model. It then builds multiple
trackers with varying object and motion models. It runs these
multiple trackers in parallel, allowing them to influence each
other. The L1 tracker will be discussed in more detail in the
next section.

B. Discriminative Trackers

Discriminative trackers model the foreground and the back-
ground, and then classify patches of each presented frame
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into these classes. The patch that the tracker has the most
confidence in is classified as foreground, and is selected
as the output. Examples of discriminative trackers include
the multiple instance learning tracker [3] and the ensemble
tracker [2].

The multiple instance learning tracker [3] draws a selection
of patches from each frame. Those far from the tracking result
are labelled negative, while those near the tracker result are all
put into a bag marked positive. The model assumes one of the
patches in each positive bag is the target but does not decide
which. This reduces model drift. The ensemble classifier [2]
uses an ensemble of weak classifiers to build a strong classifier
that discriminates foreground pixels versus background pixels.

III. THE L1 TRACKER

This section describes the L1 tracker [5] as obtained
from www.dabi.temple.edu/∼hbling/code data.htm. First the
tracking algorithm is explained, then we discuss aspects of the
algorithm and implementation that are relevant to the changes
we have made to the tracker.

A. Overview of algorithm

The L1 tracker uses a particle filter framework to model the
PDF of a Bayesian posterior probability: p(xt|y1:t) where xt is
the state at frame t as represented by an affine transformation,
and y1:t are the observations from frames 1 to t represented as
raw pixel values for the resized image patches. At each time
instant t a prediction is made:

p(xt|y1:t−1) =

∫
p(xt−1|y1:t−1)× p(xt|xt−1). (1)

Here the first factor is the Bayesian prior and the second is
the motion model. The prediction is calculated as an equally-
weighted discretised set of states st by transforming St−1

(the previous frame’s discretised posterior probability, used
as the current frame’s prior probability) randomly according
to a zero-mean Gaussian distribution. The assumption is that
because states far from St−1 are unlikely to be drawn from
the distribution they will be poorly represented in st. This is
evidently equivalent to a low p(xt|y1:t−1), and as such the
weights are not stored (st is assumed to be equally weighted).

Next the algorithm crops the image patch associated with
each of the proposed states, and calculates an observation
model p(yt|xt). It attempts to express each patch as a linear
sum of the 10 stored templates. The better the match is, the
higher the observation probability will be. It does this by
augmenting the 10 templates with a set of trivial templates,
where the nth trivial template is non-zero only at pixel n.
Any noise in the image can therefore be explained by adding
weight to the corresponding trivial template. The tracker then
expresses each particle as a sparse sum of the templates and the
trivial templates through L1-minimisation using an accelerated
proximal gradient descent.

The updated posterior probability is

p(xt|y1:t) =
p(yt|xt)× p(xt|y1:t−1)

p(yt|y1:t−1)
. (2)

The denominator is independent of the state, and since we are
only interested in maximising this posterior as a function of

state, we ignore it. The state with the maximum posterior is
output as the tracker result for that frame. If the image patch
associated with this state passes certain criteria, it is added to
the set of 10 templates, and the template that contributed the
least to the current frame is deleted. Finally st is resampled
according to Eq. 2, the updated posterior, to form a set of
equally-weighted states St for use in the next frame.

For its initial template set, the L1 tracker crops 10 near-
identical subimages from the initial frame.

B. Comments

Modelling the motion (i.e. the prediction probability) im-
plicitly through particle density (but with each particle having
the same weight) is counterintuitive. It means that in the
optimisation stage a particle that was far away from the mean
of the Gaussian (i.e. the motion model predicts that it is
possible but very unlikely) will outperform one that is near
the mean (i.e. likely) but with a slightly lower observation
model value. This is undesirable, especially considering the
small computational effort required to update the weights to
include the motion model value explicitly.

The L1 paper [5] refers to a state transition model (in
Section 3.1), where the prediction step takes the target velocity
into account. There was little evidence of this in the code.
This is pertinent because our motion model is based on object
appearance, not on recent object movement.

IV. PROPOSED IMPROVEMENTS

In this section we describe and justify our improvements on
the L1 tracker. Our improvements fall into 4 main categories:
1) particle guiding, 2) template selection, 3) backtracking and
4) negative templates. Particle guiding and template selection
both stem from our observation that the appearance of the
target in a frame carries information that is useful in tracking
during subsequent frames. As such we add a 7th state vari-
able to each particle: the template most used in its sparse
representation. We call the space described by the first 6
state variables (i.e. those describing the affine transformation)
the state space, and the space described by the 7th state
variable the template space. In particle guiding we look at
how the template-space state variable can be used to help
guide the particles in state space. In template selection we
guide the particles through template space, by controlling the
10 templates in the template set used for sparse representation.
In backtracking, we address issues relating to the target leaving
the frame and returning. In negative templates, we adapt the
L1 tracker to be a discriminative tracker.

We now address each of the improvement categories in
detail.

A. Particle Guiding

At the end of a pair of consecutive successfully tracked
frames, the following information is available:

1) The template that best described the first frame: the
template that contributed the most in the weighted sum used
to match the image patch.
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2) The motion between the two states: the difference in
state-space between the two outputs.

This is useful information. We can learn what state-space
motion to expect for each template, and cluster the particles
more densely in that location in state space. This will mean that
the search resolution is usually highest where it is most needed.
We can do this prediction in a particle-by-particle manner: each
particle moves according to its template-space state variable.
This is in line with the particle filter being able to handle
multi-modal data.

In testing we found that having the tracker learn all 6
affine states’ transitions led to dramatic changes in aspect ratio,
and so we set the tracker to learn only the 2 state transitions
corresponding to translation.

It is useful to note that this motion prediction is based on
appearance and hence is independent to the usual velocity-
based movement model.

B. Template Selection

The L1 tracker maintains a small pool of 10 templates.
When a tracked result meets the criteria for inclusion into
the set of templates, one of the old templates needs to be
discarded. The original L1 tracker discards the template which
contributed the least to the current frame. We propose that
a better approach would be to discard the template with the
least unique information. The L1 tracker already calculates the
inter-template correlation for use in the accelerated proximal
descent, so at no extra computational cost we can discard
the template with the highest mean correlation to the other
templates.

It is also intuitive that discarding information should detract
from performance. If there is enough processing power and
memory, then keeping a larger pool of templates from which
to select 10 for each frame should improve performance. In a
similar manner to which we plan to learn what state space
movement is associated with each template, we will learn
which templates tend to follow each other. In this way we
model the template space to describe the distance between each
pair of templates. On each tracking frame, the new set of 10
templates is selected by considering which templates are highly
represented among the particles. Each template m contributes
the n closest templates to itself, where n is the the floor of
10 times the fraction of particles whose template-space state
variable is m. The remaining templates (whose space has been
created by the floor operation) are selected randomly from the
large set of templates.

C. Backtracking

Our third modification is to improve the tracker’s handling
of the target leaving the scene. The original code did not
provide any mechanism for handling this. We implemented a
simple threshold: if the winning particle’s sparse representation
has a combined weight for the trivial templates above a
predefined threshold, then the frame is considered empty. On
an empty frame, no track result is returned and all templates
are free to continue propagating (i.e. St = st).

We found that, while the target was out of frame, the tracker
could get caught on background objects and ignore the target

when it reappeared. To address this, when we rediscover the
target (i.e. a match after an empty frame), we make a recursive
call to our algorithm, backwards in time, initialised on the
rediscovered target, until the last tracked frame (we did not set
a maximum number of frames for this recursive call, although
in practice this would not be feasible). This backtrack can have
three possible outcomes:

1) Backtrack loses track before last known frame: in this
case it appears that the target left and returned. The backtrack
is successful. Allow it as a positive track.

2) Backtrack tracks to the last known frame, but final frame
does not overlap with the target in the last known frame: in
this case we have found a background object. The backtrack
was unsuccessful. Do not allow this to be a positive track. If
the tracker was a discriminative tracker, this would be included
as a negative template.

3) Backtrack tracks to last frame, and final frame does
overlap with the target in the last known frame: in this case
we have experienced several frames of false negatives. The
backtrack was successful. Allow it as a positive track. As an
aside, these could be a good positive templates. We did not
use these to update the template set.

By backtracking whenever we rediscover the target and
reacting appropriately, we should be able to reduce false
positives during empty frames.

In practice we found that the particle filter’s multi-modal
PDF description could lead to problems. We observed cases
where the tracker correctly rejected background objects via
backtracking. However, when the object returned and was
correctly identified, the particles still near the background
object managed to overpower the target several frames later.
The backtracker was not triggered, as the previous frame was
not empty. In response to this we culled the particles on target
rediscovery, setting them all to the track result. This zeros the
PDF everywhere other than at the target location.

D. Negative Templates

Due to repeated problems of background objects being
being awarded high observation model values, we decided
to implement a discriminative version of the L1 tracker. We
trained a negative tracker with negative templates, cropped
from around the target in the first frame. Whenever good
candidates were found for negative templates (e.g. after an
unsuccessful backtrack) they replaced the negative template
with the least unique informations.

During tracking, if the winning particle was better de-
scribed by the negative templates than the positive templates,
it was discarded.

V. RESULTS

In this section we describe the testing procedure. Then
we look at the effect of our different improvements. Because
our improvements affect each other’s performance, and there
are too many permutations to look meaningfully at them all,
we look at the each adjustment’s effect on the final tracker.
For each adjustment tested, we first describe the trackers,
then we present qualitative evidence that the adjustments are
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Fig. 1. Composite made up of image regions from selected frames of the jet
ski sequence

improving results. Finally, we present quantitative results for
all the trackers tested.

A. Testing Procedure

We tested the trackers on a jetski sequence consisting
of 1154 frames. In the sequence a jetski zigzags its way
towards the camera, in a dock environment, leaving the scene
several times. Figure 1 shows an overview of the jetski’s
motion throughout the sequence. As ground truth we used
a successful track result verified by a human. This leads to
a slight inaccuracy of results, but since most tracking failures
consisted of latching onto background objects, we felt this was
a reasonable approach. We assigned each frame a label (True
Positive, True Negative, False Positive, Missed Positive, False
Negative), where a True Positive had a bounding-box overlap
with the ground truth of at least 50%. We then used the well-
known F-score to quantify the tracker’s performance:

F -score =
2PR

P +R
(3)

where

P =
True Positives

True Positives + False Positives + Missed Positives
(4)

R =
True Positives

True Positives + False Negatives + Missed Positives
.

(5)

Because the L1 tracker is a probabilistic algorithm we
averaged over 50 test results.

B. Tracker performance

1) Initial Tracker: As a baseline, we ran the L1 tracker
with no improvements on the sequence. this tracked well until
the target’s first disappearance. Because the tracker had no
mechanism for handling object disappearance, it continued to
track background objects, and did not latch onto the target
when it reappeared. Figure 2a shows the tracker succeeding
while the object is in frame, Figure 2b shows the tracker failing
when the target disappears, and Figure 2c shows the tracker
failing to rediscover the target on reappearance.

Figure 3 shows the progress of the tests through the
sequence, with each column representing a frame. If the target

Fig. 3. L1 Tracker test state versus time showing the fraction of tests in each
state for each frame

is in frame during that time instance, the column will be part
red, part light blue and part green. The red part represents
the fraction of tests in which the tracker correctly identified
the target for the frame (i.e. a true positive). The light blue
part represents tests in which the tracker’s output was not
deemed correct for the frame (i.e. a missed positive). The
green represents tests in which the tracker falsely identified
the frame as empty (i.e. a false negative). Periods for which
the target was out of frame are part orange, part dark blue.
The orange corresponds to tests where the tracker correctly
identified the frame as empty (i.e. a true negative). The dark
blue corresponds to tests where the tracker gave an output for
an empty frame (i.e. a false positive). As can be seen, the
tracker performed well up to the first disappearance (i.e. the
first block of red,light blue and green is mostly red). In no
test cases did the tracker identify that the object had left the
scene, and when it returned very few tests rediscovered it (i.e.
the rest of the plot is either light or dark blue, depending on
whether the target was in frame or not).

2) Final Tracker adjusting Particle Guiding: To test the
effectiveness of particle guiding, we enabled the full template
selection (i.e. maintaining a large pool of templates and
selecting the 10 most useful for each time instance), full
backtracking (i.e. backtrack on target rediscovery, and zero
the PDF on target location after a successful rediscovery)
and negative templates. We then tested three cases of particle
guiding: no guiding; full particle guiding (i.e. all 6 state-space
variables are guided), and modified guiding (i.e. only the two
state-space variables corresponding to translation are guided).

Figure 4 shows a sample frame that characterises the differ-
ences in tracking for the different particle guiding variations. In
Figure 4c, we see the modified guiding tracker’s result is in the
centre of the particle cloud, whereas in Figure 4a we see the no
guiding tracker’s result is on the leading edge of the cloud. This
is because the modified guiding tracker predicted the location
better, and was able to concentrate the particles so that the
greatest density of particles (i.e. a better search resolution)
was around the target’s location. It is pertinent to point out that
this prediction is made not on the target’s motion over previous
frames, but according to the appearance on the previous frame.
In Figure 4b we see that the full-guiding tracker’s response
is very different to the ground truth. The tracker was too
confident on the aspect ratio change during the turn. When the
target completed the turn, the particles continued their aspect
ratio change, which led to inferior tracking.

3) Final Tracker adjusting Template Selection: To test the
effectiveness of template selection, we enabled the modified
particle guiding (i.e. learning the two translation state vari-
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(a) Frame 250 (b) Frame 470 (c) Frame 600

Fig. 2. The L1 tracker at frames 250 (2a), 470 (2b) and 600 (2c). The rectangles represent all the particles. Yellow rectangles represent particles that were in
st but did not survive into St. Green rectangles represent particles that survived to St. The red rectangle is the tracker’s output, and the blue rectangle is the
ground truth.

(a) No guiding (b) Full guiding (c) Modified guiding

Fig. 4. The final tracker adjusting particle guiding for frame 330 with no particle guiding (4a), full particle guiding (4b) and modified particle guiding (4c).
The rectangles represent all the particles. Yellow rectangles represent particles that were in st but did not survive into St. Green rectangles represent particles
that survived to St. The Red rectangle is the trackers output, and the blue rectangle is the ground truth.

ables for each template), the full backtracking and negative
templates. We then tested three cases of template selection:
naı̈ve template selection (i.e. when a template needs to be
discarded, the template which contributed the least to the
current frame will be discarded); improved template selection
(i.e. when a template needs to be discarded, the template which
contributes the least unique information will be discarded),
and full template selection (i.e. maintaining a large pool of
templates and selecting the 10 most useful for each time
instant).

Figure 5 shows the different performance per frame for the
three test cases. The occurrences of false negatives (as shown
by green sections) in the naı̈ve template selection tracker after
each reappearance are noticeably larger than in the improved
and full template selection tracker. It is evident that for each
frame the improved template selection tracker has more correct
test cases (as shown by more red or orange per column) than
the naı̈ve template selection tracker. The full template selection
tracker in turn outperforms the improved template selection
tracker in every frame.

4) Final Tracker adjusting Backtracking: To test the ef-
fectiveness of backtracking, we enabled the modified particle
guiding, full template selection, and negative templates. We

Fig. 5. Final tracker adjusting template selection test state versus time
showing the fraction of tests in each state for each frame (same colour scheme
as Figure 3). The results for a naı̈ve template selection ar shown in 5a, 5b
shows the results for the improved template selection and 5c shows the results
for the full template selection.

then tested three cases of backtracking: a simple threshold; a
threshold with backtracking (i.e. the PDF is not focused on
the target if backtracking is successful), and full backtracking
(if a backtrack is successful then the particles are all set to the
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Fig. 6. Final tracker adjusting backtracking test state versus time showing the
fraction of tests in each state for each frame (same colour scheme as Figure 3).
The results for a simple threshold are shown in 6a, 6b shows the results for
a simple threshold with backtracking, and 6c shows results full backtracking
(i.e. with PDF zeroing after rediscovery of target).

Fig. 7. Final tracker adjusting negative templates test state versus time
showing the fraction of tests in each state for each frame (same colour scheme
as Figure 3). The results without negative templates are shown in 7a and 7b
shows the results with negative templates.

target location, zeroing the PDF elsewhere).

Figure 6 shows the different performance per frame for the
three test cases. The backtracking only takes effect on particle
rediscovery, so it is not surprising that the most noticeable
difference is a reduced gradient during the empty frames: fewer
true negatives become false positives (as shown by the orange
and dark blue rectangles, which have fewer orange pixels
becoming dark blue pixels).

5) Final Tracker adjusting negative templates: To test the
effectiveness of negative templates, we enabled the modified
particle guiding, full template selection, and full backtracking.
We then tested two cases: with negative templates, and without.

Figure 7 shows the different performance per frame for the
two test cases. It is evident that for most frames there were
more instances of correct tracking for the tracker with negative
templates.

TABLE I. AVERAGE F-SCORE ACROSS 50 TRIALS

Tracker F-score

L1 tracker 0.4860

Final tracker with no particle guiding 0.8205
Final tracker with full particle guiding 0.7165
Final tracker with modified particle guiding 0.8485

Final tracker with naı̈ve template selection 0.7178
Final tracker with improved template selection 0.8104
Final tracker with full template selection 0.8485

Final tracker with a simple threshold 0.6129
Final tracker with a threshold and simple backtracking 0.7717
Final tracker with full backtracking 0.8485

Final tracker with no negative templates 0.7597
Final tracker with negative templates 0.8485

Final tracker 0.8485

C. Summary of results

Table I shows the average F-score for all the trackers tested.
The results have been grouped according to the adjustment
being tested, with the last member of each group being the
final tracker. The L1’s performance is noticeably lower than
the other trackers tested. This is largely because it has no
mechanism for handling the target leaving the scene. The
particle guiding shows a small improvement for the modified
particle guiding, and a deterioration for full particle guiding,
whereas the improvements for template selection, backtracking
and negative templates are all substantial.

VI. CONCLUSION

In this paper we modified the L1 tracker to test the
effectiveness of 4 different strategies: 1) particle guiding, 2)
template selection, 3) backtracking and 4) negative templates.
The first two strategies were in response to our observation that
the target appearance is another state parameter to consider
while tracking. The third was to improve false positive rejec-
tion while the target was out of frame, and the fourth was to
convert the L1 tracker into a discriminative tracker. We tested
on a sequence where target appearance was strongly linked to
target motion and which included the target leaving the scene
and returning. We found that the particle guiding led to small
improvements, and the template selection, backtracking and
negative templates all led to large improvements on the L1
tracker.

ACKNOWLEDGMENTS

We thank the authors of the L1 Tracker [5], for releas-
ing their source code. We also thank the National Research
Foundation of South Africa for their funding of this project.

REFERENCES

[1] A. Adam, E. Rivlin and I. Shimshoni, “Robust Fragments-based Tracking
using the Integral Histogram”, IEEE Conference on Computer Vision and
Pattern Recognition (CVPR’06), pp.798–805, 2006.

[2] S. Avidan, “Ensemble Tracking”, Proc. IEEE Conf. on Computer Vision
and Pattern Recognition, vol. 2, pp. 494-501, 2005.

[3] B. Babenko, M. H. Yang, & S. Belongie, “Visual tracking with online
multiple instance learning”, IEEE conference on Computer Vision and
Pattern Recognition pp. 983–990, 2009.

290



[4] J. Kwon, K. M. Lee, “Visual tracking decomposition”, Proceedings of
the IEEE Computer Society Conference on Computer Vision and Pattern
Recognition (CVPR ’10); pp. 1269-1276. 2010

[5] X. Mei, H. Ling, “Robust Visual Tracking and Vehicle Classification via
Sparse Representation”, IEEE Trans. on Pattern Analysis and Machine
Intelligence (PAMI), 33(11):2259–2272, 2011.

291



Generation of Super-Resolution Stills from Video

Bernardt Duvenhage
Defence, Peace, Safety and Security

Council for Scientific and Industrial Research
Pretoria, South-Africa

Email: bduvenhage@csir.co.za

Abstract—The real-time super-resolution technique discussed
in this paper increases the effective pixel density of an image
sensor by combining consecutive image frames from a video.
In surveillance, increasing the pixel density lowers the Nyquist
rate of the sensor which improves the detection, recognition and
identification (DRI) task performance of the system.

When a sensor lingers on a stationary target or tracks a
moving target then the image of the target would with time move
around slightly on the focal plane. If one accurately registers the
image of the target on the focal plane to some reference then
one can increase the effective sensor pixel density by stacking or
appropriately combining the registered images.

The super-resolution technique operates on the focal plane
array after the image has been degraded by the Modulation
Transfer Function (MTF) of the lens and atmosphere. Any
high frequencies lost due to the atmosphere or lens cannot be
recovered. However, if the MTFs of the lens and atmosphere are
good enough to cause aliasing on the focal plane then the sharp
stack algorithm discussed here can double the resolving power
of the sensor.

I. INTRODUCTION

The focus of this paper is on combining consecutive video
frames to create a super-resolved still image. The video frames
are first registered and then appropriately stacked to reconstruct
the still image signal from the multiple low resolution image
signals.

The scope of the work includes analysing the effectiveness
of the well-known average stack operation and presenting a
new sharp stack operation that results in improved resolution
enhancement. The super-resolution technique was developed
for real-time execution on small form factor CPU-only com-
puters. The Lucas-Kanade optical flow algorithm is used to do
real-time sub-pixel accurate registration of the low resolution
images.

The next section, Section II gives the background to
multi-frame super-resolution followed by an overview of the
related work in Section III. Section IV analysis the average
stack operation and proposes the new sharp stack operation.
The Lucas-Kanade image registration implementation is then
briefly described in Section V. Section VI puts forward a
proposal on how to measure the resolution enhancement of a
super-resolution algorithm. Section VII shows some compara-
tive as well as additional results. Section VIII reflects on the
success of the undertaking, highlights limitations and points
ahead to future work.

II. BACKGROUND

In Surveillance the detection, recognition and identifica-
tion (DRI) task performance is dependent on the number of
resolved spatial cycles on target [1]. The number of resolved
spatial cycles on target is in turn dependent on the surveillance
system’s frequency response (SFR). The SRF is a product
of the atmosphere’s modulation transfer function (MTF), the
lens’ MTF and the frequency response of the focal plane array
(FPA). The ideal lens, for example, would have a modulation
transfer of one for all frequencies which would contribute to
a good SFR.

If one assumes that the lens is good enough and that
the atmospheric effects are negligible then the SFR is dom-
inated by the frequency response of the FPA. The frequency
response of the FPA is a function of the spatial resolution
(or spatial sampling rate) of the FPA. This sampling rate
therefore becomes an important contributor to the resolving
power of the system. Nyquist rate is defined as the lower
bound on the sampling rate required to effectively reproduce
a signal. Nyquist frequency is the reciprocal of Nyquist rate
and normally half of the sampling frequency of the FPA.

Below two pixels per cycle (above 0.5 cycles/pixel) the
image signal usually becomes aliased. The original high reso-
lution (HR) image can then no longer be reconstructed from a
single low resolution (LR) input frame. The term HR image is
reserved for the continuous image function. The reconstructed
digital image is referred to as the super-resolution (SR) image.

However, if one could somehow add more pixel samples to
the FPA then the Nyquist rate of the sensor would be lowered.
This is true even if the pixel samples overlap. Lowering the
Nyquist rate of the sensor of course has the desired effect of
increasing its resolving power.

If video frames are first registered and then appropriately
stacked such that image features are aligned between con-
secutive frames then the stacking operation computationally
adds pixel samples to the FPA which still lowers the Nyquist
rate of the sensor. This is the basis for the multi-frame super-
resolution image processing discussed in this paper.

The super-resolution technique described here was devel-
oped for real-time execution on small low power proces-
sors which places some additional limitations on the super-
resolution technique. The paper therefore presents the de-
termined effort to apply a fast image registration algorithm
in combination with only an image stacking operation for
generating super-resolution stills from video.
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Fig. 1. An Example of a Low Resolution (LR) Input image (left) and the
Resulting Average Image (right) using Eight LR Images

III. RELATED WORK

This section captures an overview of existing research
related to multi-frame super-resolution techniques. Research
on other types of super-resolution such as single frame super-
resolution and image enhancement in the presence of atmo-
spheric effects such as scintillation are not discussed.

The image formation process causes image degradation
due to the lens Modulation Transfer Function (MTF), the
integrative FPA sampling and some quantisation and read-out
noise from the FPA sensor. The classic spatial reconstruction
based techniques build an image formation model, invert it and
then use the inverse model to estimate the original HR image
from the LR input images as discussed by among others Keren
et al. [2], and Irani and Peleg [3]. Such a super-resolution
algorithm then has the following steps:

• Sub-pixel accurate registration of the input LR images.

• Stacking of the registered LR images to create the SR
prior.

• An iterative refinement of the SR image using the
forward and inverse image degradation models.

Generation of the SR image from the image degradation
model is an ill posed problem. Schultz and Stevenson [4], and
others [5] [6] have used regularisation to introduce the addi-
tional information required to solve the ill-posed reconstruction
problem. This information is in the form of restrictions on
smoothness and a philosophical justification for regularisation
is that it attempts to impose Occam’s razor on the solution. In
other words the simplest SR result is the most probable one.
Finding this solution is however very time consuming.

The SR prior is usually the average image. He et al. [7]
propose a median stack instead of an average stack of the
LR images to remove sampling and registration outliers, but
there is still an inherent spatial filter when combining the
different stacked LR images. This paper investigates a filter-
less stacking that removes the need for the iterative refinement
step.

IV. STACKING LOW RESOLUTION IMAGES

This section analyses the average stack operation and
proposes a new sharp stack operation. In the average stack
the most recent N frames of a video stream are registered
against a reference frame and upscaled by some factor. The
aligned pixels are then averaged to produce a single upscaled
image called the average image. Figure 1 shows an example
of a low resolution input image and the resulting average

Fig. 2. Another Example of a Low Resolution (LR) Input image (top), the
result of the Double Box Filtered Model (bottom-left) and the Actual Average
Image (bottom-right) using Many LR Images

Fig. 3. A Low Resolution (LR) Input image (top), the Actual Average Image
(bottom-left) using Many LR Images and the result of the Single Filter Sharp
Stack Model (bottom-right)

image. The average image already produces quite a significant
improvement over the low resolution input image.

Keren et al. [2] suggested that the registered average
stack operation (using many LR images) generates a Gaussian
blurred version of the HR image. However, in this paper it is
proposed that the effect of the stacking operation is separable
into two sequential box filters. Of course, by the central limit
theorem, two sequential box filters approximate a Gaussian
filter to some degree, but the motivation for the separation lies
deeper than this theorem.
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Fig. 4. The Result of the Single Filter Sharp Stack Model (left) and the
Actual Sharp Stack Result (right) using Many LR Images

Fig. 5. The Nearest Neighbour Filter Result for the First Four Input Frames

The first filter is proposed to be due to the integrative
sampling of the FPA which results in the values of the LR
image pixels. The integrative sampling of the FPA is effectively
a sparse box filter of the HR image. It is sparse because one
convolution is done per LR pixel centre only.

The second filter is proposed to be due to the averaging
inherent in the average stack operation. The value of a pixel
in the stacked image is influenced by a local neighbourhood
of LR pixel splats. The shape of this second filter is somewhat
dependent on the spatial distribution of the registered LR
pixels, but approximately a box filter in practice.

Figure 2 shows the result of the double box filtered model
of the average image. The bottom-left image shows the double
box filter of the HR image and the bottom-right image shows
the actual average image given many input LR images. Note
the similarity between the double filtered model and the actual
average image. Recall that the size of the box filter is the same
as the LR pixel size.

One cannot avoid the first filter. It is due to the physical
size of the LR sensor pixels on the focal plane array. One
might however be able to minimise the effect of second filter
which is inherent in the average stack operation.

If one could avoid the second filter by smart stacking then
it follows that the stacked image may be modelled by only
one (the first) box filter. Such a simulated result is shown in
Figure 3. I call the resulting single filter result the model of
the sharp stack. Note the somewhat sharper appearance of the
bar targets.

It seems plausible then that one could generate an actual
sharp stack result by reducing each LR pixel to a single SR
pixel (instead of a box covering multiple SR pixels) before
stacking. Figure 4 shows the result of the sharp stack model
and an actual sharp stack result generated in this way given
many input LR images.

The fact that the double box filter and single box filter
match the average image and sharp stack results strengthens

Fig. 6. The Low Resolution Input (top), Average Stack (bottom-left) and
Sharp Stack (bottom-right) with Nearest Neighbour Filter Given Eight Input
Frames

Fig. 7. The Low Resolution Input (top), Average Stack (bottom-left) and
Sharp Stack (bottom-right) with Kernel Filter Given Eight Input Frames

the double box filter conjecture. The sharp stack operation then
has the ideal modulation transfer function of one. Section VI
will show that the sharp stack is probably the best that one
can do and as good as alternative super-resolution techniques.

However, although the sharp stack is simple and efficient
to implement, if one is not able to linger long enough on a
target or if the target changes appearance too quickly then the
sharp stack would not produce a dense result. The rest of this
section discussed two filters that are useful for producing a
dense result in such cases.

The two filters investigated to produce a dense result from
sparse samples are:

• Nearest neighbour Voronoi filter.

• Kernel filter.

Figure 5 demonstrates the operation of the nearest neigh-
bour filter for the first (red), second (green), third (blue) and
fourth (yellow) registered and upscaled LR frames. The darker
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pixels indicate the centres of the registered Low Resolution
(LR) input pixels for each frame. The super-resolution up
scaling is five in this case.

A radius image of the same resolution as the SR image is
used to keep track of the pixel distances from the LR pixel cen-
tres. Each entry in the radius image holds the distance/radius
to the closest LR pixel.

For each registered LR pixel centre added to the SR image
a local neighbourhood of SR pixels are processed. A SR pixel
is given the value of the LR pixel if the LR pixel centre is
closer than the radius given in the radius image. The radius
image is then updated as the new LR pixel is nearer than the
previous LR neighbour was. The radius image is initially filled
with the diagonal radius of the LR pixel.

Figure 6 shows the LR input, average stack and nearest
neighbour (i.e. Voronoi) filter results given only eight regis-
tered input frames. Note the improvement in target resolution
which is most noticeable on the smaller 1 - 6 targets on the
right-hand side of the USAF1951 target.

The kernel filter operates similar to the nearest neighbour
filter except for one detail. If the SR pixel is nearer to incoming
LR pixel centre than the corresponding radius in the radius
image then the LR pixel is blended with the SR pixel instead
of replacing it. The blending is done for the colour image as
well as the radius image. The radius is referred to as the kernel
radius.

The incoming LR colour is blended with the current SR
pixel colour using a specific weighting. This weighting pro-
vides an immunity to noise, but causes the result to converge
slower than the nearest neighbour filter.

The distance of the incoming LR pixel centre to the current
SR is also blended with the current SR radius using a specific
weighting. This weighting is coupled to the colour blending
weight; the radius should converge slower than the pixel
colour. Note that the SR pixel is only processed when closer
to the LR pixel centre than the current radius. The SR kernel
radius is therefore strictly decreasing.

Figure 7 shows the average stack and kernel filter results
given only eight registered input frames. Note the improvement
in target resolution which is most noticeable on the smaller 1
- 6 targets on the right-hand side of the USAF1951 target.

The nearest neighbour and kernel filters have similar qual-
ity performance in the limit. The nearest neighbour method is
however simpler, faster and has improved quality for a small
number of inputs. On the other hand when the input is very
noisy then the kernel method offers an advantage due to its
temporal smoothing behaviour.

V. REGISTRATION OF IMAGES

This section briefly describes the Lucas-Kanade (LK) op-
tical flow image registration implementation. The implementa-
tion closely follows the original 1981 Lucas-Kanade paper [8]
with only one optimisation as discussed below. The interested
readers that are unfamiliar with the LK algorithm should please
read the 1981 paper.

The LK algorithm is a coarse to fine optical flow based
image registration algorithm. At each resolution level only sub-
pixel movement is expected. The optical flow is tracked using
a Newton-Raphson error reduction between the input and a
reference image. Seven Newton-Raphson iterations offers good
sub-pixel accuracy.

Generating synthetic low resolution images provides one
with an accurate ground truth to compare the Lucas-Kanade
registration to. A root mean square error (RMSE) of 0.045
pixels per frame was measured in this way. Even when adding
uniform noise of 20% and applying a Gaussian filter with a
standard deviation of 5 pixels an RMSE of 0.063 pixels per
frame was achieved.

Bi-linear interpolation is used in the Newton-Raphson error
reduction to calculate a smooth image function for the refer-
ence image. The bi-linear filter is one of the most expensive
operations of the algorithm.

To optimise the image registration implementation the
bilinear interpolation of the reference image is executed on
the fly, but only for areas of approximately constant gradient.
The contribution weight of the other areas to the displacement
vector are simply set to zero.

VI. GAUGING THE RESOLUTION IMPROVEMENT

The super-resolved edge spread function of the SR image
was calculated for each stacking operation. The Fourier trans-
form of an edge spread function (of what should be an impulse
edge) gives the SFR of the stacking operation and FPA. The
SFR of the stacking operation and FPA along with the pixel
resolution of the SR image may then be used to gauge the
resolution improvement due to a super-resolution algorithm.

Figure 8 shows the measured frequency response of the
input and super-resolved images. All plots except for the
average stack SFR are typical of a box filter’s response [9].
Notice that the frequency response of the sharp stack is the
same as the frequency response Fpixel of the low res image.
Also notice that the frequency response of the average stack
is less than that of the sharp stack and is in fact Fpixel

2.

The Double Low Resolution (DLR) SFR shown in Figure 8
is given as a reference of what the SFR of the system would
look like if the resolution of the FPA could be physically
doubled. Without any processing the DLR system would
provide significant modulation up to 1 cycle/LRPixel and then
suffer aliasing problems.

Lin and Shum [10] found that in practice the resolution
increase factor of spatial reconstruction based algorithms is
typically limited to 1.6. They state that the limited resolution
increase factor is mainly due to typical registration inaccura-
cies and noise in the LR images. However, the SFR of the FPA
and the stacking operations show that resolution limit is much
more fundamental. Above 1.5 cycles per pixel the modulation
transfer reduces sharply. It is in theory possible to also recover
information around 2.5 cycles/pixel, 3.5 cycles/pixel, etc., but
probably difficult in practice due to the low transfer.

It is important to note that one cannot recover spatial
frequencies that are suppressed due to the FPA’s SFR. The
recommended measure of performance of the super-resolution
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Fig. 8. The System Frequency of the Input and Super-Resolved Images (see the figure key)

algorithm is therefore how close the SR image’s measured SFR
is to the super-resolved SFR of the LR input image. In other
words how much the system’s frequency response deteriorates
when super-resolving the image.

VII. RESULTS

The registration is implemented in C++ and quick enough
to run at 20 fps on a low power dual-core Intel i5 NUC running
at 1.8 GHz for images up to 512x512 pixels. One processor
core is used for the image registration and the other for video
input, stacking and video output which then lags by one frame.

The sharp stack results are compared to the SupReMe
reference solution developed at Stellenbosch University by
Stefan van der Walt [11]. SupReMe was chosen as a reference
because the source code is available for running on one’s
own data. Figure 9 shows the results of the sharp stack
and the SupReMe reference for the USAF1951 test target.
Figure 10 shows the Supreme reference results for video
recorded in Simonstown, South Africa. The sharp stack result
is comparable to that of SupReMe although the sharp stack
executes at 20 fps while the SupReMe implementation takes
about 2 minutes per frame.

Figure 11 shows a SR result when the image is degraded by
20% uniform pixel noise and a Gaussian blur with a standard
deviation of 0.5 pixels. The system MTF is still good enough
to cause aliasing on the FPA which is super-resolved by the
sharp stack algorithm.

VIII. CONCLUSION AND FUTURE WORK

The paper presents the determined effort to apply a fast
image registration algorithm in combination with only an
image stacking operation for generating super-resolution stills
from video. The sharp stack algorithm is able to keep the
frequency response of the system the same as the frequency
response of the LR image while lowering the Nyquist rate of
the sensor. This is a measurable improvement over the average
stack algorithm which lowers the Nyquist rate of the sensor,

Fig. 10. An LR Image frame from a Video Sequence of Roman Rock in
Simonstown is Shown at the Top Next to the Resulting Average Image Stack
on the Right and the Supreme SR Solution at the Bottom

but degrades the frequency response compared to that of the
LR image.

The sharp stack super-resolution algorithm lowers the
Nyquist rate to one pixel per cycle which is a doubling of
the resolving power. Spatial frequencies above 1 cycle per
pixel experience a contrast inversion due to the FPAs frequency
response, but could potentially in future be super-resolved if
the inversion is factored into the problem.

The recommended measure of performance of the super-
resolution algorithm is how close the SR image’s is to the
SFR of the LR input image. In other words how much the
SFR deteriorates when super-resolving the image.

296



Fig. 9. An LR Image, Average Image, Sharp Stack and Reference Supreme Results

Fig. 11. The Low Resolution Input (top), Nearest Neighbour Sharp Stack
(bottom-left) and Kernel Filter Sharp Stack (bottom-right) when adding 20%
Noise and a Gaussian Filter with a Standard Deviation of 0.5 Pixels

When a limited number of LR frames are available then a
nearest neighbour filter or kernel based filter may be used to
create a dense SR result. The nearest neighbour and kernel
filters have similar quality performance in the limit. The
nearest neighbour method is however simpler, faster and has
improved quality for a small number of inputs. On the other
hand when the input is very noisy then the kernel method
offers an advantage due to its temporal smoothing behaviour.

In general the registration RMSE seems to be well below
0.1 pixels per frame. In addition the systematic error (i.e. drift
over multiple frames) was measured to be in the order of 0.002
pixels per frame.

This paper shows super-resolution of wide camera fields of
view where the effect of atmospheric bubbling and dancing due
to scintillation is not evident. When atmospheric effects start
playing a major role such as in long range image enhancement
then the rigid per frame image registration should to be
replaced with a per-pixel optical flow technique. The LK
algorithm could still be employed, but must be combined with

an efficient regularisation of the resulting sparse flow fields.

ACKNOWLEDGMENT

The author would like to thank both the Armaments Corpo-
ration (Armscor) of South-Africa and the CSIR for supporting
this research.

REFERENCES

[1] R. Vollmerhausen, D. Reago, and R. Driggers, Analysis and Evaluation
of Sampled Imaging Systems. SPIE Press, 2010.

[2] D. Keren, S. Peleg, and R. Brada, “Image sequence enhancement using
sub-pixel displacements,” in Computer Vision and Pattern Recognition,
1988. Proceedings CVPR ’88., Computer Society Conference on, 1988.

[3] M. Irani and S. Peleg, “Improving resolution by image registration,”
CVGIP: Graph. Models Image Process., 1991.

[4] R. R. Schultz and R. L. Stevenson, “Extraction of high-resolution frames
from video sequences,” Image Processing, IEEE Transactions on, 1996.

[5] A. Zomet, A. Rav-Acha, and S. Peleg, “Robust super-resolution,” in
Computer Vision and Pattern Recognition, 2001. CVPR 2001. Proceed-
ings of the 2001 IEEE Computer Society Conference on, 2001.

[6] X. Li, Y. Hu, X. Gao, D. Tao, and B. Ning, “A multi-frame image
super-resolution method,” Signal Processing, 2010.

[7] Q. He, R. R. Schultz, and C. H. Chu, “Efficient super-resolution
image reconstruction applied to surveillance video captured by small
unmanned aircraft systems,” in Signal Processing, Sensor Fusion, and
Target Recognition XVII, 2008.

[8] B. D. Lucas and T. Kanade, “An iterative image registration
technique with an application to stereo vision,” in Proceedings
of the 7th International Joint Conference on Artificial Intelligence
- Volume 2, ser. IJCAI’81. San Francisco, CA, USA: Morgan
Kaufmann Publishers Inc., 1981, pp. 674–679. [Online]. Available:
http://dl.acm.org/citation.cfm?id=1623264.1623280

[9] R. Fisher, S. Perkins, A. Walker, and E. Wolfart, Hypermedia Image
Processing Reference. Wiley, 1997.

[10] Z. Lin and H. Shum, “Fundamental limits of reconstruction-based
superresolution algorithms under local translation,” Pattern Analysis and
Machine Intelligence, IEEE Transactions on, 2004.

[11] S. J. van der Walt and B. Herbst, “A polygon-based interpolation
operator for super-resolution imaging,” arXiv preprint arXiv:1210.3404,
2012.

297



Comparison of Background Subtraction Techniques
Under Sudden Illumination Changes

C.J.F. Reyneke, P.E. Robinson and A.L. Nel
Department of Electrical and Electronic Engineering Science

Faculty of Engineering and the Built Environment
University of Johannesburg

email: corius.reyneke@gmail.com; {philipr, andren}@uj.ac.za

Abstract—This paper investigates three background modelling
techniques that have potential to be robust against sudden and
gradual illumination changes for a single, stationary camera. The
first makes use of a modified local binary pattern that considers
both spatial texture and colour information. The second uses a
combination of a frame-based Gaussianity Test and a pixel-based
Shading Model to handle sudden illumination changes. The third
solution is an extension of a popular kernel density estimation
(KDE) technique from the temporal to spatio-temporal domain
using 9-dimensional data points instead of pixel intensity values
and a discrete hyperspherical kernel instead of a Gaussian kernel.

A number of experiments were performed to provide a com-
parison of these techniques in regard to classfication accuracy.

Index Terms—background subtraction, sudden illumination
changes.

I. INTRODUCTION

Background subtraction techniques have traditionally been
applied to object detection in computer vision systems and
have since become a fundamental component for many appli-
cations ranging from human pose estimation to video surveil-
lance. The goal is to remove the background in a scene so
that only the interesting objects remain for further analysis or
tracking. Techniques such as these are especially useful when
they can identify object regions without prior information and
when they can perform in real-time.

Real-life scenes often contain dynamic backgrounds such as
swaying trees, rippling water, illumination changes and noise.
While a number of techniques are effective at handling these,
sudden illumination changes such as a light source switching
on/off or curtains opening/closing continue to be a challenging
problem for background subtraction [1]. In recent years a
number of new segmentation techniques have been developed
that are robust to sudden illumination changes but only for
certain scenes. Our aim is to eventually identify the best-
performing solution, improve upon it, and implement it on
a GPU for real-time application.

II. RELATED WORK

A number of texture-based methods have developed to
solve the problem of sudden illumination changes. Heikkila
[2], Xie et al. [3] and Pilet et al. [4] make use of robust
texture features [5]. Heikkila makes use of local binary pattern
histograms as background statistics. Xie et al. assumes that

pixel order values in local neighbourhoods are preserved in
the presence of sudden illumination changes. They provide
an output image by classifying each pixel by its probability
of order consistency [3]. Pilet et al. make use of texture
and colour ratios to model the background and segment the
foreground using an expectation-maximization framework [4].
Texture-based features work well, but only in scenes with
sufficient texture; untextured objects prove to be a difficulty.

Another way of dealing with sudden illumination changes
is to maintain a representative set of background models [5].
These record the appearance of the background under differ-
ent lighting conditions and alternate between these models
depending on observation. The techniques that make use of
this approach mostly differ in their method of deciding which
model should be used for the current observation. Toyama
et al. [6], implement the Wallflower system which chooses
the model as the one that produces the lowest number of
foreground pixels. This proves to be an unreliable criterion
for real-world scenes. Stenger et al. [7] make use of hidden
Markov models but in most cases, sharp changes occur without
any discernible pattern. Also, Stenger et al. and Toyama et al.
require off-line training procedures and consequently cannot
incorporate new real-world scenes into their models during
run-time [8]. Sun [9] implements a hierarchical Gaussian
Mixture Model (GMM) in a top-down pyramid structure. At
each scale-level a mean pixel intensity is extracted and is
matched to the best model of its upper-level GMM. While
mean pixel intensity is useful for the detection of illumi-
nation changes, it is also sensitive to changes caused by
the foreground. Additionally, the Hierarchical GMM does
not exploit any spatial relationships among pixels which can
output incoherent segmentation [5]. Dong et al. [10] employ
principle component analysis (PCA) to build a number of
subspaces where each represent a single background appear-
ance. The foreground is segmented by selecting the subspaces
which produces minimum reconstruction error. However, their
work does not discuss how the system reacts to repetitive
background movements.

More recently, Zhou et al. [11], Ng et al. [1] and Vemu-
lapalli [12] have developed techniques that have potential to
handle, and even be robust to, sudden illumination changes.
These will be discussed in more detail in section III.
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III. PROPOSED SOLUTIONS

A. Background Modeling using Spatial-Colour Binary Pat-
terns (SCBP)

This approach makes used of a novel feature extraction
operator, the Spatial-Colour Binary Pattern (SCBP), which
takes spatial texture and colour information into consideration
[11]. It is an extension of a local binary pattern which is
adapted to be centre-symmetrical and to consider only two
colour channels for the sake of computational efficiency. For
the sake of simplicity all processes relating to this solution
apply to a single pixel and are performed on all the pixels in
an image.

SCBP2N,R(xc, yc) = CSLBP2N,R(xc, yc)

+2N+1f(Rc, Gc|γ) + 2N+2f(Gc, Bc|γ) (1)

f(a, b|γ) =

{
1, a > γb
0, otherwise (2)

Where Rc, Gc and Bc are the three colour channels of the
centre pixel (xc, yc) and γ > 1 is a noise suppression factor.
The Centre-Symmetrical Local Binary Pattern (CSLBP) is
defined as:

CSLBP2N,R(xc, yc) =
N−1∑
i=0

2is(gi − gi+N ) (3)

s(x) =

{
1, x >= 0
0, x < 0

(4)

Where gi is the grey value of the neighbouring pixel at index
i and N is the number of neighbours to be compared. The
neighbours are evenly distributed on a circle around the centre
pixel with radius R. If a neighbour value does not fall exactly
on a pixel it is estimated using bilinear interpolation.

An SCBP histogram is computed over a circular region of
radius Rregion around the pixel. Using this as a feature vector
a model consisting of K SCBP histograms is built, each with
their own weight, such that w0+w1+wK = 1.0 in decreasing
order. At the start these model histograms will be identical but
will begin to differ as their respective weights are updated.

An SCBP histogram is calculated for each new frame and
then compared to the model histograms using a proximity
measure. This measure adds the mutual minimum histogram
bins of the current frame and each model histogram that
comprise the background model. The proximity measure is
defined as follows:

∩(ā, b̄) =
N−1∑
n=0

min(an, bn) (5)

Where ā and b̄ are histograms and N is the number of bins
in each histogram.

The model is updated selectively depending on the value
of the calculated proximity measures. If all the proximity
measures are below the threshold, Tp, the model histogram
with the lowest weight has its bins replaced with those of the

current frame. If at least one proximity measure is above the
threshold then only the background histogram that produced
the highest proximity measure is updated using the following
formula:

m̄k = αbh̄+ (1− αb)m̄k (6)

Where m̄k is the model SCBP histogram, h̄k is the current
frame SCBP histogram and αb is a learning rate such that
αb ∈ [0, 1].

Furthermore, the weights of the model are updated as
follows:

wk = αwMk + (1− αw)wk (7)

Where αw is a learning rate such that αw ∈ [0, 1] and Mk is
1 for the best-matching histogram and 0 for the rest.
Tp is an adaptive threshold that is maintained (for each

pixel). The advantage of this is that static regions become
more sensitive while dynamic regions have a higher tolerance.
The threshold is updated as follows:

Tp(x, y) = αp(s(x, y)− 0.05) + (1− αp)Tp(x, y) (8)

Where αp is a learning rate such that αp ∈ [0, 1] and s(x, y)
is a similarity measure of the highest value between the
current frame’s SCBP histogram bins and those of the model
histograms.

In order to determine the foreground mask the value for n
in the following equation is first determined.

w0 + w1 + ...+ wn ≤ Tw (9)

Where the weights have been sorted into descending order.
Tw is a fixed threshold and is dependent upon the number of
histograms that make up the model. The calculated value for
n determines the number of corresponding model histograms
which are selected to be part of the background model. The ad-
vantage of using this weighted technique is that the persistence
of a model histogram is directly related its weight. Persistence
needs to be considered because all of the model histograms are
not necessarily produced by background processes; the bigger
the weight of a model histogram, the higher the probability it
has of being a background histogram.

If the proximity measure values for all the background
model histograms are smaller than the threshold Tw the pixel
is classified as background. If the proximity value for at least
one of the background models is greater than Tw then the pixel
is classified as foreground.

Furthermore, object contours are refined using a statistical
operator to reduce false positives. These are based upon two
assumptions. A pixel should only be successfully classified
as part of the foreground if its intensity value deviates much
from the average pixel intensity of its pixel neighbourhood
and its colour composition changes much from that of its pixel
neighbourhood. Ergo, a binary mask is constructed as follows
and is convolved with the output of the foreground detection
module:

Ωi =

 1, if [di >= ξstdi]&[di/ḡi ≥ ε1],
1, if||(ri, gi, bi)− (r̄i, ḡi, b̄i)||2 ≥ ε2,
0, otherwise

(10)
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Where di = abs(gi− ḡi) is the absolute deviation of intensity
from the average and r, g and b are chromaticity coordinates
calculated by r = R/(R+G+B), g = G/(R+G+B) and
b = B/(R+G+B). The parameters ξ, ε1 and ε2 are tuning
parameters.

Finally, the average and standard deviation of the resulting
background pixels are updated as follows:

ḡi = βgi + (1− β)ḡi (11)

stdi =
√
β(gi − ḡi)2 + (1− β)std2i (12)

Where β is a learning rate such that β ∈ [0, 1] The chromatic-
ity coordinates, r̄i, ḡi, b̄i, are updated in the same way as was
done for ḡi.

B. Background Modeling using a Shading Model and a Gaus-
sianity Test

The method proposed by Ng et al implements a hierarchical
framework that uses a combination of a pixel-based Shading
Model and a block-based Gaussianity Test [1]. This approach
is based on the assumption that camera noise is both spatially
Gaussian, and temporally uncorrelated. If the difference of two
consecutive frames are taken, only Gaussian noise and fore-
ground objects should remain. Under these assumptions, they
deduce that background pixels will be Gaussian distributed and
foreground pixels will be non-Gaussian distributed. Therefore
background pixels can be distinguished from foreground pixels
using a Gaussianity test.

The Gaussianity Test statistic is defined as follows:

H(J1, J2, J4) = J4 + 2J4
1 − 3J2

2 (13)

Where Jk is a moment defined by the following equation:

Ĵk(x, y) =
1

M2

M−1
2∑

m=−M−1
2

M−1
2∑

n=1−M−1
2

[Dt(x+m, y+n)]k (14)

The Gaussianity Test statistic is expected to be close to
zero when a set of samples is Gaussian distributed. If a set
of samples in a block of size MxM has a Gaussianity Test
statistic that is greater than a predefined threshold, τ , then the
block is considered to contain foreground pixels.

block =

{
foreground, if H > τ
background, otherwise (15)

However, this assumption does not perform well in the pres-
ence of sudden illumination changes. A shading model is
implemented to handle these.

Ng et al extend the Gaussianity test with a shading model
proposed by Skifstad [13] in order to make it robust to sudden
illumination changes. The shading model is necessary because
the previous assumption that background regions are Gaussian
distributed does not hold true in the presence of sudden
illumination changes.

The shading model assumes that a pixel intensity can
be decomposed into an illumination value and a shading
coefficient. It is also assumed that if there is no physical

change between two frames, such as a moving object, then
the ratio of pixel intensities will be constant and independent
of the shading coefficients of the frames:

R(x, y) =
I1(x, y)

I2(x, y)
=
Li,1

Li,2
(16)

Under this assumption, if no foreground objects exist in
a difference frame, the ratio of pixel intensities should re-
main constant and therefore be Gaussian distributed. Now, by
employing the shading model as an input to the Gaussianity
test module, the background model can be made robust to
sudden illumination changes. The equation used to generate
the moments used in the Gaussianity Test statistic is modified
to make use of the pixel intensity ratio:

Ĵk(x, y) =
1

M2

M−1
2∑

m=−M−1
2

M−1
2∑

n=1−M−1
2

[Rgt(x+m, y+n)]k (17)

Where

Rgt(x, y) =
BMt−1(x, y)

It(x, y)
(18)

The foreground mask is obtained using the following equa-
tions:

Dt(x, y) = |It(x, y)−BMt−1(x, y)| (19)

(x, y) ⊂
{

foreground, if Dt(x, y) > Ta
background, otherwise (20)

Where BMt(x, y) is the intensity value of the background
model at the coordinates (x, y) and time t, It(x, y) is the
intensity value of the current pixel at the coordinates (x, y)
and time t and Ta is an adaptive threshold. This equation is
only employed in the foreground blocks as classified by the
Gaussianity test.
Ta is an adaptive threshold which is calculated using an

automatic, iterative method first proposed by Ridler [14]. This
method is computationally inexpensive but has the disadvan-
tage of assuming that the scene is bimodal. This assumption
predicts that there will be two distinct brightness regions in the
image represented by two peaks in the grey-level histogram
of the input image. These regions correspond to the object
and its surroundings and so it is then reasonable to select the
threshold as the grey-level half-way between these two peaks.

The histogram of the current frame, It(x, y) is segmented
into two parts using a threshold, Titerate, which is first set to
the middle value (127) of the range of intensities. For each
iteration, the sample means of the foreground pixel intensities
and the sample means of the background pixel intensities are
calculated and a new threshold is determined as the average
of these two means. The iterations stop once the threshold
converges on a value, normally within about 4 iterations. The
following formula describes this process:

Tk+1 =

∑Tk

b=0 bn(b)

2
∑Tk

b=0 n(b)
+

∑N
b=Tk+1

bn(b)

2
∑N

b=Tk+1
n(b)

(21)
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Where Tk is the threshold at the kth iteration, b is the intensity
value and n(b) is the number of occurrences of the value b in
the image such that 0 ≤ b ≤ N .

Once the foreground mask has been segmented, morpho-
logical filtering is performed on the foreground mask in order
to remove noise. Ng et al. perform one closing operation
followed by one opening operation.

The values of the background pixels are updated using the
following formula:

BMt(x, y) =
BMt−1(x, y), if Dt(x, y) ≥ Ta
It(x, y), if Dt(x, y) < Tf
αIt(x, y)+
(1− α)BMt−1(x, y), if Tf ≤ Dt(x, y) < Ta

(22)

Where Tf is fixed and smaller than Ta and α is a learning
rate such that ∈ [0, 1]

C. Background Modeling using Non-parametric Kernel Den-
sity Estimation

The solution proposed by Vemulapalli is an extension of
the popular kernel density estimation (KDE) technique first
proposed by Elgammal et al. [15]. They extend the background
model from the temporal to spatio-temporal domain by using
3x3 blocks centred at each pixel as 9-dimensional data points
instead of individual pixel intensity values [12]. In order to
overcome the obvious increase in computational complexity
that this would cause, a hyper-spherical kernel is used instead
of the typical Gaussian kernel. Each pass of the background
modeling module entails comparing the data points of the
current frame, F0(x, y) with those of the previous frames,
Fi...N (x, y) selected from a window of size N = 50. The
Euclidean distance is then employed to compare the data
points instead of the typical pixel subtraction as used by
Elgammal et al. Furthermore, two non-parametric background
models, long-term and short-term, in order to exploit their
respective advantages at eliminating false positive detections.

So, for each new frame a series of N−1 Euclidean distances
are calculated by comparing each current pixel’s data point to
its past data-point values. The higher the value of a Euclidean
distance, the higher the probability that the current pixel is
part of the foreground. These distances are then thresholded
to determine if they lie within the radius of the discrete
hyperspherical kernel. This radius is a function of the amount
of variation present in the background.

M =
N∑
i=1

φ

(
||F0(x, y)− Fi(x, y)||

r

)
(23)

Where r is the radius of the hyper-sphere and

φ(u) =

{
1, if u ≤ 1,
0, otherwise (24)

||F0(x, y) − Fi(x, y)|| is the Euclidean distance between the
data points F0(x, y) and Fi(x, y).

The N − 1 binary outputs of this module are then summed
to produce a type of confidence measure, M of whether the
current pixel belongs to the background. This sum is then
thresholded using a value, T :

M

N
≤ T (25)

The long-term and short-term models are updated using a
blind update and selective update mechanism respectively. The
blind update adds a new 9-dimensional data point, Fi(x, y),
to the sample set regardless of whether it belongs to the
background or foreground while the selective update adds the
data-point only if it belongs to the background. When a new
data point is added the oldest data point is removed from the
sample set. The output of both the long-term and short-term
models are used as inputs to the foreground detection module.
The output of the module is described by the following table:

Long-term model Short-term model Output
Ol(x, y) = 0 Os(x, y) = 0 Ofd(x, y) = 0
Ol(x, y) = 0 Os(x, y) = 1 Ofd(x, y) = O′

fd(x, y)

Ol(x, y) = 1 Os(x, y) = 0 Ofd(x, y) = 0
Ol(x, y) = 1 Os(x, y) = 1 Ofd(x, y) = 1

TABLE I: The output of the foreground detection module
which combines the output of the short-term and long-term
background models.

Where Ol(x, y) = 1 is the output of the long-term model,
Os(x, y) = 1 is the output of the short-term model and
Ofd(x, y) = 1 is the output of the foreground detection
module where:

O′fd(x, y) =


1, if

∑1
i=−1

∑1
j=−1

Os(x− i, y − j)Ol(x− i, y − j)
6= 0,

0, otherwise

(26)

If the two models agree on an output, the resultant fore-
ground mask will obviously have the same output. If only
the long-term model predicts foreground, the foreground mask
will prefer the prediction of the short-term model. In the event
of the short-term model predicting foreground and the long-
term model predicting a background, a check is performed
to see if the two models agree on the output of any of the
neighbouring pixels being foreground. If this is the case, the
pixel is classified as a foreground.

In the event of a sudden illumination change most of the
frame will be classified as foreground and will remain so unitl
the long term model adapts to the new lighting conditions.
Vemulapalli checks whether more than a certain percentage α
of the frame is declared as foreground. If this is the case the
short-term model is updated using the blind update mechanism
so that it avoids false detections and adapts to the new lighting
conditions quickly.

IV. EXPERIMENTAL METHODOLOGY

A. Dataset
These techniques will be tested with respect to the accuracy

of their outputs. In order to accomplish this three sequences
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from the publicly available Wallflower dataset [6] are used.
The first sequence is named ”Waving Trees” and contains a

scene with a typical dynamic background. It has 286 frames
where a ground truth is provided for the 247th frame. The
second sequence is named ”Time of Day” and contains a
scene with gradual illumination changes. It has 5889 frames
where a ground truth is provided for the 1850th frame. The
third sequence is named ”Light Switch” and contains a scene
with sudden illumination changes. It has 2714 frames where
a ground truth is provided for the 1865th frame.

B. Metrics

For the evaluation of the output accuracy we make use of
the detection rate (DR), false alarm rate (FAR) and precision
(P) statistics. The formulae for these are provided below:

DR =
#true positives

#true positives+ #false negatives
(27)

FAR =
#false positives

#false positives+ #true negatives
(28)

P =
#true positives

#true positives+ #false positives
(29)

Where #true positives is the number of correctly classi-
fied foreground pixels, #true negatives is the number of
correctly classified background pixels, #false positives is
the number of incorrectly classified foreground pixels and
#true negatives is the number of incorrectly classified back-
ground pixels.

C. Selection of Tuning Parameters

Zhou et al. set Rregion = 9, R = 2, N = 4, K = 4,
TP = 0.65, TB = 0.7, αb = αw = β = 0.01, αp = 0.9,
ξ = 2.5 and ε1 = ε2 = 0.2. Zhou et al do not specify
which similarity measure they used; we investigated two, the
L1 Norm and the Square L2 Norm. The latter was determined
to be best by qualitatively comparing their output. Zhou et
al. also did not specify how they initialized the weights of
the model histograms; we investigated two methods: using
a values that decrease linearly and values that decrease ex-
ponentially. The latter was determined to be the best by
qualitative analysis. Using the exponential curve w0 = 0.567,
w1 = 0.321, w2 = 0.103, w3 = 0.011.

Ng et al. set M = 17 and α = 0.1. The value for τ is set
empirically for the dataset at hand. For the experiments they
perform on the PETS 2006 dataset they set τ = 1× 105. We
set τ = 1× 103.

Vemulapalli sets W = 250, N = 50 and α = 75%.
However, for the the Waving Trees sequence we set W = 200
and N = 20 since the 247th frame is used for the ground truth.
Vemulapalli does not specify which parameters they used for
the hypersphere radius, r, and the threshold, T . We set r = 1
and T = µ + kσ where µ is the mean and σ is the standard
deviation of the values obtained for M in a frame. k is a
positive integer which is set to 6.

V. EXPERIMENTAL RESULTS

A. Waving Trees
From these results shown in fig. 1 we can see that the Zhou

et al. provides the best detection rate, moderate precision and
worst false alarm rate. Ng et al. provides the lowest false alarm
rate, but the worst precision and detection rate. Vemulapalli
provides the best precision and moderate detection and false
alarm rates.

B. Time of Day
From these results shown in fig. 2 we can see that Zhou

has the worst performance; having the worst detection rate,
precision and false alarm rate. Ng et al. has a superior
precision and false alarm rate as well as a moderate detection
rate. Vemulapalli provides the best detection rate and values
only slightly worse than Ng et al. in regard to precision and
false alarm rate.

C. Light Switch
From these results shown in fig. 3 we can see that Zhou et

al. provides the best detection rate, moderate precision and a
moderate false alarm rate. Ng et al. has the best precision and
false alarm rate, but the worst detection rate. Vemulapalli has
a moderate detection rate, but the worst precision and false
alarm rate.

The poor performance of the solution proposed by Vemu-
lapalli is largely due to the fact that the sudden illumination
check is not triggered by the video sequence. Hence, the blind
update mechanism for the short-term model is not employed
and the model does not adapt to the new lighting conditions
quickly enough.

Fig. 1: Results of ”Waving Trees” sequence.

Fig. 2: Results of ”Time of Day” sequence.
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Fig. 3: Results of ”Light Switch” sequence.

Fig. 4: Foreground segmentation masks of proposed solutions.
The columns correspond to the ”Waving Trees”, ”Time of
Day” and ”Light Switch” sequences respectively. The first
row represents the ground truths while the remaining rows
correspond to the outputs of the solutions proposed by Zhou
et al., Ng et al. and Vemulapalli respectively.

VI. CONCLUSION

This paper investigates three background modelling tech-
niques that are robust against sudden and gradual illumination
changes for a single, stationary camera. The first makes
use of a modified local binary pattern that considers both
spatial texture and colour information. The second uses a
combination of a frame-based Gaussianity Test and a pixel-
based Shading Model to handle sudden illumination changes.
The third solution is an extension of a popular kernel density
estimation (KDE) technique from the temporal to spatio-
temporal domain using 9-dimensional data points instead of
pixel intensity values and a discrete hyperspherical kernel
instead of a Gaussian kernel.

A number of experiments were then performed which
provide a comparison of these techniques in regard to clas-
sification accuracy.

The SCBP histogram feature approach performs well for
simple dynamic backgrounds, but not for scenes that contain
any type of illumination changes.

The Shading Model and Gaussianity Test approach provides

a sparse foreground mask that is very accurate for all three
sequences, but has a poor detection rate.

The KDE approach performs well for simple dynamic
backgrounds and scenes that contain gradual illumination
changes. However, the mechanism employed to handle sudden
illumination changes does not work well due to the use of an
unreliable criterion for sudden illumination detection.

VII. FUTURE WORK

We plan to further investigate the solution proposed by Ng
et al. and Vemulapalli. Both have potential to be improved
through automatic parameter selection and possibly by in-
tegrating the strengths of all three the solutions that were
investigated.
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Abstract—Translators often use terminology lists to produce 

consistent, high quality translations. The effective management of 

these different terminology lists is very important to ensure 

consistency and to prevent the duplication of term entries. A 

terminology management system is software that facilitates the 

management and development of searchable terminology 

databases with terminology in different languages. The 

Autshumato terminology management system was developed as 

part of the Autshumato project, which was initiated by the South 

African Department of Arts and Culture to promote 

multilingualism in South Africa. The aim of the system is to serve 

as a central terminology repository for the eleven official 

languages of South Africa. Because the system is published under 

an open source licence, anyone can modify the source code to 

extend the functionality of the system, port the system to new 

hardware and adapt it to changing conditions. The Autshumato 

terminology management system is a web-based application and 

by default, read-only access is granted to anyone. Write access 

may be granted to pre-approved users, which encourages 

language practitioners, terminologists and translators to work 

together to develop a standardised, consistent terminology 

database for South African languages. The application is based 

on open standards, such as the international standard for 

Termbase eXchange, which ensures compatibility with other 

terminology management systems. The use of open standards 

also ensures that terminology is always accessible and not locked 

away in a proprietary format requiring a legacy application to 

access. 

Keywords— translators; terminologists; multilinguism; open 

standards;  open source 
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Abstract—Image blur can be caused by various factors 

during the image acquisition phase, such as camera 

defocus or motion. The restoration of blurred images is 

further complicated by the addition of possible electronic 

noise.  

 

Motion blur in images can be corrected by deconvolution 

methods if the blur kernel is known. Often only the image 

is available and the kernel must be estimated from the 

blurred image itself called blind deconvolution.  

 

Previous work done on blind deconvolution makes use of 

optimization techniques to estimate the blur kernel. 

Reference [1] proposes an edge reconstruction technique 

where blurred edges are sampled to predict previously 

sharp edges and create a latent image estimation. 

Reference [2] presents a successful method for kernel 

estimation by gradients histogram fitting.  

 

In this presentation we propose a new (more direct) 

method where the kernel is estimated by finding possible 

edges in the blurred image, using Canny or other edge 

detection.  

sinogram of the blur kernel is obtained by sampling and 

then differentiating across edges in the image for a 

sufficient number of edge orientations. Application of the 

inverse radon transform yields the kernel.  

 

The theory and implementation are discussed and typical 

results are shown. 

 

Keywords—Image blur; Blind deconvolution; Point spread 

estimation 
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This poster and demonstration describes the implementation 

and experimentation with automatic language identification 
using statistical methods. Language identification (LID), is the 
process of identifying the language of a given sample, such as 
text or speech.  LID forms an integral part of various natural 
language processing (NLP) applications such as determining the 
language of a web page or document for automatic translation 
[1]. LID is especially relevant in the South African context, 
which has eleven official languages and where documents in 
different languages are sourced together or there is a high level 
of code switching (i.e. changes in the language used in the 
sample). Furthermore, languages within the same family often 
share vocabulary, making the identification of language on a 
sample more difficult. This poster will investigate an inexpensive 
and easily implementable approach to LID using a statistical n-
gram model and present results for different values of n.  

Various approaches to LID have been implemented for NLP 
applications, and it is most commonly treated as a text 
categorization task, meaning a standard supervised classification 
framework is applied to the task [2]. The most frequently used 
and researched statistical approach is the use of character based 
n-gram models that use a boundary sequence of n characters 
derived from a given sample text to perform the classification [3]. 
This approach can be construed to cause problems when using a 
unified approach across all languages since the average word 
length of Nguni languages varies from 8.03 characters to 8.98 
characters and from 5.03 characters to 5.21 characters for the 
Sotho languages [4]. For this reason it may be necessary to use a 
larger n value to better distinguish between Nguni languages, 
which in turn might cause data sparsity issues for the Sotho 
languages. In order to validate this intuition, several experiments 
and demonstrations are performed to determine the performance 
of language identification using this method.   

The experiments are set up to identify the value of n that 
performs best when comparing a test set against trained 
language models on three different levels of identification, 
namely document, paragraph and phrase level. The results 
provide an indication of which n value yields the most accurate 
classification results when identifying sample texts at each of 
these levels.  

Keywords: Automatic language identification, N-gram 
statistics 
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Abstract—South Africa is a multilingual country with eleven
official languages. IsiZulu is one of the nine official African
languages, and is spoken by about eleven million people. It is the
largest in South Africa by numbers of first language speakers,
and yet it remains an under-resourced language. One of the
initiatives to redress this is the drive led by the University of
KwaZulu-Natal, which seeks to intellectualize isiZulu through
the development of multi-disciplinary scientific terminology in
isiZulu. The initiative is progressing well, but raises issues of how
to store and manage the terms and all its associated information.
In particular, there is no isiZulu termbank, and the requirements
put forward by its stakeholders exceeds that of extant termbanks,
which can store only basic information, but less so, or not at all,
information such as scientific area and linguistic information

pertaining to isiZulu. Also, query and results display features
have to take into account peculiarities of the language, which are
not covered by extant termbank software. To meet the
requirements, a new termbank is being developed. To facilitate
ease of maintenance, common technology and infrastructure has
been chosen, using a relational database with web-based front-
end. This allows users across organizations to access and
populate the termbank remotely, and the relational database
technology permits easy export to other formats to have it
compatible with XML-oriented technology and Linked Data
initiatives. The demo will demonstrate the features of the isiZulu
termbank.

Keywords—termbank, isiZulu, intellectualization of languages
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Abstract—Nanotechnology is a fast growing research field with
its main applications in medical and material sciences. In all
applications size and size distribution of nanoparticles is of
primary concern. However, particle occlusion is most often an
unwanted phenomenon occurring during the image analysis. We
investigate a semi-automated Bayesian technique [1] to combat
the occlusion and discuss potential improvements on the existing
technique.
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Abstract—A Remotely Operated underwater Vehicle 

(ROV) is typically a robot that is supplied power and 

communication signals from a surface supply unit via a 

“tether” chord. ROVs are used to carry out underwater 

exploration, mining operations, cable laying and the inspection 

of subsea structures such as ship wrecks, oil rigs and coral 

reefs [1]. 

 

The SEAHOG ROV is being developed by the Robotics and 

Agents Research Laboratory (RARL) at the University of 

Cape Town (UCT) for the Marine Research group in the 

Biological Sciences Department. Due to the high cost of 

ROVs, the SEAHOG is being developed as a low cost 

alternative to commercially available products, whilst 

remaining competitive with similarly classed commercial 

ROVs. 

 

The SEAHOG is a general class ROV with a dry mass of 

approximately 75kg. It has lights, video cameras, sonar and a 

manipulator arm for grasping objects. It has been designed to 

be both electrically and mechanically modular making it a 

versatile subsea robotic platform that can support and operate 

various sensors and tools. The on-board power distribution 

network supports up to 20 modules. Communication amongst 

these modules is achieved via an RS-485 serial network 

allowing for distributed intelligence on the ROV. Due to the 

relatively low operational depth of the robot, oil and pressure 

compensation is not utilised on the robot. Propeller actuation 

is achieved with co-axial magnetic couplings. 

 

The SEAHOG will be used to research marine habitats, 

recover equipment and acquire biological samples to a depth 

of 300m. It will relay live video feeds from the robot to the 

surface and allow an operator to interact with its immediate 

environment using the gripper arm attached to the robot. 

 

Currently, the ROV is undergoing its final stages of 

mechanical development. In addition, now that the mechanical 

and electrical foundations of the robot are in place, control 

engineering research is being carried out to dynamically 

model the system and develop a basic benchmark controller 

that can be improved on in the future. This opens up the path 

for research and development in automatic navigation, 

underwater mapping and the incorporation of more 

sophisticated robotic manipulators and tool trays on the robot. 

 

Keywords— Remotely operated vehicles, Underwater 

equipment, Aquatic robots, Inspection, Inertial navigation, End 

effectors, Robot control 
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Abstract—This The formal discipline of requirements 

specification development (RSD) engineering is very often 

ignored at the outset of a project. Typically the requirement is an 

interpretation of the need by a researcher that puts together a 

funding proposal, and when the funding is awarded, the project 

content and deliverables fixed by the oft ill conceived promises of 

the proposal. 

Exploring the actual problem of quad rotor unmanned aerial 

vehicle deployment for box-hole inspection in underground gold 

mining utilizing formal requirements specification methods and 

tools extracts not only the true and correct requirements from 

the users perspective, but also creates a matched expectation 

based upon technologies capabilities. 

The requirements specification document creates a clear match 

between the expected receivables of the client/funder, and the 

planned outputs of the research project. 

This poster will show the techniques used to determine the 

requirements specifications, as well as the hierarchy of 

requirements that from the outset of the project. They are based 

upon executed methods and state of the art technology 

capabilities in quad rotor applications. 

 

Keywords—Requirements specification developement; indoor 

quadrotor applications; Mining Robotics; Quadrotor obstacle 

avoidance 
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Abstract—This paper proposes a numerical modelling scheme 
for surface roughness prediction. The approach is premised on 
the use of 3D difference analysis method enhanced with the use of 
feedback control loop where a set of adaptive weights are 
generated to correct the output iteratively. The surface roughness 
values utilized in this paper were adapted from [1].  Their 
experiments were carried out using S55C high carbon steel. A 
comparison was further carried out between the proposed 
technique and those utilized in [1]. The experimental design has 
three cutting parameters namely: depth of cut, feed rate and 
cutting speed with twenty-seven experimental sample-space. The 
simulation trials conducted using Matlab software is of two sub-
classes namely: prediction of the surface roughness readings for 
the non-boundary cutting combinations (NBCC) with the aid of 
the known surface roughness readings of the boundary cutting 
combinations (BCC). The following simulation involved the use 
of the predicted outputs from the NBCC to recover the surface 
roughness readings for the boundary cutting combinations 
(BCC). The simulation trial for the NBCC attained a state of total 
stability in the 7th iteration i.e. a point where the actual and 
desired roughness readings are equal such that error is 
minimized to zero by using a set of dynamic weights generated in 
every following simulation trial. A comparative study among the 
three methods showed that the proposed difference analysis 
technique with adaptive weight from feedback control, produced 
a much accurate output as against the abductive and regression 
analysis techniques presented in [1].  

Keywords—Surface Roughness, Mesh Analysis, Adaptive 
weight, Boundary Element, Difference Analysis 
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Abstract—In South Africa there are more than eight million
first language isiXhosa speakers – 16% of the country’s total
population [1] – but very few online services exist for them. For
example, as of 21 April 2014, Wikipedia had just 305 articles in
isiXhosa1. This research is part of a greater project to develop
Information Retrieval (IR) algorithms, systems and methods to
improve access to isiXhosa content. IR systems use formal
language models and algorithms, based on language corpora, to
provide a range of services such as search and translation. Poorly
resourced languages, such as isiXhosa, are typified by scarce
document collections and are particularly challenging for IR
systems to handle [2]. This project will investigate crowdsourcing
translation of English to isiXhosa to develop an original isiXhosa
corpus.

Keywords—Crowdsourcing; isiXhosa; Translation; Motivation
Factors Gamification

I.  INTRODUCTION

Crowdsourcing, the process by which a task normally done
by an employee or contractor is outsourced to an anonymous
crowd [3], has been successfully used to translate Urdu [4],
Haitan Kreyol [5] and locally to transcribe |Xam and !Kun
notebooks of the Bleek and Lloyd Collection [6]. Studies by
Kaufmann et al. [7] and Rogstadius et al. [8] have shown that
including motivation factors such as remuneration and intrinsic
reward in a crowdsourcing project can increase participation,
engagement and contribution quality. This project will compare
the effect motivation factors of intrinsic reward, gamification
and remuneration have on contribution quality in the context of
English to African language translation.

A prototype has been developed to test whether a suitably-sized
qualified crowd of English/isiXhosa translators can be gathered
from Twitter. The crowd will participate in future experiments to
assess the affect of the motivations factors on translation
quality. The prototype will assess a user’s translation proficiency
by having them translate a control sentence and allow proficient

users to translate as much content as they desire. This will give
early insight into the motivation to continue contributing in the
absence of any motivation factors such remuneration or
gamification. Locally relevant Wikipedia articles have been
selected as the data set to be translated. Articles are broken down
into suitably-sized translation tasks, as small as single
sentences. A process of “agreement” will be used to assess
translation quality and choose a preferred translation.
Munyaradzi and Suleman [6] have shown that contributions that
have a higher degree of agreement, where agreement is defined
as an overlapping of words and structure, are of a better quality.
Finally the chosen translations will be recombined to produce a
fully translated article. The prototype will be run during August
2014.
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Abstract— The Afribooms project aimed to develop web-

based linguistic search engine for Afrikaans. For this purpose, we 

developed an annotated text corpus (dependency treebank) and 

an associated dependency parser. Our work was based on the 

Afrikaans NCHLT Annotated Text Corpora of government 

domain text [1]. The pre-existing part-of-speech (POS) tags were 

mapped to a simplified set [2] and sentences were annotated from 

initial sentence parses obtained by mapping the Afrikaans text to 

Dutch [3] and applying the Dutch Frog parser [4]. Annotation 

conventions and tag set was based on the Stanford typed 

dependencies [5, 6]. The annotation process followed an efficient 

web-based [7] iterative annotate-parse workflow where a parser 

was trained [8] to help speed up the manual process at certain 

instants. We present inter-annotator agreement [9] results 

showing that the final annotation is consistent and identify future 

work in this regard. We also evaluate two different approaches to 

building a parser from this corpus, firstly based on technology 

recycling (using Dutch resources) [3, 4] and secondly a neural 

network based approach [8], with the latter showing the most 

promise. 

Keywords—Afrikaans; dependency grammar, dependency 

treebank, dependency parser 
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Abstract—Learning a new language begins with learning the
essential vocabulary of the language. The essential vocabulary is
defined as the words one uses often from day to day, such as days
of the week, months, colours and common greetings and
courtesies. This can be a tedious and ‘boring’ process if all one
has to do is memorize lists of words on paper, and in many
societies, even several languages have to be learned, exacerbating
the challenges. Games-based computer-assisted learning of
vocabulary is known to make acquiring vocabulary more
interesting to the learners. However, such games are available
typically only for a single language and not for the Southern
African languages. To fill this gap, we created an auto-learning
tool that is aimed at helping one to learn or improve vocabulary
of a language in a fun and playful manner. The program is
mediated in English and the languages available to learn are
English, isiZulu, French, and Shona. It contains tow main games,

being the Picture Matcher and Vocab Trainer. In Picture
Matcher, the user names the object in a given image, with as
objective to improve the memory and spelling of the user in the
chosen language. Vocab Trainer tests the user’s ability to recall
the word given in English in the language they are attempting to
learn. A third game, WordTetris, is available to learn the picture-
word combination and typing the word. Conceptually, it is based
on natural language-independent root questions that are mapped
to the language of choice. Further, a teacher can upload a new set
of terms, making the tool adaptable to the level of language
learning. Technologically, JavaFX and XML were used, hence,
VocabLift is platform-independent. The demo will present all
features of the tool, and an evaluation copy is accessible at
http://www.meteck.org/sw/.
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Abstract—The  African  Wordnet  Project  (AWN)  that  was 
initiated  in  2008,  aims  at  building  wordnets  for  5  African 
languages, namely Setswana, isiXhosa, isiZulu, Sesotho sa Leboa 
(Sepedi) and Tshivenda. The project currently uses the expand 
model (cf. [1]) and the English Princeton WordNet (PWN) [2] to 
continually expand the African wordnets manually. This is very 
labour intensive work that needs to be performed by linguistic 
experts, guided by a number of considerations, such as the level 
of lexicalisation of a term in the African language. Up to now, 
linguists  have  been responsible  for  identifying  and  translating 
appropriate synsets without much help from electronic resources. 
Over the past 5 years, the African wordnets only grew with an 
average  of  1000  synsets  per  language  per  year  (see  [3]  for  a 
detailed introduction). 

Recently, experiments to speed up the manual development of 
synsets  were  undertaken  to  ease  the  workload  of  the  human 
language  experts.  Similar  studies  using  bilingual  dictionaries 
have been performed for a variety of languages (cf. [4] and [5]). 
The biggest difference between these languages and the African 
languages,  however,  is  the  richness  and  quantity  of  data 
contained in dictionaries which are freely accessible. Most of the 
entries in the dictionaries  used in international studies,  had at 
least searchable definitions and examples for each lemma. In the 
case  of  African  languages,  even basic  resources  like  computer 
readable and electronic bilingual wordlists are not always freely 
available. 

The  experiments  in  the  AWN  project  centered  around 
utilising  the  minimal  amount  of  information  available  in  a 
bilingual dictionary to identify synsets in the PWN that should be 
included  in  the  AWN,  transferring  information  from  the 
dictionary to the wordnet and presenting the potential synsets to 
linguists for final approval and inclusion in the wordnets. For the 
experiments  described here,  a few basic dictionaries that were 
made available for research purposes were used. The dictionaries 
were  first  parsed  to  extract  a  bilingual  wordlist.  The  English 
terms were then used to extract synsets in the PWN that matched 
the orthography from the wordlist.  The synsets extracted were 
limited to the first 5 senses. A spreadsheet was then utilised to 
present  all  information  from  the  dictionary  and  the  possible 
corresponding synsets to the linguists for manual verification. In 
this  phase,  an  iterative  approach  was  followed  in  that  the 
linguists were presented with only one synset (starting with sense 
number 1 from the PWN) at a time.  They then simply had to 
indicate  whether that  synset  matched the dictionary entry – a 

simple yes/no classification. Entries that were classified as “no” 
were presented again in the next round with the information for 
the next sense.  

Even on these limited datasets, the semi-automatic extraction 
showed promising results, for instance in the case of Setswana, 
roughly 900 potential new noun synsets could be identified. The 
data used,  method  developed,  initial  results  and challenges,  as 
well as future plans are described in this paper.

Keywords—African  wordnet;  semi-automatic  extraction;  
bilingual dictionaries
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Abstract—“There's more than one way to skin a cat”. To most 

people, this is a familiar quote when suggesting that similar 

methods exist to solve a problem, or several approaches exist in 

carrying out a procedure. In computer programming, this is 

often the case. Arguably, the slightest programming task one 

can think of can be solved in quite a number of ways using the 

same algorithm, each unique way being mere variations 

resulting from valid permutations of lines of the program text, 

choice of language construct, order of operation or even the use 

of converse of relational conditions. This wide variety makes it 

sometimes hard for a lecturer to determine, by inspection, if a 

student’s program is semantically correct or if the program is 

the same as the answer model. In this work, we present a new 

formalism for enumerating finite possible variations of a 

lecturer’s program. Using this formalism, we are developing an 

algorithm for generating the variations of a given novice 

program. To ascertain how the algorithm works, we will also 

develop a simulation program that takes a novice program and 

determines the number of ways it can be written. These 

variations represent a ‘space’ which can be used to answer 

certain questions about the semantic correctness of novice 

programs. 

Keywords— Program Comprehension, Space Search, Formal 

Methods 
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Abstract— The South African Department of Arts and 

Culture has been promoting multilingualism through the 

Autshumato project since 2007. The aim of this continuing 

project is to develop, release, maintain and support an easy-to-

use open-source technology that contributes towards the 

creation of documents in all the official South African 

languages. These technologies simplify the translation process, 

promote terminology standardisation and shorten translation 

time. The Autshumato Integrated Translation Environment, 

one of the project outputs, is a desktop software programme 

with features such as translation memories, machine 

translation capabilities, glossaries and spelling checkers to aid 

translators with the translation process. The adoption of the 

application has been widespread and it is being used by several 

government departments and private translators. The software 

is a derived work of the popular open-source OmegaT 

application with a mutually beneficial relationship.  

Keywords– Computer Assisted Translation, translation 

memory, Machine translation, Glossary and Multilingual 
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Abstract— It is a well-known issue that vocabulary in less 
resourced languages is difficult to create, harmonize and master. 
Usually, in new domains of knowledge such as Information 
technology, most languages have no tradition of terminology 
creation or even any terms in that field at all. So almost everything 
has yet to be created, and most of the time, from scratch.  

Moreover, most less resourced languages like African 
languages or Fulah in particular have long relied on oral tradition 
to convey, store and transmit information. There has been virtually 
no written form of the language until quite recently. Fulah for 
instance was first written by religious scholars in the 18th and 19th 
century in Arabic script before adopting Latin script in the late 
fifties.  

The shift from oral tradition to advanced technology is a huge 
leap forward that does not happen overnight. There is a crucial 
need not only to create terminologies for these languages in order 
to ensure first steps in the IT domain are successful but we also 
need to invent new strategies to systematize the process of creating 
terminology for languages that have no tradition of scientific 
written form. What strategies can be used to ensure efficiency and 
quality of terminology creation? Are there any techniques and 
strategies techniques are specific to less-resourced languages for 
creating terminology? This paper will look at best practices and 
findings that we have from the experience of Fulah localization of 
many programs including Mozilla Firefox and the brand new 
mobile OS Firefox OS. 

Keywords— Fulah, terminology, African languages, 
localization, Mozilla, Firefox, Firefox OS, less-resourced  
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Abstract—With the proliferated use of unmanned aerial 

systems (UAS) in commercial applications, the need for collision 

avoidance systems are greater than ever. In both the latest 

European EASA and American FAA roadmaps for UAS 

integration, sense and avoid technologies are identified as key 

technologies to be developed before UAVs could be integrated in 

the national air space. 

Current systems include cooperative systems like the Traffic 

Collision Avoidance System (TCAS) and automatic dependent 

surveillance broadcast (ADS-B). Both of these systems however 

require all aircraft to be fitted with the system in order to be 

detected. Non-cooperative systems such as Lidar and RADAR 

are also available but are costly in terms of weight, size and their 

power requirement and thus not suited for small UAV systems. It 

is thus proposed that visual detection of possible threats be done 

using suitable camera sensors and computer vision techniques. 

This should alleviate the size, weight and power restrictions faced 

by small UAS although increasing the required computational 

power. 

In the study both visual (EO) and infrared (IR) vision sensors 

are used. First a feasibility study of using IR sensors for detection 

is performed followed by visual sensors and a comparison made 

between the two sensor type’s theoretical detection ranges. Basic 

and derived requirements for the system are examined as well as 

current technologies and advances in sensors and algorithms. 

The study will include implementation of a sensor suite and 

algorithms to successfully detect, sense and track other aircraft. 

Considerations for determining the sensor type to be used 

include the absorption of the wavelength in the atmosphere, the 

amount of scattering that takes place and the field of 

view/instantaneous field of view versus the range that can be 

achieved.  

Standard atmospheric transmittance graphs show that the 

visual to near infrared wavelengths are absorbed by about 40% 

whereas long wave infrared is only absorbed by about 20%.  

Atmospheric scattering can be divided into Raleigh, Mie and 

non-selective scattering, starting from wavelength dependent to 

non-dependent. When the different wavelengths are compared, 

the near infrared at 1000nm is scattered forty times less than 

blue light at 400nm and even less for long wave infrared. Thus 

when only considering atmospheric transmittance and scattering, 

long wave infrared would be best suited.  

During the sensor feasibility study it was found that in order 

to meet the International Civil Aviation Organization 

specification to detect intruder aircraft at 3 miles (4.8 km) the 

current IR sensor technology requires the use of very narrow 

field of view lenses. This in turn requires multiple cameras to be 

used and increases cost and size. The electro optical sensors with 

a small pixel pitch size, in the order of 2.5 µm vs 17 µm of the IR 

sensor, achieves a greater detection range at a wider field of view 

leading to less cameras needed to cover the required area. This 

leads to reduced cost and size but more vulnerability to adverse 

atmospheric conditions. It is suggested that near-infrared 

sensitive sensors be used as these have increased range in adverse 

conditions and share the same price point and advantages of 

normal electro optical sensors. 

Keywords— collision avoidance, sense and avoid, unmanned 

aerial vehicle, computer vision 
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Abstract— Intoxication is a sizable problem in several areas of 

society. Individuals who operate heavy or fast-moving machinery 

endanger other members of society when their brain functions 

are impaired by ingested substances. This study hopes to provide 

support for technology that could eventually monitor these 

individuals seamlessly, without intruding in their personal space. 

Detection of blood-alcohol concentration level by means of a 

non-invasive sensor, in this case, a camera, implies several 

challenges. Chief among these are the specular effects introduced 

by light sources, non-ideal lighting conditions during acquisition, 

iris color variance and passive eyelid positions varying from 

person to person. This changes the shape of the visible eye. The 

camera is assumed to be calibrated and the linear pupil 

displacement is assumed to be proportional to angular 

displacement. 

In previous studies, the eyes and pupils were located using 

cascaded classifiers, wavelets, RGB thresholding, circle detection 

and other popular segmentation techniques. This study proposes 

a search algorithm based on gamma color subspace pre-

processing. The dataset size is reduced by using cascaded 

classifiers to locate the eyes. Specular effects are eliminated by a  

morphological operator (more specifically: closing). Due to the 

high contrast in the facial area surrounding the pupil with the 

pupil itself, the intensity range of the image can be shifted using a 

sigmoid function. This method was found to work well in tandem 

with bit slicing of negative images. The resulting image yields the 

location of the pupil, but due to the morphological operator, does 

not give an accurate location of its boundaries. A searching 

algorithm is employed for this purpose. 

The searching algorithm employs the complete YCrCb color 

space to perform directed region growing on the pupil and iris. It 

makes use of the vertical and horizontal symmetry of the pupil 

and iris. 

Based on the premises of chemical neurobiology and 

neurology, an initial representative model for the ocular motor 

system is suggested. The system is modeled using system 

identification under the hypothesis that key parameters in the 

resulting model might be able to discriminate between various 

stages of inebriation. More specifically, least squares 

autoregressive models with exogeneous inputs (ARX models) 

were fitted to the observed data (consisting of stimuli and 

observed pupil positions). 

Acquisition of test data was done in an experiment involving 

five participants, all of whom were at the time between the age of 

19 and 22. Each participant was monitored using the camera of 

the laptop on which the stimuli were shown. The stimulus was the 

horizontal gaze nystagmus test of the standardized field sobriety 

test (SFST). The digital stimulus was a white square moving 

across a black background. Each participant drank a quantity of 

25ml of whiskey, at intervals of half an hour. Different blood 

alcohol concentrations were obtained from the five participants, 

but four of the five exceeded the legal limit for blood-alcohol 

concentration. Blood-alcohol concentration was measured from 

periodic blood samples taken by a fully qualified nurse. The 

breath-alcohol content was also measured, using a breathalyzer. 

The results are used to indicate a correlation between 

horizontal nystagmus and blood-alcohol concentration. Future 

work is aimed to include classification through means of neural 

networks and swarm intelligence. Since it is a work in progress 

future work also includes confirming the initial results on a much 

larger (and more diverse) sample of people. In particular the 

current sample has to be extended in terms of ethnicity as well as 

age. 

Keywords—Blood-alcohol concentration, image processing, pupil 

detection, system identification 
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Abstract— The Virtual Institute for Afrikaans (VivA) is a 

non-profit company, aiming to develop and deploy digital 

resources for, knowledge about, and technology-based services 

for Afrikaans in a digital network, for the benefit of the 

broader Afrikaans community. As such, VivA strives to 

become an internationally recognised research institute and 

service provider for Afrikaans in the digital era. The founding 

members of VivA are the SAAWK, NWU, US, ATKV and 

Dagbreek Trust, while various other organisations and 

universities are involved as collaborators, funders and 

providers of corpora.  

In its initial phase (2014-2019), VivA will launch a number 

of products/services, viz. a corpus portal (text and speech 

corpora), language portal (a comprehensive, online description 

of Afrikaans grammar and orthography), language advice 

portal (i.e. a service providing users with online language 

advice), and word portal (for the development of terminology, 

and online access to numerous word-lists and dictionaries). All 

these products and services will be accessible via the VivA 

website and eventually a mobile app. 

In this poster, we will illustrate how various language 

technologies are implemented in making these products and 

services available to the public, with a specific focus on 

technologies and resources that have been released in the open-

source domain.  

For the corpus portal, we use a localised version of the 

Intellitext corpus platform, developed at the University of 

Leeds. We illustrate how corpora developed by the national 

text and speech corpus agencies of the Department of Arts and 

Culture will be made accessible through this platform, and 

how it could also serve communities of other South African 

languages in future. For the language portal, we utilise the 

Dutch and Frisian Taalportaal platform, structure, and 

content in order to develop a comprehensive, comparative, 

online grammar for Afrikaans. In addition, we use LARA-TK 

(custom-made, open-source software developed by CTexT®) 

for the management of the lexicon of the Afrikaans 

orthography. We implement and customise the open-source 

phpBB platform as a bulletin board in order to facilitate 

communication between project members across the country 

and in The Netherlands. 

In the language advice portal, we are developing a database 

of frequently asked questions by mining numerous Facebook 

pages and other digital fora. We are customising Bugzilla (a 

popular, open-source bug logging system) to log and manage 

all enquiries addressed at the language advice portal. 

The Autshumato Terminology Management System (TMS) 

will be used in the terminology subproject; the aim is to 

contribute to the terminology bank of the National Language 

Service to develop terminology rapidly for certain priority 

domains. Once again, we hope that this subproject could serve 

as a model for other languages.  

Finally, for the word portal we implement a search engine 

(including a suggestion module, based on the spell checker for 

Afrikaans developed by CTexT®) to search for word-forms in 

an amalgamated database. Based on the search results, users 

can then choose to display dictionary entries from a variety of 

open-source and commercial dictionary databases, including 

dictionaries developed using the popular TshwaneLex 

platform. 

 

Keywords– Corpus portal; Language portal; Language advice 

portal; Word portal 
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