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Abstract—The face is a fundamental part of interpersonal
communication and interaction between people. Humans use
facial expressions to denote consciously or subconsciously their
emotional states. Humans easily identify changes in facial ex-
pressions. However, it is not an easy task to be undertaken by a
computer. Additionally, computer systems must share the same
robustness and accuracy with a human so that these systems
can be used in a real-world scenario. This paper looks at the
recognition of Facial Action Coding System’s (FACS) Action
Units (AUs). Speeded Up Robust Features (SURF) is used to
extract keypoints from the face and SURF descriptors are used
as feature vectors. These feature vectors are inputs to train a
recurrent neural network (RNN) to classify AUs. An RNN is able
to handle temporal data received from video or image sequences
in which the AU is shown to develop from a neutral face. The
combination of SURF descriptors and RNNs has not been tested
before. Results are promising for upper face AUs. However, upper
face AUs have a higher recognition rate than lower face AUs.

I. INTRODUCTION

Facial expressions are the result of the deformations in the
human face due to muscle movement. They are the facial
changes in response to a person’s emotional state, intentions,
or as a tool to communicate. Facial expression analysis has
been an active research topic for behavioural scientists since
the work of Darwin in 1872. Suwa et al. [1] presented an early
attempt to automatically analyze facial expressions by tracking
the motion of 20 identified spots on an image sequence.
Since then, significant progress has been made to develop
systems to recognise facial expressions. Facial expression
recognition (FER) refers to computer systems that attempt to
automatically analyze and recognize facial motions and facial
feature changes from visual information such as single static
images or video sequences.

Analyzing facial expressions by computing systems can be
beneficial to many different scientific subjects such as psy-
chology, neurology, pain assessment, lie detection, intelligent
environments, psychiatry, emotion and paralinguistic commu-
nication, as well as applications for everyday life such as driver
monitoring systems [2], [3], automated tutoring systems [4] or
smart environments and human-computer interaction. Bartlett
et al. [5] used their face expression recognition system to
develop an animated character that mirrors the expressions
of the user called the CU Animate. Anderson and McOwan
[6] developed the EmotiChat which is a chat-room application

that automatically inserts emoticons based on the user’s facial
expressions. Although humans are easily able to identify
changes in facial expressions, the same is not an easy task
to be undertaken by a machine. Challenges faced during FER
include feature occlusion when extracting features from the
face, pose variation, and low image quality. Ultimately, our
goal is to use SURF and RNNs to eliminate the problem of
pose variation when the face moves out of plane in an image
sequence.

II. BACKGROUND

A. Facial Action Coding System

Interaction between humans often does not consist of the
generation of a facial expressions to communicate a message.
Rather, it could be the subtle changes in one of the face regions
that convey the message and the related expression. The Facial
Action Coding System (FACS) is a system originally devel-
oped by a Swedish anatomist named Varl-Herman Hjortsjo [7].
The objective of FACS is to measure and categorize human
facial movements by their appearance on the face. It was
adopted by Paul Ekman and Wallace V. Friesen, and published
in 1978 [8]. They were later joined by Joseph C. Hager to
publish a significant update to FACS in 2002 [9]. Movements
of individual facial muscles are encoded by FACS from slight
different instant changes in facial appearance. It is a common
standard to systematically categorize the physical expression
of emotions, and it has proven useful to psychologists and to
animators.

1) Action Units: Contractions of specific facial muscles are
related to a set of units called Action Units (AUs). The FACS
makes use of AUs to describe facial expressions. FACS uses
AUs and not muscle movement as a measurement unit. This
is due to two reasons. Firstly, for a few appearances, more
than one muscle is combined into a single AU because the
changes in appearance they produce cannot be distinguished.
Secondly, the appearance changes produced by one muscle
are sometimes separated into two or more AUs to represent
relatively independent actions of different parts of the muscle.
Therefore the mapping between AUs and facial muscles is not
necessarily one-to-one. Some AUs are composed of more than
one muscle, and other AUs describe separate movements of
the same muscle. The AUs are grouped based on the location



Fig. 1. Facial expression recognition process overview

and/or the type of action involved. Two major groups are upper
face AUs and lower face AUs. Each AU has a unique number.
Originally there were 44 AUs in the FACS, with an additional
12 AUs added in the updated version.

2) Cohn-Kanade database: The Cohn-Kanade AU coded
Facial Expression Database is a publically available database
from Carnegie Melon University [10]. It contains image se-
quences of facial expressions from men and women of varying
ethnic backgrounds and ages. The database contains images
from over 100 subjects who perform a series of 23 facial
displays that include AUs and combinations of AUs. The
camera orientation is frontal, small head motion is present, and
there are three variations in lighting: ambient lighting, single-
high-intensity lamp, and dual high-intensity lamps. Facial
expressions are coded using the FACS and assigned emotion-
specified labels.

B. Facial Expression Recognition Overview

FER is a complex task due to the variations in faces due
to age, ethnicity, gender, race, etc. The complexity is further
increased by variations in lighting, angles, background noise,
and so on. Figure 1 shows the steps taken in the FER process.

1) Feature Extraction: The two most commonly used ap-
proaches of feature extraction are appearance-based methods,
and geometry-based methods. The appearance features repre-
sent the appearance changes of the face, such as wrinkles and
furrows. Appearance based methods use the colour data of
the image pixels to extract information about salient features
to classify the facial expressions. The appearance features
can be extracted on either the whole-face or specific regions
on a face image. One appearance based method is Principal
Component Analysis (PCA). Lin et al. [11] used SURF and
PCA to develop a robust face recognition scheme in order to
overcome problems such as light changes, expression changes,
head movements and accessory occlusion. SURF was used
to extract the feature vectors with scale invariance and pose
invariance from face images. Then PCA was introduced for
projecting the SURF feature vectors to the new feature space
as PCA-SURF local descriptors. Finally, k-means was applied
to clustering feature points, and the local similarity and global
similarity were then combined to classify the face images. This
was tested on two databases. Results on the CAS-PEAL-R1

database achieved an average recognition rate of 95%. Results
on the ORL database received a recognition rate of 96.6%.

Geometry methods analyze the geometric relationship be-
tween key feature points, known as fiducial points. Geometric
features present the shape and locations of facial components
(including mouth, eyes, brows, nose). The facial components
or facial feature points are extracted to form a feature vector
that represents the face geometry. Ruiz et al. [12] developed
their system for feature point based tracking to recognize
six prototypical facial expressions under two different spatial
resolutions. Experiments were carried out using the Cohn-
Kanade database. Results showed a 91.41% recognition rate.
Kotsia and Pitas [13] used grid tracking and a deformation
system for recognizing six basic facial expressions and a set
of facial AUs. The grid-tracking and deformation system used,
based on deformable models, tracks the grid in consecutive
video frames over time, as the facial expression evolves, until
the frame that corresponds to the greatest facial expression
intensity. The geometrical displacement of certain selected
nodes was used as an input to a novel multiclass Support
Vector Machine (SVM), to recognize either the six basic facial
expressions or a set of chosen AUs. The results on the Cohn-
Kanade database show a recognition rate of 99.7%.

2) Expression Classification: Once features are extracted,
the next step is to recognize facial expressions i.e. to classify
the features. There are two main approaches taken when clas-
sifying facial expressions: the spatial approach and the spatial-
temporal approach. The spatial approach uses only the current
frame with or without a reference image (usually a neutral face
image) to recognize the expressions of the frame. One spatial
approach is using Support Vector Machines (SVMs). Kim and
Dahyot [14] presented a feature-based method to recognize
salient points as belonging to objects in the face or background
classes. They used SURF descriptors to generate feature vec-
tors and SVMs as classifiers. Test data sets of faces consisted
of three subsets such as high, lower, and lowest resolution
images. For high resolution, left and right eye recognition was
97%. For lower resolution, left eye and right eye recognition
was 88% and 93% respectively. Mouth recognition was 93%
for high resolution images. Nose recognition was 72% for high
resolution. For the lowest resolution, detection results were
below 50% for all components. Vadapalli et al. [15] used the
combination of Gabor filters and SVMs to recognize FACS
AUs. An average recognition rate of 80.2% was achieved for
upper face AUs, and 78.73% for lower face AUs.

The spatial-temporal approach uses the temporal data of the
image sequences to recognize the expressions for one or more
frames. It takes into account previous frames when classifying
the current frame. Recurrent neural networks (RNNs) are a
form of spatial-temporal classification. Vadapalli et al. [15]
used RNNs for the recognition of six upper face and five lower
face AUs using Gabor filters for feature extraction. Gabor
filters are an appearance based feature extraction technique.
They applied different dimensionality reduction techniques
including frequency scale selection, local Gabor filters and
PCA, and studied their effect on the classification performance



of RNNs. Results showed that local Gabor filters performed
the best (84.6% average performance) for the six upper face
AUs, whereas the use of all the Gabor filters performed the
best (82% average performance) for the five lower face AUs.

C. Speeded Up Robust Features

Speeded Up Robust Features (SURF) is a local feature
detector first presented by Bay et al. [16] that can be used
in computer vision tasks like object recognition or 3D re-
construction [17]. It is partly inspired by the scale-invariant
feature transform (SIFT) descriptor [18]. SURF outperforms
or is comparable to other schemes in terms of repeatability,
distinctiveness, and robustness, with faster performance. The
SURF descriptor is invariant to common image transforma-
tions including image rotation, scale changes, illumination
changes, and small change in viewpoint. In SURF, detectors
are first employed to find the keypoints in an image. The de-
scriptor describes the features of the keypoints and constructs
the feature vectors of the keypoints. Each SURF feature has
only 64 dimensions in general (as opposed so SIFT’s 128).

1) Keypoint Detectors: The Harris corner detector is based
on the eigenvalues of the second-moment matrix [19]. How-
ever, Harris corners are not scale-invariant. Due to this, Linde-
berg [20] introduced automatic scale selection which allows to
detect keypoints in an image each with their own characteristic
scale, experimenting with both the determinant of the Hessian
matrix as well as the Laplacian to detect blob-like structures.
Mikolajczyk and Schmid [21] refined this method by creating
a robust, scale-invariant feature detector with high repeatability
called Harris-Laplace and Hessian-Laplace. They used a Harris
measure or the determinant of the Hessian matrix to select the
location, and the Laplacian to select the scale. Focusing on
speed, Lowe [18] approximated the Laplacian of Gaussuan
by a Difference of Gaussians filter [16]. SURF uses the
determinant of the approximate Hessian matrix as the base
of the detector. Integral images are used in Hessian matrix
approximation which allows fast evaluation of box filters. The
integral image representation J of an image I is defined as:

J(x, y) =

x∑
i=0

y∑
j=0

I(i, j) (1)

Given a point X = (x, y) in an image I , the Hessian matrix
H(X,σ) in X at scale σ is defined as:

H(X,σ) =

[
Lxx(X,σ) Lxy(X,σ)
Lxy(X,σ) Lyy(X,σ)

]
(2)

where Lxx(X,σ) is the convolution of the second order
Gaussian derivative ∂2g(σ)

∂x2 with the image at point X = (x, y)
and similarly for Lyy and Lxy . A set of 99 box filters is used
as the approximations of a Gaussian with σ = 1.2. They are
denoted by by Dxx, Dyy and Dxy . This yields:

det(Happrox) = DxxDyy − (wDxy)2 (3)

w is a weight for the energy conservation between the Gaus-
sian kernels and the approximated Gaussian kernels. w ≈ 0.9.

Fig. 2. Elman RNN

2) Keypoint Descriptors: The sum of the Haar wavelet
responses describes the feature of a keypoint. The Haar
wavelet response is called dx in the horizontal direction and dy
in the vertical direction. The wavelet responses dx and dy are
summed up over each sub-region and form a first set of entries
in the feature vector. Each sub-region has a four-dimensional
descriptor vector v for its underlying intensity structure

v = (
∑

dx
∑

dy
∑
| dx |

∑
| dy |) (4)

Each sub-region contributes four values to descriptor vector,
for an overall vector of length 43 = 64. A keypoint descriptor
represents the gradient magnitude and orientation at each
keypoint in a region around a keypoint location. Each keypoint
descriptor is normalized to the unit length and a probability
density function (PDF) descriptor is generated.

D. Recurrent Neural Networks

There are two major types of neural networks: feedforward
and recurrent. In feedforward networks, activation is “piped”
through the network from input to output units. The funda-
mental feature of a recurrent neural networks (RNNs) is that
the network contains at least one feedback connection so that
activation can flow around in a loop. This enables networks
to do temporal processing and learn sequences. The Elman
RNN is a network which in principle is set up as a regular
feedforward network [22]. This means that all neurons in one
layer are connected with all neurons in the next layer. An
exception is the context layer which is a special case of a
hidden layer. The neurons in the context layer hold a copy
of the output of the hidden neurons. The value of the context
neuron is used as an extra input signal for all the neurons in the
hidden layer one time step later. Therefore, the Elman network
has an explicit memory of one time lag. Figure 2 shows an
Elman RNN. Similar to a feedforward neural network, the
strength of all connections between neurons are indicated with
a weight. Initially, all weight values are chosen randomly and
are optimized during the stage of training.

E. Receiver Operating Characteristic Curve

A Receiver Operating Characteristic (ROC) curve is a
graphical plot which illustrates the performance of a binary
classifier system as its discrimination threshold is varied. The



Fig. 3. Neutral face (left), and fully developed AUs 4, 7, 9, and 15 (right)

true positive rate versus the false positive rate is plotted at
various threshold settings. The true positive rate is also known
as sensitivity, and the false positive rate is 1 - specificity. Thus
the ROC curve shows the tradeoff between sensitivity and
specificity. We will be using ROC curves to illustrate results.

III. METHODOLOGY

A. Data Sets

An image sequence shows a subject starts with a neutral face
and over several frames develops into the positive depiction
of an AU or group of AUs. The subjects are of different age,
gender, race and ethnicity. SURF keypoints are located in each
frame by Hessian Approximation. Each keypoint data set has
a coordinate, diameter, orientation angle, and response. The
keypoints with the highest response are chosen. The response
indicates the strength of the keypoint. Then the keypoint
descriptors are obtained for each keypoint in each image in
the sequence. The descriptors are normalized to create the
PDF descriptors. Each PDF descriptor is a vector of length
64. OpenCV was used as the starting point for face detection
[23]. Figure 3 shows the first frame in an image sequence
in which the subject has a neutral face, and then the same
subject after activating AUs 4, 7, 9 and 25. In each image, 50
keypoints are extracted and mapped.

B. Recurrent Neural Network Structure

Empirical studies found that deep networks generally per-
formed no better and often worse than neural networks with
one or two hidden layers [24]. Thus one hidden layer is used in
the RNN for experimentation purposes. The optimal number
of neurons in the single hidden layer need to be determined.
This depends on the numbers of input and output units, the
number of training cases, the amount of noise in the targets,
the complexity of the classification to be learned, the architec-
ture, the type of hidden unit activation function, the training
algorithm, and regularization. The only way to determine the
best number of hidden neurons is training several networks
and estimating the generalization error of each. If you have
too few hidden neurons, you will get a high training error and
high generalization error due to underfitting and high statistical
bias. If you have too many hidden neurons, you may get a
low training error but still have high generalization error due
to overfitting and high variance. Geman et al. [25] detail how

Fig. 4. Learning rate of 0.1

Fig. 5. Learning rate of 0.01

the number of hidden units affects the bias/variance trade-
off. The learning rate (LR) applies a greater or lesser portion
of the respective adjustment to the old weight. If the factor
is set to a large value, then the neural network may learn
more quickly, but if there is a large variability in the input
set then the network may not learn very well or at all. The
single-layer RNN is tested with different LRs and numbers of
neurons on data sets that show the development of AUs. We
wish to maximize the true positive rate (TPR), minimize the
false positive rate (FPR) and thus have a high recognition rate
(RR). These are defined as follows:

True positive rate (TPR) =
True positives

Total positive samples
(5)

False positive rate (FPR) =
False positives

Total negative samples
(6)

Recognition rate (RR) =
True positives + True negatives

Total samples
(7)

The weight initialization range is [-1,1]. There are two output
classes for the RNN: “0” if the AU is not present, and “1” if the
AU is present. For the purposes of the LR and hidden neurons
experimentation, 50 keypoints are extracted from images to
provide standardization. From Figure 4 we can see a large
variability in results when a LR of 0.01 is used. Although a
LR of 0.01 shows the highest TPR in instances, the average
FPR is high with 33%. From Figure 5 we can see a smaller
variability in results, as well as a lower average FPR (24%).
The average TPR with a LR of 0.1 is higher than the average
TPR with a learning rate of 0.01. Due to this, we choose to
use a LR of 0.1. Within the results in Figure 5 we see that 15
hidden neurons provides the highest TPR and the lowest FPR.
Thus, we choose to use 15 neurons in the single hidden layer
with a learning rate of 0.1.



Fig. 6. TPR with differing numbers of extracted keypoints

Fig. 7. FPR with differing numbers of extracted keypoints

C. Optimal Number of Keypoints

Experiments are run to test the TPR and the FPR when
recognizing an upper, middle and lower face AU when differ-
ent numbers of keypoints are extracted. This is to determine
how many keypoints extracted from each frame in an image
sequence will yield the highest TPR and lowest FPR. 20, 30,
40, 50, 60, 70, 80, 90, and 100 keypoints are extracted from
each frame in an image sequence and tested for recognition
results. The TPR results are shown in Figure 6 and the FPR
results are shown in Figure 7 for the three AUs tested. The x-
axis contains the number of keypoints extracted. Results show
that 60 keypoints provides the highest TPR for AU5, AU9 and
AU17. Additionally, 60 keypoints results in the lowest FPR for
AU9 and AU17. However, 60 keypoints does not provide the
lowest FPR for AU5. The tradeoff of choosing the number of
keypoints (30 or 50) which provides the lowest FPR for AU5
will result in a much higher FPR for both AU9 and AU17.
It also results in a significantly lower TPR in AU5, AU9 and
AU17. Thus, we choose 60 keypoints as it provides the best
overall result of both TPR and FPR for all three AUs tested.

IV. RESULTS

Once the structure of the RNN is determined by finding
the LR and number of hidden neurons, and the data sets are
obtained from each image in an image sequence, experimenta-
tion can begin to determine the RR of AUs using SURF PDF
descriptors as feature vectors to train an RNN. The upper face
AUs tested are 1, 2, 5, and 6. The lower face AUs tested are
15, 17, 25, and 27. Five-fold cross validation takes place on the
samples to remove the effect of non-performing samples. The
testing sample set for each experiment is 20% of the size of
the sample. Both the training and testing sample sets contain
50% positive (AU present) and 50% negative (AU not present)
samples. The average ROC curves for the five experiments for
each AU are shown in Figure 8. For the upper face AUs, the

TABLE I
RESULTS OF TESTING

Training size Testing size TPR FPR RR

AU1 132 32 64.63% 25.61% 69.51%
AU2 96 24 79.66% 18.64% 80.51%
AU5 72 18 87.80% 21.95% 82.93%
AU6 100 20 79.25% 15.09% 82.08%

AU15 80 16 61.54% 48.72% 56.41%
AU17 120 30 58.42% 30.44% 63.99%
AU25 164 40 67.31% 46.15% 60.58%
AU27 90 20 86.27% 15.69% 85.29%

ROC curve is closer to the top and left hand border than the
lower face AUs. For lower face AUs, the ROC curve is very
close to the 45-degree line, indicating a less accurate test. This
is with the exception of AU27, which is the mouth opener, and
shows a highly accurate test. The TPR, FPR and RR with a
0.5 threshold is shown in Table 1. It also shows the training
set size and testing set size of each of the five experiments
taking place during five-fold cross validation. It can be seen,
on average, that the upper face AUs have a higher TPR and
lower FPR than the lower face AUs with the exception of
AU27. AU27 is easily recognizable and shows the best RR.

A. Comparison of Results

Comparison of different techniques is a difficult task as sys-
tems use differing databases, proportions of positive and neg-
ative samples, and training and testing sample sizes. Vadapalli
et al. used Gabor filters for feature extraction and RNNs for
classification to recognize FACS AUs. The RR is as follows:
AU1: 89.96%; AU2 92.66%; AU5: 83.59%; AU6: 77.56%;
AU15: 74.71%; AU17: 72.33%; AU25: 91.11%; AU27: 87.5%.
For AUs 5 and 27 results are similar to those obtained when
using SURF to extract features. In general, the Gabor filter and
RNN system also showed a lower average RR for lower face
AUs than upper face AUs. This indicates a stronger response
of upper face features.

V. CONCLUSION AND FUTURE WORK

The ROC curves for lower face AUs are close to the 45-
degree line, indicating an inaccurate test. Upper face AUs,
on average, show a higher RR than lower face AUs, with
the exception of AU27. Keypoints generally cluster around
the eye and nose area. A higher proportion of keypoints are
concentrated on the upper face than the lower face, even when
increasing the number of keypoints extracted. Thus for future
work, the face will be segmented into upper and lower face.
Tests will need to be run to determine the optimal number of
keypoints for the upper face and lower face independently. The
RNN can then be re-trained with the new datasets. This will
ensure that a sufficient number of keypoints are extracted from
the lower face to provide enough information to train an RNN.
Additionally, we will be using SURF and RNNs to recognize
AUs when the face moves out-of-plane in a sequence. This is
since RNNs can handle temporal processing.



Fig. 8. Results of experimentation
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